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Foreword

The International Workshop on Principles of Diagnosis is an annual event that started in 1989, originating in the
Artificial Intelligence community. Its focus is on theories, principles and computational techniques for diagnosis,
monitoring, testing, reconfiguration and repair of complex systems, and applications of these techniques to real
world problems. DX encourages the interaction and the exchange amongst researchers and practitioners from different
backgrounds with interests that center around diagnosis and prognosis.

This year we have retained the enlarged program committee introduced with DX–07 and have again received a large
number of submissions from 14 countries. Each paper was thoroughly peer reviewed by three reviewers. We accepted
26 full papers and 19 posters.

We wish to thank all the authors of submitted papers, the program committee members for the time and effort spent,
the panel members and the invited speaker for their participation.

We thank the team involved in local organisation: Lachlan Blackhall and Priscilla Kan John at NICTA/ANU, and
Judy Pollock at the Advanced Computing Research Centre, University of South Australia. The workshop would not
have been possible without their help.

We also wish to thank our sponsors: the University of South Australia (UniSA), the Australian National University
(ANU), the National Aeronautics and Space Administration (NASA Ames), Australia’s Information and Communi-
cations Technology Centre of Excellence (NICTA), and the Collaborative Research Centre for Integrated Engineering
Asset Management (CIEAM CRC).
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Combining State Estimation and Simulation in Consistency-based Diagnosis with Possible Conflicts . . . . . . 339
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Current Fault Management Trends in NASA’s Planetary Spacecraft

Lorraine Fesq and Michel Ingham
Jet Propulsion Laboratory, California Institute of Technology

Abstract
Fault management for todays space missions is a complex
problem, going well beyond the typical safing requirements
of simpler missions. Recent missions have experienced tech-
nical issues late in the project lifecycle, associated withthe
development and test of fault management capabilities, re-
sulting in both project schedule delays and cost overruns.
Symptoms seem to become exaggerated in the context of
deep space and planetary missions, most likely due to the
need for increased autonomy and the limited communica-
tions opportunities with Earth-bound operators. These is-
sues are expected to be further exacerbated as the space-
craft envisioned for future missions become more capable
and complex. In recognition of the importance of address-
ing this problem, the Discovery and New Frontiers Program
Office hosted a Fault Management Workshop on behalf of
NASAs Science Mission Directorate, Planetary Science Di-
vision, to bring together experts in fault management from
across NASA, DoD, industry and academia. The scope of the
workshop was focused on deep space and planetary robotic
missions, with full recognition of the relevance of, and subse-
quent benefit to, Earth-orbiting missions. The following three
topics, in particular, were targeted in the workshop breakout
sessions:

1. Fault Management Architectures

2. Fault Management Verification and Validation

3. Fault Management Development Practices and Pro-
cesses.

The key product of this three-day workshop is a NASA
report documenting lessons learned from previous missions,
recommended best practices, and future opportunities for in-
vestments in the fault management domain. An emerging re-
alization from the workshop is the high cost and risk of pro-
ceeding with business as usual in the area of fault manage-
ment engineering.

A few of the primary findings include:

• Spacecraft fault management currently is engineered in a
fairly ad hoc manner, both from a development process
and from a software architecture point of view. There
exist opportunities to (i) establish principles to guide
the design and implementation of fault management sys-
tems, and (ii) identify ways to improve communications

within the field such as establishing a standardized vo-
cabulary and adopting a formal representation language
to express the designs.

• The implementation of fault management software ar-
chitectures is very similar across the government and in-
dustry organizations that develop planetary spacecraft.
Most fault management systems are fundamentally de-
signed as monitor-and-response systems, running inde-
pendently from the nominal execution mechanisms.

• Planetary missions would benefit from earlier consider-
ation of fault management in the spacecraft engineering
lifecycle. For example, capabilities for system behav-
ioral modeling and complexity analysis could be brought
to bear during early system design. This may require de-
velopment of new tools for modeling and analysis, or the
application of existing tools, and their integration into
the mission formulation and pre-formulation design en-
vironment (e.g., performance and costing models used
for early system trades).

• Missions are not yet leveraging technologies at their dis-
posal, such as those developed by the DX community.
This is in part a reflection of (i) the risk-averse nature of
the spacecraft engineering community, (ii) the challenge
posed by the technology maturation gap the scarcity
of funding that allows technologies to mature through
the mid-Technology Readiness Level range, and (iii) the
challenges associated with effectively marketing tech-
nology (especially software technology) to missions and
targeting their specific requirements.

This presentation will provide an overview of the find-
ings from the workshop, summarize the recommended best
practices, and highlight some opportunities for near-termand
strategic investment of particular interest to the DX commu-
nity.

Acknowledgments
The authors would like to thank Jim Adams, Deputy Direc-
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A Dynamic Modeling Approach to Software Multiple-Fault Localization∗

Rui Abreu and Peter Zoeteweij and Arjan J.C. van Gemund

Embedded Software Lab

Delft University of Technology

The Netherlands

{r.f.abreu,p.zoeteweij,a.j.c.vangemund}@tudelft.nl

Abstract

Current model-based approaches to software de-
bugging use static program analysis to derive a
model of the program. In contrast, in the soft-
ware engineering domain diagnosis approaches are
based on analyzing dynamic execution behavior.
We present a model-based approach where the pro-
gram model is derived from dynamic execution be-
havior, and evaluate its diagnostic performance for
both synthetic programs and the Siemens software
benchmark, extended by us to accommodate multi-
ple faults. We show that our approach outperforms
other model-based software debugging techniques,
which is partly due to the use of De Kleer’s in-
termittency model to account for the variability of
software component behavior.

1 Introduction

Automatic software fault localization techniques aid devel-
opers to pinpoint the root cause of failures, thereby reduc-
ing the debugging effort. Two major approaches can be dis-
tinguished, (1) the spectrum-based fault localization (SFL)
approach, a statistical approach that correlates dynamic soft-
ware component activity (i.e., execution traces) with program
failures [1; 12; 13], and (2) the model-based diagnosis or de-
bugging (MBD) approach, which deduces component failure
through logic reasoning over a static model of the program [4;
5; 6; 7; 8; 9; 15; 16; 20].
Because of its low computational complexity and absence

of modeling requirements, SFL has gained large popularity
in the software engineering community. Although inherently
not restricted to single faults, in most cases these statistical
techniques are applied and evaluated in a single-fault context,
such as the Siemens benchmark set [10], which is seeded with
only 1 fault per program (version). In practice, however, the
defect density of even small programs typically amounts to
multiple faults. Although the root cause of a particular pro-
gram failure need not constitute multiple faults that are act-
ing simultaneously, many failures will be caused by different

∗This work has been carried out as part of the TRADER project
under the responsibility of the Embedded Systems Institute. This
project is partially supported by the Netherlands Ministry of Eco-
nomic Affairs under the BSIK03021 program.

faults. Hence, the problem of multiple-fault localization (di-
agnosis) deserves detailed study.
Unlike SFL, MBD inherently considers multiple faults.

However, the logic models of software systems that are
used in the diagnostic inference are typically based on static
program analysis. Consequently, they do not consider dy-
namic execution behavior, such as (data-dependent) condi-
tional control flow, which, in contrast, forms the essence
of the SFL approach. Aimed to combine the best of both
worlds, in this paper we present an approach that exploits the
dynamic, execution trace-based observation approach from
SFL, to derive models and observations as input to MBD to
produce multiple-fault diagnoses.
To illustrate the potential advantages of a multiple-fault

approach, consider a triple-fault program with faulty com-
ponents c1, c2, and c3. Whereas (ideally) a single-fault ap-
proach such as SFL would producemultiple single-fault diag-
noses like {{1}, {2}, {3}, {4}, {5}, . . .} (component indices,
ordered in terms of statistical similarity), a multiple-fault ap-
proach would simply produce one single multiple-fault diag-
nosis {{1, 2, 3}}. This single diagnosis unambiguously re-
veals the actual triple fault, which, additionally, measures
the potential for debugging parallelism [11], whereas in the
former case it is not obvious how many faults are actually
present.
This paper makes the following contributions:

• We present our multiple-fault diagnosis method which
combines a dynamicmodeling and observation approach
known from SFL with a diagnostic reasoning approach
from MBD.

• We evaluate our approach using the Siemens set bench-
mark, extended by us to accommodate multiple faults.

• We evaluate the merit of two specific strategies for up-
dating the probabilities of diagnosis candidates, based
on De Kleer’s intermittent fault model [4], to account
for the fact that faulty (software) components very often
exhibit nominal behavior.

• We compare our approach to related reasoning ap-
proaches (AIM [15], ∆-slicing [8], and explain [8])
for the Siemens set program tcas (their common
benchmark).

Our experiments show that strategies that exploit (inter-
mittency) information to exonerate components involved in
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passed runs outperform those that do not include such infor-
mation. Furthermore, experiments using the tcas program
show that our approach allows that more bugs can be solved
if limited debugging time is available.

2 Preliminaries

In this section we introduce the concepts and definitions used
throughout this paper.

2.1 Basic Definitions

Definition 1 A diagnostic system DS is defined as the triple
DS = 〈SD ,COMPS ,OBS 〉, where SD is a propositional
theory describing the behavior of the system, COMPS =
{c1, . . . , cM} is a set of components in SD , and OBS is a
set of observable variables in SD .

With each component cm ∈ COMPS we associate a
health variable hm which denotes component health. The
health states of a component are healthy (true) and faulty
(false).

Definition 2 An h-literal is hm or ¬hm for cm ∈ COMPS .

Definition 3 An h-clause is a disjunction of h-literals con-
taining no complementary pair of h-literals.

Definition 4 A conflict of (SD ,COMPS ,OBS ) is an h-
clause of negative h-literals entailed by SD ∪OBS.

Definition 5 Let SN and SP be two disjoint sets of com-
ponents indices, faulty and healthy, respectively, such that
COMPS = {cm | m ∈ SN ∪ SP } and SN ∩ SP = ∅. We
define d(SN , SP ) to be the conjunction:

(
∧

m∈SN

¬hm) ∧ (
∧

m∈SP

hm)

A diagnosis candidate is a sentence describing one possible
state of the system, where this state is an assignment of the
status healthy or not healthy to each system component.

Definition 6 A diagnosis candidate for
(SD ,COMPS ,OBS), given an observation term obs
over variables in OBS , is d(SN , SP ) such that

SD ∧ obs ∧ d(SN , SP ) 2⊥
In the remainder we refer to d(SN , SP ) simply as d, which
we identify with the set SN of indices of the negative literals.

Definition 7 A diagnosis D = {d1, . . . , dk, . . . , dK} is an
ordered set of all K diagnosis candidates, for which SD ∧
obs ∧ dk 2⊥

2.2 Model-based Diagnosis

In this section we describe the principles underlying model-
based software diagnosis as far as relevant to this paper.
Consider the simple program function in Figure 1, which is

supposed to be composed of three inverting statements (with
a fault in statement 3), resembling a circuit with three logi-
cal inverters1 . The function takes one input x, and returns

1Note that in this approach we assume the presence of a correct
model of the components (in contrast to e.g. [14])

( y1 , y2 ) 3 i nv ( boo l x ) {
1 . w = ! x
2 . y1 = !w;
3 . y2 = w; / / f a u l t : ! m i s s i ng

r e t u r n ( y1 , y2 ) ; }

Figure 1: A defective function

two outputs y1, y2. A weak model of each inverter statement,
which only specifies nominal (required) behavior, is given by
the proposition

h ⇒ y = ¬x

Given the data dependencies of the program, the intercon-
nection topology of the three inverting components is easily
obtained, yielding the (combined) program model

h1 ⇒ w = ¬x

h2 ⇒ y1 = ¬w

h3 ⇒ y2 = ¬w

Computing Diagnoses

Consider the observation obs = ((x, y1, y2) = (1, 1, 0)).
From the model, it follows

h1 ⇒ ¬w

h2 ⇒ ¬w

h3 ⇒ w

which equals

(¬h1 ∨ ¬w) ∧ (¬h2 ∨ ¬w) ∧ (¬h3 ∨w)

Resolution yields the following conjunction of conflicts

(¬h1 ∨ ¬h3) ∧ (¬h2 ∨ ¬h3)

meaning that (1) at least c1 or c3 is at fault, and (2) at least
c2 or c3 is at fault. The minimal diagnoses are given by the
minimal hitting set [18], yielding

¬h3 ∨ (¬h1 ∧ ¬h2)

Thus either c3 is at fault (single fault), or c1 and c2 are at
fault (double fault), as well as a number of other double-faults
(¬h2 ∨ h3, ¬h1 ∨ h3), and a triple fault (¬h1 ∨ h1 ∨ h3),
which, however, are subsumed by the previous two minimal
diagnoses. Consequently, D = {{3}, {1, 2}}.
Ranking Diagnoses

The fact that models do not always specify all possible behav-
ior (e.g., weak models), and that usually only limited obser-
vations are available typically leads to diagnoses with many
solutions. However, not all solutions are equally probable, al-
lowing them to be ranked in order of probability of being the
actual fault state.

Let Pr({j}) denote the a priori probability that a compo-
nent cj is at fault. Although this value is typically component-
specific, in the above inverter example we assume Pr({j}) =
p (where we arbitrarily set p = 0.01). Assuming compo-
nents fail independently, and in absence of any observation,
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the prior probability a particular diagnosis dk is correct is
given by

Pr(dk) =
∏

j∈SN

Pr({j}) ·
∏

j∈SP

(1− Pr({j}))

In order to compute the posterior probability given an obser-
vation we use Bayes’ rule, which can be applied iteratively
for multiple observations

Pr(dk|obs) =
Pr(obs|dk)
Pr(obs)

· Pr(dk)

The denominator Pr(obs) is a normalizing term that is iden-
tical for all dk and thus needs not be computed directly.
Pr(obs|dk) is defined as

Pr(obs|dk) =

{ 0 if dk and obs are inconsistent
1 if dk implies obs
ε if neither holds

Many policies exist for ε [3]. For the purpose of the above
example, we adopt the classical policy ε = 1/dx where dx is
the number of observations that can be explained by diagnosis
dk. As there are 4 possible observations that can be explained
by {3}, and 8 that can be explained by {1, 2}, it follows

Pr(obs|{3}) = 1
4 ; Pr(obs|{1, 2}) = 1

8

Hence, the diagnosis is given by (after normalization)

dk Pr(dk)
{3} 0.995
{1, 2} 0.005

3 Observation-based Modeling

The above approach is dependent on the existence of a model
of the program, which would have to be derived from the sys-
tem specifications. Even if a model were available for each
component (statement), only for the simplest of programs
(such as our example program) a program model could be
extracted based on static dependence analysis. In this sec-
tion we present our dynamic, observation-based diagnosis ap-
proach. This model is used to compute the set of valid diag-
noses, which will then be ranked according to the likelihood
that they explain the failures.

3.1 Observations

Observations are collected as abstractions of execution traces,
in SFL called program spectra. A program spectrum is a col-
lection of observations that provides a specific view on the
dynamic behavior of software. This data is collected at run-
time, and typically consists of a number of counters or flags
for the different components of a program. In the context
of this paper we use the so-called hit spectra, which indicate
whether a component (statement) was involved in a run.

Definition 8 Let M be the number of components, andN the
number of execution runs. Let O denote the N× (M +1) ob-
servation matrix. For j ≤ M , the element oij is equal to 1
(true) if component j was observed to be involved in the exe-
cution of run i, and 0 (false) otherwise. The element oi,M+1

is equal to 1 (true) if run i failed, and 0 (false) otherwise. The
rightmost column of O is also denoted as e (the error vector).

Note that at least one faulty component has to be involved
in the computation of a failed run. From O it is also possible
to derive the probability r that a component is actually exe-
cuted in a run (expressing code coverage), and the probability
g that a faulty component is actually exhibiting good behav-
ior (expressing fault coverage, also known as the “goodness”
parameter g [4]).

3.2 Computing Diagnoses

Unlike theMBD approachmentioned earlier, which statically
deduces information from the program source, O is the only,
dynamic source of information, from which both a model,
and the input-output observations are derived. Apart from
exploiting dynamic information, this approach only requires
a generic component model, avoiding the need for detailed
functional modeling or relying, e.g., on invariants or prag-
mas for model information. Note, however, that this default
model can easily be extended when more detailed informa-
tion is available.
Abstracting from particular component behavior, each

component cj is modeled by the weak model

hj ⇒ (xj ⇒ yj)

where hj models the health state of cj and xj , yj model its
input and output variable value correctness (i.e., we abstract
from actual variable values, in contrast to the earlier exam-
ple). This weak model implies that a healthy component cj

translates a correct input xj to a correct output yj . However,
a faulty component or input may lead to an erroneous output.
As each row in O specifies which components were in-

volved, we interpret a row as a “run-time” model of the pro-
gram as far as it was considered in that particular run. Con-
sequently, O is interpreted as a sequence of typically differ-
ent models of the program, each with its particular observa-
tion of input/output correctness. The overall diagnosis can be
viewed as a sequential diagnosis approach that incrementally
takes into account new structural program (and pass/fail) ev-
idence with increasing N . A single row On,∗ corresponds to
the (sub)model

hm ⇒ (xm ⇒ ym), for m ∈ Tn

xti = yti−1 , for i ≥ 2
xt1 = true
yt′ = ¬en

where Tn = {m ∈ {1, . . . , M} | onm = 1} denotes the well-
ordered set of component indices involved in computation n,
ti denotes the ith element in this ordering, (i.e., for i ≤ j, ti ≤
tj), t

′ denotes its last element. The resulting component chain
logically reduces to

∧

m∈Tn

hm ⇒ ¬en

For example, consider the row (M = 5)
c1 c2 c3 c4 c5 e
1 0 0 1 0 1

This corresponds to a model where components c1, c4 are in-
volved. As the order of the component invocation is not given
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(and with respect to our above weak component model is ir-
relevant), we derive the model

h1 ⇒ (x1 ⇒ y1)
h4 ⇒ (x4 ⇒ y4)
x4 = y1

x1 = true
y4 = ¬en

In this chain the first component c1 is assumed to have correct
input (x1 = true, typical of a proper test), its output feeds to
the input of the next component c4 (x4 = y1), whose output
is measured in terms of en (y4 = ¬en). This chain logically
reduces to

h1 ∧ h4 ⇒ false
If this were a passing computation (h1∧h4 ⇒ true) we could
not infer anything (apart from the exoneration when it comes
to probabilistically rank the diagnosis candidates as explained
in next section). However, as this run failed this yields

¬h1 ∨ ¬h4

which, in fact, is a conflict. In summary, each failing run in
O generates a conflict according to∨

m∈Tn

¬hm

As in the former MBD approach, the conflicts are then sub-
ject to a hitting set algorithm that generates the diagnostic
candidates.
To illustrate this concept, again consider the example pro-

gram. For the purpose of the spectral approach we assume the
program to be run two times where the first time we consider
the correctness of y1 and the second time y2. This yields the
observation matrix O below

c1 c2 c3 e
1 1 0 0 obs1

1 0 1 1 obs2

From obs2, it follows

¬h1 ∨ ¬h3

which equals the first conflict from the earlier MBD ap-
proach, and the diagnosis trivially comprises the two single
faults {1} (¬h1) and {3} (¬h3). Compared to the earlier
MBD approach, the second conflict (¬h2 ∨ ¬h3) is miss-
ing due to the fact that no additional knowledge is avail-
able on component behavior and component interconnec-
tion. Although this would suggest that the dynamic approach
yields lower diagnostic performance than the earlier MBD
approach, note that the example program is ideally suited to
static analysis, whereas real programs feature extensive con-
trol flow, rendering the static approach extremely difficult.
However, if, for some reason, we were able to capture the
second conflict in terms of an execution trace according to

c1 c2 c3 e
0 1 1 1 obs3

then our observation-based approach would yield exactly the
same set of minimal diagnoses.
Note that, e.g., unlike dynamic slicing [21] and constraint-

based models [17], we do not exploit actual data dependen-
cies between components but execution patterns.

3.3 Ranking Diagnoses

Similar to the incremental compilation of conflicts per run we
compute the posterior probability for each candidate based
on the pass/fail observation obs for each sequential run using
Bayes’ rule as described in Section 2.2. In the following we
will distinguish between three ε policies. The first policy,

denoted ε(0) is similar to the classical MBD policy, and is
defined as follows

ε(0) =

{
EP

EP +EF
if run passed

EF

EP +EF
if run failed

(1)

where EP = 2M and EF = (2l − 1) · 2M−l are the num-
ber of passed and failed observations that can be explained
by diagnosis dk, respectively, and l = |dk| is the number
of faulty components in the diagnosis. Note that this policy
is slightly different from the one in Section 2.2, as the lack
of component interconnection information allows more diag-
noses (component combinations) as likely explanations for
pass/fail outcomes.

A disadvantage of this classical policy is that passed runs,
apart from making single faults more probable than multi-
ple faults, do not help much in pinpointing the fault location.
This has to do with the fact that all diagnoses are possible
when a run passes due to the weak fault model (the 2M term
in Eq. 1). In addition, there is no way to distinguish between
diagnoses with the same cardinality, because the terms are
merely a function of the cardinality of the diagnosis candi-
date.

An approach to account for the fact that, similar to statis-
tical approaches for fault localization, components involved
in passed computations should to some extent be exonerated,
is by extending the component model with an intermittent
failure model, as introduced by De Kleer [4]. As in soft-
ware components it is quite usual that a faulty component
exhibits correct behavior, we include statistical information
on the probability that a faulty component c exhibits correct
behavior. Let g(dk) denote the aforementioned (“goodness”)
probability that faulty components in dk are exhibiting good
behavior. In the following we distinguish between two dif-

ferent policies, which we refer to as ε(1), and ε(2), which are
defined as follows

ε(1) =
{

g(dk) if run passed
1− g(dk) if run failed

and

ε(2) =
{

g(dk)t if run passed
1− g(dk)t if run failed

where t is the number of faulty components according to dk

involved in the run i

t =
∏

j∈dk

[oij = 1]

We propose policy ε(2) as a variant of ε(1), which is due to
De Kleer [4]. It approximates the probability

∑
j∈dk

gj that

the components in dk all exhibit good behavior by g(dk)t, as-
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suming that all components of dk have equal goodness prob-
abilities. In both strategies we use

g(dk) =

X

i=1..N

[(
_

j∈dk

oij = 1) ∧ ei = 0]

X

i=1..N

[
_

j∈dk

oij = 1]

where [·] is Iverson’s operator ([true] = 1], [false] = 0]). In
the above two policies g(·) is assumed to be different from 0.
Otherwise a strong exoneration factor is included, as a passed
run would set Pr(dk) = 0, for all diagnosis candidates. Fur-
thermore, one can think of additional policies, such as com-

bining either ε(1) or ε(2) with ε(0). Note, however, that in this

case the variable term in ε(0) is a function of the diagnosis’
cardinality only. As the prior probabilities p already differen-
tiate diagnoses with different cardinalities, such a combined
policy would not produce a different ranking than those ob-

tained by either ε(1) or ε(2).

ε(0) ε(1) ε(2)

Pr({1}) 0.5 0.2 0.2
Pr({3}) 0.5 0.8 0.8

(a) After obs1 and obs2

ε(0) ε(1) ε(2)

Pr({3}) 0.98 0.99 0.999
Pr({1, 2}) 0.02 0.01 0.001

(b) After obs1, obs2, and obs3

Figure 2: Probabilities updates

Returning to the example of Section 2.2, Figure 2 lists the
probabilities resulting from the various ε policies for the di-
agnoses obtained after obs1 and obs2 only (Figure 2(a)) and
after obs3 (Figure 2(b)). In the first case, the classical policy
cannot distinguish between c1 and c3 while the g policies ex-
ploit the additional information provided by the exonerating
observation obs1. When obs3 is included c1 is no longer a
valid diagnosis by itself, and is eliminated from the (hitting)
set of valid diagnosis candidates. Hence, all policies favor c3

as most likely candidate, due to (1) the lower prior probability

of the double fault (ε(0,1,2)) and (2) the exoneration by passed

runs (ε(1,2)).

4 Theoretical Evaluation

In order to gain understanding of the effects of the various pa-
rameters on the diagnostic performance of the different poli-
cies, in this section we use a simple, probabilistic model of
program behavior that is directly based on N, M, r, and g.
Without loss of generality we model the firstC of theM com-
ponents to be at fault (C for fault cardinality). For each run
each component has probability r = 0.6 (which go in accor-
dance with the value measured for our software benchmark
set of faults, see next section) to be involved in that run. If
a selected component is faulty, the probability of exhibiting
nominal (“good”) behavior equals g. When either of the C
components fails, the run will fail. We study the performance
of the ε policies defined previously for observation matrices
that are randomly generated according to the above model.

4.1 Performance Metrics

Before evaluating the results, we first present our perfor-
mance metric. Fault localization techniques aim at helping
developers in finding bugs quickly, and a metric to evaluate
such techniques is to measure the amount of code a devel-
oper would have to inspect before (but not including) find-
ing the fault cause, wasted effort W . It is defined as the
number of inspected components divided by the total num-
ber of components (M ). In our computation of W we as-
sume that after each inspection, the test set is rerun, possi-
bly leading to a new ranking (without the most recently re-
moved fault). For example, suppose a triple-fault program
(M = 6, and c1, c2, and c3 faulty) for which the following
diagnosis D = {{1, 2, 6}, {3, 4, 5}} is obtained. This diag-
nosis induces a wasted effort of W = 33% as c6 in the first
candidate is inspected in vain, as well as, on average two out
of three inspections in the second candidate (in this example
we assumed that rerunning the test set did not change the sec-
ond candidate {3, 4, 5}). For example, had the two compo-
nents in the second diagnosis candidate been inspected, then
W = 50%.

In contrast to related work, we measure W instead of ef-
fort [1; 19] so that the performance metric’s scale is indepen-
dent of the number of faults in the program. Another reason
not to adopt the aforementioned score metric is that in our
synthetic model we do not have program dependence graph
information. For the example given above, the effort as de-
fined in [1; 19] would be 100%.

4.2 Diagnosis Optimality

As mentioned in the Introduction, under ideal circumstances
our multiple-fault approach produces one single multiple-
fault diagnosis {1, . . . , C}. This optimal result (shown in [2])
is obtained (for programs where each component has an in-
dependent, non-zero probability of being involved in any run)
when N → ∞. This can be seen through the following ar-
gument. Consider a C-fault program. While for small N the
minimal hitting set will still contain many members (compo-
nents) other than the C faulty components, by increasing N
the probability that a non-faulty component will still be in-
cluded steadily decreases. Let f denote the probability of
a run failing (derived as function of r, g, C in [2]). For
the hitting set analysis only failing runs matter. For those
NF = f ·N failing runs the C-fault candidate is by definition
within the set of candidates that “survive” those runs (whose
chain is still unbroken). However, the probability that other
components can be involved in a candidate is less than unity,
which forms the basis of those candidates’ eventual elimina-
tion. In the following experiments this dependency of W on
N is further studied.

4.3 Experimental Results

In this section we experimentally study the diagnostic per-
formance of the different policies. For that purpose, a syn-
thetic observation matrix generator is implemented, which
takes into account N , g, and C. Although we verified the
influence of these parameters, in the following M is fixed to
20 and r to 0.6 as they do not change our conclusions.
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(a) C = 1 and g = 0.1
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(b) C = 2 and g = 0.1
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(c) C = 5 and g = 0.1
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(d) C = 1 and g = 0.9
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(e) C = 2 and g = 0.9
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(f) C = 5 and g = 0.9

Figure 3: ε-policies diagnostic performance

Figure 3 contains plots of W versus N for C = 1, C = 2
and C = 5. Each measurement represents an average over
1,000 sample matrices. The plots show that W for N = 1
is similar to r, which follows from the fact that there are on
average (M − C) · r components which would have to be
inspected in vain. For sufficiently large N all policies pro-
duce an optimal diagnosis, see previous section. For small
number of runs N , given the fact that it does not distinguish
between diagnosis with the same fault cardinality (see Sec-

tion 3.3), ε(0) is the worst performing policy. For C ≥ 2, ε(2)

outperforms ε(1), suggesting that information on the number

of components involved a run should be included (t in ε(2)).

For C = 1, as t = 1 the performance of ε(1) equals the one

of ε(2).
Furthermore, from the plots we verify that the higherC the

more runs N are needed to attain optimal diagnostic perfor-
mance. As an example, for g = 0.1, r = 0.4, and C = 1, 13
runs would be enough to yield a perfect diagnosis, whereas
for C = 5, 250 runs would be needed. We have determined
the value of N (NF ) for which our C-cardinality fault re-
mains as the only candidate, i.e., a perfect multiple-fault diag-
nosis {1, . . . , C}. Table 1 shows the values of N (NF ) where
optimality is reached for different values of C and g. Apart
from a scaling due to g one can clearly see the exponential
impact of C on NF and N (shown in [2]).

g 0.1 0.9

C 1 2 3 4 5 1 2 3 4 5

N 13 31 90 120 250 200 300 500 1000 1700

NF 5 19 71 111 245 12 36 84 219 459

Table 1: Optimal N∗ for perfect diagnosis (r = 0.6)

5 Experimental Evaluation

In this section we assess the diagnostic capabilities of the dy-
namic modeling approach for real programs. For this pur-
pose, we use the well-known Siemens set [10], which con-
tains 132 faulty versions of 7 C programs with extensive test
suites. Table 2 summarizes the characteristics of the Siemens

Program Faulty Versions M N Description

print tokens 7 539 4,130 Lexical Analyzer

print tokens2 10 489 4,115 Lexical Analyzer

replace 32 507 5,542 Pattern Recognition

schedule 9 397 2,650 Priority Scheduler

schedule2 10 299 2,710 Priority Scheduler

tcas 41 174 1,608 Altitude Separation

tot info 23 398 1,052 Information Measure

Table 2: The Siemens benchmark set

set, where M corresponds to the number of lines of code
(components in this context).

For our experiments, we have extended the Siemens set
with program versions in which we can activate arbitrary
combinations of faults. For this purpose, we limit ourselves
to a selection of 102 out of the 132 faults, based on crite-
ria such as faults being attributable to a single line of code,
to enable unambiguous evaluation. The observation matrices
are obtained using the GNU gcov2 profiling tool.

Using this extended Siemens set, we evaluate our dynamic
modeling approach in two ways: first, in Section 5.1, we mea-
sure its diagnostic performance on single and multiple-fault
programs for the three ε strategies outlined in Section 2.2.
Next, in Section 5.2 we compare this performance against
other diagnosis techniques. Here we use single-fault versions
of the tcas program, which is the common program used in
literature to evaluate these other techniques.

5.1 Results

Table 3 lists the wasted effortW , as defined in Section 4.1, in-
curred by the dynamic modeling approach and strategies ε(0),

ε(1), and ε(2) for debugging single, double, and multiple-
fault programs. Like in Section 4.3, we aimed at C = 5
for the multiple fault-cases, but for print tokens insuf-
ficient faults are available, and for print tokens2 and
replace our current implementation of the hitting set al-
gorithm practically prevents analyzing combinations of more

2http://gcc.gnu.org/onlinedocs/gcc/Gcov.html
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print tokens print tokens2 replace schedule schedule2 tcas tot info

C 1 2 4 1 2 4 1 2 3 1 2 5 1 2 5 1 2 5 1 2 5

versions 4 6 1 10 43 100 23 100 100 7 20 11 9 43 100 30 100 100 19 100 100

ε(0) 13.54 17.84 22.63 21.39 25.72 29.38 15.78 24.64 28.06 16.48 22.49 27.09 30.17 28.15 29.58 27.39 26.49 27.74 14.18 17.48 26.45

ε(1) 1.25 2.54 5.19 3.31 5.94 10.51 2.99 5.29 7.14 0.83 1.62 3.07 24.86 32.50 38.58 16.48 23.39 29.52 5.05 8.94 17.20

ε(2) 1.25 2.50 5.01 3.62 6.67 12.08 2.90 5.31 7.28 0.83 1.95 5.13 23.00 29.92 36.21 16.48 23.32 29.49 6.10 11.20 19.94

Table 3: Wasted effort W [%] for ε(0), ε(1), and ε(2) on combinations of 1-5 faults from the Siemens set

than four and three faults, respectively3. The hitting set com-
putation is aborted after all diagnosis candidates with cardi-
nality C′ have been generated. To simulate a more or less re-
alistic debugging scenario, where the actual number of faults
is unknown, we set C′ = max(C, 3). All measurements ex-
cept for the four-fault version of print tokens are aver-
ages over 100 versions, or over the maximum number of com-
bination available, where we verified that all faults are active
in at least one failed run.
Similar to what we observed in Section 4.3, in most cases

ε(1,2) lead to significantly better diagnoses than ε(0) because
they exonerate components that are involved in passed runs.

The (minor) differences between the results for ε(1) and ε(2)

at C = 1 are due to the different ways in which these strate-
gies handle the diagnosis candidates of cardinality 2 and 3
that result from setting C′ = 3.
Contrary to the results in Section 4.3, the improvement of

ε(2) over ε(1) is marginal at best. We expect that this can be
explained by using g(dk)t to approximate the product of the
goodness parameters of the individual components in a diag-
nosis dk, as explained in Section 3.3. In the context of strat-

egy ε(2), this entails using different goodness parameters for
the same component as it occurs in different diagnoses, con-
verging to the fraction of all runs that have passed as the di-
agnosis cardinality increases. The influence of these effects,

and the unexpected superior performance of ε(0) in the partic-
ular cases of schedule2 for C = 2 and C = 5, and tcas
for C = 5 require further investigation.

5.2 Comparison

In the following we compare the diagnostic performance of
our approach with AIM, nearest neighbor (NN), explain,
and∆-slicing techniques (see Section 6 for a discussion). For
compatibility with results reported for those techniques, we
will use the effort, or score metric [1; 19] instead of wasted
effort W which amounts to the percentage of lines of code
that need not be examined when the diagnosis results are used
to guide the search for the fault. Note that the results reported
for NN do not involve a full ranking of all statements, but are
based on the distance between the fault and the diagnosis in
the program dependence graph instead, which is a compara-
ble measure [12].
Our current implementation of the dynamic modeling ap-

proach only supports C programs, while the AIM technique
has mainly been evaluated for Java programs. The only C
program that has been taken into account is tcas, which
happens to be a common benchmark among the other tech-
niques as well, so for this comparison we limit ourselves to

3A novel, statistics-directed improvement is currently under
development. Preliminary results indicate orders of magnitude
speedup.

Effort AIM NN ε(0) ε(1,2)

< 1 34 21 0 48

< 10 70 34 0 63

< 20 100 36 0 100

< 30 100 46 0 100

< 40 100 46 0 100

< 50 100 53 0 100

< 60 100 53 0 100

< 70 100 53 0 100

< 80 100 53 97 100

< 90 100 53 100 100

≤ 100 100 100 100 100

Table 4: Cumulative Percentage of Faults found for tcas

tcas AIM explain ∆-slicing ε(0) ε(1,2)

v1 0.74 0.51 0.91 0.13 0.99

v11 0.84 0.36 0.93 0.17 0.97

v31 0.77 0.76 0.93 0.17 0.98

v40 0.85 0.75 – 0.17 0.90

v41 0.73 0.68 0.88 0.18 0.99

Table 5: Comparison with distance metrics techniques

that program. Furthermore, the other techniques have only
been evaluated for single faults, so we set C′ = C = 1, and
therefore ε(1) = ε(2).
Similar to the results in [15], in Table 4 we compare our

approach with AIM and NN on tcas. As expected, ε(0) is
outperformed by all other techniques. AIM consistently out-

performs NN. For an effort of less than 1%, ε(1,2) outperform
AIM, which yields the best results if 10% of the code is in-
spected. Both techniques find all faults by inspecting less than
20% of the code.
Table 5 compares the different policies used in our ap-

proach with AIM, explain, and ∆-slicing for 5 versions
of tcas, because these are the versions to which explain
and ∆-slicing could be applied to. From the table, we con-

clude that our approach when using ε(1,2) consistently out-

performs all other techniques, with ε(0) being the worst per-
forming technique.

6 Related Work

As mentioned in the introduction, automated debugging tech-
niques can be distinguished into statistical and logic reason-
ing approaches that use program models.
In logic (model-based) reasoning approaches to automatic

software debugging, the program model is typically gener-
ated from the source code. In [15] an overview of techniques
based on automatically generated program models is given.
They conclude that the models generated by means of ab-
stract interpretation [14] (AIM approach) are the most accu-
rate for debugging. Basically, a model of the (faulty) pro-
gram is generated from the source code, e.g., using abstract
interpretation, and the test cases specify the expected output.
Differences between the program’s output and the expected
one are used to compute components that when assumed to
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behave differently explain the observed faulty behavior. Ap-
proaches based on model checkers include the explain [9],
∆-slicing [8], which are based on comparing execution traces
of correct and failed runs. Although model-based diagnosis
inherently considers multiple-faults, thus far the above soft-
ware debugging approaches only consider single faults. Apart
from the fact that our approach is multiple-fault, it also dif-
fers in the fact that we use program spectra as dynamic in-
formation on component activity, which allows us to exploit
dynamic execution behavior, unlike static approaches. Fur-
thermore, our approach does not rely on the approximations
required by static techniques. In addition, similar to AIM, the
approach presented in this paper does not require a formal
specification of the program.
Statistical approaches are very attractive from complexity-

point of view. Well-known examples are the Tarantula
tool [12], the Nearest Neighbor technique [19], the Sober
tool [13], and the Ochiai coefficient [1]. Although differing
in the way they derive the statistical fault ranking, all tech-
niques are based on measuring program spectra. All these
approaches yields single fault explanations, whereas ours also
includes multiple faults that explain all failures. This extra in-
formation may help to debug several failures in parallel, sim-
ilar to [11] which uses clustering techniques to build sets of
runs revealing the same failure.

7 Conclusions and Future Work

In this paper we present a dynamic modeling approach to
software fault localization based on abstraction of program
traces. The model, along with the set of traces for pass/fail
executions is used to reason about observed failures. In con-
trast to most approaches to software fault diagnosis, which
present diagnosis candidates as single explanations, our ap-
proach also contains multiple fault explanations in the diag-
nostic ranking (typical of model-based approaches).
We have evaluated the diagnostic performance of three

Bayesian probability update policies, including De Kleer’s
intermittency model and an extension proposed by us. Em-
pirical results obtained from the widely-used Siemens set of
programs, extended by us to accommodate multiple fault pro-
grams, show that policies that are able to exonerate compo-
nents that are involved in passing runs clearly outperform the
probability update scheme that is traditionally used in model-
based diagnosis.
For future work, we plan to study whether the multiple-

fault diagnosis candidates information can be used to effi-
ciently engage several developers to repair the defect(s) in
parallel, as well as incorporate our new algorithm to speedup
the hitting set computation.
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Abstract

A common view holds a clear separation be-
tween the act of diagnosing and that of plan-
ning/controlling. However, a framework exists,
partially observable Markov decision problems
(POMDPs), that is holistic for optimal decision and
control in partially observable domains. In appli-
cations to systems with faults, its solution yields
the best strategy, that includes repair and observa-
tion actions. In such a decision-based context, it is
unclear what a diagnostic is, and under what con-
ditions it is useful or even necessary. This paper
discusses the use of POMDPs to the control, mon-
itoring and repair of systems with faults, insisting
on their structure and showing how it can be used
to improve the scalability of POMDP solving tech-
niques for application to the present domain.

1 A challenging problem
When facing the real world, agents encounter many unex-
pected situations. Often, their expectation, that is theirantici-
pated future state in the world, is violated. Monitoring detects
these violations. Diagnosis isolates one or more faults from
the symptoms. Recovery brings an agent plan into alignment
with observations[J.L. Fernandez and R. Simmons, 1998].
There are a number of unavoidable difficulties when articu-
lating diagnosis, monitoring and recovery/control:

• A common view holds a clear separation between the act
of diagnosing and that of planning/controlling. When-
ever a fault is detected, diagnoses are found first, before
a correcting action is taken[Ghallabet al., 2001], [Nes-
naset al., 2003].

• The system state, and thus the diagnoses, are rarely iden-
tified with certainty.

• Short-term control or repair actions are preferred despite
the fact they are myopic and fall into local optima.

Unfortunately, neither the failure occurrence nor detection
points are hardly good points for reconfiguration and repair1.

1A well admitted problem in both scheduling and planning.

This is because some faulty contingencies require anticipa-
tion. For example, switching to a backup system may re-
quire it be initialized in advance. For time critical opera-
tions, the optimal repair action is thus to preventively start the
backup system at some point before the fault is detected. Ad-
ditionally, any equipment wears over time and becomes more
likely to fail. Often, preventive actions can be taken that sim-
ply avoids the occurrence of a fault. Finally, planning for a
long-term horizon avoids the pitfall of locally good actions
whose effects might prove counterproductive later. Typically,
shutting off a potentially faulty equipment will shut sensor
readings about its health, and prevent a finer disambiguation.
Overall, diagnosis and recovery are seen as a single, dynamic,
and practical activity by an agent acting in an uncertain and
changing world[B. D’Ambrosio, 1996].

This short analysis suggests that diagnoses are in reality an
artifact between observation and control. The optimal chain
of controlling actions would most often not require the exact
diagnoses to be known. Most certainly, the computation of
this chain does require some knowledge of a link between
faults and observations.

1.1 POMDPs as a holistic framework
A partially observable Markov decision process (POMDP)
models control problems for which actions have stochastic
effects and sensors provide imperfect and incomplete state
information. This model has been widely adopted by the AI
community as a framework for research in planning and con-
trol under uncertainty. Its generality allows to model sensor
and action uncertainty, uncertainty in the state of knowledge,
and multiple objectives. As such, and under the Markov as-
sumption, it is the holistic model for control, monitoring and
repair of complex systems. This is because a solution to a
POMDP embodies the optimal chain of actions for all possi-
ble beliefs over the world states. This optimal chain of actions
is referred to as the optimal policy, solution to the POMDP.
If there exists any gain to be made by avoiding or mitigating
certain faulty effects, the solution of a POMDP would capture
it in its optimal policy.

Another useful advantage of POMDPs is their support of
reasoning about whether to select actions that change the
state, provide state information, or both. In domains with
faults, this proves a key feature since it allows actions to be
used to remove ambiguities over the true system state. This is
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especially true of actions that carry no utility or cost (mostly
used for responding to unlikely situations) and that most plan-
ners handle with difficulty since these actions can be inserted
anywhere in a plan. In a POMDP framework, any action that
changes the state of the world is likely to generate informative
observations, and therefore be positioned with accuracy.

Unfortunately despite recent improvements, current solu-
tion algorithms still limits the application of the POMDP
framework to real world problems. The standard approach
to solving a POMDP involves two steps. First the POMDP is
transformed into a fully observable Markov decision process
with a state space that consists of all probability distributions
over the core states of the POMDP. Second, it is solved in
this form. For a POMDP withn core states, the transformed
state space is then-dimensional simplex, also called belief
simplex. This continuous state space is a challenge but can
be tackled in practice, either optimally or through approxi-
mations. Today, the most promising methods can solve prob-
lems with a few thousand states, and yield very approximate
solutions to problems with millions of states.

1.2 POMDPs for control, monitoring and repair
This paper discusses how to utilize the POMDP framework
for control real-world artifacts that are subjected to manyun-
foreseen faulty events. These systems can be characterizedas
being governed by a number of hard constraints:

• Most actions are potentially risky[Kurien and Nayak,
2000]. Typically an action exhibits a few nominal ef-
fects, and a high number of faulty outcomes.

• Many faults, even with low probability of occurrence,
can occur anytime. Consequently, they exponentially
increase the complexity of the control problem. Such
faults are referred to as anytime faults.

• As a consequence the state space is in general or-
ders of magnitude larger than that of currently solvable
POMDPs.

• A side effect of anytime faults is that the whole space
of faulty states is almost fully reachable from any belief
state. This is because the same fault may occur in many
different contexts.

This suggests that new approaches could advance the articula-
tion of control, monitoring and repair to a point where it can
consider real-world applications with focus on models with
faults. This paper is tentative to make the point that the solv-
ing of POMDPs can benefit from techniques for diagnosis and
efficient state estimation. To this end, it observes that mod-
els of the real-world artifacts that contain faults do exhibit a
characterized structure:

• Action effects are naturally partitioned into nominal and
faulty outcomes.

• Each fault occurrence builds up and becomes more prob-
able over time. Consequently, the probability of faulty
states is likely to be higher near the end of an artefact’s
life.

• Under an assumption of single fault independence, states
that embody multiple faults are expected to be orders of

magnitude less likely than others. For this reason the
order of a state refers to the number of faults it embodies.

• Under a permanent fault assumption, each state of a
given order may lead to states of a limited number of
other orders.

• Not all faults can be modeled or are even known. These
events are modeled as putting the system into a special
unknownstate.

This structure may be used to design tailored computational
methods capable of handling this class of problems. The ap-
plicability of the POMDP framework has been recognized for
domains with faults such as ours. However, the structure of
the models and problems that are typical of these domains do
seem to have been at most briefly considered by the opera-
tion research and planning communities. It is not certain that
the structural properties mentioned above can generalize to
control and planning problems of other domains.

2 Previous Work
There has been considerable work on POMDPs, too many
to discuss here. But research on efficient computational so-
lutions to POMDPs has made great progress over the past
decade.

2.1 Background on POMDPs
We give background on a standard POMDP as found in the
literature. The relationship between an agent and its environ-
ment is modeled as a discrete-time POMDP with a finite set
of statesS, a finite set of actionsA, and a finite set of ob-
servationsO. Each time period, the environment is in some
states ∈ S, the agent takes an actiona ∈ A, and receives
a reward for it, with expected valuer(s, a). Taking actiona
makes the environment transition to states′ with probability
P (s′ | s, a). In s′, the agent observeso ∈ O with probabil-
ity P (o | s′, a). Let noteb the vector of state probabilities.
b(s) denotes the probability that the environment is in states.
Givenb(s), then after takinga and observingo,

b′(s′) =
1

P (o | b, a)
P (o |, s′, a)

∑

s∈S

P (s′ | s, a)b(s) (1)

where P (o | b, a) =
∑

s′∈S P (o | s′, a)
∑

s∈S P (s′ |
s, a)b(s) is a normalizing constant. This belief update is
notedb′ = τ(b, a, o).

The agent’s policyπ specifies an actionπ(b) for any belief
b. It is assumed the objective is to maximize the expected total
discounted reward over an infinite horizon. Thus the expected
reward forπ starting from beliefb is defined as

Jπ(b) = E
[ ∞∑

t=0

γtr(st, at) | b, π
]

(2)

whereγ < 1 is the discount factor. The optimal policyπ∗ is
obtained by optimizing the long-term reward.

π∗ = argmax
π

Jπ(b0) (3)

whereb0 is the initial belief.
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Exact algorithms for solving this optimization problem are
intractable for all but trivial problems. These algorithmssolve
the Bellman optimality equation that yields the optimal value
function,

V ∗(b) = max
a∈A

[
r(b, a) + γ

∑

o∈O
P (o | b, a)V ∗(τ(b, a, o))

]

(4)
For finite-horizon POMDPs, the optimal value function is
piecewise-linear and convex[E.J. Sondik, 1971]. It can be
represented as a finite set of vectors. In the infinite-horizon
formulation, a finite vector set can approximateV ∗ arbitrar-
ily closely, whose shape remains convex. Value iteration ap-
plies dynamic programming update to gradually improve on
the value until convergence to anǫ-optimal value function,
and preserves its piecewise linearity and convexity. A single
dynamic programming pass is often referred to as a backup
operation. By improving the value, it implicitly improves the
policy as well. Another dynamic programming called policy
iteration explicitly represents and improves the policy instead
[E. Hansen, 1998].

2.2 Computational solutions
Most of the useful structures and methods have been ex-
ploited. As a matter of fact, most solvers now yield very good
approximations of the true optimal controls. The approxima-
tions are of at least three types: piecewise linear value func-
tions; fixed and variable-resolution grids; belief state space
compression. These approximation techniques make use of
a set of properties of the POMDP framework. They can be
summarize as: reachability analysis; heuristic search; fac-
tored representations.

Many algorithms employ a piecewise linear convex rep-
resentation of the value function and use gradient back-
ups to solve the Bellman optimality equation[E.J. Sondik,
1971; A.R. Cassandraet al., 1997; Kaelblinget al., 1998;
E. Hansen, 1998]. These techniques perform gradient back-
ups over the full belief state space. Doing this, the main prob-
lem remains the elevated number of vector components, that
prevent efficient pruning and linear programming but for a
few hundreds of states, at best. Models that include faults
have state spaces that are order of magnitude larger, and out
of the reach of these representations and techniques.

Another host of algorithms prefer to approximate value
functions by focusing their backups onto the relevant belief
states instead. The technique is named Point-based dynamic
programming. [J. Pineauet al., 2003] present Point-Based
Value Iteration (PBVI), an algorithm that scaled the solving
of POMDPs up to problems with a thousand states. Point-
based techniques in general must select a set of relevant be-
lief points to be backed up. Generation of these points is
done through sampling from the action and observation mod-
els to generate reachable beliefs. Sampling from a uniform
distribution over the full belief simplex has been reportedto
perform poorly[J. Pineauet al., 2003]. In POMDP models
with faults, techniques that make use of reachability suffer
from two symptoms. First, as already mentioned, anytime
faults make the full state space reachable after a few time
steps. Second, point-based techniques would fail backing up

the value at most of the low probability states. Recall that
most of the state-space is composed of a very high number
of low probability states. Therefore missing low probability
events inevitably leads to losing a large fraction of the proba-
bility mass.

Similar point-based updates can be found in grid-based
methods where points form a fixed[W. Lovejoy, 1991] or
variable grid over the belief state space[R. Brafman, 1997;
R. Zhou and E.A. Hansen, 2001]. While these techniques
avoid the pitfalls of stochastic simulation, they do not scale
well due to the so-called curse of dimensionality: discretiza-
tion of the belief simplex scales exponentially with the num-
ber of states.

Therefore, another batch of approximated computational
solutions try to abstract or compress the POMDP state-space
or belief space, respectively. Abstraction uses a reduced
(most often factored) representation of the POMDP states in
local operations and backups. The background idea is the fol-
lowing: whenever some variables do not affect either some
decision of a policy or equivalently, the plan value, they can
be marginalized away in the local computations of this policy
or value function. Of course the difficulty is to detect these
situations at a sufficiently low cost. A popular technique is
the exploitation of a factored representation that avoids enu-
meration of the state-space.[C. Boutilier and D. Poole, 1996]
show how to exploit such a representation for POMDPs. An
improved version for both value and policy iteration was de-
tailed in [E. A. Hansen and Z. Feng, 2000]. [T. Smithet al.,
2007] progresses one step further and builds an abstraction of
the factored representation. But the method relies on a struc-
tural decomposition of upstream and downstream variables
where the former are known by the agent and transition de-
terministically and the later cannot influence the former. In
systems with faults this is almost never the case: stochastic-
ity is at its highest in the upstream variables whereas down-
stream dynamics are assumed to follow some fault models.
Additionally, upstream variables are almost never directly ob-
served.

Compression tries to compact and reduce the belief state-
space directly. A pioneer work is the dimensionality-
reduction technique of[P. Poupart and C. Boutilier, 2002]
dubbed Value-directed compression (VDC). It computes a
low-dimensional representation of a POMDP directly from its
model by finding the Krylov subspace for the reward function
under belief propagation. To summarize, it finds the small-
est subspace that compresses the value function such that
only beliefs that have different values are distinguished.Two
drawbacks of this technique is that the Krylov subspace is
constrained to be linear and that its computation is as difficult
as the exact solving of the underlying POMDP.[P. Poupart
and C. Boutilier, 2004] mixes a policy reduction mechanism
with VDC and reports on tackling a very large POMDP model
of network maintenance (see next section).

[N. Royet al., 2005] observes that the beliefs are unlikely
to lie on a low-dimensional hyperplane. Therefore they pro-
pose a non-linear compression scheme, E-PCA. E-PCA is
non-linear principal component analysis that extracts a low
dimensionality belief space from a heuristic belief distribu-
tion. This distribution must be generated for each given prob-
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Piecewise linear convex grid heuristic search compression

No faults [A.R. Cassandraet al., 1997], [Kaelbling
et al., 1998], [J. Pineauet al., 2003],
[M.T.J. Spaan and N. Vassis, 2005], [T.
Smith and R.G. Simmons, 2005]

[W. Lovejoy, 1991],[R. Braf-
man, 1997],[M. Hauskrecht,
1997; 2000],[R. Zhou and
E.A. Hansen, 2001]

[M. Hauskrecht, 1997], [R. Brafman,
1997], [T. Smith and R. Simmons, 2004],
[G. Shaniet al., 2007]

[E. A. Hansen and Z. Feng,
2000],[N. Royet al., 2005]

Faults [Cassandra, 1998] [B. D’Ambrosio, 1996] [Joshiet al., 2005] [P. Poupart and C. Boutilier,
2002],[B. D’Ambrosio, 1996]

Table 1: Approximation techniques and fault models.

lem. Doing so requires a heuristic controller. In the case
of a navigating robot, this means moving the robot around
with a heuristic controller and recording the observations.
While this technique scales up to problems with a few thou-
sand states, it is not applicable to models with faults. The
reason being that a heuristic controller is unlikely to make
most faults appear. In other words, it is likely the belief space
would compress to its nominal counterpart, leaving most if
not all faulty dimensions away.

A class of algorithms combine heuristic (forward) search
with dynamic programming backups.[M. Hauskrecht, 1997]
describes an algorithm for incrementally calculating the up-
per and lower bounds a POMDP value function. This bound
is initialized with the value for the underlying MDP. It pro-
vides a popular way of initializing an upper bound[M.L.
Littmanet al., 1995], focusing forward exploration[T. Smith
and R. Simmons, 2004], heuristic action selection[G. Shani
et al., 2007] or value based clustering[Y. Virin et al., 2007].
Heuristic Search Value Iteration (HSVI)[T. Smith and R.
Simmons, 2004] has shown some of the best performances
yet over large scale problems. HSVI maintains both an upper
and a lower bounds over the value function. It greedily selects
belief points through forward exploration and execute back-
ups at the selected points in reversal order on the traversed
path. HSVI avoids the pitfall of sampling the next belief state
to be explored and relies on an informed heuristic instead. Its
drawback is that it does not compress the belief space so that
backups and the computation of its upper bound to the value
function are very time consuming and prevent its scaling be-
yond systems with twenty thousand states or so.

2.3 POMDPs for models with faults
Of all these techniques, we have not found even a handful of
them that are reported to have been applied to POMDP mod-
els that contain faults. Table 1 report on these works. Among
them [B. D’Ambrosio, 1996] is maybe the oldest and the
most insightful. It proposes a qualitative compression tech-
nique and applies it to a gate-circuit with faults. The author
notes how the formulation of diagnosis describes a static, de-
tached process from recovery or maintenance in general. In
contrast, he formulates diagnosis as dynamic, practical ac-
tivity by an agent engaged in an uncertain world, referred
to as an on-line maintenance task, a follow-up of his previ-
ous work[B. d’Ambrosio, 1992]. Interestingly, he mentions
how it is not obvious what elements of a diagnosis are rele-
vant to decision. The gate-circuit model includes an unknown
behavioral mode whose behavior is stochastic.[Joshiet al.,
2005] formulates a special POMDP whose non directly ob-
servable states are fault hypotheses. The optimal policy min-
imizes the cost of the potential system faults. Of course this

work suffers from the size of the problem and falls back on
an approximated solution. The sole originality of this solu-
tion is the use of a variable horizon: dynamic programming
recursion stops whenever the recovered faulty value function
falls back within fixed bounds of its sane counterpart. Fi-
nally, [M. Hauskrecht, 2001] relies on Monte-Carlo simula-
tion and value function approximations for producing plans
with application to the management of patients and medical
treatment planning.

3 Examples of control, monitoring and repair
of complex systems

This section presents examples of control, monitoring and re-
pair found in the literature and solved by POMDP. These ex-
amples have not been designed with monitoring and repair in
mind. Thus they lack some key structural properties that are
of interest for tackling real world control and repair problems.

3.1 Gate digital circuits
The gate digital circuit example was introduced[B.
d’Ambrosio, 1992]. It comes in two flavors: a four gates
circuit or half adder, and a seven gates circuit. Within each
circuit, a gate has four possible states:ok, stuck-at0, stuck-
at1 andunknown. In the latter, the gate output is a stochastic
function, independent of the input and uniformly distributed
over {0, 1}. Failure probabilities are uniformly distributed
over the four states. The agent observes inputs and outputs.
Overall, the model is similar to the classical Polybox exam-
ple. However, the agent can act in several ways: by replacing
any component; probing the output of components (in which
case the respective value was added to the observation set for
the next cycle), or to perform no action. The reward is−1
for each cycle in which at least one component is faulted,−6
for a replacement, and−1 for a probe action. Ignoring the
stochastic behavior of theunknownstate, the four gates prob-
lem exhibits 256 states. As multiple faults are possible, all
256 states are reachable. A policy for this problem anticipates
the fault occurrence if the cost of replacing a gate is compen-
sated by the gain of not having several cycles in which at least
one component was faulted.

The gate circuit is an interesting model since it is realistic
and explicitly models the unknown state of behavior. How-
ever, its replacement action is deterministic. Also, thereis
no wear to the board, so the fault rate remains constant (e.g.
there is no modeled wear to the board).

3.2 Machine Maintenance of Cassandra
The machine maintenance problem is an early but difficult ap-
plication model for POMDPs[Cassandra, 1998]. The model
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brokenbadgood fair
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Figure 1: State transitions for the machine maintenance

is very generic: it describes a machine made ofc internal
components. The machine is used to produce a product. The
quality of the product is a function of the state of the internal
components. Every component is modeled by four possible
states:good, fair, bad(it can be repaired) andbroken(it must
be replaced). As each components has four possible states,
the problem has4c states. Components can only be observed
if the machine is disassembled: this requires an expenditure
of time and personnel while rendering the machine unproduc-
tive for the duration of the inspection.

The agent seeks the maintenance of the machine and can
utilize a finite set of actions. Themanufactureaction pro-
ceeds with production while each component deteriorates
with probability0.03 after each day. The only possible tran-
sitions are fromgood to fair, from fair to bad and frombad
to broken. This is represented Figure 1. Theinspectaction
does not change the underlying state but yields information
about the hidden state, see below. Therepair action improves
every component’s condition with probability0.8. Possible
transitions are fromfair to goodandbad to fair. A broken
component cannot be repaired. Thereplaceaction determin-
istically puts a whole new set of components ingood con-
dition. Taking themanufactureaction allows to observe the
quality of the products, eithergoodor bad. A goodcompo-
nent always performs properly during the day. Afair compo-
nent has probability0.95 of performing properly, while abad
component has probability0.75. A brokencomponent never
performs properly. Taking theinspectaction, the observation
is a composite of individual observation for each component,
each of which is observed to be in a eithergoodor bad con-
dition. The probabilities depend on the actual condition of
the component. Agoodcomponent will yield agoodobser-
vation with probability0.97, a fair component looksgood
with probability0.80, bad with probability0.05 andbroken
with probability0.02. There is no observation for therepair
andreplaceactions. The agent is rewarded every the day (1
for each good product). Theinspectaction costs−1. Repair
costs−3. Replacing the machine costs−15.

This example is very complete, generic, and can be easily
extended with other components. However it does not model
wear since the failure rate remains constant.

3.3 The network maintenance example
This example is presented in[P. Poupart and C. Boutilier,
2004]. A system administrator (SA) maintains a network of
machines. Each machine has a0.1 probability of failing at
any stage; but this increases to0.333 when a neighboring ma-
chine is down. The SA only observes the status of a machine

(with 0.95 accuracy) if he reboots or pings it. At each stage,
he can either reboot or ping a machine, or do nothing. The SA
receives a reward of1 per working machine and2 per working
server. Costs are2.5 (rebooting),0.1 (pinging), and0 (doing
nothing). Ann-machine network induces to a POMDP with
2n states,2n + 1 actions and2n observations. This exam-
ple is scalable and can exhibit over 33 millions states (for26
machines). Of interest here is the failure rate, that is no more
constant. In fact it depends on the topology of the network.
The model comes in two flavors: a ring topology in which
each computer communicates with at most two neighbors; a
star-like topology: a tree of three branches joined at the root.
While this is somehow realistic, the failure rates remain con-
stant over time.

3.4 A novel example: the taxi maintenance

We introduce a novel example that embodies the most realis-
tic features of a control, monitoring and repair problem. The
taxi maintenance problem builds on Cassandra’s machine. A
driver gets money each day by driving its taxi around. His car
is made of several critical parts, and is modeled has a machine
with c components. In addition to the component states, the
taxi maintenance models the age of the car. The taxi mainte-
nance problem has several important features:

• the failure rate of every component is a function of the
age of the car;

• the car ages faster when driven with one or more bad or
broken components;

• the decision problem ends whenever the car must be re-
placed.

The car wears normally everyday so its age increases linearly
with time. But driving the taxi with some faulty internal com-
ponents wears the car faster. Very importantly, the failure
rate is an increasing function of the car’s age. Here, the fault
probability distribution of every component is modeled by a
Weibull distribution with a shape parameter> 1 [W. Weibull,
1951]. The model considers the problem over a finite hori-
zon that is a number of daysd. The true age of the car is
bounded byl ≥ d (after which it must be replaced). The taxi
maintenance problem can be seen as a machine maintenance
problem for every possible age value of the car. Thus the
number of states isl4c.

The taxi maintenance problem poses a certain number of
problems to existing POMDP techniques. First, approxima-
tion methods that select the most likely belief states would
lose track of the true car’s age. The consequence is a dis-
astrous cascading effect: as age determines the true failure
rates, future failure rates are wrongly estimated, augmenting
the drift from the true car’s age. Second, due to potential
large values ofl, the state-space is very large: considering
the problem over five years yields1825 days, and467200
states. Third, since the car’s age remains a function of time,
the belief over the true car’s age is pushed forward over time.
In consequence, compression techniques able to mitigate the
high number of states would need to leverage on reachability
and be dynamic over time to remain efficient.

Emmanuel Benazera and Elodie Chanthery 19

Alban Grastien, Wolfgang Mayer, and Markus Stumptner, Editors.
Proceedings of the 19th International Workshop on Principles of Diagnosis (DX-08),
September 22–24, 2008, Blue Mountains, NSW, Australia.



4 Approaches
The idea defended here is that solution approaches could ben-
efit from a diagnostic and repair stance on the monitoring and
control problem. Thus some of the intuitions in the DX com-
munity that led to good solution techniques could act as the
root basis for targeted approaches to the solving of POMDPs.

4.1 Belief point selection
Typically, the control of a POMDP is decomposed into two
parts: a state estimator that performs the belief update of
equation (1); a planner, that finds the optimal policy (4). State
estimation of models with faults is a topic that has been suc-
cessfully tackled by the Control, FDI and DX communities.
Of special interest here, the blowup in state estimates of com-
plex plants modeled as discrete and hybrid systems has re-
ceived a large attention. Solution techniques employ reason-
ing and statistical methods that leverage the number of esti-
mates. Two examples from the literature are worth consider-
ing.

[Hofbaur and Williams, 2004] mitigates the number of
state estimates at each time step. It utilizes an A*-like search
procedure with an information-based heuristic to select the
set of most likely estimates. A similar strategy can be em-
ployed in POMDP solution techniques. The difference is that
all observations must be considered. Thus a forward search
procedure would retain a fixed size set of most likely combi-
nation of actions and observations. In a way this is similar
to HSVI’s expansion phase that produces trajectories within
the belief space. But the generated traversals carry singlebe-
lief points. Instead, the proposed extension would select and
project sets of most likely points.

[Vermaet al., 2003] introduces a variable resolution par-
ticle filter. The resolution of state space is dynamically var-
ied by region, depending on the belief that the true state lies
within a region. Where the belief is strong, the resolution is
fine, where the belief is low, the resolution is coarse, abstract-
ing multiple similar states together. This abstraction is prede-
fined while the resolution results of a bias-variance trade-off.
Taking this mechanism to POMDP is akin to a variable res-
olution dynamic compression of the state-space. The under-
lying intuition however slightly differs. Where in the belief
simplex the belief is strong, i.e. at and around its corners,the
resolution is coarse. This reflects that the statistic contains
enough information for near optimal control. The resolution
is fine in and around the pit of the belief convex hull. This is
because in this belief region the agent is very uncertain about
where the true underlying state of the world: selection of an
appropriate action demands a reduced bias.

4.2 Simple rank-based compression
In a way, uncertainty in action outcomes can be viewed as a
halo of unwanted, sometime unforeseen, consequences that
surround a desired outcome. This hoped-for outcome is here
dubbednominal. It can be modeled as having a higher prob-
ability of occurrence than other outcomes, a reflection of the
original (or nominal) intention hidden behind the action that
produces it. Often it is simply modeled as the mean expected
outcome. Note that a consequence is that the value of states
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Figure 2: Rank automaton with a one step repair: multiple
fault hypotheses with up tod faults and a single repair per
time step.

with high rewards often “trickle down” to neighboring states
[Y. Virin et al., 2007]. Under an assumption of single fault
independence, it is clear that states that embody deviations
from the nominal outcomes become order of magnitude less
likely than the nominal state over time. Of course in certain
cases deviation effects can cancel out. This is akin to the case
of non exoneration of multiple faults in diagnosis.

So an approach is to utilize the notion of rank[M. Gold-
szmith and J. Pearl, 1996] for representing an order of mag-
nitude probability scale for faults. The nominal states aresaid
to be of rank 0. Failure states are one or more orders of mag-
nitude less likely and thus of ranks 1 ton. This qualitative
representation also acknowledges the fact that real probabili-
ties are often either inaccessible or unknown. Thus the notion
of rank can be considered as an expression of the degree of
doubt.

Assume a POMDP modelsn individual component faults.
It is possible to abstract this POMDP state space according to
ranks and to build a compressed POMDP over the ranks. This
rank-basedPOMDP has at least2n + 1 states: all possible
faults combinations plus at least one nominal state. Let note
the compressed state spaceS = {S1, S2, · · · , Sn} whereSk

is the abstract state of rankk. EachSk contains all original
states that model exactlyk faults.Sk contains( n

k ) fault com-
binations.

Within this compressed state space, each action has a nom-
inal outcome of rank 0, and some deviation outcomes of rank
ranging from1 to n. Considering a single fault per time step,
actiona ∈ A outcomes can be compressed into at most2n+1
compressed outcomes:n faulty, n repair, and one nominal
outcomes. Thus actions for the rank-based POMDP are re-
duced to simple jumps among compressed states of ranks:k
tok+1 in case of a fault occurrence;k tok−1 in case of fault
repair;k to itself if nothing happens (e.g. nominal outcome
realized from a faulty state). The compression of actions eas-
ily extends tod ≤ n faults per time step. Figure 2 pictures a
compressed automaton for such a POMDP whose actions can
all be compressed into faulty outcomes of deepest rankd at
each time step, and a one step repair outcome, of respective
probabilitiespf andpr. Note how the Machine Maintenance
example is a variant of this model with a single fault per time
step, and a repair action outcome is a jump over up to four
ranks. Both the observation and reward function are com-
pressed overS. Simply,R(Sk, a) =

∑
s∈Sk

R(s, a).
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4.3 Rank-based dynamic compression

The compression scheme above regroups faults based on their
likelihood of occurrence. In consequence it cannot distin-
guish among faults. In general this is bad for decision since
some faults can have more deadly effects than others. So the
agent lacks proper discernment and chooses actions greedily,
oblivious of their true effect. Applied to the network mainte-
nance example, this means that the agent would not be able
to distinguish among the failed machines, but only among the
number of failed machines. Applied to a star like topology on
this same network problem, the strategy may be a compres-
sion that yields a useful approximated policy: it often makes
sense to reboot the central machine so the ability to distin-
guish among all machines is not essential. What matters is
for which belief level does it make sense to reboot this server
machine. Applied to a ring topology however, the result is
potentially disastrous: the best policy available to the agent
would be something akin to randomly choose and reboot a
machine. This is because the granularity of available obser-
vations (through pinging a machine) is abstracted away by the
rank-based compression.

In practice this effect is slightly mitigated because the rank-
based compression is dynamic. Dynamic compression is pol-
icy dependent. This means that the states in eachSk when
following a policy are those states of rankk that are reachable
by this policy. This is useful since some faults might simply
never occur when certain chains of actions are taken. For ex-
ample, regularly repairing an equipment of its taxi allows the
driver to almost never experience a fault on this equipment.
However, the approach is not scalable since the compression
into ranks is ad-hoc and domain dependent. For example, it
does not extend to robot navigation problems often found in
the POMDP literature.

A more general approach starts from[M. Goldszmith and
J. Pearl, 1996] and writes beliefs as polynomials of the form
b(s) =

∑n
k=1 bk(s)ǫk where the numberǫ is infinitesimal.

The compression scheme builds a compressed beliefb̃k =∑
s∈S bk(s)ǫk. This compression is lossy butǫ andn con-

trol its accuracy w.r.t. the original POMDP. Error carried by
a compressed belief point is bounded byǫn. The compressed
POMDP has nown states. Thebk define a basis for the vector
space of the value function. Importantly, compression is dy-
namic: b̃k andb̃′k at different time steps define different basis.
This means an adaptive compression is applied at each time
step that conserves the order of magnitude relatively among
the states. The bad news is that the value function is now
expressed in a different basis at each time step. This means
the vectors that compose it must be transformed from one ba-
sis to the other during backup operations. The transformation
function is a compressed version of the action model of the
original POMDP.

Overall, this approach is close to the qualitative belief
space described in[B. D’Ambrosio, 1996]. However, [B.
D’Ambrosio, 1996] applies a Kappa calculus point-based ab-
straction to a model-free POMDP. Thus it does not carry a
full representation of the value function as a set of vectors,
and does not compress the action model, but learns it from a
set of value points instead. The main difference of the outline

approach w.r.t. VDC is that it is dynamic and leverages on
the reachability of the belief states. Thus compression near
the end of a policy abstracts away unreachable states. In our
application domain, this means more weight is given to the
faulty events that are more likely to occur over time.

Conclusion
This paper has discussed both the advantages and the chal-
lenges of modeling control, monitoring and repair problems
as POMDPs and solving them. A novel example is given, the
taxi maintenance problem, that embodies most of the features
of real world control problems for artifacts subjected to wear
and multiple faults. Research on POMDPs remains a very
active fields. Many recent advances allow to close the gap
between reality and its problems on one side, and representa-
tion and computational techniques on the other side. Let us
mention a few more very recent works in decision and control
in partially observable domains and that should be of interest
to the DX and FDI community. In[H. Itoh and K. Naka-
mura, 2007] is presented a version of the POMDP framework
with imprecise (intervals) parameters.[S. Rosset al., 2007]
similarly allows uncertain parameters but models and learns
them with Dirichlet distributions. Finally,[E. Brunskillet al.,
2008] mixes a dynamical model of a system’s dynamics (in
the form of differential equations) with the standard POMDP
framework, in what we believe is a necessary step for the ro-
bust and intelligent control of future machines.
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Abstract

Many techniques in model-based diagnosis and
other research fields find the hitting sets of a col-
lection of sets. Existing techniques apply to sets
of finite elements only. This paper addresses the
computation of the hitting sets of a collection of
sets whose elements have convex or non-convex,
bounded or unbounded continuous attributes, also
referred to as continuous extents. We assume the
conflict sets are known and we present a novel
procedure, the Continuous Hitting Set algorithm
(CHS) for transforming conflict sets of elements
with continuous extends into minimal hitting sets.

1 Introduction
Many theoretical and practical problems can partly reduce to
an instance of the minimal hitting set problem, or its close
variant the minimum set covering problem. One widely rec-
ognized application is in the field of model-based diagno-
sis [Reiter, 1987]. In this approach, a system is a tuple
(COMPS, SD,OBS); COMPS is a finite set of system
components;SD is the system description;OBS is the ob-
servation. A diagnosis is a minimal setD ⊆ COMPS such
that under the assumption that all other components are be-
having correctly,D explainsthe observation givenSD. In
the diagnosis community,D is said to be consistent withSD
andOBS. This approach to diagnosis has two steps: (i) a
collection of all minimal conflict sets is computed; (ii) the
conflict sets are transformed into diagnoses. A conflict set
s ⊆ COMPS is such that the assumption that all compo-
nents ins are behaving correctly is not consistent withSD
and OBS. A minimal conflict set is such that it does not
contain any other conflict set. Reiter showed that the mini-
mal diagnoses are the minimal hitting sets of the collectionof
minimal conflicts.

Since the beginning of model-based diagnosis, several al-
gorithms for computing the hitting sets have been introduced.
Most rely on the building of a so-called HS-DAG[Greiner
et al., 1989] or HS-tree[Wotawa, 2001] but other represen-
tations exist[Haenni, 1997; Lin and Jian, 2003]. All these
techniques transform conflict sets of discrete elements into
diagnoses. But in many applications of model-based diag-
nosis, the conflicts contain more information. This informa-

tion includes but is not limited to intervals of possible failure
time in systems with functional delays, or continuous param-
eter ranges found in fault models. For example, in systems
with delays, several conflicts may involve the same com-
ponents with different estimates of the symptom occurence
dates[Travé-Massuỳes and Calderon-Espinoza, 2007].

In this paper, we address step (ii) and assume all minimal
conflicts are given. Each conflict element is a component with
associated bounded or unbounded intervals over a continuous
line. We assume there is a single continuous attribute per
component, but this assumption has no incidence on the gen-
erality of the presented method. The problem with conflicting
component sets with continuous attributes is that minimal di-
agnoses are conditioned upon the continuous values. This is
because a minimal diagnosis corresponds to a minimal con-
tinuous region. A diagnosis in this context is a set ofk com-
ponents along with a set of bounded or unbounded regions
of ℜk. Existing algorithms are not designed to find and con-
struct these regions. A naive strategy would be to apply these
algorithms to a collection of conflicts with selected elements
of the continuous lines. However, since the hitting set prob-
lem has a worst case performance that is exponential the size
of the collection of conflicts, this would hardly prove an ef-
ficient approach. Moreover, many points that belong to the
same minimal diagnoses would be computed independently.

This paper presents a general computational method for
finding the hitting sets of a collection of conflicts with contin-
uous attributes. The algorithm is named CHS for Continuous
Hitting Sets. Starting from the classical approach, the pro-
posed solution searches the hitting sets in an aggregate space
of diagnoses. Similarly to the classical methods the CHS has
both an expansion and a pruning phases. It is shown how the
pruning phase dominates the computational effort. Simula-
tion experiments on hundreds of randomly generated conflicts
assess the main properties and the scalability of the CHS.

2 Problem Definition

2.1 Conflicts and diagnoses
We consider a tuple(COMPS, SD,OBS). COMPS is the
set of physical components composing the physical system.
OBS is a set of observations. GivenOBS, the diagnosis
operation derives all sets of faulty components ofCOMPS
that may explain the facts. In the sense of Reiter, the conflict
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sets, or conflicts for short, are the sets of components which
cannot behave normally altogether according to the observa-
tions. A minimal conflict is a conflict that does not strictly
include (in the sense of set inclusion) any conflict.[Reiter,
1987] proved that minimal diagnoses can be computed from
minimal conflicts. Its main result being that minimal hitting
sets of a collection of minimal conflicts yield the minimal di-
agnoses, where a hitting set of a collection of sets is a set
intersecting every set of this collection.

Theorem 1 ([Reiter, 1987], Th. 4.4). D ∈ COMPS
is a diagnosis for(COMPS, SD,OBS) iff D is a min-
imal hitting set for the collection of conflict sets for
(COMPS, SD,OBS).

The relation above was established for conflicts as sets of
components with no attributes. Each component in a diag-
nosis hence belongs to one or more conflicts. We say a com-
ponentexplains, or equivalentlycoversthese conflicts.

Hitting set algorithm
An incremental algorithm to generate all the minimal hitting
sets based on a set of conflicts was originally proposed by
[Reiter, 1987], then corrected by[Greineret al., 1989]. This
algorithm gives a means to compute diagnoses incrementally,
under the permanent fault assumption.

The diagnosis algorithm builds a Hitting-Set tree (HS-tree)
in which all the nodes but leaves are labelled by a conflict
set. For each componentC in the conflict label of noden, an
edge labelledC joinsn to a successor node.H(n) is defined
as the set of edge labels on the path fromn to the root node.
The HS-tree is built by considering every conflict in arbitrary
order. Every new conflict is compared to every leaf of the HS-
tree, and some new leaves are built if necessary. The resulting
HS-tree is pruned for redundant or subsumed leaves before
the next conflict is considered. Pruned leaves are said to be
closed. At the end of the diagnosis procedure, the minimal
hitting sets, and hence the minimal diagnoses that explain the
system’s misbehaviors, are given by the set of edge labels
H(l) associated to the open leavesl of the HS-tree.

A water transport system example
We consider the simple example of a two reservoirs system,
pictured on Figure 1. A system consists in continuously sup-
plying water to two consume areas (o1 and o2 are the cor-
responding flows) from two cascaded geographically distant
reservoirsC1 andC2 (y1 andy2 are the water levels in the re-
spective reservoirs). The water transport between reservoirs
is modeled as an open flow channel. A hand-switch regulates
the water pressure by channeling it either through a pipeC3,
or through a pumpC4. Assume thato1 ando2 can be mea-
sured. In the full application, the system is modeled by a set
of discrete time equations that need not to be presented here.
SoCOMPS = {C1, C2, C3, C4} andOBS = {o1, o2}.
Example 1 Assumeo1 is measured and found discrepant
while water is channeled throughC3. This produces conflict
s1 = {C1, C2, C3}. Similarly, assumeo2 is measured and
found discrepant while water is pumped throughC4. This
discrepancy leads to conflicts2 = {C1, C2, C4}. This prob-
lem has three minimal diagnoses given by the hitting sets for

Figure 1: Example 1 & 2: a water transport system (Example
1: with no delays; Example 2: with delays).

{C1, C2, C3} and{C1, C2, C4}: D1 = {C1}, D2 = {C2},
D3 = {C3, C4}.

2.2 Continuous generalization of conflicts and
diagnoses

In many real-world applications, the conflicts contain more
information than the components. Thus an attribute to a com-
ponentC in a conflict can be any additional piece of informa-
tion, either temporal, such asC has been faulty for at most
four units of time, or functional, such asC is faulty with a
certain parameter in value range[a, b]. Taking such infor-
mation into account necessitates an extension to the existing
framework.

Continuous extent
To begin with,[Dressler and Freitag, 1994] define the tem-
poral extentTE(α) of a propositionα as the set{t |
α holds att}. Following the literature, let us denote the fact
thatC ∈ COMPS is faulty by the predicateAB(C). Then
TE(AB(C)) is the set of time points at whichC is faulty.
Unfortunately this approach is limited to points in a contin-
uous space. In application, attributes come in more general
forms. Consider a continuous spaceX of finite dimension.
We adopt a more general approach to modeling continuous
information in the model-based diagnosis framework. In this
novel formulation, a proposition attribute can be any point,
interval (bounded or unbounded) or set of intervals (convex
or non convex), withinX . We name this extension thecon-
tinuous extentCE(α) of a propositionα.

Definition 1 (Continuous extent). The continuous extent of a
propositionα, CE(α), denotes the continuous region{Ω ∈
X | α holds inΩ}.
We use the following notation: given an intervalI ∈ X , CI

is a short way to representCE(AB(C)) ⊆ I.

Example 2 Consider again the exemple on Figure 1, and
consider the additional temporal information.τ1 between the
two reservoirs andτ2 between the pump and reservoir1 are
the transport time delays, withτ1 ≥ 0, τ2 ≥ 0. Water tra-
verses a reservoir in1 unit of time. In this example, the in-
formation on the failure time of a componentC, relatively
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to the current time, is a continuous extent of the proposition
AB(C).

Conflicts and diagnoses with continuous extents
In context, each componentCi of COMPS operates over
a continuous linexi, wherei is the component index. This
line is a continuous extent line that supports the component
failure time, or any fault related parameter or state variable
values. In case where it is bounded, it is referred as the con-
tinuous extent domain ofCi. ThusX =

⊗M
i=1 xi whereM

is the number of components inCOMPS. Here we assume
there is a single continuous extent linexi per componentCi.
This assumption allows to simplify notations, but it has no
incidence on the generality of the formalism and the compu-
tational method proposed in this paper.

We assume componentCi in a conflicts has a known uni-
dimensional failure intervalIs

i ⊆ xi. Following definition
1, CiIs

i
denotes a failure ofCi within interval Is

i . To sim-
plify notationsCij wherej is a real or an integer denotes
Ci[j,+∞[. A conflict of cardinalityk defines a continuous

region
⊗k

i=1 Is
i that is a hypercube ofℜk. Given a collec-

tion S of conflicts, a diagnosis of cardinalityk is a tuple
(D,X) whereD andX are the discrete elements and asso-
ciated continuous extents, respectively. Thus a minimal di-
agnosisD = {C1, · · · , Ck} with continuous extent defines a
minimal continuous regionX =

⊗k
i=1 Ii that is a hypercube

of ℜk. This region is equivalently referred to as the minimal
continuous extent of diagnosisD, or a minimal continuous
diagnosis.

Example 2 (continued). Assumeo1 is measured and found
discrepant while water is channeled throughC3. By trac-
ing back the system’s delays, this produces conflicts1 =
{C11, C2τ2+1, C3τ2+1}. This is becauseo1 discrepant im-
plies thatC1 was faulty at least a unit of time ago, and/or
C2 and/orC3 at leastτ2 + 1 units of time ago. Similarly,
assumeo2 is measured and found discrepant while water
is pumped throughC4. This discrepancy leads to conflict
s2 = {C1τ1+1, C21, C4τ1+τ2+2}.
Then,(D1,X1) = (C1, x1 ∈ [τ1 +1,+∞[) and(D2,X2) =
(C2, x2 ∈ [τ2 + 1,+∞[) are two diagnoses.(D1,X1) as-
sumesC1 has been faulty long enough, i.e. for at least
τ + 1 units of time, so it can explain both conflictss1 ands2.
(D3,X3) = ({C1, C2}, x1 ∈ [1, τ1 + 1[∪x2 ∈ [1, τ2 + 1[)
assumes that (i)C1 has not been faulty for long enough so
that it can explains2; (ii) C2 has not been faulty for long
enough so that it can explains1. Overall, there are three more
diagnoses that in Example 1:

(D4, X4) = ({C1, C4}, x1 ∈ [1, τ1 + 1[∪x4 ∈ [τ1 + τ2 + 2, +∞[)

(D5, X5) = ({C3, C2}, x2 ∈ [1, τ2 + 1[∪x3 ∈ [τ2 + 1, +∞[)

(D6, X6) = ({C3, C4}, x3 ∈ [τ2 + 1, +∞[∪x4 ∈ [τ1 + τ2 + 2, +∞[).

Proposition 1. Given a collectionS of conflicts, a diagnosis
(D,X) is such that

X ⊆
k⊗

i=1

[
⋂

s∈S∗
i

Is
i ] (1)

whereS∗i ⊆ S is the subset of conflicts that areexplainedby
Ci.

Proof. Consider a collectionS of conflicts. Then for every
componentCi ∈ D, there are three non-exclusive cases:

1. It exists at leasts st. Is′
i ⊆ Is

i , for all s′ ∈ S. In this
case,Ci explains all conflicts inS with Ii =

⋂
s∈S∗

i
Is
i

andS∗i = S.

2. ∃s ∈ S, s′ ∈ S st. Is
i 6= Is′

i andIs
i ∩Is′

i = I with I 6= ∅.
In this case

Ci explains





s ands′ for Ii = I andS∗i = {s, s′},
s for Ii = Is

i − I andS∗i = {s},
s′ for Ii = Is′

i − I andS∗i = {s′}.

3. theIs
i are all disjoints for alls ∈ S. In this case,Ci

explains conflicts iff Ii = Is
i andS∗i = {s}.

It follows that minimal diagnoses are either such thatIi =⋂
s∈S∗

i
Is
i , in case 1 and 3, andIi ⊂

⋂
s∈S∗

i
Is
i in cases 2.

SinceX =
⊗k

i=1 Ii, it comes (1).

The relation (1) is a consequence of having conflicts with
overlapping continuous extents. This proposition conditions
diagnoses upon regions that are smaller than the continuous
extent in each conflict.

Example 2 (continued). Consider diagnosis(D3,X3) =
({C1, C2}, x1 ∈ [1, τ1 + 1[∪x2 ∈ [1, τ2 + 1[) for
the conflicts s1 = {C11, C2τ2+1, C3τ2+1} and s2 =
{C1τ1+1, C21, C4τ1+τ2+2}. Proposition 1 applies:C1 ex-
plainss1, andC2 explainss2, with x1 ∈ [1, τ1+1[⊂ [1,+∞[
andx2 ∈ [1, τ2 + 1[⊂ [1,+∞[.

Reiter’s main result applies to the extended representation.

Theorem 2. (D,X) is a diagnosis for
(COMPS, SD,OBS) iff D and X are minimal hit-
ting sets for the collection of conflict sets with continuous
extent for(COMPS, SD,OBS).

Example 2 (continued). There are six diagnoses that
are the hitting sets for the conflicts with continu-
ous extentss1 = {C11, C2τ2+1, C3τ2+1} and s2 =
{C1τ1+1, C21, C4τ1+τ2+2}:

(D1, X1) = (C1, x1 ∈ [τ1 + 1, +∞[)

(D2, X2) = (C2, x2 ∈ [τ2 + 1, +∞[)

(D3, X3) = ({C1, C2}, x1 ∈ [1, τ1 + 1[∪x2 ∈ [1, τ2 + 1[)

(D4, X4) = ({C1, C4}, x1 ∈ [1, τ1 + 1[∪x4 ∈ [τ1 + τ2 + 2, +∞[)

(D5, X5) = ({C3, C2}, x2 ∈ [1, τ2 + 1[∪x3 ∈ [τ2 + 1, +∞[)

(D6, X6) = ({C3, C4}, x3 ∈ [τ2 + 1, +∞[∪x4 ∈ [τ1 + τ2 + 2, +∞[).

Here diagnosis{C1} explains both conflicts iffx1 ∈ [τ1 +
1,+∞[. Otherwise,{C1} cannot explains2. Therefore an
additional component is needed for a diagnosis to explain the
conflicts whenx1 ∈ [0, τ1 + 1[. Also, the attentive reader no-
tices that{C1}, {C2}, {C3, C4}, the diagnoses previously
obtained on Example 1 with no continuous extent are present
in the solution above. However, three new diagnoses have
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been found:{C1, C2}, {C1, C4}, {C3, C2}. Obviously,
these diagnoses are the consequence of the presence of ad-
ditional information in the form of continuous extents. To
each minimal diagnosis corresponds a minimal region ofX .

By characterizing diagnoses with continuous extents, Theo-
rem 2 provides the basis for the computation of diagnoses.
Therefore, finding the minimal diagnoses and associated min-
imal continuous regions is the aim of the continuous exten-
sion to the HS algorithm that is presented in the next section.

3 Generating Diagnoses from Conflicts with
Continuous Elements

3.1 Solution Approach
The original hitting set algorithm considers conflict sets with
discrete elements only. It looks for singletons in each con-
flict set. The algorithm cannot condition the diagnoses upon
the different continuous failure points of a component. As
briefly shown in the previous section, doing this significantly
enlarges the number of diagnoses. It follows that the diffi-
culty we address in this paper is the potentially huge size of
the space of diagnoses over continuous regions. The reason
for this size is the existence of continuous variables. The hit-
ting set algorithm is exponential in the number of conflict el-
ements so the number of potential diagnoses is staggering.

Underlying the diagnoses are the conflicts, each being ex-
plained by the failure of a component in certain regions of its
continuous line. It follows that the dimension of the continu-
ous space is the total number of different components in the
set of conflicts. In general we assume the continuous space
dimension to be equal to the number of components in the
system. The challenge is thus to apply the hitting set algo-
rithm to this continuous state-space. Our solution to address
this issue is to search for minimal diagnoses in anaggregate
space of diagnoses. This space is represented by a directed
acyclic graph (DAG) in which there is a node for each poten-
tial diagnosis discrete element. In other words, each node of
our DAG represents a continuous region in which the discrete
diagnosis element is the same. Given such a partition of the
continuous space, the CHS uses a DAG structure to build the
minimal continuous diagnoses that are the hitting sets of the
collection of conflicts with continuous extents.

To take advantage of the aggregated representation of the
space, the standard HS algorithm must be modified in im-
portant ways. In particular, there is no longer a unique cor-
respondence between a node and a diagnosis(D,X). Each
node of the DAG now supports the continuous diagnoses in
X that have an identical discrete elementD. A consequence
is that different conflicts can be explained in different regions
of a node’s continuous region. To address this problem and
find the hitting sets, the nodes of the DAG receive a set of
functions of the continuous spaceX that allow to map differ-
ent conflicts to different continuous regions. This reflectsin
the more complex data structures required by the CHS.

In summary, a simple way of understanding the CHS al-
gorithm is as a variant of the HS algorithm where for every
conflict, candidate diagnoses with identical discrete elements
are expanded in unison. The main difference with the HS is
threefold:

• In the standard HS-tree, a single diagnosis is associated
with each node. In the CHS, multiple diagnoses are as-
sociated with a single node.

• The CHS produces a DAG instead of a tree.

• Nodes are often simultaneously a leaf and a node in the
interior of the DAG. This is a consequence of having
different conflicts explained in different continuous re-
gions of the same node. In particular, this happens when
a part of the aggregated diagnoses do explain all con-
flicts, while another part does not.

3.2 Data Structures

The main data structure represents a noden. Given a set of
conflictsS, it contains:

• A diagnosisH(n) that is a set ofkn edge labels, i.e.
components.

• A regionXn of continuous diagnosis elements. It rep-
resents the continuous lines of the components inH(n),
Xn ⊆ ℜkn .

• Openn(.) → {0, 1}: the Open function. For each
x ∈ Xn, Openn(x) indicates whether(n, x) explains all
conflicts inS. The open region ofn is notedΩn = {x ∈
Xn|Openn(x) = 1}. A diagnosis is either opened or
closed. Note that we don’t refer to open or closed nodes;
instead we refer to diagnoses associated with nodes as
being open or closed.

• δn(., .) the explanation function. For x ∈ Xn ands ∈
S, δn(s, x) indicates whethers is explained by(n, x).
Formally,

δn(s, x) =

(
1 if ∃CiIs

i
st. Ci ∈ s ∩H(n) with x ∈ Is

i ,

−1 otherwise.
(2)

3.3 The CHS algorithm

Algorithm 1 presents the main procedure.

Expansion (lines 9 to 12):
For a noden and a conflicts:

An(s, x) =
{{C ∈ s|C 6∈ H(n)} if δn(s, x) = −1
∅ otherwise

(3)

is the set of discrete conflict elements that canexpand(n, x).
At each iteration, CHS expands a diagnosis(n, x) if it doesn’t
explain the conflicts. An important distinction between HS
and CHS is that in the latter, nodes are often partially ex-
panded. This means not all conflicts are explained by some
diagnoses(n, x) of noden. The catch is that only those(n, x)
that do not explain all conflicts are expanded, and closed after
expansion.

Computing the explanation functions (lines 10 & 4):
Each newly expanded(n, x) must be updated. This consists
in recomputing its explanation function (Eqn (2)).
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1: Root node such thatH(Root) = {} andΩRoot = ℜM ,
for M components inSD.

2: for all conflict setss ∈ S do
3: for all (n, x) such thatOpenn(x) = 1 do
4: if δn(s, x) = 1 then
5: For all C ∈ H(n) ∩ s, add the pair(n, x) to

oldleaves[C].
6: else
7: for all CIs ∈ s do
8: if An(s, x) containsC then
9: Expand(n, x) by adding an edge labelled

with C and successor aggregated nodes(
n′, x′ = (x, y)

)
with y ∈ Is.

10: Computeδn′(s, x′), open / close(n′, x′) ac-
cordingly.

11: Add the pair(n′, x′) to newleaves[C].
12: Close the expanded(n, x).
13: for all C in s do
14: for all leaf (n, x) of newleaves[C] do
15: if H(n) containsH(n′) andΩn containsΩn′ for

some(n′, x′) in oldleaves[C] then
16: Close(n, x).

Algorithm 1: CHS algorithm.

Opening & closing of continuous regions (line 10):
The algorithm proceeds by leaving open the regions of the
continuous space that explain all conflicts, and by closing
the others. Similarly to the original HS, the CHS has an
expansion phase and a pruning phase. In the expansion
phase,(n, x) is closed if it has been expanded, or if∃s st.
δn(s, x) = −1 andAn(s, x) = {}. In the pruning phase,
(n, x) is closed if it is subsumed by some other node(n′, x′)
such thatH(n′) ⊆ H(n) andΩn′ ⊆ Ωn. For every new
conflict s and every elementC of the conflict, the algorithm
builds two lists,newleaves[C] andoldleaves[C] , which are
then compared. Closed regions of a given node cannot be
reopened. This is easily seen since closed regions contain
points that do not explain all conflicts. Therefore these re-
gions are expanded into new nodes. The(n, x) that remain
opened after all conflicts inS have been processed are the
minimal diagnoses.

Example:
Consider the two conflicts of example 2.1. Figure 2(a) pic-
tures the CHS structure after the expansion ofs1. Expansion
of s2 leads to the closing of the subregion1 ≤ x1 < τ1 + 1
of node 1, and closes node 3, see Figure 2(b). Node 2 is
unchanged since after step 4,δ2(s, x2) = 1 for all open
x2 ≥ τ2 + 1, leavingA2(.) empty. The pruning phase closes
nodes and regions. A noden is closed whenever for allx,
Ωn(x) = ∅ for all x ∈ Xn. Node 6 is closed as it is subsumed
by node 1. Similarly, node 2 subsumes some continuous re-
gions of nodes 4 and 7, that are thus closed. Node inclusions
are represented with dashed edges on Figure 2(c).

DAG:
The CHS produces a DAG. There exist multiple paths from
the Root node to some other nodes. Note that the DAG struc-

Root

1 2 3

C1 C2 C3

Ω1 = {x1 ≥ 1} Ω2 = {x2 ≥ τ2 + 1} Ω3 = {x3 ≥ τ2 + 1}

(a) Expansion ofs1.

Root

1 2 3

C1 C2 C3

4
5 6 7 8

C2 C4 C1 C2 C4
Ω1 = {x1 ≥ τ1 + 1} Ω2 = {x2 ≥ τ2 + 1}

Ω4 =
{1 ≤ x1 < τ1 + 1}

∪{x2 ≥ 1}

Ω5 =
{1 ≤ x1 < τ1 + 1}
∪{x4 ≥ τ2 + τ1 + 1}

Ω6 =
{x1 ≥ τ1 + 1}
∪{x3 ≥ τ2 + 1}

Ω7 =
{x2 ≥ 1}

∪{x3 ≥ τ2 + 1}

Ω8 =
{x4 ≥ τ2 + τ1 + 1}
∪{x3 ≥ τ2 + 1}

(b) Expansion ofs2.

Root

1 2 3

C1 C2 C3

4 5 6 7 8

C2 C4 C1 C2 C4
Ω1 = {x1 ≥ τ1 + 1} Ω2 = {x2 ≥ τ2 + 1}

Ω4 =
{1 ≤ x1 < τ1 + 1}
∪{1 ≤ x2 < τ2 + 1}

Ω5 =
{1 ≤ x1 < τ1 + 1}
∪{x4 ≥ τ2 + τ1 + 1}

× Ω7 =
{1 ≤ x2 < τ2 + 1}
∪{x3 ≥ τ2 + 1}

Ω8 =
{x4 ≥ τ2 + τ1 + 1}
∪{x3 ≥ τ2 + 1}

(c) Pruning after expansion ofs2.

Figure 2: Expansion and pruning.

Root

1 2

C1 C2

Ω1 = [0, 1] Ω2 = [0, 1]

Root

1 2

3

C1 C2

C2 C1

Ω3 =
{{x1 ∈ [0, 1]} ∪ {x2 ∈ [τ2 + 2, +∞[}}
∪{x1 ∈ [τ1 + 2, +∞[} ∪ {x2 ∈ [0, 1]∪}}

Figure 3: CHS produces a DAG. Left: expansion of
s1 = {C1[0,1], C2[0,1]}. Right: expansion ofs2 =
{C1τ1+2, C2τ2+2}, τ1 ≥ 0, τ2 ≥ 0, & pruning.

ture allows disjoint diagnosis regions to be aggregated in the
same node (see Figure 3).
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3.4 Handling Continuous Variables
Computationally, one challenging aspect of the CHS is the
handling of continuous variables. As previously mentioned,
for n, and H(n) of cardinality kn, Xn ⊆ ℜkn . In algo-
rithm 1, the expansion phase replicates the continuous state-
space of a father noden into a child noden′, such that
Xn ⊂ Xn′ ⊆ ℜkn+1. In practice it is possible to maintain
a single multidimensional space inℜM whereM is the to-
tal number of components inSD. In this space, each conflict
is a hypercube of dimension≤ M . Step 2 of the CHS can
be implemented as an intersection of all conflict hypercubes.
This results into a partitioned hypercube of dimensionM .
Remaining operations translate into a labelling/unlabelling of
the cube regions with the diagnoses of open nodes. In imple-
mentation we use bsp-trees and the intersection operator in
[Friedmanet al., 1977].

3.5 Properties
Theorem 3 (Soundness of CHS). Let S be a set of conflict
sets, andT a CHS-DAG obtained by using the CHS with node
closing and pruning. For any open noden of T , (H(n),Ωn)
is a minimal hitting set forS.

Proof. Steps 4 and 8 ensure that any open(n, x) is a hitting
set: it hits every conflict. It remains to show that(n, x) is
minimal. Assume that(n, x) is not minimal. Then it exists an
open node(n′, x′) that is such thatH(n′) ⊆ H(n) andΩn′ ⊆
Ωn and that is not inT . The CHS builds nodes from sets
to supersets. Thereforen′ must have been generated before
n and must be inT . So there is an′ such thatH(n′) ⊆
H(n). Thus eithern or some other noden′′ was expanded
from n′. This means there exist somex′ ∈ X ′ such that they
do not explain all conflicts inS. But in this case, the(n′, x′)
are closed, either expanded or subsumed. Thus thex′ are
not in Ωn′ . So by contradiction of the assumption,(n, x) is
minimal.

Theorem 4(Completeness of CHS). LetS be a set of conflict
sets, andT a CHS-DAG obtained by using the CHS with node
closing and pruning. For any minimal hitting set(H∗,X∗),
there exists an open noden of T such that(H(n),Ωn) =
(H∗,X∗).

Proof. Assume(H∗,X∗) minimal hitting set of sizek. Then
there must bek components overS conflicts such that for ev-
ery conflicts ∈ S, s∩H∗ 6= ∅. By construction of the DAG,
for each conflicts CHS updates open nodes whose intersec-
tion with s is not empty, and expands all other open nodes
(n, x). So given the consideration above, there exists a path
from the Root node to(H∗,X∗). This path goes through
successively created nodes. However, all these nodes must
be closed either: i/after being expanded into other nodes;
ii/if subsumed by some other nodes, which is impossible if
(H∗,X∗) is minimal. So(H∗,X∗) marks the end of the path
and is opened. In casek = 0, the Root node is the returned
solution.

Alike the HS, CHS is incremental and takes conflicts in
any order. Searching for all hitting sets of a given set is NP-
complete, and the worst case performance of the standard HS

∅

× ×
1 0

C1, C2 × C2, C3 C3, C4

100 0 110011

C1, C3 C1, C4

10 01

(a) Leaves
(C1,C2),(C1,C4),(C1,C3),(C2,C3),-
(C3,C4) of example 1 before
pruning.

insertion lookup table
edge key lookup

1 1 continue
1 0 continue
0 0 continue
0 1 stop

(b) Insertion lookup table.

Figure 10: P-tree storage.

is in the order of2M . In fact, the observed performances
are usually well under this theoretical bound but more real-
istic bounds of the HS performances are difficult to obtain.
For the CHS, three cases can be distinguished, where in each
conflict: i) each component has a single failure point; ii) each
component has a single failure interval; iii) each component
has disjoint failure intervals. The complexity of mixturesof
these situations lies within the theoretical bounds for i),ii)
and iii).

AssumeM components over a set ofK conflicts. The
number of occurence of componentm over all conflicts is
noted0 ≥ fm ≤ K. In case ii), form, the maximum num-
ber of intervals over all conflicts is2fm − 1. This corre-
sponds to the case where all intervals form in conflicts do
intersect with each others. Each intersected region thus ex-
plains a different subset of conflicts, and corresponds to dif-
ferent nodes of the CHS-DAG. Consequently an upper bound
to the worst case performances is given by

∑M
m=1[2fm−1]+(

M
2

)∏
mi,mj

[2fmi
− 1][2fmj

− 1] + · · ·+∏M
m=0[2fm− 1].

With it, bounds on cases i) and iii) can be easily expressed
by considering unbounded intervals, and a fixed number of
intervals per component, respectively.

4 Computational Improvements
In this section we propose two computational improvements
to the CHS algorithm. One improves on the pruning compu-
tational efficiency, and the second yields a controlled approx-
imation.

4.1 Efficient Implementation of the Pruning Loop
A dominant source of complexity of the CHS is the final clos-
ing of leaves (lines 13 to 16). The CHS creates new leaves
for each conflict. In the worst case, there aremd newly cre-
ated leaves whered is the number of leaves before expan-
sion andm ≤ M . Thus a naive implementation leads to a
procedure that requiresO(d2m) inclusion checks (step 15).
We develop a tree-based data structure that supports fasterin-
clusion checks. The basic idea is to dissociate the inclusion
check of the discrete element of diagnoses from the continu-
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Figure 4: Mean minimal continuous diag-
noses wrt. the number of conflicts.
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Figure 5: Mean minimal discrete diag-
noses wrt. the number of conflicts.
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(500 runs).
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(500 runs).
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Figure 9: Minimal discrete diagnoses.

ous set inclusion check. By using an adaptation of the PATRI-
CIA tree (P-tree)[Morrison, 1968], the (n, x) in newleaves
are grouped based on their discrete componentn in a P-tree.
The newly created leaves of the CHS-DAG are located in the
leaves of the P-tree. The P-tree stores noden with anM -bit
key where biti is positive ifCi ∈ H(n). Figure 10 depicts
such a tree for thenewleaveslist of example 1.

Insertion cost isO(M) bit checks for each new leaf. A
special operator performs an inclusion lookup for a noden′

that returns alln such thatH(n′) ⊆ H(n). For anM -bit
key withk0 negative bits and inclusion lookup table 10(b), an
inclusion lookup costs2k0

positive bit checks, andM − k0

negative bit checks per explored tree branch, so total cost is
O(2k0

(M − k0)) bit checks. Clearly, the advantage is that
with this storage structure, the inclusion lookup does not de-
pend ond or the number of conflicts. Thus in practice we ob-
serve a good speed-up of the pruning loop that improves the
CHS scalability. See the result section for empirical details.
The inclusion test is performed for each of theoldleavesele-
ments. The continuous inclusion check is performed on those
new leaves that are returned by each inclusion lookup.

4.2 Generating Relevant Diagnoses

In Artificial Intelligence it is important to study the genera-
tion of approximated results. Here the idea is developed that
some nodes of the CHS DAG are more important than others.
Suppose that each componentC has a probability distribu-
tion p

(
AB(C)|x

)
of failing overx. The probability of a node

(n, x) is:

pn(x) =
∏

Ci∈H(n)

p
(
AB(Ci)|x

)
(4)

and the probability ofn is:

pn =
∫

Ωn

pn(x)dx. (5)

The CHS algorithm can be easily adapted to the computation
of the most relevant minimal diagnoses. Given a numberǫ
between 0 and 1, the nodes(n,Ωn) with pn < ǫ are closed.

5 Experimental Evaluation
The CHS was implemented and tested extensively through
simulation experiments. Overall, it yields fast results for
spaces under 10 dimensions, but doesn’t scale favorably well
beyond. The main results are drawn from a set of 500 runs
of the CHS forM = K = 6 components and conflicts. The
simulation settings were as follows. Each conflict has a ran-
dom size. Each component in a conflict comes with a random
interval that is generated by picking up two integers between
0 and 100.

This section reports on the reactions of the CHS. The con-
tinuous diagnoses are the open continuous leaves of the CHS-
DAG and their number is the total number of minimal di-
agnoses. The discrete diagnoses are the open nodes of the
CHS-DAG. Both numbers theoretically grow exponentially
with the total number of conflict elements. This is visible on
Figure 4 despite the fact that our experiments were limited to
small numbers of components. In consequence the CHS has
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expanded many of the discrete diagnoses after just a few con-
flicts (Figure 5). The DAG structure in the aggregate space of
diagnoses allows the minimal continuous diagnoses to con-
tinue to grow after all discrete diagnoses have been expanded
(Figure 4).

The complexity analysis has shown how the number of oc-
curence of a component in conflicts plays a crucial role. This
is clearly confirmed on Figure 6. The explosion of the num-
ber of minimal continuous diagnoses is a direct consequence
of the NP-complete nature of the problem. Figure 7 shows the
minimal discrete diagnoses are distributed differently. This is
due to the DAG structure: given a mean integerf of mean oc-
curences overM components, this number is always smaller
than

∑f
i=1

(
M
i

)
. That is, the number of minimal discrete di-

agnoses is at most all combinations off and fewer compo-
nents.

Based on a second set of experiments we aimed to eluci-
date the scaling properties of the approach wrt. the continu-
ous dimensions. These experiments are runs withM ranging
from 1 to 11,K = 4, and conflict random intervals in[0, 10].
The results are graphically depicted on figures 8 and 9. The
exponential response of the number of minimal continuous
diagnoses appears clearly.
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Figure 11: Expansion vs. pruning.

In practice it was not possible to run the CHS in reasonable
time on problems with more than 10 or so continuous dimen-
sions. The limitation stems mainly from the pruning phase
that dominates the computational effort (Figure 11). In worst
cases however, the pruning loop continues to require up to
several billions inclusion checks of continuous sets.

6 Conclusion
We have presented the CHS algorithm, a solution to finding
the minimal hitting sets of a collection of finite sets whose el-
ements have continuous extents. The algorithm uses an DAG
representation in an aggregate space of diagnoses. CHS is
based on the same dual mechanism as the classical hitting set
algorithms: it has an expansion phase and a pruning phase.
To our knowledge CHS is the first computational method to
produce minimal diagnoses conditioned over continuous re-
gions. In practice however, CHS exhibits an unfair behavior:
it expands high numbers of potential diagnoses in little time
and spends most of its time pruning out a large fraction of

them. It is an open problem how to better tackle this compu-
tational cost.
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Abstract

The diagnosability property recognizes if a system
model can be unambiguously diagnosable; that is,
if all faults can be detected using only the informa-
tion given by the observable events. Usually, large
and complex systems require an automatic fault de-
tection and isolation, but to specify the minimal ob-
servability degree of a system to be diagnosable is
not a trivial task.
In this paper we give the necessary and sufficient
conditions for observability (the list of observable
events) that a system has to maintain to be diag-
nosable. We concentrate on two problems: first,
we transform a diagnosable system into one with
minimal degree of observability and still diagnos-
able. Second, we transform a non-diagnosable sys-
tem into diagnosable by increasing the degree of
observability. We also expand the developed algo-
rithms with several extensions: for distinguishabil-
ity, for predictability and for extended fault models.

1 Introduction
Fault detection is an extremely important task, and its autom-
atization has been studied for several years. The increasing
reliability requirements on autonomous systems, especially
mission-critical ones, have resulted in the development of so-
phisticated methods for the accurate analysis of faults. One
of the most important reliability properties in large systems is
their diagnosability. The diagnosability property recognizes
if a system model can be unambiguously diagnosable, that
is, if any occurred fault is detectable within predefined finite
number of steps. This recognition is performed by observing
the system, e.g., by receiving information from sensors, or by
monitoring logs of the running software.

However, when a system is being set up, there is always
the problem of how much observability is necessary to keep
the system diagnosable? In real world this question may
sound as “how many sensors should be installed?” or “how

∗This research has been funded by the EU through the FP6 IST
project 516933 WS-Diamond(+) and the tenure of an ERCIM “Alain
Bensoussan” Fellowship Programme(++)

many events should be monitored?”. In particular, for non-
diagnosable legacy systems this question may sound as “How
many new sensors or monitors should be installed, to make
the system diagnosable?”. More subtly, in diagnosable legacy
systems: “Are there too many sensors or monitors, making
unnecessary and redundant the collected information?”.

This paper gives the most efficient system observability
(list of observable events) that keeps the system diagnosable.
Following Lin work [8] where it is proved that the most effi-
cient system observability is not unique, we extend it in two
ways: First, we give an algorithm that keeps a system diag-
nosable but with a minimal set of observable events. Second,
we present an algorithm that builds the optimal set of observ-
able events to ensure diagnosability in a given system.

Often, especially in legacy systems, one cannot modify
anything in the running system but the level and intensity of
the observation (e.g., sensors or logs of the system). In this
paper we assume that we are only permitted to transform the
degree of observability of the system, but not the system it-
self.

To deal with faults in an uniform way, we introduce a sig-
nature definition that describes the situations when a fault oc-
cur. The notion of signature is a very well known concept in
Continuous Systems (CS). There the diagnosis is often per-
formed on a snapshot of observables, i.e., an evaluation of
observable variables at a given time point. If the observation
implies a fault occurrence then the observation is called a sig-
nature. However, in discrete event systems (DES) approaches
the diagnosis reasoning is typically more dynamic, i.e., with
different observations for a period of time. Therefore, the
signature concept has to be re-defined.

In this paper we propose a definition of signatures for DES,
which allows us to deal with different fault situations in a uni-
form way. This definition provides us with two advantages:

1. An efficient method for reducing and expanding the ob-
servability of a given system.

2. An extra layer between the actual fault model and the
algorithms, which makes possible to develop algorithms
independent from the actual nature of the faults.

With signatures, we build a framework that is sufficiently
general for our purpose of reducing and expanding observ-
ability, and easily extendable to a wide range of problems.

The main contribution of this paper is the analysis of dif-
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ferent observability levels for DES. We concentrate on two
approaches: first, we transform a diagnosable system into
one with minimal observability but still diagnosable. Second,
we transform a non-diagnosable system into a diagnosable
one by increasing the system observability. We illustrate our
propositions with an intuitive example throughout the paper.

Our algorithms work and transform only the observability
(the list of observable events) of the system without changing
its structure (set of transitions, events or states), which makes
them ideal to apply in situations where the system is fixed,
and the only change available is the level of system monitor-
ing (e.g., via installation of additional sensors).

This paper also presents extensions to the problem of re-
ducing and expanding observability, namely: (i) distinguisha-
bility, where it is important to differentiate the fault types;
(ii) predictability, where the fault is predicted rather than de-
tected a posteriori; (iii) extended fault model, where a fault
is formed by a specific faulty sequence of events, that are not
faults by themselves.

Organization of the paper Section 2 overviews the re-
lated work. Section 3 provides basic definitions, e.g., label
transition system, diagnosability. In Section 4 we introduce
the notion of signatures and correct behaviours. The frame-
work for reducing and expanding observability are presented
in Section 5, with extensions provided in Section 6. Finally,
we draw the conclusions in Section 7.

2 Related work
Diagnosability study for discrete-event systems is not new.
In [12] diagnosability is precisely defined and an algorithm
for checking diagnosability is provided. In this paper we go
beyond diagnosability checking and discuss different levels
of observability for diagnosable discrete-event systems. As-
suming that we have a diagnosable system we develop an al-
gorithm to find a minimal set of observable events that still
keeps the system diagnosable. We also provide an algorithm
that transforms non-diagnosable system into diagnosable one
by increasing the system observability. There are different
ways of representing the partial observability in DES (see,
for instance [9]), although, there was only limited attention to
how the system observability level affects its diagnosability,
e.g., [6]. In contrast to [6], we introduce the notion of a sig-
nature to abstract from the underlying failure model. It orig-
inally comes from continuous systems [13]. In this work we
adopt signatures to represent fault executions for DES. It [15]
it is proven that finding the optimal (minimal) set of sensors
(in our case observable events) for a diagnosable system is
NP.

Diagnosability problem is somewhat related to the problem
of model checking. However, there is an important differ-
ence. Model checking algorithms verify if the (possibly infi-
nite) executions of a system satisfy a given property. Merely,
it checks if there is a fault in the system, while diagnosability
verifies if the existing faults are detectable. However, there is
some work, that shows how diagnosability can be represented
as a model checking problem [1].

The approach of extending the fault model presented in
Section 6 is not new. For example, in [5] faults are described

as formulae in linear temporal logic, in [4] a notion of a su-
pervision pattern is introduced to allow more complicated
pattern-based models of failures.

Our approach makes no assumption on whether the system
has control over its events, making the system being “pas-
sively” diagnosable. In contrast, in active diagnosis [11], the
controller is designed to take into account the issues of di-
agnosability. Similar problems are also tackled in planning,
where a planner can decide on the most appropriate actions
to deal with faults, see for instance [7].

In this paper our work is mostly oriented to the definition
of the general theoretical framework, and does not address
the problems related to practical application of the proposed
techniques. However, as part of the future work, we plan to
evaluate the developed framework against real cases [14].

In [8] to diagnose a fault is to be able to identify in which
state or set of states the system is. In contrast, we do not
require information about states, we require only to be certain
that a fault has occurred.

Our notions of predictability are closely related to the work
in [2; 3], where the problem of predicting occurrences of a
fault is addressed. We extend these works with definitions
of safe predictability and strong predictability. Furthermore,
we define the signature concept for these two definitions and
show how our framework can be applied to predictability.

3 Discrete Event Systems
3.1 Preliminaries
Let L be any set. Then with L∗ we denote the set of all finite
sequences over L, with L∞ we denote the set of all infinite
sequences over L and with Lω we denote the set of all finite
and infinite sequences over L. The empty sequence is denoted
by ε. We use L+ = L∗ \ {ε}. For σ, ρ ∈ Lω , we say that
σ is a prefix of ρ and write σ v ρ, if ρ = σσ′ for some
σ′ ∈ Lω (then σ′ = ρ − σ). If σ is a prefix of ρ, then ρ is
a continuation of σ. We call σ a proper prefix of ρ and ρ a
proper continuation of σ if σ v ρ, but σ 6= ρ. We denote by
P(L) the power set of L. Given L′ ⊆ L and σ a sequence over
Lω we denote by σL′ the restriction of σ over L′.

3.2 Labelled transition systems
Definition 1 (LTS). A labelled transition system, LTS, is a
tuple A = 〈Q, q0,L, T〉 where Q is a finite set of states;
q0 ∈ Q is the initial state; L is a finite set of events;
T ⊆ Q× L× Q is the finite branching transition relation.
We denote the components of A by QA, q0

A, LA, and TA. We
omit the subscript A if it is clear from the context.

In Figure 1-(A) we represent A = 〈Q, q0, L, T〉 a LTS
where Q = {q0, · · · , q8}, q0 = q0, L = {a, b, c, d, e, fi, fj}
and T = {(q0, b, q1), (q0, a, q2), · · · , (q8, a, q8)}.
Definition 2 (path, trace, |σ |, q σ→ q′, cycle, σ̌k). Let
A = 〈Q, q0,L, T〉 be a LTS, then
– A path in A is a sequence π = q0a0q1 . . . such that for all i
we have (qi, ai, qi+1) ∈ T. We denote with paths(q) the set
of paths starting in q. We use paths(A) for paths(q0). We
denote with paths(q, q′) the set of paths starting in q and
ending in q′. We write q→ q′, if paths(q, q′) is not empty
and q→, if there exists a state q′ such that q→ q′.
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Figure 1: LTSs

– The trace σ of a path π, denoted trace(π), is the sequence
σ = a0a1 . . . of events in L occurring in π. We write
traces(A) = {trace(π)

∣∣ π ∈ paths(A)} for the set of
traces in A, particularly we write traces∞(A) to denote the
set of infinite traces in A. In case σ is finite, with |σ | we
denote the length of the trace σ and we define by last(σ) the
last event of σ.
– We write q σ→ q′ if the state q′ can be reached from the
state q via the trace σ, i.e., if there is a path π ∈ paths(q, q′)
such that trace(π) = σ.
– A cycle is a non empty element in paths(q, q) for some
state q. We denote by cycle(A) all the cycles in A.
– Given a trace σ ∈ traces(A), we denote by σ̌ its
postlanguage, i.e., σ̌ = {ρ ∈ traces(A)

∣∣ σ v ρ}. Moreover,
for a given natural number k ∈ N we denote by σ̌k its
postlanguage with words with length equal or longer than
|σ | + k, i.e., σ̌k = {ρ ∈ σ̌

∣∣ k ≤ |ρ−σ |}.
We say that a LTS A is live if for all states there exists a

transition initiated in that state, i.e.,
A = 〈Q, q0, L, T〉 is live, if and only if, ∀ q ∈ Q : q→ (1)
For example, the LTSs from Figure 1-(A) (on the left) and

1-(B) (on the right) are live.

3.3 Observable LTSs with faults
An observable labelled transition system with faults is a LTS
that has its set of events subdivided into observable events
(Lo) and unobservable events (Lu). Moreover, there exists a
subset of Lu that represents fault events (Lf ).
Definition 3 (observable LTS(Lf )). An observable
labelled transition system with faults, denoted LTS(Lf ), is a
tuple A(Lu) = 〈Q, q0,L, T, Lu, Lf 〉 where 〈Q, q0, L,T〉 is a
LTS and:
– The set of events L is partitioned into a set of observable
events, Lo, and a set of unobservable events, Lu, with
L = Lo ∪ Lu and Lo ∩ Lu = ∅.
– There is a subset of the unobservable events, called the
fault events, denoted Lf .

In a sense, an observable LTS(Lf ) is about hiding the faults
and some other events. From now on, we refer to LTS(Lf ) as
to observable LTS(Lf ) unless we state the opposite.

As an example, Figure 1-(A) represents a LTS(Lf ) with:
Lu = {fi, fj} and Lf = {fi, fj}.
Definition 4 (observable trace, tracesf , tracesf ,k, f ∈ σ).
Let A(Lu) = 〈Q, q0,L, T, Lu, Lf 〉 be a LTS(Lf ), then:
– The observable trace of a trace σ, denoted σLo , is the
sequence a0a1 . . . of events in Lo occurring in σ.

– We denote by tracesf (A) the set of traces in A that end
with a fault, i.e., tracesf (A) = {σ ∈ traces(A)

∣∣ σ ∈ L∗Lf }
– Given a natural number k ∈ N we denote by tracesf ,k(A),
the set of traces σ such that there exists another trace σ′ that
ends in a fault and σ extends σ′ with |σ′ | + k or more
events, i.e., tracesf ,k(A) = {σ ∈ traces(A)

∣∣ ∃ σ′ ∈
tracesf (A) ∧ σ ∈ σ̌′k}.
– Given a trace σ, we write f ∈ σ to denote that σ has a
fault, i.e., σ ∈ L∗Lf Lω.

We say that a LTS(Lf ) A is convergent if it does not have
cycles with non-observable events, i.e.,

A is convergent, if and only if, ∀π ∈ cycle(A)∃ a ∈ Lo : a ∈ π
(2)

3.4 Diagnosability
The diagnosability of a system means that its model, sup-
posed to be a LTS(Lf ), can be unambiguously diagnosable,
where a diagnosable LTS(Lf ) is defined as being able to de-
tect a fault occurrence within a finite number of steps based
only on the observable traces.
Definition 5 (diagnosability). Let A = 〈Q, q0, L, T, Lu, Lf 〉
be an observable LTS(Lf ), then A is diagnosable if the
following holds, ∃ n ∈ N : ∀ ρ ∈ tracesf ,n(A) :
if α ∈ traces(A) : ρLo = αLo then f ∈ α.

The previous definition is a reformulation of the known
Sampath [12] diagnosability definition, for the case with only
one type of fault1. For example, the LTS(Lf ) from Figure 1-
(A), with Lu = {fi, fj} is convergent and diagnosable.

Property 1. Let A = 〈Q, q0,L, T, Lu, Lf 〉 be an observable
LTS(Lf ), then A is diagnosable if the following holds,
∃ n ∈ N : ∀ ρ ∈ tracesf ,n(A) : if α ∈ traces(A) :
ρLo = αLo then ∀α′ ∈ traces∞(A) : α v α′ : f ∈ α′.

The proof is given in [2].
Remark 1: For a given Lu, if the LTS(Lf )A(Lu) is diagnos-

able, then ∀Lf ⊆ L′u ⊆ Lu, the LTS(Lf ) A(L′u) is diagnosable.
Remark 2: A LTS(Lf )A(L) is never diagnosable (from the

moment it has at least one correct trace and one faulty trace).

4 Observability and signatures
4.1 Observability
Some systems can be non diagnosable even when all events,
except fault events, are observable. We denote such systems

1In Section 6.1 we extend our approach to several types of faults
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necessarily non diagnosable. A more interesting situation is
when a system is diagnosable with faults being the only un-
observable events. We denote such systems possibly diag-
nosable. To distinguish if there exists an observability degree,
for a particular system, that makes it diagnosable, we propose
thus the following definition.
Definition 6 (necessarily non/possibly diagnosable). A
LTS(Lf ) A is called:
– Necessarily non diagnosable if the LTS(Lf ) A(Lf ) is not
diagnosable.
– Possibly diagnosable if the LTS(Lf ) A(Lf ) is diagnosable.

From now, we assume that all LTS(Lf ) A, that we work
with, are live, convergent and possibly diagnosable.

4.2 Signatures in DES
In this section we introduce the notion of signatures that orig-
inally comes from continuous systems [13]. In this work we
adopt signatures to represent faults executions for discrete-
event systems. A signature is a regular expression that de-
notes the set of traces with faults.

The observable correct behaviour, denoted c, is defined
by the regular expression (with only observable events) that
denotes all correct infinite traces, i.e., infinite traces that do
not have faults.
Definition 7 (observable correct behaviour). Given a
LTS(Lf ) A we define its observable correct behaviour as

c = {σ ∈ Lω
o

∣∣ σ ∈ traces∞(A) : f 6∈ σ}
In contrast with the observable correct behaviour, the ob-

servable signature is the regular expression that denotes all
observable prefixes of faulty traces that are not prefix of an
element of the observable correct behaviour.

To define observable signatures we use tracesz to denote
the set of all traces with exactly z events after the first oc-
currence of a fault. In [10] it is shown, that for an exhaustive
diagnosability check, it is necessary to check traces of a maxi-
mal length |Q|2−|Q|

2 (and, therefore we can choose z ≤ |Q|2−|Q|
2 ),

what is often impractically high. In practice, to build a cor-
rect signature, one is sometimes forced to set an upper bound
for the length of faulty traces.
Definition 8 (observable signature). Given a diagnosable
LTS(Lf ) A = 〈Q, q0, L,T,Lu,Lf 〉, its observable signature is
defined as
r={σ ∈ L∗o

∣∣ ∃α ∈ tracesz(A) : σvαLo : @σ′′∈ c : σvσ′′}
Note that the observable correct behaviour is not the com-

plement of the observable signature: there exist traces that do
not belong to either class.

Remark 3: A consequence of the diagnosability definition
(Definition 5) is that A being diagnosable ensures that r is not
empty (from the moment A contains at least one fault) with a
z = |Q|2−|Q|

2 .
Following the example from Figure 1-(A), with Lu =

{fi, fj} we can find c = abda∞ + bbda∞, z = 5, then
tracesz = {afjbea3, bfibca3}. So, finally we can obtain the
observable signature r = abe+abea+abea2+abea3+bbc+
bbca + bbca2 + bbca3.

In particular, we let observable signatures represent traces

that do not have faults, but are prefixes of faulty traces. In
Figure 1-(B) we represent a diagnosable system that is bound
to have a fault with Lu = Lf = {fi}. We obtain c = ∅ because
there is no infinite trace without fault. In addition, tracesz =
{afibaaa} then we can obtain r as a+ab+aba+aba2+aba3.

5 Reducing and expanding observability
5.1 Reducing the observability
In this section we find a minimal set of observable events that
still keeps the system diagnosable. We do it by reducing the
set of observable events as much as possible still maintaining
the diagnosability property.

The observable signatures defined in Definition 8 describe
the observable part of traces with faults or traces that certainly
will produce a fault. Although, for the following proofs we
use a more restricted version of signature, called long signa-
ture and denoted lr. Long signatures do not contain traces
that are prefix of another one, i.e.,

lr = {σ ∈ L∗o
∣∣ σ ∈ r ∧ @ σ′ ∈ r : σ @ σ′} (3)

For example, our previous signature r = abe + abea +
abea2 + abea3 + bbc + bbca + bbca2 + bbca3 is converted
to the long signature lr = abea3 + bbca3.

Moreover, for a trace σ we abuse the notation: σ ∈ r,
σ ∈ lr, and σ ∈ c to denote that the observable trace of σ
(i.e., σLo ) is in r or c respectively.

Structural differences, written A 6≡ B, relate two sets of
traces that do not have any trace in common, nor any prefix
of a trace that belongs to the other set, except of the ε trace.
Formally, structural differences are defined as follows.
Definition 9 (structural differences ( 6≡)). Let A and B be
sets of traces, then A 6≡ B means
(∀σ ∈ A :∀σ v σ′ :σ′ 6∈ B)∧(∀σ ∈ B : ∀ σ v σ′ : σ′ 6∈ A)
Lemma 1. Let A(Lu) = 〈Q, q0,L, T, Lu, Lf 〉 be a
diagnosable LTS(Lf ), then if a ∈ Lo : lrLo\{a} 6≡ cLo\{a} and
A(L′u) = 〈Q, q0, L, T, L′u,Lf 〉, with L′u = Lu ∪ {a} is
convergent then A(L′u) is diagnosable, and not diagnosable
otherwise.
Proof. Let lr′ = lrLo\{a} and c′ = cLo\{a}. Note that for
every σ ∈ lr and α ∈ c it follows that σ ∈ lr′ and α ∈ c′.
To prove the first part, we have to show that ∃ n : ∀ |σ′ |> n :
σL′o = σ′L′o then f ∈ σ′, σL′o = αL′o , where L′o = Lo\{a}. Let

n = z = |Q|2−|Q|
2 . From ∀σ ∈ tracesf ,z(A(L′u)) : σ ∈

tracesf ,z(A(Lu)), it follows σ ∈ lr⇒ σ ∈ lr′. Suppose,
∃σ1 : f 6∈ σ1 ∧ σL′o = σ1L′o . Because σL′o = σ1L′o ∧ σ ∈ lr′

then σ1 ∈ lr⇒ σ1 ∈ lr′. There are two possible cases: 1.
∃σ2 ∈ traces∞ : σ1 v σ2 ∧ f 6∈ σ2 ∧ σ2 ∈ c, then σ2 ∈ c′.
Because lrL′o 6≡ cL′o follows that σ1 6∈ lr′. But then σ 6∈ lr′

which contradicts with σ ∈ lr′. 2. ∀σ2 ∈ traces∞ : σ1 v
σ2 ∧ f ∈ σ2. That also means that ∃σ3 6∈ traces∞ : σ3 v
σ2 ∧ f ∈ σ3. From Property 1 it follows then that the system
is diagnosable.
Let us now prove, that if the assumption lrL′o 6≡ cL′o does not
hold, then the system becomes not diagnosable if a is
removed from Lo. If the assumption does not hold, then
∃σ ∈ lr′ : ∃σ1 ∈ c : σ v σ1. And from it follows either
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Algorithm 1 Reducing the observability
1: Input: System A, observable events Lo, observable correct be-

havior c, observable signature r
2: Output: Minimal set of observable events L′o

3: lr = reduceToLongSignature(r)
4: Smax = ∅
5: for all S ⊆ Lo do
6: if checkUnObSet(A, S, c, lr) ∧ |Smax |<|S | then
7: Smax = S
8: return Lo\Smax

9: function checkUnObSet(A, S, c, lr)
10: with a ∈ S do
11: if isConvergent(A, Lo\a) ∧

checkUnObserve(c, lr, a) then
12: return checkUnObSet(A, S\a, c− {a}, lr− {a})
13: return S = ∅
14: function checkUnObserve(c, lr, a)
15: for all σ ∈ (c− {a}) do
16: for all σ′ ∈ prefix(σ) ∧ (| σ′ | ≤ | lr |) do
17: if σ′ ∈ (lr− {a}) then
18: return false
19: return true

∃σf ∈ c′ : f ∈ σf or ∃σ ∈ lr′ : ∀σ1 : σ v σ1 : f 6∈ σ1. Let
us first assume that ∃σf ∈ c′ : f ∈ σf . Then, ∃ω1 ∈ c′ : ω1

= σL′o . From the way c′ is build, it follows that ∃ω ∈ c : ω1

= ω − {a}. From Definition 7 it follows that σf 6∈ c, that is,
∃σ ∈ c : σLo = ω ∧ f 6∈ σ, and, therefore, ω1 = σL′o = σf L′o

.
We have just shown that two infinite traces, one having fault,
and one not, have the same observable behavior, and,
according to Definition 5, the system is not diagnosable. The
case 2 when ∃σ ∈ lr′ : ∀σ1 : σ v σ1 : f 6∈ σ1 is proven in
the same way as the first case.

For the example from Figure 1-(A) with long signature:
lr = abea3 + bbca3 and correct behaviour: c = abda∞ +
bbda∞. So, from Lemma 1, we may drop the event b from
observable events, and the system remains diagnosable for
Lu = {fi, fj, b} and Lo = {a, c, d, e}.

We can easily convert long signature into signature allow-
ing any prefix of a trace in a long signature that is not a sub-
trace of a correct behaviour. For example, starting from the
long signature lr = abea3 + bbca3 from the system A(Lu)
with Lu = {fi, fj}, Lo = {a, b, c, d, e}, and correct behaviour
c = abda∞ + bbda∞ we obtain r = abe + abea + abea2 +
abea3 + bbc + bbca + bbca2 + bbca3.
Theorem 1. Let A(Lu) = 〈Q, q0,L, T, Lu,Lf 〉 be a diagno-
sable LTS(Lf ), then we obtain a minimal set of observable
events by repeatedly applying Lemma 1, L′o ⊆ Lo such that
A(L′u) = 〈Q, q0,L, T, L′u, Lf 〉 is diagnosable, with L′u =L\L′o.

The proof for Theorem 1 is as follows. First, we derive the
signature and correct behaviour from the diagnosable system
A. Second, we obtain the long signature from the signature
of the system. Third, we repeatedly apply Lemma 1 for all
observable events until there does not exist any events in the
observable events that can be converted to unobservable. Fi-
nally, we obtain back the signature from the last long signa-
ture that we obtained.

The above procedure can be performed according to differ-
ent orders, depending on which observable events we choose
to turn into unobservable ones. Note, that there always exists
a minimal order w.r.t. the amount of observable events. The
algorithm itself for reducing the observability is shown in Al-
gorithm 1. It provides an algorithmic view for Lemma 1 and
Theorem 1. Given a system, its observable events and observ-
able signature, the algorithm returns a minimal set of observ-
able events. It works in the following way. In line 3, it reduces
the observable signature according with (3). In line 5-7, the
algorithm chooses the set S with maximal cardinality, which
is built by functions checkUnObSet and checkUnObserve.
The functions form the set S by iteratively reducing the set
of observable events as far as observable signature for lr and
observable correct behavior c are still distinguishable, in the
same way as it was defined by Lemma 1.

In the following example we show how we obtain the min-
imal set of observable events for the system A from Figure 1-
(A). Starting from A(Lu) = 〈Q, q0, L, T, Lu,Lf 〉 with Lu =
{fi, fj}, Lo = {a, b, c, d, e}, r = abe+abea+abea2+abea3+
bbc+bbca+bbca2 +bbca3 and c = abda∞+bbda∞. Then,
(i) we obtain lr = abea3 +bbca3; (ii) we convert c into unob-
servable, having lr = abea3+bba3 and c = abda∞+bbda∞;
(iii) we convert b into unobservable, having lr = aea3 + a3

and c = ada∞ + da∞; (iv) we convert e into unobservable,
having lr = aa3+a3 and c = ada∞+da∞; and (v) we recon-
struct the signature as r′ = aa + a3 + aa3. It is easy to note
that A(L′u) = 〈Q, q0,L, T, L′u, Lf 〉 with L′u = {fi, fj, b, e, c},
Lo = {a, d} is diagnosable.

5.2 Expanding the observability
In this section we present the algorithm to transform a non-
diagnosable system into a diagnosable one, expanding its set
of observable events.

We assume that the system is possibly diagnosable (Def-
inition 6). Thus, if we consider the system with all events,
except faults, as observable, then the system is diagnosable.
We define Sσα as a set of sets of events that distinguish traces
σ and α. So, in a possibly diagnosable system with two traces
σ and α with the same observability such that one has a fault,
and afterwards it has at least n events, and the latter one with-
out a fault, we define Sσα as a set of sets of events (not from
Lf ) that makes σ and α distinguishable.
Definition 10 (Sσα). Let A(Lu) be a possibly diagnosable
LTS(Lf ), then ∀ σ, α ∈ traces(A) : σ ∈ tracesf ,n(A) ∧ f 6∈
α : σLo = αLo , we define

Sσα = {O ∈ Lo\Lf
∣∣ σLo∪O 6= αLo∪O}

where n is the bound, given by the diagnosability definition,
for the system A(Lu).

Considering the system presented in Figure 1-(A), with
Lo = {a, b}, Lu = {c, d, e, fi, fj}; σ = bfibc and α = bbd (so
σLo = bb and αLo = bb) we have Sσα = {{d}, {d, c}, {c}}.
Now, with σ′ = afjbe and α′ = abd, we obtain Sσ′α′ =
{{e}, {d, e}, {d}}.

A minimal distinguishable set, denoted by S, represents a
set that includes at least one set for all Sσα.
Definition 11 (S). S is a minimal distinguishable set, if it
has minimal cardinality and for all Sσα with
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Algorithm 2 Expanding the observability
1: Input: System A, observable events Lo

2: Output: Minimal set of observable events L′o

3: for all σ ∈ tracesf ,n ∧ |σ | ≤ z do
4: for all α ∈ traces(A) : αLo = σLo ∧ f 6∈ α do
5: Sσα = {O | σLo∪O 6= αLo∪O ∧ f 6∈ O}
6: S = ∅
7: for all Sσα do
8: S = {B′ ∪ B′′ | (B′, B′′) ∈ S× Sσα}
9: for all Bi, Bj ∈ S, Bi ⊆ Bj do

10: S = S− Bj

11: return Lo ∪ Bmin, where Bmin ∈ S ∧ |Bmin | = min |B |, B ∈ S

σ, α ∈ traces(A) : σ ∈ tracesf ,n(A) ∧ f 6∈ α : σLo = αLo ,
there exists B ∈ Sσα : B ⊆ S.

For the example shown in Figure 1-(A) we have S = {d}.
Theorem 2. Let A(Lu) = 〈Q, q0,L, T, Lu,Lf 〉 be a possible
diagnosable but non-diagnosable LTS(Lf ), and let S defined
as in Definition 11, then A(L′u) = 〈Q, q0, L, T, L′u, Lf 〉 is
diagnosable, with L′u = Lu\S.
Proof. Suppose A(L′u) is non-diagnosable. Therefore there
exists σ, α ∈ traces(A) such that
σ ∈ tracesf ,n(A) ∧ f 6∈ α : σL′o = αL′o . Then, using
Definition 10 there exists Sσ,α and, moreover, from
Definition 11 there exists B ∈ Sσ,α : B ⊆ S, so σL′o 6= αL′o .
We have a contradiction, that comes from supposing that
A(L′u) is non-diagnosable.

The algorithm is provided in Algorithm 2. It transforms the
system into a diagnosable one without changing its structure
(set of transitions, events or states) and only by expanding its
observability. Moreover, the algorithm finds a minimal set
of events that should be added to the initial set of observable
events. The algorithm itself is based on the definitions and
the theorem above: lines 3-5 refer to Definition 10, lines 6-
10 refer to Definition 11 and Theorem 2. Note, that in line 3
we use z to limit the maximum length of σ. For an exhaus-
tive search z has to be equal to |Q|2−|Q|

2 . In practice it is often
possible to provide a better bound (e.g., [10]). Note that, de-
pending on the initial Lo, L′o is not necessarily a minimal set
of observable events making the system diagnosable. How-
ever, the minimality can always be reached by applying the
algorithm presented in Section 5.1 from Lo = L\Lf .

In our example from Figure 1-(A) with Lo = {a, b}, fol-
lowing Algorithm 2 we obtain S = {d}. In contrast with the
minimal set of observable events for this diagnosable system
that is Lmin

o = {a, d}, as we already pointed out in Section 5.1,
we obtain A(L′u) = 〈Q, q0, L, T, L′u, Lf 〉 with L′o = {a, b, d}.

6 Extended models
In this section we introduce various extensions to the diag-
nosability model that we presented in Section 3.4. Within the
framework defined in Section 4, it is possible to reuse the al-
gorithms from Theorem 1 and Theorem 2, and, in the same
time, take into account several extensions: distinguishability,
predictability, and extended fault models. In the following
sections we show what has to be modified in the proposed

model and algorithms to deal with each particular case.

6.1 Distinguishability
The problem of distinguishability arises when we are inter-
ested in distinguishing different types of faults rather than in
a simple indication whether a fault occurred or not.

In this section we partition the set of faults (subset of
the unobservable events) into classes of faults, i.e., Πf =
{Lf1 , · · · , Lfm}, where Lfi represents all faults with type fi.
Definition 12 (observable LTS(Πf )). An observable
labelled transition system LTS(Πf ) with fault types, denoted
by Πf , A(Lu) = 〈Q, q0, L, T,Lu,Πf 〉 is a LTS(Lf ), where the
set of fault events (Lf ) is partitioned into
Πf = {Lf1 , · · · , Lfm}, i.e., Lf ⊆ Lu, Lf = Lf1 ∪ · · · ∪ Lfm and
∀ i 6= j : Lfi ∩ Lfj = ∅.

So an observable LTS(Πf ) is a normal LTS with a clear
distinction between observable and unobservable events and
inside the unobservable events there is a subset of fault events
subdivided into classes.
Definition 13 (tracesfi, tracesfi,k, fi ∈ σ). Let
A = 〈Q, q0,L, T, Lu,Πf 〉 be a LTS(Πf ), then:
– Given a type of fault fi, we denote by tracesfi(A) the set of
traces in A that end with a fault of type fi, i.e.,
tracesfi(A) = {σ ∈ traces(A)

∣∣ σ ∈ L∗Lfi};
– Given a type of fault fi and a natural number k ∈ N we
denote by tracesfi,k(A), the set of traces σ such that there
exists another trace σ′ that ends in a fault of type fi and σ
extends σ′ with length longer or equal to the length of σ′

plus k, i.e., tracesfi,k(A) = {σ ∈ traces(A)
∣∣ ∃ σ′ ∈

tracesfi(A) ∧ σ ∈ σ̌′k};
– Given a trace σ, we write fi ∈ σ to denote that σ has a
fault of type fi, i.e., σ ∈ L∗Lfi L

ω.

As follows, we re-define diagnosability and observable sig-
natures for LTS(Πf ).
Definition 14 (diagnosability in LTS(Πf )). Let
A(Lu) = 〈Q, q0, L, T, Lu,Πf 〉 be a LTS(Πf ), then the set
traces(A) is diagnosable if the following holds,
∀ 1 ≤ i ≤ m : ∃ ni ∈ N : ∀ ρ ∈ tracesfi,ni(A) : if
α ∈ traces(A) : ρLo = αLo then fi ∈ α.

Definition 15 (ri). Given a diagnosable LTS(Πf ) A and fi a
fault type; ri is the observable signature of fi if it observable
prefixes of traces contans a fault of type fi that are not prefix
of a correct trace.

ri = {σ ∈ L∗o
∣∣ ∃ α ∈ tracesfi,ni(A) : σ v αLo : @ σ′′ ∈ c :

σ v σ′′}
Definition 16 (signature in LTS(Πf )). Given a LTS(Πf ) A
and r1, · · · , rm the set of observable signatures for fault
types f1 · · · fm, we define the observable signature of A:

r = r1 + · · ·+ rm

Now we can reformulated Lemma 1 w.r.t. different faults.
Lemma 2. Let A(Lu) = 〈Q, q0,L, T, Lu,Πf 〉 be a
diagnosable LTS(Πf ), then if a ∈ Lo : rLo\{a} 6≡ cLo\{a} and
∀ i 6= j : ri

Lo\{a} 6≡ rj
Lo\{a} then A(L′u) =
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〈Q, q0, L,T, L′u,Πf 〉, with L′u = Lu ∪ {a}, is diagnosable.
With this new lemma, Theorem 1 remains true. Moreover,

if we redefine Definition 10 and Definition 11 as follows, also
Theorem 2 remains true.
Definition 17 (Sσα, S in LTS(Πf )). Let A(Lu) be a possibly
diagnosable LTS(Πf ), then ∀ 1 ≤ i ≤ m : ∀ σ, α ∈
traces(A) : σ ∈ tracesfi,ni(A) ∧ fi 6∈ α : σLo = αLo , we
define:
– Sσα = {B ⊆ Lu\Lf

∣∣ σLo∪B 6= αLo∪B}
– S is a minimal cardinality set, such that
∀ Sσα : ∃ B ∈ Sσα : B ⊆ S.

6.2 Predictability
In some cases, e.g., in mission critical scenarios, it is impor-
tant to achive the prediction of a possible fault situation rather
than a post-fault detection. For such scenarios we have to en-
sure that the fault is predictable, and we come to the problem
of predictability. Predictability study is not new, it was first
introduced in [2]. However, in [2] authors investigate only
case of strongly predictable systems, ignoring the notion of
safe predictability.

However, since predictability is about future, and future is
non-deterministic, we have two types of predictability: safe
predictability and strong predictability. Safe predictability
refers to an observation of a sequence of events that may po-
tentially end in a fault; while strong predictability refers to
cases that will end in a fault (when the fault is unavoidable).
Definition 18 (Safe predictability). A LTS(Lf )
A(Lu) = 〈Q, q0,L, T, Lu, Lf 〉 is safely predictable if the
following holds: ∀ σ ∈ tracesf (A) if
∃ α ∈ traces(A) : f 6∈ α ∧ σLo = αLo then
∃ α′ ∈ traces(A) : α @ α′ ∧ f ∈ α′.
Definition 19 (Strong predictability). A LTS(Lf )
A(Lu) = 〈Q, q0,L, T, Lu, Lf 〉 is strongly predictable if the
following holds: ∀ σ ∈ tracesf (A) if
∃ α ∈ traces(A) : f 6∈ α ∧ σLo = αLo then
∀ α′ ∈ traces∞(A) : if α @ α′ then f ∈ α′.

In our example, from Figure 1-(A), let assume we have
Lo = {a, b}. Then, the system is safely predictable, since
whenever we observe events a or b we know that we have
the possibility to have a fault in the future. However, the sys-
tem is not strongly predictable, since there is no sequence of
observable events that unambiguously predicts either fi or fj
occurrence. In particular, if we remove b from the list of ob-
servable events, the system is not safely predictable for all
faults but it is safely predictable w.r.t. fj. On the other hand,
the example from Figure 1-(B) is clearly strongly predictable
with a list of observable events like Lo = {a}.

Within the defined framework, as in [2; 3] where similar
results are presented, strong predictability implies diagnos-
ability and safe predictability:

Property 2. Strong predictability implies diagnosability. It
follows immediately from Property 1.

Property 3. Strong predictability implies safe predictabil-
ity.

A predictability signature is defined as a set of observable
events that, if occurred, always or potentially (depends on the

type of predictability) bring the execution to a fault event.
Definition 20 (safe/strong predictable signatures). Given
a A(Lu) = 〈Q, q0, L, T, Lu,Lf 〉 ∈ LTS(Lf ), then:
– if A is safe predictable then its
observable-safe-predictable-signatures (safe pr) is

safe pr = {σ ∈ L∗o
∣∣ ∃ α ∈ tracesf (A) : σLo v αLo}

– if A is strong predictable then its
observable-strong-predictable-signatures (strong pr) is

strong pr = {σ ∈ L∗o
∣∣ ∀ α ∈ traces∞(A) : σLo v αLo :

f ∈ α}
We can apply the previous algorithms directly for strong

predictable systems.
Property 4. Given a strong predictable system
A(Lu) = 〈Q, q0, L, T, Lu,Lf 〉 ∈ LTS(Lf ) with c as its correct
behaviour (Definition 7) and strong pr as its
strong-predictable-signatures (Definition 20), then:
(i) The algorithm presented in Theorem 1 reduces the set of
observable events correctly, keeping the system strong
predictable.
(ii) The algorithm presented in Theorem 2 expands the set of
observable events correctly, keeping the system strong
predictable.

We also can apply the algorithms for safe predictable sys-
tems, but it is necessary to adapt the notion of observable
correct behaviour.
Definition 21 (secure correct behaviour). Given a system
A(Lu) ∈ LTS(Lf ) we define the observable secure correct
behaviour as

sc = {σ ∈ L∗o
∣∣ σ ∈ traces∞(A) : f 6∈ σ ∧ (∀ α v σ :
@ α v α′ : f ∈ α′)}

This definition is an adaptation of that of observable cor-
rect behaviour (Definition 7 in Section 4.2). The idea is anal-
ogous to the previous one; the main novelty here is that sub-
traces of correct traces can never be part of observable-safe-
predictable-signatures. In this way we still keep the structural
difference between correct behaviours and signatures.
Property 5. Given a safe predictable system
A(Lu) = 〈Q, q0, L, T, Lu,Lf 〉 ∈ LTS(Lf ) with sc as its secure
correct behaviour (Definition 21) and safe pr as its
safe-predictable-signatures (Definition 20), then:
(i) The algorithm presented in Theorem 1 reduces the set of
observable events correctly, keeping the system safe
predictable.
(ii) The algorithm presented in Theorem 2 expands the set of
observable events correctly, keeping the system safe
predictable.

We leave the properties in this section without proofs, since
the proofs are analogous to Theorem 1 and Theorem 2.

6.3 Extended fault model
In this section we define an extended fault model, where a
fault is formed by a specific fault sequence of events, that are
not faults by themselves. Consider an example of driving a
vehicle, where driving having doors open is a fault, while in
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most other situations it is an absolutely legal and expected
action. In this case, the fault is defined not by a faulty event
but rather by a sequence of events that forms a fault. Further-
more, a fault sequence can contain any arbitrary events that
do not contribute to the fault. For the vehicle example, we
may have something occurred between opening the door and
driving, and still, if the door is open, we are not allowed to
drive. We define this problem as diagnosability problem in
an extended fault model.

In the extended fault model the fault is defined as a se-
quence of events. The fault is considered to be occurred when
the last event of the sequence occurs. Besides, events in the
sequence are not required to occur one after another one, we
may have other events happening in the meantime.

An extended fault is defined by a sequence of events, de-
noted ρf . The set of fault executions is then defined as
{σ | ρf ⊆ σ}, where ρf ⊆ σ means that the events from
ρf happened in σ in order but not necessarily consecutively.
So, if ρf = ab then the trace σ = cacbe is ⊆ w.r.t. ρf .
We denote by ρl

f the last event of the fault sequence ρf , i.e.,
ρl

f = last(ρf ).

Definition 22 (Diagnosability with an extended fault
model). An extended fault model system A is called
diagnosable w.r.t. to a fault sequence ρf and a set of
observable events Lo if exists n ∈ N : ∀ σ ∈ tracesρl

f ,z(A) if
α ∈ traces(A) : σLo = αLo then ρf ∈ α.

A signature of an extended fault, in a diagnosable system
A, is defined by a set of observable traces that contain the
extended fault, i.e., r = {σLo | ρf ∈ tracesρl

f ,n(A)}.
Theorem 1 and Theorem 2 remain true also for diagnos-

ability with extended fault model, since definitions, theorems
and proofs, obtained in Section 5, work at the level of signa-
tures, without representing the nature of signatures explicitly.

In our example we can assume that an extended fault of the
system is ρf = bb, meaning that the system execution a fault
if two b events are performed. It is easy to see that the sys-
tem is diagnosable for the following set of observable events:
Lo = {a, d, c, e}. Applying Theorem 1, we may reduce the
set to Lo = {a}. From the other side, from a set of observable
events Lo = {d} (which makes the system not diagnosable),
we may expand it to a set Lo = {d, a} using Theorem 2.

7 Conclusion
In the paper we discussed different levels of observability for
diagnosable discrete-event systems. We mainly studied two
approaches: first, we transform a diagnosable system into one
with minimal observability and still diagnosable. Second, we
transform a non-diagnosable system into diagnosable by in-
creasing the observability of the system. We presented algo-
rithms that implement our two approaches and we illustrated
our propositions with an intuitive example through the paper.
Moreover, we provided several extensions to the problem of
reducing and expanding of observability in diagnosable sys-
tems. Furthermore, the provided framework deals with both
classical faults and an extended fault model, as well as with
other extensions in a uniform way.

In the future work we plan to further investigate various ex-

tensions to the diagnosability problem and see if our frame-
work can be extended to deal with new types of problems. We
also plan to evaluate the proposed algorithms against some
real cases within the WS-Diamond project [14]. As a part of
the implementation and evaluation process we want to have
our framework to go distributed making it faster and more ef-
ficient. The important issue of fault isolation and control is
ignored within the framework presented in the paper. In the
future we plan to extend the proposed approach with control-
lable actions that allow us to isolate faults or, at least, perform
some compensation activities to repair the system from the
occurred faults.
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Abstract

The FDI and DX communities have developed
complementary approaches that exploit structure
and redundancy in the system model to solve the
diagnosis problem. These approaches share a
methodology that we call compilation techniques.
This paper discusses compilation methods for non-
linear dynamic systems.
In this work, we compare and discuss three differ-
ent compilation approaches, all developed from the
bond graph modeling framework: the traditional
analytical redundancy relations method developed
by the FDI community, and possible conflicts and
qualitative fault signatures that have been devel-
oped by the DX community. We describe the di-
agnosis algorithms for the three schemes, and then
perform experimental studies to demonstrate their
diagnostic ability for continuous, nonlinear sys-
tems.

Keywords: Continuous Fault Diagnosis, Bond Graphs,
Temporal Causal Graphs, Possible Conflicts, Analytical Re-
dundancy Relations

1 Introduction
Power generation, manufacturing, transportation, and domes-
tic appliances are complex engineering systems that pervade
every aspect of our daily lives. The needs for increased per-
formance, safety, and reliability of these systems motivate the
use of efficient fault detection, diagnosis and recovery mech-
anisms. The goal is to automatically detect and isolate faults
and degradations, and recover to a normal operating mode,
and if that is not possible, move the system to a safe opera-
tion mode to avoid damage and harm.

Several approaches have been developed to solve the prob-
lem of fault detection and isolation. Model-based diagno-
sis approaches are quite prevalent because they have the po-
tential to overcome the device dependency problem, which
greatly increases the cost of developing and deploying diag-
nosis systems. Model-based diagnosis techniques require ac-
curate models of the system to ensure accurate analysis of
system behavior in different operating regions.

Traditionally, two different communities have tackled the
problem of model-based diagnosis: the Control Engineering
community, have developed FDI approaches [Gertler, 1998;
Patton et al., 2000], and the Artificial Intelligence commu-
nity, have developed DX approaches [Hamscher et al., 1992;
Reiter, 1987]. FDI and DX approaches to model-based diag-
nosis of dynamic systems employ different kinds of models,
and different assumptions concerning robustness of the gen-
erated solution with regard to disturbances, modeling errors,
and noise.

An important issue in the use of model-based diagnosis
techniques (for both the DX and the FDI communities) is
the ability to construct accurate models of the system. An
approach that has been successful for modeling the dynamic
behavior of physical systems are bond graphs [Karnopp et
al., 2000]. Bond graphs provide an easy, intuitive way to
build multi-domain energy-based models by combining sys-
tem topology with a small set of component behavior pro-
cesses. The topological structure of bond graph models also
provides the infrastructure for developing effective and effi-
cient fault diagnosis methods based on causal analysis that
links component parameters to system variables using well-
defined methods.

Different diagnosis approaches have been developed in the
two communities; e.g., the methods of qualitative fault signa-
tures [Mosterman and Biswas, 1999] and Possible Conflicts
(PCs) [Pulido and Alonso-González, 2004] by the DX com-
munity, and Analytic Redundancy Relation (ARR) methods
in the FDI community [Samantaray et al., 2006]. In this
paper, we compare and discuss the three approaches. We
start with a common modeling framework, bond graphs, de-
scribe the diagnosis algorithms for the three schemes, and
then perform experimental studies to demonstrate their diag-
nostic ability for continuous, nonlinear systems.

All three algorithms employ compilation methods to derive
transformed models from bond graphs that facilitate the fault
isolation task. For example, the ARR and PC methods manip-
ulate the constituent equations derived from the bond graph
models to build analytical relations between process param-
eters, measurement variables, and input variables to the sys-
tem. The qualitative fault signature method derives a causal
structure called the Temporal Causal Graph (TCG) that cap-
tures the causal and temporal relations between process pa-
rameters and the measurement variables. Fault signatures are
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derived using propagation methods in the TCG structure.
This paper is organized as follows. Section 2 briefly de-

scribes the bond graph modeling approach and the method
for deriving causal information from the bond graph. The
bond graph model of a nonlinear, controlled three tank sys-
tem is derived to illustrate the modeling approach. Section
3 describes the theoretical background for each of the three
methods, and the diagnosis schemes that are derived for each
method. Section 4 then describes an experimental method for
comparing the three approaches. Section 5 presents the con-
clusions and directions for future work in this paper.

2 Modeling Methodology
2.1 Modeling with Bond Graphs
Bond graphs are labeled, directed graphs, that present a topo-
logical methodology for modeling the dynamic behavior of
physical systems. Bond graphs were developed by Prof.
Henry Paynter (1959) as a powerful language for modeling
systems across different domains. The main advantages of
this approach can be summarized as:

• It is intuitive. It is based on the systems topology and
includes the notion of causality.

• It is a generic modeling language and uses a common
energy-based framework for modeling subsystems in
different domains (mechanical, electrical, fluid, thermal,
etc.).

• The standard mathematical models of dynamic system
behavior, e.g., the state space and I/O formulations, can
be easily derived from bond graph models.

The nodes of bond graphs represent components or sub-
models, while the edges, called bonds, represent ideal1 en-
ergy transfer paths between the component and submodel
ports.

Bond graphs adopt the lumped parameter approach to mod-
eling physical systems. Dynamic behavior can be defined as
a function of energy exchange between components of a sys-
tem (or between different systems) [Karnopp et al., 2000]. In
bond graphs, the state of a physical system is defined by the
distribution of energy among its components at any particular
time. The dynamic behavior, and, therefore, the future be-
havior of the system, is defined by the current state and the
energy exchange mechanisms. In the bond graph approach,
differential equation that govern the energy exchange mecha-
nisms are expressed in terms of power. Power is the product
of two conjugated variables [Broenink, 1999]: effort (e), and
flow (f). Examples of effort and flow variables are: force
and velocity (in mechanical systems), voltage and current (in
electrical networks), and pressure and volume flow (in hy-
draulic systems).

2.2 Building System Models
With bond graphs, we can build system models using a small
set of primitive elements [Broenink, 1999], for example, (i)
energy storage elements (C, I); (ii) dissipative elements

1These connections neither generate nor dissipate energy.

(R); (iii) source elements (Se, Sf ), that add or remove en-
ergy from the system; and (iv) junctions (1, 0), that represent
ideal energy connections for sets of elements.

The laboratory plant shown in figure 1 will be used for em-
pirical studies for comparison of the three approaches. This
plant resembles common features of a continuous industrial
process. It is made up of three tanks {T1, T2, T3}, a control
loop acting on the input of T1, and four valves V0, V1, V2, and
V3. In the operation protocol selected for this plant, the open-
ing of V0 depends on the pressure on tank T1, while valves
V1, V2, and V3 are always completely open.

P1P1 P2P2

F1F1
F2F2

Output

Large fluid source

T1 T2 T3

V1 V3V2V0

Figure 1: Diagram of the laboratory plant.

In this plant we have four measurements: pressure on tanks
T1 and T3 –{P1, P2}–, in-flow into tank T1 –{F1}–, and out-
flow from tank T3 –{F2}–. We consider seven different faults
in the plant: leak in tanks T1, T2, T3, and block in valves V1,
V2, V3, and in the input pipe.

In figure 2 the corresponding bond graph model of the
plant is shown. In this work, bond graph models can be con-
structed visually using the Fault Adaptive Control Technol-
ogy (FACT) modeling tool [Manders et al., 2006].

f(x)

Se 1 0 1 0 1 0 1

R:Rpipe C:Ct1 R:Rv1 C:Ct2 R:Rv2 C:Ct3 R:Rv3

De:P1 De:P2 Df:F2Df:F1

1

R:Rvalve
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Figure 2: Bond graph model of the plant. Here, f(x) rep-
resents the function of the pressure in T1 that controls the
resistance Rvalve (control on the aperture of V0).

2.3 Deriving Causal Structure
The causal analysis in the bond graph approach consists on
determining the computational relations of the effort and flow
variables associated with the bonds. This process can be done
automatically [Antic et al., 1999], and it’s important not only
for the equation generation, but also for testing the correct-
ness of the bond graph model.

To automatically assign causality to a bond graph model,
it is necessary to take into account the four different types
of causal constraints [Broenink, 1999]: fixed causality (Se,
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Figure 3: Temporal causal graph of the three tank system.

Sf ), constrained causality (0-junction, 1-junction), preferred
causality (C, I), and indifferent causality (R).

Temporal Causal Graphs, TCG, are an extended form of
signal flow graphs for dynamic systems. They capture the
causal and temporal relations between process parameters
and the measurement variables in the system. TCGs can be
directly derived from the bond graph model of the system
[Mosterman and Biswas, 1999]. More formally, a TCG can
be defined as [Roychoudhury et al., 2006]:
Definition 1 (Temporal Causal Graph). A TCG is a directed
graph < V,L,D >. V = E ∪ F , where V is a set of ver-
tices, E is a set of effort variables and F is a set of flow
variables in the bond graph system model. L is the label set
{=, 1,−1, p, p−1, pdt, p−1dt} (p is a parameter name of the
physical system model). The dt specifier indicates a tem-
poral edge relation, which implies that a vertex affects the
derivative of its successor vertex across the temporal edge.
D ⊆ V × L × V is a set of edges [Narasimhan and Biswas,
2007].

To derive the temporal causal graph, a process of two steps
is carried out [Mosterman and Biswas, 1999]:
• Generate a representation of the system as a directed

graph encapsulating relations among power variables in
the bond graph.

• Add temporal information and component parameters to
individual causal edges to form the TCG.

In the resulting temporal causal graph, effort and flow vari-
ables will be represented as vertices, while relations between
variables will be represented as directed edges.

Regarding components in the bond graph model, junctions
and resistors, will define instantaneous magnitude relations.
On the other hand, capacitors and inductors will define both
magnitude and temporal effects on causal edges. In figure 3,
the temporal causal graph of the three-tanks system (figure 1)
is shown.

3 Model Based Diagnosis
We start with the definition of a fault as [Blanke et al., 2003]:
Definition 2 (Fault). A deviation of the system structure or
the system parameters from the nominal situation.

and illustrate the generic model-based diagnosis approach
in Figure 4. The diagnoser tracks system behavior using a

model of the system. Comparison between this predicted be-
havior and the observed behavior in the system will generate
a residual [Isermann and Ballé, 1997]:

Definition 3 (Residual). Residuals capture the difference be-
tween observed behavior of a system defined by measure-
ments and the predicted behavior of the system derived from
dynamic system models.

ACTUAL SYSTEM
MODEL OF THE

SYSTEM

OBSERVED

BEHAVIOR

PREDICTED

BEHAVIOR

DIAGNOSISDIAGNOSIS

RESIDUAL

+ -

DISCREPANCY

Figure 4: Model-based diagnosis scheme.

Ideally, the value of a residual in nominal situation is equal
to zero, and non zero in faulty situations. The discrepancy de-
tection module is designed to reliably detect non-zero residu-
als, and invoke the fault diagnosis module when this happens.
The fault diagnosis module uses the structure of the residual
to isolate faults using constraint analysis techniques.

GDE defines a generic diagnosis process in the DX com-
munity, and is focused on conflict detection (equivalent to
residual activation [Cordier et al., 2004]). Classically, this
process has been carried out by online dependency-recording
schema (like ATMS [de Kleer, 1986]), but some problems
have been reported. The most important is related to the la-
beling process of correctness assumptions, which needs to be
done each time a new value is introduced.

Trying to avoid this problem, several research groups have
looked for alternative methods. A set of these alternative
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methods uses the structural description of the system to be
diagnosed (this information is implicitly stated in the system
description). Those methods perform off-line dependency-
recording, and are known as compilation techniques. The
main idea behind the approach is that analytic redundancy
relations (ARRs), that capture relations between fault parme-
ters and system residuals, can be derived off-line.

Nowadays, compilation techniques can be considered as a
established alternative to online dependency-recording within
the DX community (e.g., qualitative fault signatures [Moster-
man and Biswas, 1999], or possible conflicts [Pulido and
Alonso-González, 2004]). Similar concepts are used in the
FDI community (Analytical Redundancy Relations [Saman-
taray et al., 2006]).

3.1 Model-based FDI using Analytical
Redundancy Relations. The Diagnostic Bond
Graphs approach

In the FDI approach, residuals can be obtained through ana-
lytical redundancy in the models. One way to obtain this set
of residuals is computing the set of ARRs2.

Definition 4 (Analytical Redundancy Relation). An Analyti-
cal Redundancy Relation [Cordier et al., 2004], is a constraint
deduced from the model of the system containing only ob-
served variables, and consequently, can be evaluated from
any subset of the observed variables, OBS. This subset of
observed variables will be directly related with a subset of
faulty parameters in the system, and this defines the isolation
properties of the ARRs.

Computation of Analytical Redundancy Relations is car-
ried out by an elimination procedure. This procedure con-
sists, in general, on finding the set of over-determined sys-
tems for diagnosis, which is obtained from the unique canon-
ical decomposition of the structural description of the system
into under-determined, just-determined, and over-determined
sets of constraints. The canonical decomposition is based on
finding a complete matching, w.r.t. unknown variables, in
the bipartite graph associated with the structural description
of the system. Combination of just-determined systems to-
gether with redundant relations is the basis for an Analytical
Redundancy Relation.

Similar concepts can be derived in the bond graph frame-
work [Medjaher et al., 2005]. A bond graph model in which
causality can (or can not) be completely assigned, corre-
sponds with a just-determined (or under-determined) system.
Regarding over-determined systems, they can be identified
by identifying all observable sub-graphs in the bond graph
model. Using these sub-graphs, ARRs can be computed.

The classical method to derive ARRs from bond graphs is
based on a two steps process [Samantaray et al., 2006]:

• Generate residuals using the conservation laws at each 1
or 0 junction.

• Check (using previously generated residuals) to make
sure that the new residual is structurally independent.

2Here, a brief summary of ARRs is provided. Further details can
be found in [Blanke et al., 2003].

This classical method of ARR derivation from bond graphs
faces two important problems [Samantaray et al., 2006]:
first, computational cost for equation derivation and structural
equivalence checking is not efficient for large systems, and
second, the method can’t be applied when symbolic methods
are not able to eliminate all the unknown variables (e.g. in
presence of loops and non linear non-invertible constraints
[Medjaher et al., 2005]).

To solve these problems, [Medjaher et al., 2005] and
[Samantaray et al., 2006] propose a method based on carrying
out a set of substitutions in the sensors. The basic idea is sub-
stitute current sensors by some sub-graphs. Those sub-graphs
will be designed depending on the causality of the sensors, so
that, whenever possible, sensor causalities will be inverted (in
this way, decoupling of residuals will be guaranteed). Five
different configurations for these sub-graph models are con-
sidered3: Inverted causality in effort sensor, inverted causality
in flow sensor, non-inverted causality in effort sensor, non-
inverted causality in flow sensor, and, inversion of signal sen-
sor, Ds, to signal source, Ss (this is special, and is used to
deal with controllers in systems). The bond graph of the sys-
tem with all these substitutions, and using preferred derivative
causality, is called the Diagnostic Bond Graph (DBG).

In figure 5 an example of these concepts applied to the
three-tank system is shown [Samantaray et al., 2006]. The
resulting DBG has been obtained from the bond graph model
of the system (figure 2). Here, the causality on the sensors has
been inverted, so that the bond graph is now able to diagnose
directly from the input variables of the system.
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Figure 5: DBG of the three-tank system including the flow
measurements corresponding with the residuals (Df∗ : R1,
Df∗ : R4), and the pressure measurements corresponding
with the residuals (Df∗ : R2, Df∗ : R3).

In table 1, the resulting fault signature matrix derived from
the DBG is shown. Columns ARR1, ARR2, ARR3, and
ARR4 show the theoretical activation values of the ARRs
corresponding to the possible faults (shown in the first col-
umn). Column I shows the isolation capabilities of the ap-
proach (1 means that the fault can be distinguished, during
the isolation task, from the rest of the faults considered for
the system; 0 means that it can not be isolated).

3For a deeper description of each of these configurations we refer
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ARR1 ARR2 ARR3 ARR4 I
CT1 0 1 0 0 1
CT2 0 1 1 0 0
CT3 0 0 1 0 1
RV1 0 1 1 0 0
RV2 0 1 1 0 0
RV3 0 0 0 1 1
Rpipe 1 0 0 0 1

Table 1: Signature matrix of the analytical redundancy rela-
tions found for the laboratory plant.

3.2 Possible conflicts: a dependency-compilation
technique for consistency based diagnosis

Consistency based approaches are commonly employed in
model-based diagnosis methods employed by the Artificial
Intelligence community. Possible conflicts, PCs for short
[Pulido and Alonso, 2000; Pulido and Alonso-González,
2004], are those sub-systems that produce conflicts when
faults occur within the Consistency Based Diagnosis frame-
work [Reiter, 1987], i.e. minimal subsets of equations con-
taining the analytical redundancy necessary to perform fault
diagnosis [Pulido and Alonso, 2000].

The main idea behind the possible conflict concept is that
the set of subsystems capable of producing a conflict can be
generated off-line. The PC computation process is carried out
in a three steps process:

• Generate an abstract representation of the system, as an
hypergraph (HSD). In this representation there is just
qualitative information about constraints in the models,
and their relationship to known and unknown variables
in such models.

• Look for the Evaluation Chains:

Definition 5 (Evaluation Chain (Hec)). An Evaluation
Chain is a connected subsystem (Hec ⊆ HSD), with ob-
served variables, that can be solved using local propaga-
tion criteria (to follow GDE computational framework),
and that defines a over-constrained set of relations.

To find the Evaluation Chains, all the partial sub-
hypergraphs in HSD capable of generating an estima-
tion of an observed variable or a double estimation over
a non-observed variable, have to be found.
As in GDE, we are interested in minimal conflicts;
hence, only minimal evaluation chains, MEC, are con-
sidered to be useful.

Definition 6 (Minimal Evaluation Chain). A evaluation
chain, Hec, is minimal if there is no other evaluation
chain H ′

ec ⊆ Hec.

• These Minimal Evaluation Chains are a necessary, but
not sufficient, condition for a conflict to exist. Each
Minimal Evaluation Chain, which is a partial sub-
hypergraph of the original system description, needs
to be solved using only local propagation criteria. In
the third step, extra knowledge is added to fulfill that

the reader to [Samantaray et al., 2006] or [Medjaher et al., 2005]

requirement. Each possible way a constraint can be
solved, by means of local propagation, is specified4. As
a consequence, each minimal evaluation chain generates
a directed and-or graph. In each and-or graph, a search
for every possible way the system can be solved using
local propagation, is conducted. Each possible way is
called a Minimal Evaluation Model, or MEM, and it can
be used to predict the behavior of a subsystem.

Since conflicts will arise only when models are evaluated
with available observations, the set of constraints in a MEC
with at least one MEM is called a Possible Conflict, PC.

Definition 7 (Possible Conflict). The set of constraints in a
MEC that give rise to at least one MEM.

As a consequence, each MEM describes a executable
model, which can be used to perform fault detection. If a dis-
crepancy between predictions from those models and current
observations is found, the possible conflict would be respon-
sible for such a discrepancy and should be confirmed as a real
conflict. Afterwards, diagnosis candidates are obtained from
conflicts following Reiter’s theory [Reiter, 1987].

PCs calculation use minimality criteria in terms of sets of
constraints. Nevertheless, it is straightforward to obtain can-
didates based on components. As pointed out in [Pulido and
Alonso-González, 2004], the set of MEMs generated with
this approach is equivalent to the set of conflicts computed
by the GDE.

We applied all these concepts to the example on figure 1.
We used the bond graph model (figure 2) to generate the hy-
pergraph of the plant (figure 6). As we can see, the hyper-
graph relates variables belonging to the same constraint. For
example, if we look at the bond graph model, we can see
that e1 is related with e0 and e2 because of the properties
of 1-junction, so these three variables are related in the hy-
pergraph. In the same way, e1 is related with f1 because of
the properties of the resistor element, and so on. Using this
hypergraph, we obtained a set of four possible conflicts. In
figure 7, we can see an example of a possible conflict found
for the system. In the right part of the figure, the discrep-
ancy node for this possible conflict, e6, is represented. This
node compares the value of the effort e6 given by the sensor
P1 (that comes from the process), against the value of e6 ob-
tained through the MEM (represented in the left part of the
figure). Propagation of values will be done from the lower
to the upper part of the MEM. That is, with sensor P2, we
can compute effort e16. Using efforts e16 and e12, we can
compute effort e14, and so on. Dashed lines in the MEM
represent temporal constraints in the system.

In table 2, the resulting signature matrix is shown.
Columns PC1, PC2, PC3, and PC4 show the theoretical
activation values of the PCs in presence of the different kind
of faults considered (shown in the first column). Column I
shows the isolation capabilities of the approach.

4Each hyper-arc in the system description has one or more re-
lated and-or arcs, representing possible causal assignments to solve
the constraint.
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Figure 6: Hypergraph of the plant.
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Figure 7: Possible Conflict PC2 found for the three-tank sys-
tem. CT1,CT2,RV 1, andRV 2, are the parameters implicated
in the possible conflict computation. e6, e12, and f10 are val-
ues computed for each time step. F1, P1, and P2 represent the
measurements.

3.3 Temporal Causal Graphs. The Qualitative
Fault Signatures Approach

This approach, uses the bond graph model of the system to
systematically derive qualitative fault signatures for diagno-
sis that correspond to the substructures used in the ARR and
PC methods. The intermediate structure derived is called the
TCG, and an offline graph traversal procedure called the pre-
diction step is applied to each potential fault parameter to gen-
erate its fault signatures [Mosterman and Biswas, 1999]:

• Prediction: for each component parameter, that is a hy-
pothesized fault, the candidate prediction algorithm is
invoked. This algorithm computes, in a qualitative way,
residual values of the observed variables. The residual is
expressed in terms of the magnitude (zeroth order time-
derivative), slope (first order time-derivative), and higher
order effects.

PC1 PC2 PC3 PC4 I
CT1 0 1 0 0 1
CT2 0 1 1 0 0
CT3 0 0 1 0 1
RV1 0 1 1 0 0
RV2 0 1 1 0 0
RV3 0 0 0 1 1
Rpipe 1 0 0 0 1

Table 2: Signature matrix of the possible conflicts found for
the laboratory plant.

All deviation propagations start off as zeroth order ef-
fects (magnitude changes). When an integrating edge in
the TCG is traversed, the magnitude change becomes a
first order change, i.e., the first derivative of the affected
quantity changes.

On applying this two steps process to all the possible faults
that can arise in the system, we obtain the fault signature ma-
trix for the system (table 3). In this table, P1, P2, P3, and
P4 columns represent the expected deviations (no change (0),
or increasing or decreasing (+/-)) in the measurements, and
in the slope or higher order effects, in the presence of faults.
Column I shows isolation capabilities of this approach.

P1 P2 F1 F2 I
CT1 +∗ 0+ ∗∗ 0+ 1
CT2 0+ 0+ 0∗ 0+ 1
CT3 0+ +− 0∗ +− 1
RV1 0− 0+ 0∗ 0+ 0
RV2 0− 0+ 0∗ 0+ 0
RV3 0− 0− 0∗ +− 1
Rpipe 0+ 0+ +∗ 0+ 1

Table 3: Signature matrix for the temporal causal graph found
for the laboratory plant.

4 Experimental Results
4.1 Results of the case study
The set of analytical redundancy relations of a system can
be directly derived from a bond graph model. For the case
study, the fault signature matrix shown in table 1 was derived
following the method described in [Samantaray et al., 2006].
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In the table, the relation between the analytical redundancy
relations, obtained using derivative causality, and the faults
considered in the system, is shown. As we can see, the sys-
tem is able to isolate the faults related with (see column I):
capacitance in tanks T1 and T3, resistance in valve V3, and
resistance in pipe Rpipe.

Using the equations derived from the bond graph model,
we computed the set of possible conflicts for the system us-
ing integral causality. The resulting fault signature matrix is
shown in table 2. As we can see, the isolation capabilities for
the possible conflict approach are equivalent to the isolation
capabilities for the ARRs approach.

The fault signature matrix for the qualitative fault signature
approach is shown in table 3. In this table we only show
the magnitude change symbol and the first non-zero direction
of change symbol. A * symbol indicates an indeterminate
effect, i.e., there are at least two paths of the same order that
propagate + and - effects, and the dominant effect is unknown.
The TCG approach shows better fault discriminability than
the PC and ARR approaches.

5 Discussion and Conclusions
As we can see in the results, the topological structure of
bond graphs provide the infrastructure for developing effec-
tive fault diagnosis methods based on the derivation of causal
strokes. All the approaches studied, make use, in different
ways, of the topological structure of bond graphs.

An important issue in the comparison (as we will see
later) is the way each approach deals with temporal infor-
mation. Whereas ARRs and PCs only model the causal, and
the temporal information between variables and their deriva-
tives [Blanke et al., 2003], the qualitative fault signatures ap-
proach uses a more informative structure, the temporal causal
graph. The additional information helps relate the direction
of change in a variable to a fault hypothesis.

Based in our empirical studies we can summarize the dif-
ferences between the three algorithms as follows:
• As we can see in table 1, the ARR approach suffers

from two important drawbacks. First, the system is un-
able to discriminate between a fault in the capacitance of
tank T2, resistance in valve V1, and resistance in valve
V2. Second, the approach uses derivative causality in
the system, and a previous process of inversion on the
causality of the sensors. Derivative causality is used to
avoid the estimation of initial conditions in the system,
but using this kind of causality makes the process of es-
timation harder.
• Possible conflicts obtain equivalent isolation results as

ARRs (see table 2) without carrying out the process of
inversion on the causality of the sensors.
Nevertheless, there are important differences between
both approaches. PCs look for redundancy between ob-
served and estimated variables (like the ARR approach),
but also look for redundancy between two estimated
variables that can be computed using observed variables.
That is why the number of PCs obtained for the plant
could be bigger than the number of ARRs. This addi-
tional consistency check provides the approach with a

important advantage not shown in this work: the im-
provement in the isolation capabilities of the system if
we take into account sensor faults.
Another important difference is that each possible con-
flict has at least one MEM. Different MEMs use differ-
ent causality assignments. Solving a set of equations
in different order can produce significant differences for
non-linear systems.

• Regarding the qualitative fault signatures approach, in
the table 3 we show the fault signature matrix obtained
for the case study. Two important issues have to be con-
sidered here. First, this approach uses qualitative infor-
mation to drive the diagnosis task. The use of this kind
of information allows this approach to obtain a more in-
formed fault isolation space than the PCs or the ARRs
though all three models are derived from the same bond
graph structure. Fault signatures take into account not
only deviations in the measurements, but also the sign
of deviations in the measurements, slopes, and higher
order effects. As can be seen in the fault signature ma-
trix on table 3, the approach not only isolates all of the
faults as the ARRs and PCs, but it is also able to isolate a
fault in the capacitance of tank T2. Looking at this table,
we see that the only difference between a fault in CT2 ,
and a fault in RV1 or RV2 , is in the different sign of the
derivative (or higher order effects) in the sensor P1.
A second an important issue within this approach is that
the fault detection and diagnosis capabilities can be di-
rectly and automatically derived from the bond graph
model. It is not necessary to carry out a previous pro-
cess of inversion in the causality of the sensor.

Qualitative fault signatures approach is able to provide
more temporal information than the other two approaches.
ARRs and PCs use only instantaneous and differential con-
straints. Recently, several authors in FDI, DX and BRIDGE
communities [Puig et al., 2005; Gelso et al., 2008] have pro-
posed extensions to improve the fault detection and isolation
stages based on ARRs or PCs, including temporal informa-
tion about residuals. Comparing with these extensions, the
qualitative fault signatures approach still has a important ad-
vantage: the ability to derive these structures automatically.

An important issue to be considered here is that the struc-
ture of each possible conflict can be seen as equivalent to a
minimal subset of over-determined equations within the tem-
poral causal graph. If we look at the possible conflict on
figure 7 and the temporal causal graph on figure 3, we can
clearly see this equivalence: to compute e

′
6, both approaches

need the value of CT1 and f6; then, to compute f6, both ap-
proaches need f1 and f10 (in the TCG, the relation between
f9 and f10 is labeled as =, consequently f9 and f10 are equiv-
alents); and so on.

The main task ahead is consider these similarities and es-
tablish, within the BRIDGE framework, the paths to integrate
techniques to improve the general performance of the diag-
nosis task. On one hand, possible conflicts encapsulate the
causal relations of the system, but a great part of the tem-
poral relations between variables is missed. Including this
information, the isolation capabilities of the possible conflict
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approach, could be improved. On the other hand, the quali-
tative fault signatures approach, uses the temporal and causal
information included in the TCG, and obtains better results
for the isolation task, but it cannot handle the identification
task, which we propose using PCs in future work.

Another important issue is carrying out the comparative
analysis with larger and more complex systems. Our goal is to
extend the current studies to more complex systems and per-
form systematic complexity analysis of the algorithms to es-
tablish further similarities and differences between the three
compilation approaches.
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Conflicts versus analytical redundancy relations: a com-
parative analysis of the model-based diagnosis approach
from the artificial intelligence and automatic control per-
spectives. IEEE Trans. on Systems, Man, and Cybernetics.
Part B: Cybernetics, 34(5):2163–2177, 2004.

[de Kleer, 1986] J. de Kleer. Problem solving with the
ATMS. Artificial Intelligence, 28:197–224, 1986.

[Gelso et al., 2008] E.R. Gelso, S.M. Castillo, and J. Armen-
gol. Structural analysis and consistency techniques for ro-
bust model-based fault diagnosis. Technical Report 20,
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Abstract
Diagnosability is an important issue in the design
of diagnostic systems, because it helps identify
whether sufficient information is available to dis-
tinguish all the faults. Diagnosability of hybrid sys-
tems, however, is challenging, because mode tran-
sitions may occur during fault isolation. We present
an event-based framework for hybrid systems diag-
nosis based on a qualitative abstraction of measure-
ment deviations from nominal behavior. We derive
event-based fault models that describe the possible
measurement deviations sequences due to faults,
which, coupled with the mode transition structure
of the system, are used to automatically synthesize
an event-based diagnoser for hybrid systems. We
introduce notions of diagnosability for hybrid sys-
tems and show how the event-based diagnoser can
be used to verify the diagnosability of the system.
We apply our diagnosability analysis scheme to a
real-world electrical power distribution system.

1 Introduction
Diagnosability relates to the ability of a diagnostic system to
obtain unique diagnosis results given a set of observations.
Therefore, it is an important property that affects many as-
pects of the design of diagnostic systems. Based on diagnos-
ability, we can determine at design time if a set of sensors
provide sufficient discriminatory evidence, and, if not, what
additional sensors may be useful.

Many modern engineering systems are best modeled as hy-
brid systems, which combine continuous and discrete behav-
iors in a common framework. Yet, diagnosability analysis of
hybrid systems has largely been ignored. The task is com-
plicated, because the effects of faults may change from one
mode to another. In discrete-event systems, diagnosability
refers to obtaining a sequence of observable events that is
unique enough to identify which failure has occurred [Sam-
path et al., 1995; Zad et al., 2003]. Diagnosability of con-
tinuous systems has also been well-studied [Travé-Massuyès
et al., 2006], and can be seen in much the same way, if
fault signatures are viewed as events [Cordier et al., 2006;
Daigle et al., 2007a; Meseguer et al., 2008]. Diagnosability
of hybrid systems is studied in [Benedetto et al., 2007], but

is defined only as the ability to detect faults, and not to ob-
tain unique isolation results. Hybrid systems diagnosability
in the analytic redundancy relations framework is described
in [Bayoudh et al., 2006], and accounts for the changes in
fault signatures due to mode changes.

We adopt an event-based approach to hybrid systems di-
agnosability, where faults are viewed as unobservable events.
Measurement deviations (i.e., fault signatures) and controlled
mode changes form the set of observable events. As in [Sam-
path et al., 1995; Cordier et al., 2006], we say a system is
diagnosable if the sequence of observable events after fault
occurrence uniquely isolates the fault. Due to mode changes,
diagnosability of hybrid systems is typically harder to achieve
than for continuous systems. A hybrid system might be diag-
nosable within each individual mode, but mode transitions
during the fault isolation process may lead to loss of diagnos-
ability because fault effects could get masked. Therefore, we
introduce the more practical notion of Q-diagnosability, in
which diagnosability can be achieved by blocking or forcing
certain controlled mode changes during fault isolation. We
design event-based diagnosers, which are then used to verify
the diagnosability properties of the system. We apply our di-
agnosability scheme to a subset of the Advanced Diagnostics
and Prognostics Testbed (ADAPT) at NASA Ames, which is
a complex electrical power distribution system.

The paper is organized as follows. Section 2 describes the
qualitative fault isolation framework. Section 3 presents the
event-based fault modeling approach. Section 4 formalizes
diagnosability in our framework, and Section 5 describes the
design of the event-based diagnoser and how it can be used
to verify diagnosability. Section 6 presents the case study.
Section 7 concludes the paper.

2 Qualitative Fault Isolation
We consider the problem of single fault diagnosis in hy-
brid systems. We represent faults as unobservable events,
and consider both abrupt parametric faults, modeled as un-
expected step changes in system parameter values, and dis-
crete faults, modeled as unexpected changes in system mode.
Nominal mode transitions can occur due to known exter-
nal controller actions, or autonomous behaviors that depend
on internal system variables. In this paper, we assume
that autonomous mode changes do not occur during fault
isolation. Autonomous modes changes and multiple faults
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Figure 1: Event-based diagnosis architecture.

can be incorporated in a more complex framework using
the techniques presented in [Narasimhan and Biswas, 2007;
Daigle, 2008]. This paper does not consider these extensions
to focus on the notions of diagnosability for hybrid systems.

The hybrid diagnosis architecture is illustrated in Fig. 1.
A hybrid observer, implemented as a switched extended
Kalman filter, computes the expected behavior of the plant
based on inputs u(t) and controlled mode change commands
σq [Narasimhan and Biswas, 2007]. The difference between
observed outputs, y(t), and expected outputs, ŷ(t), defines
the residual, r(t). The fault detector employs a statistical test
of significance to robustly determine if the residual is nonzero
using a sliding window technique [Biswas et al., 2003]. Mea-
surement deviations from nominal behavior are abstracted via
the symbol generator, and the event-based diagnoser uses the
sequence of events formed by measurement deviations, σi,
and controlled mode changes, σq , to isolate faults. In the fol-
lowing, we denote the set of modes as Q = {q1, q2, . . . , qr},
the set of faults as F = {f1, f2, . . . , fn}, and the set of mea-
surements, which are time-varying signals obtained from the
available sensors, as M = {m1,m2, . . . ,mp}.

Measurement deviations are abstracted using qualitative +,
-, and 0 values to form fault signatures [Mosterman and
Biswas, 1999]. Fault signatures represent the immediate
change in magnitude and the first nonzero derivative change.
They also represent what is termed discrete change behavior,
which describes whether the signal went from a nonzero to
a zero value (Z), a zero to a nonzero value (N), or had no
zero/nonzero value changes (X) [Daigle et al., 2008].

Definition 1 (Fault Signature). A fault signature for a fault f
and measurement m in mode q is the qualitative magnitude,
slope, and discrete change in m caused by the occurrence of
f , and is denoted by σf,m,q ∈ Σf,m,q. We denote the set of
all fault signatures for fault f and measurements M in mode
q as Σf,M,q , where Σf,M,q =

⋃

m∈M
Σf,m,q.

If the fault signature for a fault f and measurement m can
be uniquely determined, then Σf,m,q is a singleton. In gen-
eral, σf,m may not be unique due to ambiguities in the quali-
tative arithmetic.

In addition to fault signatures, we also capture the tem-
poral order of measurement deviations, termed relative mea-
surement orderings [Daigle et al., 2007b], which refer to
the intuition that fault effects will manifest in some parts of

the system before others. Measurement orderings are based
on analysis of the transfer functions from faults to measure-
ments [Daigle et al., 2007b].

Definition 2 (Relative Measurement Ordering). If fault f
manifests in measurement mi before measurement mj in
mode q, then we define a relative measurement ordering be-
tween mi and mj for fault f in q, denoted by mi ≺f,q mj .
We denote the set of all measurement orderings for f in q as
Ωf,M,q .

The fault signatures and measurement orderings can be au-
tomatically computed from a temporal causal graph represen-
tation that is derived from the system model, using a for-
ward propagation algorithm to predict qualitative effects of
faults on measurements and their possible sequences of devi-
ations [Mosterman and Biswas, 1999; Daigle, 2008].

Given a sequence of observable events, i.e., measurement
deviations and controlled mode changes, the fault isolation
task consists of matching event sequences to hypothesized
fault candidates. We define a candidate as a hypothesized
fault and a hypothesized system mode.

Definition 3 (Candidate). A candidate c is defined as c =
(fi, qi), where fi ∈ F is a hypothesized fault, and qi ∈ Q
is a hypothesized current mode. The set of all candidates is
denoted as C.

We wish to find candidates that are consistent with the se-
quence of observed events. A diagnosis is a collection of
candidates that are consistent with the observations provided
to the diagnoser after the time of fault occurrence, tf .

Definition 4 (Diagnosis). At time t ≥ tf , a diagnosis d ⊆ C
is a set of candidates consistent with the observations made
on the system during the interval [tf , t].

Fault isolation is performed incrementally, as new events
are received. At each new event, the current diagnosis is re-
duced by eliminating candidates that are inconsistent with the
new event, given the previous sequence of events. Ideally, the
diagnosis will eventually reduce to a unique candidate.

3 Event-based Fault Modeling
In order to characterize diagnosability in our framework, we
first need to define what it means for a candidate to be consis-
tent with a sequence of observable events. We do this by mod-
eling the possible sequences of measurement deviations that
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faults may cause in different modes as event traces. Candidate
traces are then formed by a special composition of these indi-
vidual traces to account for the interleavings of events caused
by mode changes.

For a specific fault and mode, the combination of all fault
signatures and relative measurement orderings yields all the
possible ways a fault can manifest. We denote each of these
possibilities as a fault trace.
Definition 5 (Fault Trace). A fault trace for a fault f over
measurements M in mode q, denoted by λf,M,q , is a string
of length ≤ |M | that includes, for every m ∈ M that will
deviate due to f in q, a fault signature σf,m,q, such that the
sequence of fault signatures satisfies Ωf,M,q .

Note that the definition implies that fault traces are of max-
imal length, i.e., a fault trace includes deviations for all mea-
surements affected by the fault. We group the set of all fault
traces into a fault language. The fault model, defined by a
finite automaton, concisely represents the fault language.
Definition 6 (Fault Language). The fault language of a fault
f ∈ F with measurement set M in mode q, denoted by
Lf,M,q , is the set of all fault traces for f over measurements
M in q.
Definition 7 (Fault Model). The fault model for a fault f ∈ F
with measurement set M in mode q, is the finite automa-
ton that accepts exactly the language Lf,M,q , and is given by
Lf,M,q = (S, s0,Σ, δ, A) where S is a set of states, s0 ∈ S
is an initial state, Σ is a set of events, δ : S × Σ → S is a
transition function, and A ⊆ S is a set of accepting states.

The finite automata representation allows for the compo-
sition of the fault signatures and relative measurement or-
derings into fault models. The possible fault signatures and
measurement orderings can be composed automatically to
form the fault models based on the synchronization opera-
tion [Daigle et al., 2007a].

We need to define the candidate language in order to for-
mally characterize consistency of candidates. Unlike fault
traces, traces for candidates must contain both controlled
mode change events and measurement deviation events. We
denote the set of possible measurement deviation events as
ΣM , and the set of mode change events as ΣQ.

When a controlled mode change occurs during fault isola-
tion, the system model is updated, and a new nominal refer-
ence for symbol generation is computed. When a new mea-
surement deviates in the new mode, current hypothesized can-
didates must match the predictions for these candidates in
the new mode, ignoring previously deviated measurements,
in order to still be consistent. There may be different possi-
ble modes of fault occurrence, depending on the history of
control actions, therefore, the set of consistent candidates de-
pends also on the expected mode of fault occurrence. Given
this, we can now define a candidate trace. In the following,
we denote the mode transition function of the system by µ.
Definition 8 (Candidate Trace). An event trace λ = σ is a
candidate trace for c = (fi, qi) and initial mode of fault oc-
currence q0, if σ v λ′ ∈ Lfi,M,qi

where qi = µ(fi, q0). An
event trace λ = λiσi+1 is a candidate trace for c = (fi, qi+1)
and initial mode of fault occurrence q0, if λi is a candidate

trace for (fi, qi), and if σi+1 ∈ ΣQ then µ(σi+1, qi) = qi+1,
or if σi+1 ∈ ΣM then qi = qi+1 and σi+1 v λ′ ∈
Lfi,M−Mi,qi+1 . A candidate trace for c with initial mode q0
is denoted as λc,q0 .

In other words, given a candidate trace, an extension of that
trace by a measurement deviation event will also be a candi-
date trace for the same candidate, if the deviation is consistent
with the candidate for the new mode (i.e., it is consistent with
the fault language in the new mode). An extension of the trace
by a mode change event, however, will be a candidate trace
for a different candidate, namely, the one defined by changing
the mode of the old candidate to the new mode.

Clearly, there may be an infinite number of candidate traces
because controlled mode changes may keep occurring indefi-
nitely. However, we are only concerned with maximal traces,
i.e., those for which all measurements that will deviate in the
current mode have deviated (as with fault traces).

Definition 9 (Maximal Candidate Trace). A candidate trace
λc,q0 for c = (fi, qi) is maximal if Lf,M−Mi,qi = ∅, where
Mi is the set of deviated measurements for λc,q0 .

Now, we can define the language of a candidate c with re-
spect to an initial mode of fault occurrence q0, Lc,M,q0 as the
set of maximal candidate traces for c starting in q0.

Definition 10 (Candidate Language). The candidate lan-
guage for candidate c, measurements M , and initial mode
of fault occurrence q0, denoted as Lc,M,q0 , is the set of all
maximal candidate traces λc,q0 .

The candidate language consists of all consistent maximal
traces for the candidate. A maximal trace is consistent with
a candidate if the mode of the candidate can be reached via
the sequence of controlled mode changes in the trace, and the
measurement deviations within the trace match the fault in
the intermediate modes.

4 Diagnosability
Diagnosability is an important property of a system, because
it enables us to make guarantees about the unique isolation of
faults. We first provide definitions of distinguishability and
diagnosability and then describe how these notions are cap-
tured in our event-based framework.

If two candidates will always produce different effects,
we say they are distinguishable. For hybrid systems, we
must define distinguishability with respect to an initial ex-
pected mode at the point of fault occurrence, as with candi-
date traces.

Definition 11 (Distinguishability). For an expected mode
q ∈ Q at the point of fault occurrence, a candidate ci is dis-
tinguishable from a candidate cj , denoted by ci �q cj , if for
any possible sequence of controlled mode changes, ci always
eventually produces effects on the measurements that cj can-
not.

Candidate languages essentially capture the effects pro-
duced on the measurements for candidates, and thus charac-
terize consistency of candidates with observed effects. There-
fore, candidate languages can be used to establish distin-
guishability within our framework.
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Lemma 1. For an expected mode q0 ∈ Q at the point of fault
occurrence, a candidate ci is distinguishable from a candi-
date cj given measurementsM and possible modesQ, if there
does not exist a pair of candidate traces λci,q0 ∈ Lci,M,q0
and λcj ,q0 ∈ Lcj ,M,q0 such that λci

v λcj
.

Proof. Assume ci is not distinguishable from cj , i.e., ci ∼q0
cj for initial mode of fault occurrence q0. Then, by defini-
tion, starting in mode q0, there must exist a maximal candi-
date trace by ci that cj can also produce. Therefore, there
must exist some maximal candidate trace for ci, i.e., some
λci,q0 ∈ Lci,M,q0 , and some sequence of events for cj that
is not distinct from λci,q0 . So, λci,q0 must be a candidate
trace λcj ,q0 for cj . Therefore, if ci ∼q0 cj then there ex-
its some λci,q0 ∈ Lci,M,q0 and λcj ,q0 ∈ Lcj ,M,q0 such
that λci,q0 v λcj ,q0 . By the contrapositive, if there does
not exist λci,q0 ∈ Lci,M,q0 and λcj ,q0 ∈ Lcj ,M,q0 such that
λci,q0 v λcj ,q0 , then ci �q0 cj .

Since candidate traces include mode change events, the
candidate languages cover all possible sequences of con-
trolled mode change events interleaved with measurement de-
viations. Therefore, checking distinguishability is equivalent
to checking for common traces. So, if a maximal candidate
trace, which is a sequence of controlled mode change events
and measurement deviation events, for some candidate is a
prefix for a second candidate, then if the first candidate oc-
curs and produces that trace, the candidates cannot be distin-
guished, because no more measurements will deviate (since
the trace is maximal).

In our framework, a system can be defined as follows.

Definition 12 (System). A system S is defined as
(F,M,Q,LF,M,Q), where F = {f1, f2, . . . , fn} is a set of
faults, M = {m1,m2, . . . ,mp} is a set of measurements,
Q = {q1, q2, . . . , qr} is a set of modes, and LF,M,Q is
the set of fault languages for each fault in each mode, i.e.,
LF,M,Q = {Lf,M,q : f ∈ F, q ∈ Q}.

Using distinguishability, we obtain the following notion of
diagnosability for a hybrid system.

Definition 13 (Diagnosability). A system S =
(F,M,Q,LF,M,Q) is diagnosable if for all ci and cj
and possible modes of fault occurrence q0 ∈ Q, where
|ci| ≤ l and |cj | ≤ l, ci �q0 cj .

If the system is diagnosable, then every two candidates
are distinguishable using the measurements in M . So, each
sequence of measurement deviations and controlled mode
changes we observe can be eventually linked to a diagnosis
with a unique candidate. Hence, we can uniquely isolate all
candidates of interest. If the system is not diagnosable, then
ambiguities may remain after fault isolation, i.e., after all pos-
sible measurement deviations have been observed.

The definition of diagnosability allows making guaran-
tees about fault isolation. Although controlled mode change
events affect the diagnosis, since the diagnoser has no con-
trol over which controlled mode change events are issued,
we cannot, in general, make any restrictions about when a
mode change event will be issued. Thus, diagnosability in
this sense is conservative. It may be possible, however, to

avoid ambiguous diagnosis results if certain mode changes
are blocked or executed. We define this as Q-diagnosability.

Definition 14 (Q-diagnosability). A system S =
(F,M,Q,LF,M,Q) is Q-diagnosable if for all ci and cj and
possible modes of fault occurrence q0 ∈ Q, where ci ∼q0 cj ,
then for every (maximal) λci,q0 where λci,q0 v λcj ,q0 , either
there exists some sequence of controlled mode changes λQ
where λci,q0λQ is not maximal for any candidate, or for
every λck

λQ = λci,q0 where λQ is a sequence of controlled
mode changes, λck

is not maximal for any candidate.

If the system is Q-diagnosable, then for any trace that vi-
olates diagnosability, there is some sequence of controlled
mode changes that can be applied such that the new trace is
no longer maximal, i.e., more measurement deviations will
occur, or for every partial trace that can become the violating
trace via a sequence of controlled mode changes, the partial
trace is not maximal. The first case corresponds to executing
controlled mode changes to ensure more measurement devi-
ations will occur. The second case corresponds to blocking
a sequence of controlled mode changes such that we never
encounter the violating trace in the first place.

5 Diagnoser Design
We construct from our fault models an event-based diagnoser,
which is an extended form of a finite automaton. If our system
is diagnosable, we can construct a diagnoser that uniquely
isolates all candidates. If not, the constructed diagnoser will
give ambiguous results for some maximal traces. But, if
the system is Q-diagnosable, the ambiguous results can be
avoided. We wish to use the diagnoser to help determine sys-
tem diagnosability. The goal of the event-based diagnoser is,
given a sequence of measurement deviation events and con-
trolled mode change events, to determine which faults are
consistent with the observed sequence. We define formally
a diagnoser in our framework.

Definition 15 (Diagnoser). A diagnoser for a fault set F ,
measurements M , and modes Q, is defined as DF,M,Q =
(S, I,Σ, δ, A,D, Y ) where S is a set of states, I ⊆ S is set of
initial states, Σ is a set of events, δ : S×Σ→ S is a transition
function, A ⊆ S is a set of accepting states, D ⊆ 2C is a set
of diagnoses, and Y : S → D is a diagnosis map.

A diagnoser is a finite automaton extended by a set of di-
agnoses and a diagnosis map. The initial states correspond
to possible starting modes at the point of fault occurrence. A
diagnoser takes events as inputs, which correspond to mea-
surement deviations σ ∈ ΣM and controlled mode changes
σ ∈ ΣQ. From the current state, a measurement deviation
event causes a transition to a new state. The diagnosis for
that new state represents the set of candidates that are consis-
tent with the sequence of events seen up to the current point
in time, i.e., it encodes the results that hypothesis generation
and refinement would obtain.

The accepting states of the diagnoser correspond to a fault
isolation result. We say that a diagnoser isolates a candidate
if it accepts all possible valid traces for the candidate and the
accepting states map to diagnoses containing the candidate.

50 An Event-based Approach to Hybrid Systems Diagnosability

Alban Grastien, Wolfgang Mayer, and Markus Stumptner, Editors.
Proceedings of the 19th International Workshop on Principles of Diagnosis (DX-08),
September 22–24, 2008, Blue Mountains, NSW, Australia.



Definition 16 (Isolation). A diagnoser DF,M,Q isolates a
candidate c if it accepts all λ ∈ Lc,M,q0 for all nominal
q0 ∈ Q, and for each s ∈ A that accepts a λ ∈ Lc,M,q0 ,
c ∈ Y (s).

The notion of isolation gives us an indication of correctness
of our diagnosers. If our diagnoser isolates all candidates,
then it covers all possible observable fault traces, and, there-
fore, is constructed correctly. We also would like to achieve
unique isolation of candidates, which is a stronger notion of
isolation. For unique isolation, we require that the diagnoser
isolates candidate c, but also that the corresponding accepting
states uniquely determine c. This means that the diagnoser
will accept all valid maximal candidate traces, but also that
each trace will uniquely identify a single candidate.

Definition 17 (Unique Isolation). A diagnoser DF,M,Q

uniquely isolates a candidate c if it isolates c and for each
s ∈ A that accepts some λc ∈ Lc,M,q0 , {c} = Y (s).

Unique isolation relates to diagnosability, so it can provide
us with guarantees about the ambiguity of the diagnosis re-
sults. If we can design a diagnoser that isolates all candidates
of interest, then by examining the diagnoser we can determine
if it uniquely isolates all candidates, and if so, that the system
is diagnosable. If not diagnosable, we can also use the diag-
noser to determine which traces result in ambiguities, and if
possible, avoid those traces by permitting or prohibiting cer-
tain controlled mode changes during isolation, i.e., achieve
Q-diagnosability.

Ultimately, we would like to systematically construct a di-
agnoser for a hybrid system S that isolates all possible candi-
dates. Further, we would like to show that if S is diagnosable,
then this diagnoser uniquely isolates all candidates. To do
this, we use individual diagnosers for each fault-mode pair,
and provide a composition operator to simultaneously com-
pose all the individual diagnosers to a global diagnoser that
isolates all the valid candidates.

First, we construct a diagnoser, D∗{f},M,q for each single
fault f within each mode q from Lf,M,q .

Definition 18 (D∗{f},M,q). Given fault f and mode q for mea-
surements M , with Lf,M,q = (S, s0, Σ, δ, A), D∗{f},M is
defined as (S, s0, Σ, δ, A′, {{(f, q)}}, Y ), where Y (s) =
{(f, q)} for all s ∈ S, andA′ = A if S 6= {s0}, orA′ = {s0}
otherwise.

We simultaneously compose each of the individual diag-
nosers D{f},M,q. In incremental consistency checking, we
project out measurements that have already deviated to obtain
the set of consistent candidates for a new observation. For a
diagnoser, the state-based form of the measurement projec-
tion operation on traces is formalized using boundaries and
boundary transition functions.

Definition 19 (Boundary). The boundary for a state s and
deviated measurements Mi, BMi

(s), is defined as the set of
all states δ(λ, s) such that λ contains only measurement de-
viation events corresponding to those in Mi.

The boundary for a state s is basically the set of states that
may be transitioned to from s via a trace λ consisting of only

events for measurements that have already deviated, i.e., mea-
surements corresponding to the events for traces in the his-
tory of the state. Using the notion of a boundary, we define a
boundary transition function with respect to a set of deviated
measurements.

Definition 20 (Boundary Transition Function). The bound-
ary transition function for an event σ, state s, and set of devi-
ated measurements Mi, denoted as δMi

(σ, s), is a transition
function that maps σ and s to some state s′, such that s′ = ∅
if the cardinality of {δ(σ, sB) : sB ∈ BMi(s)} is not 1, or
s′ is the single element in {δ(σ, sB) : sB ∈ BMi(s)}, other-
wise.

In other words, δMi(σ, s) returns the unique state that can
be reached from a boundary state of s via σ, or ∅ if there are
no states that can be reached or if the state is not unique. Be-
cause of the way the D∗{f},M,q diagnosers are computed, the
reachable state will always be unique or null, because traces
with the same set of measurements map to the same state. In
the following, we denote the measurements that have deviated
in a state s as M(s).

We now describe a composition operator, Π, that simulta-
neously combines the D∗{f},M,q for each possible (f, q) pair.
We split the mode set Q into nominal modes QN and faulty
modes QF .

Definition 21 (Π Composition). Given the set of all k (f, q)
diagnosers, D = {D∗{f},M,q : f ∈ F, q ∈ Q}, D∗F,M,Q ,
Π(D), where

• I = {(s0,1, s0,2, . . . , s0,k, q, (∅, q)) : q ∈ QN}
• Σ = Σ1 ∪ Σ2 ∪ . . . ∪ Σk ∪ ΣQ
• δ(σ, (si,1, si,2, . . . , si,k, qi, di)) =

(si+1,1, si+1,2, . . . , si+1,k, qi+1, di+1), where
σ ∈ ΣQ, all si+1,j = si+1,j , qi+1 = µ(σ, qi),
and di+1 = {(f, µ(σ, q)) : µ(σ, q) 6= ∅ ∧ (f, q) ∈ di}
• δ(σ, (si,1, si,2, . . . , si,k, qi, di)) =

(si+1,1, si+1,2, . . . , si+1,k, qi+1, di+1), where σ ∈ ΣM ,
qi+1 = qi, Mi = M((si,1, si,2, . . . , si,k, qi, di)),
si+1,j = si,j if δMi,j(σ, si,j) = ∅, or δMi,j(σ, si,j)
otherwise, and di+1 = {(f, q) ∈ di : σ v λ ∈
Lf,M−Mi,q} 6= ∅

• S is the set of all s reachable through δ from some s0 ∈ I
• A is the set of all si = (si,1, si,2, . . . , si,k, qi, di) ∈ S

where there exists some si,j ∈ si, with some sB,j ∈
BM(si)(si,j) where sB,j ∈ Aj , such that Yj(sB,j) ⊆∈
Y (si)

• D is the set of all di in each (si,1, si,2, . . . , si,k, qi, di) ∈
S

• Y ((si,1, si,2, . . . , si,k, qi, di)) = di

Theorem 1. The diagnoser D∗F,M,Q isolates all valid candi-
dates.

Proof. Assume initial mode of fault occurrence q0, candi-
date c, and trace λ = σ1σ2 . . . σk ∈ Lc,M,q0 . By the
definition of a candidate trace, σ1 is a candidate trace for
c′ = (fi, µ(f, q0)) if σ1 v λ′ ∈ Lf,M,µ(f,q0). Therefore,
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(f, µ(f, q0)) ∈ hF,Mi(σ1), so by definition of ∧l, the re-
sultant diagnosis will contain (f, µ(f, q0)), so by definition
of δ, the corresponding state is in S. Assume λi is a can-
didate trace for c′ = (fi, qi) and has a corresponding state
s ∈ S. Then if σi+1 ∈ ΣQ, λiσi+1 is a candidate trace for
(fi, µ(σi+1, qi)) and by definition of δ has a corresponding
state s ∈ S and the associated diagnosis has (fi, µ(σi+1, qi)).
If σi+1 /∈ ΣQ, then λiσi+1 is a candidate trace for (fi, qi) if
σi+1 v λ′ ∈ Lf,M,µ(f,q0) and therefore by definition of a hy-
pothesis set, (fi, qi) ∈ hF,Mi

(σi+1), so by definition of ∧l,
the diagnosis will contain (fi, qi) and by definition of δ, will
have a corresponding state in S. Therefore, there is a state for
any valid candidate trace. Given a state s ∈ S with a trace that
is maximal for c = (fi, qi), the substate of s that corresponds
to a state in D∗f,M,qi

must have no measurement deviations
possible from its boundary, otherwise the trace would not be
maximal, and thus the boundary must contain an accepting
state.

Further, we can show that if the system S is diagnosable,
then the diagnoser uniquely isolates all candidates.

Theorem 2. A system S = (F,M,Q,LF,M,Q) is diagnos-
able if and only if D∗F,M,Q uniquely isolates all valid candi-
dates.

Proof. Assume S is diagnosable. Assume a c and λ ∈
Lc,M,Q. D∗F,M,Q isolates c, so must have corresponding ac-
cepting state s with c ∈ Y (s). Since S is diagnosable, there
cannot be a c′where c and c′ are not distinguishable, by def-
inition of diagnosability. So, there cannot be some common
subtrace λ that maps to an accepting state that has both c′

and c. So, D∗F,M,Q uniquely isolates all c. Assume D∗F,M,Q

uniquely isolates all c. Then each possible fault trace λ has
an accepting state s where c ∈ Y (s). Thus, there cannot be
some c′, with trace λ′ that reaches the same state, otherwise
c′ is in Y (s). Therefore, c and c′ are distinguishable, so S
is diagnosable. Thus S is diagnosable if and only if D∗F,M,Q
uniquely isolates all c.

6 Case Study
We apply the diagnosability framework to the Advanced
Diagnostics and Prognostics Testbed (ADAPT) deployed at
NASA Ames [Poll et al., 2007]. The testbed is functionally
representative of a spacecraft’s electrical power system, and
consists of three subsystems: (i) power generation, which in-
cludes two battery chargers, (ii) power storage, which con-
sists of three sets of lead-acid batteries, and (iii) power dis-
tribution, which consists of a number of relays and circuit
breakers, two inverters, and various DC and AC loads.

We consider a subset of ADAPT to demonstrate our ap-
proach, which includes a lead-acid battery, two relays, and
two DC loads. The battery is modeled by an electric cir-
cuit equivalent described in [Daigle, 2008] (see Fig. 2). The
battery supplies voltage to the relays through a parallel con-
nection, which in turn supply power to the two DC loads.
The selected measurements are the battery voltage, VB(t),
and the currents through the relays, IL1(t) and IL2(t), i.e.,
M = {IL1, IL2, VB}.

Figure 2: Electrical circuit equivalent for the selected subsys-
tem.

We consider faults in the battery, loads, relays, and sensors.
Common battery faults include loss of charge and resistance
increases brought about by battery use and age, which mani-
fest as a side effect of the chemical reactions. Loss of charge
is represented by a capacitance decrease, C−0 , and an increase
in internal losses byR+

1 . Faults can occur in the system loads,
and these are represented by increases or decreases in their re-
sistance values, RL1 and RL2A. For the sensors, we consider
bias faults, which produce abrupt changes in the measured
values manifesting as constant offsets. Sensor faults are la-
beled by the measured quantity they represent, e.g., V +

B rep-
resents a bias fault in the battery voltage sensor. We represent
discrete faults in Sw1 and Sw2 by fault events α and β, re-
spectively, where a subscript of 0 indicates a stuck-off fault,
and a subscript of 1 indicates a stuck-on fault.

6.1 Diagnosability Analysis
We denote the system mode as qij and a controlled mode
change to qij as σqij

, where i is the mode of Sw1, and j
is the mode of Sw2. We allow controlled mode changes that
switch the system from any one controlled mode to another,
i.e., ΣQ = {σq00 , σq01 , . . . , σq11}. We restrict discrete faults
to only occurring from expected modes where a deviation
would be produced, e.g., α1 would not produce any devia-
tions if it occurred in a mode where Sw1 was already on.

The fault signatures and relative measurement orderings
for the chosen faults are given in Table 1 for selected modes
(q∗∗ indicates the signatures and orderings are valid for any
mode). The nonlinearities in the battery introduce ambigu-
ity in the qualitative signatures, and this is denoted by the *
symbol, e.g., a signature of 0* may manifest as 0+ or 0-.
Since the sensors are not part of any feedback loops in the
system, sensor faults affect only the measurement provided
by the sensor. The other measurements are not affected, and
so the corresponding fault signatures are denoted by 00, indi-
cating no change in the measurement from expected behavior.

Selected fault models for ADAPT are shown in Fig. 3.
Consider the fault model LRL1+,q11 , shown in Fig. 3b. Note
that the M subscript is dropped in the notation. From the
orderings, the current through Load 1 must be the first to de-
viate, followed by the Load 2 current and battery voltage in
any order. The direction of the changes in IL2(t) and VB(t)
are unknown so both possibilities are represented. The indi-
vidual diagnosers for the same faults are shown in Fig. 4.

Given any one mode, the system is diagnosable. After at
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Figure 3: Selected fault models for ADAPT.
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Figure 4: Selected individual diagnosers for ADAPT.

Fault VB IL1 IL2 Measurement Orderings
(V +
B , q∗∗) +0,X 00,X 00,X VB ≺ IL1, VB ≺ IL2

(V −
B , q∗∗) -0,X 00,X 00,X VB ≺ IL1, VB ≺ IL2

(I+
L1, q∗∗) 00,X +0,X 00,X IL1 ≺ VB , IL1 ≺ IL2

(I−L1, q∗∗) 00,X -0,X 00,X IL1 ≺ VB , IL1 ≺ IL2

(I+
L2, q∗∗) 00,X 00,X +0,X IL1 ≺ VB , IL2 ≺ IL1

(I−L2, q∗∗) 00,X 00,X -0,X IL1 ≺ VB , IL2 ≺ IL1

(C−
0 , q11) +-,X +-,X +-,X ∅

(R+
1 , q11) 0-,X 0-,X 0-,X ∅

(R+
L1, q11) 0*,X -+,X 0*,X IL1 ≺ VB , IL1 ≺ IL2

(R−
L1, q11) 0*,X +-,X 0*,X IL1 ≺ VB , IL1 ≺ IL2

(R+
L2A, q11) 0*,X 0*,X -+,X IL2 ≺ VB , IL2 ≺ IL1

(R−
L2A, q11) 0*,X 0*,X +-,X IL2 ≺ VB , IL2 ≺ IL1

(α0, qα01) 0*,X -*,Z 0*,X IL1 ≺ VB , IL1 ≺ IL2

(α1, qα11) 0*,X +*,N 0*,X IL1 ≺ VB , IL1 ≺ IL2

(β0, q1β0) 0*,X 0*,X -*,Z IL2 ≺ VB , IL2 ≺ IL1

(β1, q1β1) 0*,X 0*,X +*,N IL2 ≺ VB , IL2 ≺ IL1

Table 1: Fault Signatures and Relative Measurement Order-
ings for the ADAPT Subsystem

most two measurement deviations, a unique candidate can be
isolated. However, over all modes, the system is not diagnos-
able. Fig. 5 gives a partial diagnoser for the system that illus-

trates this property, with F = {C−0 , R+
L1} and initial mode

q11 with σq01 and σq11 being the only controlled mode change
events. If I+−,X

L1 σq01 occurs, we reach an accepting state that
corresponds to a diagnosis with multiple candidates. After
that event, both C−0 and R+

L1 are consistent. Since the state
is accepting, it is possible that no new measurement devia-
tions will occur to distinguish the faults. The resistance fault
will have no visible effects on the rest of the measurements
in this mode, because the source of the deviations is cut off,
so we would have to wait infinitely long to verify R+

L1 as the
true fault. Therefore, the system is not diagnosable. We can
see, however, that the system is Q-diagnosable. If we prevent
σq01 from occurring, or change back to q11 if it does occur,
more measurements will deviate and we can distinguish the
candidate uniquely. Additional diagnosability results that in-
clude multiple faults and autonomous mode changes, as well
as diagnosis experiments, are reported in [Daigle, 2008].

7 Conclusions
We presented a systematic framework to create event-based
diagnosers for hybrid systems. Using the diagnosers, diag-
nosability of the system can be analyzed. We introduced the
notion of Q-diagnosability, in which unique isolation can be
achieved if certain controlled mode changes are prevented or
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Figure 5: Partial hybrid diagnoser for F = {C−0 , R+
L1} and initial mode q11.

executed during the fault isolation stage. We applied the tech-
nique to analyze the diagnosability of a subset of the ADAPT
system.
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Abstract
This paper shows how (discrete) Bayes Net in-
ferences can be performed with a probabilis-
tic Assumption-Based Truth Maintenance System
(ATMS) as used in GDE-like model-based diag-
nosis algorithms. An advantage of this approach
is that tasks that already require the capabilities
of the ATMS (e.g., qualitative reasoning, diagno-
sis, natural language) can now also use the famil-
iar Bayesian inferences. As the ATMS is designed
to be incremental, many Bayesian inferences which
would otherwise require full recomputation are ac-
complished directly. Some examples are: (1) new
random variables, (2) new or changed CPTs, (3)
changes in priors, (4) sensitivity analysis. In addi-
tion, the probabilistic ATMS supports exact and in-
exact inference for problems including MAP.

1 Introduction
Bayesian inference has become the dominant approach to
probabilistic inference in AI. Truth Maintenance Systems
are a common approach for handling ambiguous knowledge.
Both approaches have been applied to very large problems.
This paper shows how Bayesian inference can be performed
within a probabilistic ATMS such that a system can exploit
both approaches simultaneously. In addition, this paper sets
the foundation for future work to explore how algorithms op-
timized for one approach might apply to the other.

Some of the advantages of encoding Bayesian inference
using a probabilistic ATMS are:

• Variables, assumptions, CPTs and formulas can be
added or changed incrementally without incurring full
recomputation.

• Priors can be changed at any time without full recompu-
tation.

• Sensitivity analysis is nearly free.

• CPTs can be expressed as tables or as logical formulas.

• Greatly optimizes deterministic inferences (no CPTs).

• Gives combined advantages of propositional inference
as used in the ATMS and Bayesian reasoning.

• Can calculate Dempster-Shafer probabilities.

• Can determine upper or lower bounds on posterior prob-
abilities when some priors are not provided.

• Complexity is independent of tree width.

• Every Bayes net can be encoded as an ATMS problem.

2 Background
There is a sizable literature on various approaches to inte-
grating probabilistic inference into an ATMS. One goal of
this paper is to bring these insights together into a consis-
tent combined approach. GDE [de Kleer & Williams, 1987]
used a probabilistic ATMS to support diagnostic inference
which is described in the next section. This framework sup-
ported a long sequence of diagnostic research. [Provan, 1988;
1989] shows how a probabilistic ATMS computes Dempster-
Shafer beliefs and provides an algorithm to compute probabil-
ities of ATMS labels. [Goldman & Charniak, 1988] describes
a probabilistic ATMS where the probabilities are primarily
used for search control but does have a method to encode gen-
eral CPTs. [D’Ambrosio, 1988; 1993] relates a probabilistic
ATMS to support logic programming and provides another
algorithm to compute probabilities of ATMS labels. [Poole,
1991; 1993b; 1993a] show how propositional and probabilis-
tic inference can be naturally combined within one frame-
work. The ATMS encoding for Bayes nets is directly related
to the Multi-Linear Function encoding of [Darwiche, 2003].

3 ATMS
[Forbus & de Kleer, 1992] contains a general description of
the ATMS and CMS (Clause Management System).

3.1 Logical Semantics of the ATMS
Every datum which the inference engine reasons about is con-
sidered a propositional symbol. The inference engine can re-
fer to both the positive and negative instances of a symbol.
These propositional literals are the ATMS nodes. Every im-
portant derivation made by the inference engine is stated as
propositional formulas. Throughout this paper F refers to the
set of formulas which have been communicated to the ATMS.

The inference engine designates a subset, A, of the literals
to be assumptions. E ⊂ A is an environment. Environment E
is inconsistent (called nogood) if E ∪ F is not satisfiable. A
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node n is said to be true (or hold) in environment E if n can
be propositionally derived from E∪F . A node n is said to be
false in environment E if ¬n can be propositionally derived
from E ∪ F . Thus, given a node n and environment E, n is
either true, false, or unknown in E. Unknown corresponds to
the situation where adding neither n nor ¬n toF would make
E nogood. A nogood is minimal if it contains no others as a
subset. The possible worldsW is defined as:

W = {w ∈ 2A|w 6|= ⊥}.
The ATMS is incremental, receiving a constant stream

of new nodes, assumptions, and formulas interspersed var-
ious queries concerning the environments in which nodes
hold. To facilitate answering these queries an ideal ATMS
algorithm maintains for each node n a set of environments
{E1, . . . , Ek} (called the label) having the four properties:

1. [Soundness.] n holds in each Ei.
2. [Consistency.] Ei is not nogood.
3. [Completeness.] Every consistent environment E in

which n holds is a superset of some Ei.
4. [Minimality.] No Ei is a proper subset of any other.

3.2 Implementation Note: Tries
Representing a node label as a set of sets yields very ineffi-
cient ATMS operations. Therefore, ATMS’ represent all la-
bels as tries (see [Forbus & de Kleer, 1992] for a more de-
tailed description how tries can be used in an ATMS). Some
important properties are:
• Fixed literal ordering
• All negations are at the leaves of the trie
• Tries are canonical, so equivalence testing is direct
• Maintaining the ATMS consistency and Minimality

properties is fast
• Test for subsumption (either testing whether an environ-

ment is subsumed by a trie, or removing all elements of
the trie subsumed by an environment), the most common
operations in incremental operations, are optimized.

This representation does not fit neatly in Darwiche and Mar-
quis’ knowledge compilation map [Darwiche & Marquis,
2002] because it optimizes incremental operations so it has
some of the properties of BDDs and some of prime impli-
cates.

3.3 Probabilistic Semantics of the ATMS
We associate a lower bound pL(n) and upper bound pU (n)
probability with each node. Logically, a node can either hold
in a world, its negation hold, or neither. In probabilistic terms,
worlds in which a node holds contribute to pL(n), worlds in
which a node’s negations hold contribute to pU (n). If a node
or its negation always hold, then pL(n) = pU (n). Let p?(n)
be the probability that neither the node nor its negation are
known:

pU (n)− pL(n) = p?(n).
By definition, for all ATMS assumptions, pL(a) = pU (a). In
the Bayes Net encodings described later, pL(n) = pU (n) for
all nodes.

Analogous to the purely logical case, all probabilistic in-
ference follows from the prior probabilities of assumptions.
Assumptions are presumed to be independent. Initially,

p(w) =
∏

a∈w

p(a)
∏

a∈A−w

p(a).

pL and pU can be defined as follows:

pL(f) =
1
Z

∑

w∈W s.t. F,w|=f

p(w),

pU (f) = 1− 1
Z

∑

w∈W s.t. F,w|=¬f

p(w),

Z =
∑

w∈W
p(w).

3.4 Simple Example

A

B
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C
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y

{{A}}

{{B}}

{{C}}

{{D}}

{{A,B}}

{{B,C}}

z

{{A,B}{B,C}}
A

B

C

D

A

B

B

C

B

C

A

B

Figure 1: Labels after 4 formulas. Rectangles represent as-
sumptions, ovals other nodes, and dark triangles represent
formulas (in past TMS designs triangles represented Horn
clauses with the directionality as shown). Each label is rep-
resented both as a set of sets and its equivalent trie.

Before examining ATMS algorithms, consider a simple ex-
ample illustrated in Figure 1. A,B,C,D are assumptions
and x, y, z are nodes. F consists of 4 formulas A ∧ B →
x,B∧C → y, x→ z, y → z. The ATMS labels are as shown.
Suppose p(A) = 0.9, p(B) = 0.8, p(C) = 0.7, p(D) = 0.6.
Figure 1 illustrates formulas in the TMS graphical style and
Figure 2 illustrates the resulting joint probability distribution.
Thus pL(x) = 0.72, pL(y) = 0.56, pL(z) = 0.776. Blank
cells in columns x, y and z that the truth of the variable can-
not be proven or disproven for the corresponding world. As
there are blank cells in each of the columns for x, y, z and no
“F”s, the upper bound of their probabilities is uniformly 1.

Suppose add the formula D ∧ y → ⊥ to F . The result-
ing ATMS structure is shown in Figure 3. The added formula
renders two of the possible worlds inconsistent and the re-
sulting probabilities have shifted to pL(x) = 0.629, pL(y) =
0.337, pL(z) = 0.663.

4 Computing Probabilities from Labels Alone
The ATMS (and all Bayes Net algorithms) attempt to com-
pute probabilities without constructing the full distribution.

2
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Figure 2: Joint probability distribution for Figure 1. Blank
cells in columns x, y and z indicate there is no known infor-
mation.
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Figure 3: Labels after adding D ∧ y → ⊥.

The probabilistic ATMS algorithms compute the probability
of a literal (or any formula) from its label. For example, the
probability of x in Figure 1 can be computed directly from its
label:

pL(x) = p(A = T ∧B = T ) = 0.9× 0.8 = 0.72,

using the probability rule (assumptions are independent),

p(X ∧ Y ) = p(X)× p(Y ).

Similarly,

pL(y) = p(A = T ∧B = T ) = 0.8× 0.7 = 0.56.

Determining p(z) is more complicated because there are two
environments in its label. The probability rule for sums is:

p(X ∨ Y ) = p(X) + p(Y )− p(X ∧ Y ). (1)

Thus,
pL(z) = p([A ∧B] ∨ [B ∧ C]),

which expands to,

pL(z) = p(A)p(B) + p(B)p(C)− p(A)p(B)p(C) = 0.78.���������� ��	 ��
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Figure 4: Joint probability distribution for Figure 3 after D ∧
y → ⊥ is added.

Consider what happens when a 5th formula is added.
Adding the formula D∧y → ⊥ results in the ATMS nogood:
¬B ∨ ¬C ∨ ¬D. This eliminates two rows of the joint prob-
ability distribution indicated by p ∗ (w) = 0 in Figure 4. This
nogood has two consequences on our probability calculation.
First, we must make sure that the probability calculation does
not include any inconsistent worlds. Second, the probabilities
of nodes need to be normalized. Given a node a with ATMS
label l and given known nogoods n, p(a) given by:

pL(a) =
p(l ∧ ¬n)
p(¬n)

.

The probability of the nogood is easy to calculate:

pL(n) = p(B)p(C)p(D) = 0.336.

3
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For determining pL(x), the numerator is calculated as fol-
lows:

p([A ∧B] ∧ [¬B ∨ ¬C ∨ ¬D]),
expanding,

p([A ∧B ∧ ¬C] ∨ [A ∧B ∧ ¬D]),

p(A∧B∧¬C)+p(A∧B∧¬D)−p(A∧B∧¬C∧¬D) = 0.4176
Thus,

pL(x) =
0.4176

1− 0.336
= 0.629.

5 Bayesian Inference
We now have enough ATMS machinery to render every Bayes
Net as a probabilistic ATMS problem. This encoding ex-
ploits the ATMS oneof declaration. Although oneof con-
straints could be represented as a set of clauses, our ATMS
implementation includes specific representations for oneof
sets and no additional formulas need be added to the ATMS
to represent them.

A (discrete) Bayes Net problem consists of:
• A set of random variables and a set of directed edges

among variables.
• Each random variable has a finite set of values.
• The random variables and edges form a directed acyclic

graph (DAG).
• Every variable X with incoming edges Y1, . . . , Yn has

an associated conditional probability table (CPT) for
P (X|Y1, . . . , Yn).

An encoding of a Bayes Net into the probabilistic ATMS is
as follows. An oneof ATMS variable is created for every ran-
dom variable. For each CPT, an ATMS assumption variable is
created with values corresponding to each row of the CPT. In
addition, an ATMS formula is added for each row of the table.
For every CPT row p(X = v|Y1 = v1, . . . , Yn = vn) = y
with assumption variable value a = k [de Kleer, 1986], a
formula is added of the form:

[Y1 = v1 ∧ · · · ∧ Yn = vn ∧ a]→ AX=v.

In this encoding, pL(X) = pU (X) for every random variable
X so we will simply write p(X) instead.

Consider the familiar Bayes Net of Figure 5. This Bayes
Net has 3 CPTs and the figure shows a joint probability table
for p(W, I). Figure 6 shows how this Bayes Net is represented
in an ATMS. Figure 7 describes the derivation of the label of
H=T (i.e., Holmes crashes).

p(H = T ) = p((AI=F,H=T∧AI=F )∨(AI=T,H=T∧AI=T )).
(2)

Which simplifies to:

p(H = T ) = p(AI=F,H=T ∧AI=F )
+ p(AI=T,H=T ∧AI=T )
− p(AI=F,H=T ∧AI=F ∧AI=T,H=T ∧AI=T )

As the last term contains conflicting literals,

p(H = T ) = p(AI=F,H=T )p(AI=F )+p(AI=T,H=T )p(AI=T ).

I

������� � ��� 	 � 
�� ���� �  � � � ��� ���� � � � � ���� � � 
WH
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Figure 5: A familiar Bayes Net. I represents whether or not
the roads are icy. H represents Holmes crashes. W represents
Watson crashes. Given the three CPTs, the correct joint prob-
ability table for p(W, I) is shown.
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Figure 6: Direct translation of icy roads Bayes Net into ATMS
notation. The dashed rectangles represent the CPTs of the
original Bayes Net.
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p(H = T ) = 0.1× 0.3 + 0.8× 0.7 = 0.59.
The Holmes graphical model is a polytree. It is well-known

that exact inference in Bayes Nets which are polytree is lin-
ear. We will see later this is an instance of a more general
ATMS property. For the moment, note that if the original
Bayes Net is a polytree, the environments in any ATMS la-
bel are necessary disjoint and thus have the simplifying prop-
erty that the probability of any label l can be computed by:
p(l) =

∑
s∈l p(s). Notice also that the label of a node is a

symbolic function for evaluating the probability of a node:
Any of the priors can be changed without any label updates.
However, this result comes at some cost. The label can grow
exponentially in the depth of the polytree. This may not mat-
ter if labels are important to the application (e.g., we are find-
ing all solutions). If the only purpose of the ATMS is to com-
pute probabilities, then this disadvantage may outweigh other
advantages. Later we discuss approximate inference which is
used in many practical applications of the ATMS.
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I=T,H=F

I=T,H=T
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Figure 7: The computation for the ATMS label of H=T:
{{AI=F,H=TAI=F }{AI=T,H=TAI=T }}. The derivation is
highlighted with heavier lines.

Let us return to the example of Figure 5. With no more
evidence, both Holmes and Watson have crashed with proba-
bility 0.59. Consider the case where Watson has crashed. We
learn W=T. This will result in two contradictions (illustrated
in Figure 8):

AI=F,W=F ∧AI=F → ⊥, AI=T,W=F ∧AI=T → ⊥.
There is never any reason to expand these to their clausal
form. Given this information, the probability that Holmes has
crashed rises to 0.765. This inference is performed in the
probabilistic ATMS as follows. The label of H=T remains un-
changed because none of its environments have become no-
good. The general formula for the probability of a node with
label l is:

p(l ∧ ¬n)
p(¬n)

.

Which can be expressed without having to negate the set of
all nogoods as:

p(l)− p(l ∧ n)
1− p(n)

.
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Figure 8: The darker edges illustrate the derivation of two
nogoods from knowledge that Watson crashed.

The denominator is just p(W = F ) and is identical to H’s
which we computed earlier to be 0.59. p(H = T ) was calcu-
lated earlier:

p(H = T ) = AI=F,H=TAI=F ∨AI=T,H=TAI=T = 0.59

The second term in the numerator is:

[AI=F,H=T AI=F∨AI=T,H=T AI=T ]∧[AI=F,W=F AI=F∨AI=T,W=F AI=T ],

which simplifies to:

AI=F,H=T AI=F AI=F,W=F ∨ AI=T,H=T AI=T AI=T,W=F .

As these are disjoint and substituting,

p(H = T ) =
0.59− (0.1× 0.3× 0.9 + 0.8× 0.7× 0.2)

0.59
,

(3)

p(H = T ) =
0.451
0.59

= 0.765.

Note that 1 − p(n) in Bayes Net terms is the probability of
evidence.

5.1 Computing Probabilities from Justifications
Alone

Undefr the Bayes encoding, the probability of a node can
be computed from the justifications directly. This approach
is particularly useful if the labels would otherwise become
too large. Consider first the simpler case where there is no
evidence (hence no nogoods) and the original Bayes Net is
a polytree. Numerical values can be propagated from an-
tecedents to consequents with two simple rules:

1. All inputs to a justification are multiplied.

2. All inputs to a node are summed.

Figure 9 illustrates the derivation of p(H = T ) from the
PATMS justification structure. The central advantage of this
approach is that it is not necessary to construct a potentially
exponential sized label.
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Figure 9: The computation for the p(H=T) using justification
structure alone.

5.2 Multi-Linear Functions
The ATMS encoding for Bayes Nets is directly related to the
Multi-Linear Function encoding of [Darwiche, 2003]. Dar-
wiche introduces a network parameter θx|u for each line of a
CPT, and an evidence indicator λx for each value of a variable
(the λ’s will either be 0 or 1). For example, the multi-linear
function for Holmes crashing (before evidence) is:

f = λI=TλH=T θI=T θH=T |I=T +
λI=TλH=F θI=T θH=F |I=T +
λI=FλH=T θI=F θH=T |I=F +
λI=FλH=F θI=F θH=F |I=F .

This is called the network polynomial. The ATMS encoding
does not need to explicitly represent the λ’s because Dar-
wiche’s multi-linear functions have the very strong constraint
that the particular evidence indicators of a term are directly
implied by the network parameters. For example, if θb|a oc-
curs in the term it must also contain λa. This observation
reduces the worst-case label size (and multi-linear function
size) by kn where n is the number of variables and k is the
number values each variable may have. (A more complicated
encoding described later saves even more by observing, con-
versely, that the evidence indicators imply the network pa-
rameters, hence it is only necessary to represent ATMS as-
sumptions representing the evidence indicators.)

The ATMS approach and Darwiche’s approach differ on
how to condition the network. The ATMS approach uses
the nogoods to represent the effects of evidence on a net-
work, while Darwiche’s approach converts to Negated Nor-
mal Form.

5.3 Incremental Properties
The probabilistic ATMS is incremental. It also exploits lazy
computation so that labels for nodes are constructed only
when needed. It does not compute posterior probabilities for
hidden variables nor for evidence variables that have not yet
been observed. These are some of the incremental operations
allowed on the encoded Bayes Net:

• Any prior probability can be changed at any time at no
cost. The posterior probabilities are computed from the
labels which do not change.
• Evidence variables (presuming they are not yet ob-

served) can be changed to hidden variables or vice-versa
at no cost.
• New random variables and their CPTs can be added at

any time. Such additions will leave the existing label
structure unchanged so that they are very efficient.
• Any random variable and their CPT can be removed at

any time. This transaction is free because this just in-
volves removing assumptions from the ATMS. However,
if the random variable’s descendants supported some
observed evidence, retracting a CPT may significantly
change (better or worse) subsequent label and probabil-
ity calculations for some nodes.
• Parents can be added or removed from a CPT for free.

Again with the caveat that it may change future costs for
computing posterior probabilities.

5.4 Exact MAP
We adopt the standard definition of MAP [Park & Darwiche,
2003]. Let the random variables be partitioned into three sets
M (MAP variables), E (evidence variables) and S. Given
some evidence e (an instantiation of the evidence variables
E), the MAP problem is to find an m (an instantiation of
MAP variables M) which maximizes Pr(m, e):

argmax
M

∑

S

∏

φ∈CPTs
φe.

Where φe the CPT (or potential if encoding a markov random
field) restricted to evidence e.

We can solve MAPs using model-based diagnosis as fol-
lows. We will make some simplifying assumptions for expo-
sition. All random variables are binary valued (this is easily
generlized), M are all root nodes of the network, and E con-
tains all the remaining root nodes and only leaf nodes.

Model-based diagnosis algorithms are designed to maxi-
mize normality, thus each M is represented by ¬AB(x) (us-
ing the conventions of [Reiter, 1987; de Kleer, Mackworth,
& Reiter, 1992]). The network DAG is further converted to a
model-based diagnosis problem as follows.
• Each non-M root is an input signal.
• For each node in n ∈ M, n is added to COMPS. The

prior of ¬AB(n) will be the larger prior of its CPT. An-
other signal nodem is created. The model form is deter-
ministic: its value is the same as n’s. For every outgoing
edge from n to o in the Bayes net, a signal is added from
m to o. (If the random variable n has degree 1, we can
optimize away m.)

• For each node p directly connected to n ∈M, a compo-
nent model is created. The most likely value represents
¬AB(n). The component model for correct behavior is
a copy of p’s CPT restricted n’s most likely prior value.
Conversely, the component model for incorrect behavior
is a copy of p’s CPT restricted n’s most unlikely prior
value.
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• Each leaf node is an output.
• Each node connected to no node of M is modeled as a

component, guaranteed to be correct, and whose model
is the CPT.

Consider the simple case where are non-root CPTs are de-
terministic (i.e., all the probabilities in those tables are 1 or
0). Solving MAP for such a system is equivalent to find-
ing the most probable diagnosis. The resulting encoding cor-
responds to the case where all fault models are known (in
the binary case, the individual component is always a wrong
value). The methods embodied in GDE or Sherlock [de Kleer
& Williams, 1989] can solve systems of very large size ex-
tremely quickly using A* search over M. The two key ob-
servations are that the nogood database contains all necessary
information for search and that an admissible heuristic is sim-
ply computable from a partial instantiation of M.

Now consider the case where non-root CPTs are not be
deterministic. Again we use the same A* search framework
avoiding nogoods. Unfortunately, evaluating an admissible
heuristic is more complex. Consider the Bayes net illustrated
in Figure 10. Without evidence the MAP is m = {B =
F,C = F}.

DA

B

��� ���� � ����	 � �

�� ��� ��� �� ��� �� � ���� �� ��� �� � ���� �� ��� �� ����� �� ��� �� � ���� �� ��� �� � ���� �� ��� �� � ���� �� ��� �� � ���� �� ��� �� ����
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Figure 10: Bayes Net example to be encoded as a Model-
Based Diagnosis problem.

D EA

Figure 11: Intuitive interpretation of the model-based diagno-
sis system corresponding to the Bayes Net of Figure 10.

Figure 11 is an interpretation of the Bayes Net as a model-
based diagnosis problem. We assumeA is always provided as
evidence and M = {B,C}. ComponentB can be viewed as a
simple buffer, when B = T it works correctly and when B =
F it works intermittently outputting a wrong value 0.9 of the
time. Similarly, C also is a buffer, but outputting a wrong
value 0.8 of the time. Intuitively, the AB(B) ∧ ¬AB(C) is
the most likely diagnosis since it is more likely thatB outputs
a wrong value than C.

Most model-based diagnosis algorithms incorporate evi-
dence incrementally. In bayesian terms the network is con-
ditioned after each piece of evidence. Without any evidence,

Pr(m) =
∏

a∈m

Pr(a).

Given a single evidence assignment x = c, applying Bayes
rule:

Pr(m, e ∪ {x = c}) = αPr(x = c|m, e)Pr(m, e).

Where α is chosen so posterior probabilities sum to 1.0. The
only unknown, Pr(x = c|m, e) can be computed directly
from the ATMS labels. As each x = c is observed, it is
added to the ATMS-encoded bayes net. Each addition will
produce new nogoods and simplify existing labels. Therefore,
Pr(x = c|m, e) can be computed directly from the ATMS
label corresponding to x = c.

Some model-based diagnosis algorithms are sound but in-
complete which may yield misestimates. However, if the orig-
inal bayes network is a polytree the mapped network is a
polytree as well and almost all model-based diagnosis algo-
rithms are complete for them.

5.5 Preferred Encoding
The previous encoding of Bayes Nets directly translates each
CPT entry as an assumption with a distinct prior probabil-
ity. A more complex mapping yields much better perfor-
mance. Instead of creating an assumption for every combi-
nation of parent values, one need only create a single as-
sumption for each possible value of the CPT variable itself.
Then a formula is introduced for each combination of par-
ent values. The shaded boxes in Figure 12 represent com-
posite assumptions created instead of individual assumptions
for each CPT entry. The upper left shaded box represents
AH=F ≡ (AI=F,H=F ∨ AI=T,H=F ). These composite as-
sumptions do not have probabilities associated with them,
however, wherever they occur in any label they will always
occur with their parent assumptions which will always dis-
ambiguate the probability of the composition in the environ-
ment.

Although this encoding significantly reduces the number
of assumptions and consequently the size of environments in
labels, it does not reduce the number of environments that
may appear in a label.

5.6 Approximate ATMS Inference
Just as exact inference in a Bayes Net can be too expen-
sive, exact inference in an ATMS may result in prohibitively
large labels. In order to limit label explosion the ATMS can
be restricted to construct partial labels which are only com-
plete with respect to certain foci [Forbus & de Kleer, 1988;
de Kleer, 1992]. The challenge with this approach is to
choose the relevant foci.

Fortunately, the model-based algorithm described earlier
can be adapted to identify the necessary foci. In the prior algo-
rithm, all labels and nogoods are completely computed prior
for the MAP search. In [de Kleer, 1991] the MAP search al-
ternates with the label update: (1) the best MAP solution is
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Figure 12: Shaded boxes represent composite assumptions.

found, given the current ATMS labels and skipping over all
nogoods, (2) ATMS labels are updated only for that MAP so-
lution, (3) Pr(m, e) is evaluated from the new label, (4) if
the resulting probability is larger than the upper bound of any
other partial instantiation of M the MAP solution is found
otherwise repeat.

We saw earlier that to determine Pr(m, e) we need to eval-
uate the likelihood Pr(x = c|m, e). This likelihood can be
evaluated as described in Section 4. Fortunately, it can be
computed by simply marginalizing over the relevant label en-
vironments: Pr(x = c|m, e) =

∑
s∈label(x=c)∧s⊂m p(s).

6 Conclusions
The algorithms described in this paper have been completely
implemented. We are currently comparing the performance of
these algorithms on standard Bayes net benchmarks, but the
results are not ready for publication.

This paper has presented an approach to for Bayes Net in-
ference, exact or approximate, using an ATMS. The ATMS
computes exact probabilities whether the Bayes Net is a poly-
tree or not. It is incremental, allowing new CPTs to be added,
removed or changed with limited cost. However, depending
on the task, the ATMS may incur overall net effort increase.
All Bayes nets can be directly encoded as a PATMS-based
model-based diagnosis problem. However, few PATMS prob-
lems can be encoded directly as Bayes nets as it may contain
loops and arbitrary dependencies between nodes. Hopefully,
this paper will lead to more cross-fertilization of algorithms
and ideas between the truth maintenance and Bayes Net ap-
proaches.
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Abstract
Almost all previous work on model-based diag-
nosis has focussed on persistent faults where the
prior probability of component failure is provided
by the manufacturer or estimated from fleet-wide
service records. However, some of the most diffi-
cult to diagnose faults are intermittent. It is very dif-
ficult to isolate intermittent faults which occur with
low frequency but yet at high enough frequency
to be unacceptable. For example, a printer which
prints one blank page out of a 1000 or a computer
that spontaneously reboots once per day is unac-
ceptable. Accurate assessment of intermittent fail-
ure probabilities is critical to diagnosing and re-
pairing equipment. This paper presents an overall
framework for estimating component failure proba-
bilities which includes both persistent and intermit-
tent faults. These estimates are constantly updated
while the equipment is running. This paper also ex-
tends model-based diagnosis to systems where ma-
terial instead of information in the form of voltages,
currents, pressures is conveyed from one compo-
nent to another.

1 Introduction
Most work on model-based diagnosis addresses isolating sin-
gle persistent faults in physical systems where only informa-
tion (voltages, currents, pressures, etc.) are conveyed among
system components. This paper extends model-based diag-
nosis to include intermittent faults and to physical machines
where material is being transferred from one system compo-
nent to another. Thus we extend model-based diagnosis to the
very difficult diagnostic task of troubleshooting manufactur-
ing lines and plants.

In this paper we draw our examples from printers which
should be considered as a manufacturing line which runs
continuously and changes paper from one state (blank) to
another state (marked on, stapled, bound, etc.). Extending
our group’s work on developing self-aware printing machines
[Fromherz, Bobrow, & de Kleer, 2003], we have designed and
built the modular redundant printing engine illustrated in Fig-
ure 1. Such high-end reprographic machines operate more-or-
less continuously providing a constant stream of observations

and exception conditions. This paper addresses the challenge
of estimating the probabilities of module failures from this
data stream. These estimates are critical to avoiding modules
which may fail (prognostics) as well as for sequential diag-
nosis.

Figure 1: Model of It consists of two towers each contain-
ing 2 internal printers (large rectangles). Sheets enter on the
left and exit on the right. Dark black edges with small rollers
represents a bidirectional paper path. There are three main
paper(horizontal) highways within the modular printer. The
printer incorporates 2 types of media handling modules rep-
resented by small lighter edge rectangles (described in more
detail in Section 8). The motivation for this design is to con-
tinue printing even if some of the printers fail or some of the
paper handling modules fail or jam.

Figure 2 illustrates the basic software architecture of our
system. The basic task of the planner is to schedule sheets
through the printer. The basic task of the diagnoser is to es-
timate module failure probabilities and provide diagnostic
guidance to the planner. Both the planner and diagnoser op-
erate with a common model of the machine state.

The reprographic machines receive a continuous stream of
print jobs. Each print job consists of a sequence of sheets
of paper. The planner constructs an optimal itinerary for
each sheet of paper which specifies the full trajectory each
sheet travels through the machine. These plans can consist of
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Figure 2: Basic architecture.

dozens of modules. Failure is detected in two ways. First, a
sheet arrives at a module while it is still handling a previous
sheet. This will be detected by the module sensors and the
module will immediately stop moving the paper ( mainfest-
ing as a “jam”). Second, the system (Figure 1) has a scanner
on the output so it can detect if the sheet has been damaged
in any way.

Common kinds of failures are:
• A dog ear at one of the corners.
• Scuff marks on the paper caused by rollers (called nips)

gripping the paper too tightly.
• The leading edge of the paper as it moves through the

system may encounter a protrusion. (Leading edge dam-
age.
• Paper is crumpled or shredded inside the machine.
These systems have some striking differences from the

commonly explored digital circuits analyzed in most of the
model-based diagnosis literature:
• Most errors cannot be masked or cancelled out. A dam-

aged sheet cannot be repaired by the machine.
• The sheet may be touched by the same module more

than once.
We notate an itinerary and its outcome by the sequence of

modules touched by the paper followed by Fail or Success.
For example the itinerary in which a sheet passes through
modules A,B,C,D,E,B,C and moved to the output tray with-
out damage is represented as (A,B,C,D,E,B,C,Success). The
itinerary in which a sheet passes through modules A and B
and then jams in C is represented as (A,B,C, Fail).

2 Outline and Assumptions
In this paper we provide solutions for all combinations of
multiple and persistent faults. Figure 3 illustrates the possi-
bilities.

Each itinerary consists of a sequence of modules
m1, . . . ,mk. We adopt the counting convention from [Abreu,
Zoeteweij, & van Gemund, 2006] and associate four counters
with each module m:

• m11: number of plans where m was used and failed.
• m10: number of plans wheremwas used and succeeded.
• m01: number of plans where m was not used and failed.

Single

Persistent

Single

Intermittent

Multiple

Persistent

Multiple

Intermittent

Figure 3: Fault combinations considered in this paper

• m00: number of plans where m was not used and suc-
ceeded.

Fail Success
Used m11 m10

Not Used m01 m00

The following simplifying assumptions apply for our re-
prographic engines:

• Every faulty module output is observable. (Catastrophic
fault assumption.) Any damage to a piece of paper can-
not be rectified by later modules. This assumption does
not hold for digital systems where internal faulty signals
can be masked to produce correct outpust. Our approach
still applies for such systems but requires more reason-
ing to determine whether a faulty output is masked. (See
[de Kleer, 2007].)

• Fault probabilities are stationary. Our approach can be
easily extended to accommodate slowly drifting proba-
bilities through discounting.

• Bad module produces bad outputs. This holds in the re-
prographic domain but not in digital domains in which
case more reasoning is required to estimate posterior
probabilities.

• Paper cannot damage a module. Most applications of
model-based diagnosis presume signals cannot damage
the system. However this does not hold for production
lines which transport heavy objects as a misrouted object
could damage the machine itself. Fortunately, in repro-
graphic machines the relatively fragile paper is always
what gets damaged.

• Observations do not affect machine behavior. This as-
sumption is made in most approaches to diagnosis.

• All faults are distinguishable. This is simply for expo-
sition: as in digital circuits, indistinghuishable faults are
collapsed.

These assumptions hold in a broad range of systems. The
only input our approach requires is the sequence of itinerary-
outcome pairs where the itinerary is expressed as a set of
modules. For example, printers, manufacturing plants, bot-
tling plants, and packaging plants can exploit our approach.

2
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3 Single Persistent Fault
This case follows from GDE [de Kleer & Williams, 1987].
Let p(M) be the probability the module is faulted. The se-
quential bayesian filter [Berger, 1995] is:

pt(M |O,U) = αp(O|M,U)pt−1(M). (1)

Where α is chosen so that the posterior probabilities sum to 1
(presuming we start with the knowledge there is a fault). Let
U be whether the module was used in the plan that produced
the observation. p(O|M,U) is 1 in situations where m00 or
m11 are incremented, otherwise it is 0. Namely, if the module
is not used in a failing itinerary it is exonerated by the sin-
gle fault assumption, and if the module is used in a successful
plan it is exonerated because we assume that every faulty out-
put is observed. Figure 4 illustrates the possibilities.

Fail Success

Used

Not

Used 0 1

o

u

01

Figure 4: Summary of the observation function in the single
fault persistent case. Note that when diagnoses can have mul-
tiple faults, the test for whether a diagnosis is used generalizes
to whether any of its models are used in the current itinerary.

A CB

DEF

Figure 5: 6 module fragment with possible interaction paths.

Assume that at t = 0 all modules fail with prior prob-
ability p0 = 10−10. Consider the arrangement of mod-
ules in Figure 5. Consider the sequence of itineraries:
(A,B,C,D,E,F,Fail), (A,B,C,Success), (E,F,Success). After
the (A,B,C,D,E,F,Fail) itinerary, one of the 6 modules must
be faulted. As the priors are all equal, each module must
be faulted with probability 1

6 . As we assume faults are per-
sistent and all faults are manifest, a successful itinerary ex-
onerates all the modules of the itinerary. Thus the itinerary
(A,B,C,Success) indicates that A,B and C are all working cor-
rectly. Finally, the itinerary (E,F,Success) exonerates modules

E and F. Therefore, D is faulted with probability 1 (see Ta-
ble 1).

Table 1: The resulting posterior probabilities p(M =
m|O,U) over one sequence of itineraries. One persistent
fault.

t m = A m = B m = C m = D m = E m = F

0 10−10 10−10 10−10 10−10 10−10 10−10

1 1
6

1
6

1
6

1
6

1
6

1
6

2 0 0 0 1
3

1
3

1
3

3 0 0 0 1 0 0

4 Single Intermittent Fault
This case extends the model for intermittent faults presented
in [de Kleer, 2007] which was informed by [Koren & Kohavi,
1977]. In the case of intermittent faults, p(O|M,U) is still 0
in case m01 and 1 in case m11. Otherwise, we need to esti-
mate p(O|M,U) using the counts. The probability that mod-
ule m produces an incorrect output if faulted is calculated as
follows:

m11

m11 +m10
.

(The denominator can never be 0 as will be described later.)
Let p0(M) be the prior probability that m is faulted. Given a
particular observation O, Bayes rule gives:

p1(M |O,U) = αp(O|M,U)p0(M).

U represents whether the module was used in the plan.
The observation function P (O|M,U), is estimated from the
countsmij . If the observation is a Failure andm is used, then:

p(Fail|M = m,U) =
m11

m11 +m10
,

and if is Success and m is used, then:

p(Success|M = m,U) =
m10

m11 +m10
,

otherwise as m cannot affect o, if m good,

p(Success|M = m,U) = 1,

otherwise,
p(Fail|M = m,U) = 0,

(captures the single fault assumption). Figure 6 summarizes
the 4 possibilities.

After many iterations of Bayes rule, intuitively,

pt(M |O) = αp(good)gp(bad)bp0(M),

where there are g observations of m-used good behavior and
b observations of m-used bad behavior. Formally:

pt(M |O,U) =
{

0 if m01 > 0
αwp0(M) otherwise (2)

where,

w = [
m10

m11 +m10
]m10 [

m11

m11 +m10
]m11 . (3)

3
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Fail Success

Used

Not

Used 0 1

o

i

Figure 6: Summary of the observation function in the single
fault intermittent case.

Consider again the arrangement of modules in Fig-
ure 5 and 3 itineraries: (A,B,C,D,E,F,Fail), (A,B,C,Success),
(E,F,Success). The probabilities are updated as follows: Af-
ter the first observation all m11 counters are 1 and the
rest 0, therefore w’s are 1. After observing (A,B,C,Success)
the counters (m00,m01,m10,m11) for {A,B,C} are all
0, 0, 1, 1 and the counters for {D,E, F} are all 1, 0, 0, 1.
Therefore, w = 1

4 for {A,B,C} and 1 for the rest.
We observe (E,F,Success) next. The counters for {A,B,C}
are all 1, 0, 1, 1. The counters for D are 2, 0, 0, 1 and the
counters for {E,F} are: 1, 0, 1, 1. Now suppose itinerary
(A,B,C,D,E,F,Success) repeats for 7 iterations. Table 2 illus-
trates how the posterior probabilities evolve.

Table 2: The resulting posterior probabilities p(M =
m|O,U) over one sequence of itineraries. One intermittent
fault.

t m = A m = B m = C m = D m = E m = F

0 10−10 10−10 10−10 10−10 10−10 10−10

1 1
6

1
6

1
6

1
6

1
6

1
6

.17 .17 .17 .17 .17 .17

2 1
15

1
15

1
15

4
15

4
15

4
15

.07 .07 .07 .27 .27 .27

3 1
9

1
9

1
9

4
9

1
9

1
9

.11 .11 .11 .44 .11 .11

4 16
107

16
107

16
107

27
107

16
107

16
107

.15 .15 .15 .25 .15 .15
10 .16 .16 .16 .18 .16 .16

Working with the same 6 modules, consider a slightly
more realistic example. Assume that the prior probabilities
of intermittent failures are equal for all the modules. Con-
sider the case in which module D is intermittently faulted
and damages one out of every 1001 sheets (starting with
sheet 1001). Suppose that the printer repeatedly executes
the itineraries: (A,B,E,F), (C,B,E,D) (A,B,C) (F,E,D). Af-
ter seeing 2000 itineraries the counts for A,F,C and D are
m10 = 1000,m11 = 0 and counts for B and E are m10 =
1500,m11 = 0. Suppose D damages the sheet during the
itinerary (C,B,E,D). By the single fault assumption, modules
A and F are exonerated and their posterior probability of fail-

ure is now 0. The u for modules B and E are now:
[1500
1501

]1500 1
1501

= .000245. (4)

The term is higher for C and D as we have observed fewer
samples of good behavior:

[1000
1001

]1000 1
1001

= .000368. (5)

Normalizing, the posterior probability for B, and E failing
are: 0.2 and for C, D are: 0.3. Suppose we see no errors in the
next 2000 itineraries. Then, D damages a sheet in itinerary
(D,E,F). By the single fault assumption, modules B and C are
now exonerated. The values for w for D and E are now:

[2000
2002

]2000[ 2
2002

]2 = 1.352× 10−7, (6)

[3000
3002

]3000[ 2
3002

]2 = .601× 10−7. (7)

Normalizing p(D|O) = 0.7, p(E|O) = 0.3.

Table 3: The resulting posterior probabilities p(M =
m|O,U) over a more complex sequence of itineraries. One
intermittent fault.

t m = A m = B m = C m = D m = E m = F

2001 0 .2 .3 .3 .2 0
4002 0 0 0 .7 .3 0
6003 0 0 0 .77 .23 0
8004 0 0 0 .83 .17 0

16008 0 0 0 .96 .04 0

In practice faults never occur with such regularity as in Ta-
ble 3. Instead, every sequence of itineraries will yield differ-
ent posterior probabilities.

As can be seen in this example, the restriction to single
faults is a very powerful force for exoneration. All the mod-
ules not exonerated will have the same m11 count. This re-
sults from the fact that under the single fault assumption, only
modules that been used in every failing run remain suspect.
Hence they have the same m11. In our example, m11 = 1
in equations 4 and 5. After more observations, m11 = 2 in
equations equations 6 and 7.

4.1 Incorporating prior counts
So far we presume nothing is known about the counts prior
to making observations. If counts are initially 0, then the de-
nominator of equation 3 will be 0. One possible approach to
avoid this is Laplace’s adjustment: make all initial counts 1,
which is equivalent to assuming a uniform prior over p(m).
Another approach which we utilize in this paper is to observe
that equation 3 need never be evaluated until an observation is
made. The current observation is always included in counts,
thus the denominator of equation 3 will never be 0 whenever
we want to utlize it. Both approaches converge to the same in
the limit as the number of observations grow to infinity.

One important detail we leave out of the examples for con-
ciseness is that if a module has operated perfectly for very

4
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large counts it takes too many failing samples before its pos-
terior probability rises sufficiently to be treated as a leading
candidate diagnosis. Therefore, for our application, we ap-
ply a small exponential weighting factor λ at every increment
such that counts 100,000 in the past will have only half the
weight of new samples (λ = 0.99999).

5 Multiple Persistent Faults
Instead of modules, consider diagnoses dwhich assign ‘good’
or ‘faulted’ to every system module. The number of possible
diagnoses will be exponential in the number of modules. In
practice, we only consider the more probable diagnoses, but
for the moment consider the general case.

Analogous to the single persistent fault case:

pt(D|O,U) = αp(O|D,U)pt−1(D).

To determine the prior probability of a diagnosis p0(D) we
presume modules fail independently:

p0(D) =
∏

g∈good(D)

p0(g)
∏

b∈bad(D)

(1− p0(b)).

It remains to determine p(O|D,U). If all the modules used in
an itinerary are a subset of the good modules of a diagnosis d,
then p(Fail|D = d, U) = 0 and p(Success|D = d, U) = 1.
In every remaining case (i.e., if any of the used modules are
bad in d), then p(Success|D = d, U) = 0 and p(Fail|D =
d, U) = 1. Table 7 summarizes these results.

Fail Success

0 1

o

d

01

Figure 7: Summary of the observation function in the multiple
persistent case for an observation o of itinerary U .

For diagnostic purposes we need to compute the posterior
probability that a particular module is faulted:

p(m|o1, . . . , ot) =
∑

d s.t.m∈d

p(d|o1, . . . , ot).

6 Multiple Intermittent Faults
The generalization to multiple intermittent faults follows by
replacing every occurrence of a single module fault with a
candidate diagnosis. We apply Bayes rule as before:

pt(D|O,U) = αp(O|D,U)pt−1(D).

Each tentative diagnosis has counters associated with it:
d00, d01, d10, d11. We need a set of counters exponential in the
maximum number of module faults we consider. The diagno-
sis counters are incremented as follows for every d. In a fail-
ing itinerary involving a bad module of d, d11 is incremented
otherwise d10 is incremented. p(good|d) and p(bad|d) can
now be computed directly in the same way as the single fault
intermittent case.

Consider again the system of Figure 5 considering both
single and double faults. Initially there are 22 possible di-
agnoses (1 no faults, 6 single faults, 15 double faults). The
first itinerary is (A,B,C,D,E,F,Fail). Now d11 = 1 for all re-
maining 21 diagnoses. Now we see (A,B,C, Success). This
increments d10 for 17 diagnoses (shortened for brevity sake):
A,B,C,AB,AC,AD,AE, AF, BC, BD, BE, BF, CD, CE, CF,
DE, DF. Table 4 lists the counts after repeating the same 4
itineraries as for the single intermittent fault case and Table 5
lists the posterior probabilities for the suspect diagnoses.

Table 4: d11, d10 for multiple intermittent faults.
t d11 d10 candidates

1 1 2 D
14 1 3 A AB AC AD B BC BD C CD DE DF E EF F
6 1 4 AE AF BE BF CE CF

Table 5: Posterior probabilities for multiple intermittent
faults.

t p candidates

1 0.22 D
5 0.16 A B C E F

14 1.6× 10−10 AB AC AD BC BD CD DE DF EF
6 1.2× 10−10 AE AF BE BF CE CF

The posterior probability of any particular component
failed is:

p(C|O,U) =
∑

n∈S

p(n).

Where S is the remaining set of suspect candidates (those for
whichm01 = 0). Suppose we see the itineraries (A, B, C, fail)
followed by (D, E, F, fail). In the single fault case, this would
produce an error. In our example, p = 0.09 for diagnoses AE
AF BE BF CE CF and p = 0.16 for diagnoses AD BD CD.
The individual component failure probabilities are: p = 0.33
for C, A, and B; p = 0.26 for E and F; and p = 0.48 for
D. The probabilities sum to 2 because the system contains 2
faults.

7 Replacement
The posterior module probabilities computed in our approach
are the probabilities of misdiagnosis: that a replacement of
the module will not provide any improvement in system per-
formance. The decision whether to replace a module or not
depends on the cost of replacement and that is out of scope
of this paper. When a module is replaced, its prior is set us-
ing past experience with these types of modules, and all its
counters mij are set to 0.

5
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Figure 8: Summary of the observation function in the multiple
intermittent case for an observation o of itinerary U .

8 Capabilities
The catastrophic fault assumption is not correct for complex
modules. Each module type has a set of actions it can per-
form. One of those actions may be faulty, but the module
may always succeed at other actions. Therefore, we apply the
framework we have developed to actions, not modules. Each
capability fails approximately independently. Figure 9 illus-
trates a 2 way module with 2 capabilities. Figure 10 illustrates
a 3 way module with 6 capabilities. Figure 11 illustrates 5
modules of the two types connected together. Circles indicate
rollers, triangles indicate sensors, and two sheets of paper are
indicated in red. Note that three modules can be acting on the
same sheet of paper at one time.

Figure 9: A more detailed figure of a two way module. The
2 possible paper movements (capabilities) are indicated with
arrows on the diagram (paper can enter from the right and exit
left, or enter from the left and exit right).

It is possible to design machine configurations where a fail-
ure in the output capability of one module cannot be distin-
guished from a failure in the input capability of the connected
module. In our framework, this will show up as a double fault
when in fact only one of the two modules if faulted. We avoid
this confusion by applying an idea from digital circuits to col-
lapse indistinguishable faults. In addition, we always allow
multiple faults: we have found most equipment always con-
tains multiple, low frequency, intermittent faults.

9 Initial Results
The acid success test is whether the posterior probabilities
calculated by our approach, when incorporated into a larger

Figure 10: A more detailed figure of a three way module. The
6 possible paper movements (capabilities) are indicated on
the diagram.

Figure 11: A more detailed figure of 5 modules connected
together moving two sheets of paper.

system, improve overall performance (including planning, di-
agnosing and production). We ran two experiments: (1) pos-
terior probabilities were assigned randomly, and (2) posterior
probabilities computed using the approach of this paper. We
presumed single faults and both experiments used the single-
fault exoneration rule. The only difference was the posterior
probabilities assigned to the unexonerated single faults. We
measured the number of sheets needed to isolate the mod-
ule once a fault is detected. Table 6 lists initial results. The
first column is a single fault intermittent rate. The second col-
umn is the number of sheets needed using our approach and
the third column is the number sheets needed using a random
(with exoneration) approach. The table shows our approach
requires far fewer wasted sheets to isolate a fault. The de-

Table 6: Initial results over random with our approach.

p this paper random improvement
0.01 47 202 430%

0.1 18 30 167%

scription of the overall system and more analysis of perfor-
mance can be found in [Kuhn et al., 2008].

10 Conclusions
This paper laid out a framework for diagnosing any combi-
nation of persistent and intermittent faults in a continously
operating piece of machinery where objects, not signals, are
passed from one module to the next. With this extension to
model-based diagnosis we have applied on-line diagnosis to
modular reprographic equipment. More importantly, it ex-
tends model-based diagnosis to the real challenges faced in
diagnosing manufacturing plants, packaging equipment, lab-
oratory test equipment, etc.

6
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Abstract

Due to model uncertainty and/or limited observ-
ability, the number of possible diagnoses or the
associated probability mass distribution may be
unacceptable as the basis for important decision-
making. In this paper we present a new algorith-
mic approach, called FRACTAL (FRamework for
ACtive Testing ALgorithms), which, given an ini-
tial diagnosis, computes the shortest sequence of
additional test vectors that minimizes diagnostic
entropy. The approach complements probing and
sequential diagnosis (ATPG), applying to systems
where only additional tests can be performed by
using a subset of the existing system inputs while
observing the existing outputs (called “Active Test-
ing”). Our algorithm generates test vectors using
a myopic, next-best test vector strategy, using a
low-cost approximation of diagnostic information
entropy to guide the search. Results on a number
of 74XXX/ISCAS85 combinational circuits show
that diagnostic certainty can be significantly in-
creased, even when only a fraction of inputs are
available for active testing.

1 Introduction
Model-Based Diagnosis (MBD)[de Kleer and Williams,
1987] is an area of abductive inference that uses a system
model, together with observations about system behavior to
isolate sets of faulty components (diagnoses) that explainthe
observed behavior. One of the advantages of MBD over re-
lated approaches (e.g., simulation-based) is that MBD can
cope with arbitrary degree of uncertainty in the system model
and in the observation. In the latter case MBD computesall
or an approximation to all diagnoses. The number of diag-
noses can be large, exponential of the number of components
in the worst-case.

This ambiguity (uncertainty) of the diagnostic result poses
a typical problem to MBD. Due to modeling uncertainty (e.g.,
weakness due to ignorance of abnormal behavior or need for
robustness) and limited number of observations (sensor-lean
systems, limited observation horizons), the failure probability
mass is distributed over multiple diagnoses. This high infor-
mation entropy of the diagnostic result makes it difficult for

an operator or a reconfiguration (planning) component to de-
cide with sufficient certainty.

Given a set of plausible diagnoses, in certain situations one
can devise additional tests that narrow down the ambiguity
(reduces the set of diagnoses). When measurements can be
made this is a good way to do that[de Kleer and Williams,
1987]. However, in many circumstances there are no pro-
visions for sensing additional variables (e.g., a satellite that
cannot be physically reached). In such cases, the only thing
that can be done is to actively control (a subset of) inputs,
executing a part of the existing system functionality (e.g., in-
voking built-in test capabilities, or otherwise), the associated
observations being used to further narrow down the diagnos-
tic solution space.

Under no constraints, this would mean applying a test vec-
tor onall inputs such as in sequential diagnosis (and ATPG)
where a sequence of tests is applied to target a fault. In many
situations, however, this would too much interfere with the
system and its environment. Usually, there is a subset of in-
puts, called control inputs, that can be manipulated by a diag-
nostic engine to execute tests. This approach is coined “ac-
tive testing”. Loosely speaking, an active testing problemis:
given a system model and an initial observation and diagno-
sis, to compute the set of input test vectors that will minimize
diagnostic ambiguity with the least number of test vectors.

In this paper we present a framework, called FRACTAL
(FRamework for ACtive Testing ALgorithms), in which we
define active testing and present algorithms to solve the active
testing problem. Our contributions are as follows:

• We define the active testing problem and describe vari-
ous instances of the problem;

• We define diagnostic ambiguity in terms of information
entropy and propose a low-cost estimation amenable to
active testing;

• We define a stochastic, myopic strategy to solving the
active testing problem and outline an algorithm to solve
the active testing problem;

• We study the performance of our algorithm on the
74XXX/ISCAS85 combinational benchmark suite.

To the best of our knowledge, this is the first approach to
defining and solving the active testing problem, generaliz-
ing over sequential diagnosis and ATPG. Furthermore our
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method is based on MBD which is beneficial in that very
little assumptions about the model and the observations are
required. Our results show that controlling a small fraction of
the inputs can reduce the number of remaining diagnoses at
a small diagnostic cost whereas a reduction of entropy would
be impossible for a passive approach. Our method is also
computationally efficient as it uses a stochastic approach and
is relevant to practice as it can be effectively used to disam-
biguate faults in complex autonomous systems.

2 Related Work

The problem of sequential diagnosis has received consider-
able attention in the literature. Our notion of active testing
is related to that of Pattipati et al.[Pattipatiet al., 1990;
Raghavanet al., 1999], except that we compute diagnoses
rather than caching all diagnoses in a fault dictionary, we as-
sume all tests have identical costs, and we assume all faults
are equally likely, a priori. In addition to that, whereas the
test matrix in sequential diagnosis is fixed, we allow part of
the inputs to be supplied by the environment in every step
of the diagnostic process, which makes our framework more
suitable for online fault isolation.

Note that our task is harder than that of[Raghavanet al.,
1999], since they do diagnosis lookup using a fault dictionary,
and still show that the sequential diagnosis task is NP-hard; in
our case we compute a new diagnosis after every test. Hence
we have an NP-hard sequential problem interleaved with the
complexity of diagnostic inference at each step.1

The framework proposed by Pattipati et al. has been ex-
tended to anAND /OR-tree technique that is optimal[Kundak-
cioglu and Unluyurt, 2007]. We note that optimal test se-
quencing is infeasible for the size of problems in which we
are interested.

Rish et al.[Zhenget al., 2005; Brodieet al., 2003] define a
similar framework, but cast their models in terms of Bayesian
networks. Our notion of entropy is the size of the diagnosis
space, whereas Rish et al. use decision-theoretic notions of
entropy to guide test selection.

The diagnosis framework that we propose is submodular,
in the terms described in[Krause and Guestrin, 2007], i.e.,
the informativeness of tests exhibits diminishing returnsthe
more tests that we do. In future work we plan to compare our
stochastic algorithms to the randomized algorithms that have
been developed for submodular functions.

In comparison to all of this work, the main contributions of
our paper are:

• A model-based framework for combining multiple-fault
and sequential diagnosis and the introduction of reason-
ing with respect to modifiable/non-modifiable observ-
able variables;

• A characterization of diagnostic entropy in terms of the
size of the diagnosis space;

• approximating the size of the diagnosis space in terms
of the number of different observations;

1In our case the complexity of diagnostic inference isΣp
2-hard.

• A stochastic algorithm for efficiently estimating the
number of different observations and resulting diag-
noses.

3 Technical Background
Our discussion starts by adopting the relevant MBD notions
[de Kleer and Williams, 1987].

Central to MBD, amodelof an artifact is represented as a
propositionalWff over a set of variables. We will discern
three subsets of these variables:assumable, observable2 and
controlvariables. This gives us our initial definition:

Definition 1 (Diagnostic System). A diagnostic systemDS is
defined as the tripleDS = 〈SD, COMPS, OBS〉, whereSD
is a propositional theory over a set of variablesV , COMPS ⊆
V , OBS ⊆ V , COMPS is the set of assumables, andOBS is
the set of observables.

Throughout this paper we assume thatOBS ∩ COMPS = ∅,
andSD 6|=⊥. Furthermore, to avoid handling inconsistencies,
we restrictSD to models for whichSD∧α 6|=⊥ for any (pos-
sibly partial) assignmentα to the variables inOBS.

3.1 A Running Example
We will use the Boolean circuit shown in Fig. 1 as a running
example for illustrating all notions and the algorithm shown
in this paper. The2-to-4 line demultiplexer consists of four
Boolean inverters and four and-gates.
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o2

o3

o4

h2

h3 h4

h1
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s

r

q

h5

h6

h7

h8

Figure 1: A demultiplexer circuit

The expressionh ⇒ (o⇔ ¬i) models an inverter, where
the variablesi, o, andh represent input, output, and health
respectively. Similarly, an and-gate is modeled ash ⇒
(o⇔ i1 ∧ i2 ∧ i3). The above propositional formulae are
copied for each gate in Fig. 1 and their variables subscripted
and renamed in such a way as to ensure a proper disambigua-
tion and to connect the circuit. The result is the following

2In the MBD literature the assumable variables are also referred
to as “component”, “failure-mode”, or “health” variables.Observ-
able variables are also called “measurable” variables.
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propositional model:

SD =





[h1 ⇒ (a⇔ ¬p)] ∧ [h2 ⇒ (p⇔ ¬r)]
[h3 ⇒ (b⇔ ¬q)] ∧ [h4 ⇒ (q ⇔ ¬s)]
h5 ⇒ (o1 ⇔ i ∧ p ∧ q)
h6 ⇒ (o2 ⇔ i ∧ r ∧ q)
h7 ⇒ (o3 ⇔ i ∧ p ∧ s)
h8 ⇒ (o4 ⇔ i ∧ r ∧ s)

The assumable variables areCOMPS = {h1, h2, . . . , h8}
and the observables areOBS = {a, b, i, o1, o2, o3, o4}. Note
the conventional selection of the sign of the “health” variables
h1, h2, . . . , hn. Other authors use “ab” for abnormal.

3.2 Diagnosis
The traditional query in MBD computes terms of assumable
variables which are explanations for the system description
and an observation.

Definition 2 (Diagnosis). Given a systemDS, an observation
α over some variables inOBS, and an assignmentω to all
variables inCOMPS, ω is a diagnosis iffSD ∧ α ∧ ω 6|=⊥.

We denote the set of all diagnoses of a modelSD and an ob-
servationα asΩ(SD, α) and the number of all diagnoses as
|Ω(SD, α)|. Continuing our running example, consider an
observation vectorα1 = ¬a ∧ ¬b ∧ i ∧ o4. There are a total
of 256 possible assignments to all variables inCOMPS and
|Ω(SD, α1)| = 200. Example diagnoses areω1 = h1 ∧ h2 ∧
. . .∧h7∧¬h8 andω2 = ¬h1∧h2∧h3∧¬h4∧h5∧h6∧h7∧h8.
We will write sometimes a diagnosis in a set notation, spec-
ifying the set of negative literals only. Thusω2 would be
represented asD2 = {¬h1,¬h4}.

As it is typical for underconstrained models to have many
diagnoses (exponential to the number of components in the
worst case, as in the above, weak, example model), we will
impose (partial) ordering on the diagnoses and will consider
only diagnoses which satisfy some minimality criterion.

Definition 3 (Cardinality of a Diagnosis). The cardinality of
a diagnosis, denoted as|ω|, is defined as the number of nega-
tive literals inω.

According to Def. 3, we have|ω1| = 1 and|ω2| = 2. Next,
let us focus on the diagnoses of minimal cardinality.

Definition 4 (Minimal-Cardinality Diagnosis). A diagnosis
ω≤ is defined as Minimal-Cardinality (MC) if no diagnosis
ω̃≤ exists such that|ω̃≤| < |ω≤|.
Other authors use different minimality criteria such as subset-
minimality diagnoses, probability-minimal diagnoses, kernel
diagnoses (in a slightly different diagnostic framework),etc.
[de Kleeret al., 1992]. Our selection of minimality criterion
is such that it does not characterize all diagnoses but is often
seen in practice due to the prohibitive cost of computing a
characterizing set of diagnoses.

Consider an observation vectorα2 = ¬a∧¬b∧i∧¬o1∧o4.
There are6 MC diagnoses of cardinality2 consistent with
SD∧α2 and counting these MC diagnoses is a common prob-
lem in MBD.

Definition 5 (Number of Minimal-Cardinality Diagnoses).
The number of MC diagnoses of a systemDS given an

observationα over some variables inOBS is denoted as
|Ω≤(SD, α)|, whereΩ≤(SD, α) is the set of all MC diag-
noses ofSD ∧ α.
It is easy to compute the number of MC diagnosis for the
circuit in Fig. 1: |Ω≤(SD, α1)| = 1 and|Ω≤(SD, α2)| = 6.

4 Sequential Diagnosis
Typically, due to uncertainty in the model (e.g., ignoranceof
abnormal behavior) and in the observation vectors (partialob-
servability), there is more than one MC diagnosis. To reduce
this uncertainty and to pinpoint theexactcause of failure, di-
agnosticians often combine a sequence of diagnostic exper-
iments, where, whenever possible, appropriate input vectors
are supplied, generatingteststhat optimally reduce|Ω|. If this
process of successive application of MBD in time includes
dynamic reconfiguration of the system under test, then we
call the processactive testing.
Definition 6 (Diagnostic Sequence). Given a systemDS, a
diagnostic sequenceS is defined as ak-tuple of termsS =
〈α1, α2, . . . , αk〉, whereαi (1 ≤ i ≤ k) is an instantiation of
the variables inOBS.
The cost of a diagnostic sequence, denoted as|S|, is defined
as the number of terms inS (respectively the number of MBD
experiments performed by a diagnostician).

An important assumption throughout this paper is that the
health of the system under test does not change during the test
(i.e., intermittent faults are outside the scope of this study).
Assumption 1(Non-Intermittence). Given an systemDS, an
actual health state for its componentsω∗, and a diagnostic
sequenceS, we assume thatω∗ ∈ Ω(SD, αi) for 1 ≤ i ≤ |S|.
It is intuitive that for non-intermittent systems, the diagnos-
tician can combine the results from different application of
MBD to reduce the diagnostic uncertainty.
Lemma 1. Given a systemDS, a health state for its compo-
nentsω, and a diagnostic sequenceS, it follows that

ω ∈
|S|⋂

i=1

Ω(SD, αi)

Proof. The above statement follows immediately from the
non-intermittence assumption and Def. 2.

Obviously, Lemma 1 can be applied only in the cases in which
all diagnoses of a model and an observation are considered.
If we compute minimal-diagnoses in a weak-fault model, for
example (cf.[de Kleeret al., 1992]), the intersection operator
has to be redefined to handle subsumptions. The problem
with intersecting diagnostic sets worsens if we consider non-
characterizing sets of diagnoses (e.g., MC diagnoses or first
n diagnoses). To solve this issue we will provide our own
consistency-based intersection operator.
Definition 7 (Consistency-Based Intersection). Given a sys-
tem descriptionSD, an initial observationα, a (possibly non-
characterizing) set of diagnosesD of SD ∧ α, and a pos-
teriori observationα′, the intersection ofD with the diag-
noses ofSD ∧ α′, denoted asΩ∩(D, α′), is defined as the
setD′ (D′ ⊆ D) such that for eachω ∈ D′ it holds that
SD ∧ α′ ∧ ω 6|=⊥.
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The intersection operatorΩ∩(D, α) refines the set of prior
diagnosesD, leaving only diagnoses supported by both ob-
servations. It is straightforward to generalize the above defi-
nition to a diagnostic sequenceS.

Definition 8 (Remaining Minimal-Cardinality Diagnoses).
Given a diagnostic systemDS and a diagnostic sequence
S, the set of remaining diagnosesΩS is defined asΩS =
Ω∩(Ω∩(· · ·Ω∩(Ω≤(SD, α1), α2), · · · ), αk).
It is clear that if we consider the firstk terms of a sequenceS
(forming a subsequenceS′), the size of the set of remaining
diagnoses|ΩS′ | decreases monotonically when increasingk.

Note that we use|ΩS′ | instead of the more precise diagnos-
tic entropy as defined in[de Kleer and Williams, 1987] and
subsequent works. In particular, if all diagnoses of a model
and an observation are of minimal-cardinality and the failure
probability of each component is the same, then the gain in
the diagnostic entropy can be directly computed from|ΩS |.

5 An Active Testing Framework
Note that in our MBD use of sequential diagnosis, the obser-
vation terms are always determined by “nature”3. It is often
the case, though, that there are inputs (in MBD input and out-
puts are normally not distinguished and they are both consid-
ered as observables) which are not only measurable but also
modifiable. We will call these inputscontrolsand we will see
that computing values for these control variables can improve
the optimality of the diagnostic process.

5.1 Optimal Control
Extending the diagnostic system from Def. 1 and separating
the controllable from non-controllable observations gives us
the following definition:

Definition 9 (Active Testing System). An active testing sys-
tem ATS is defined as the4-tuple ATS = 〈SD, COMPS,
CTL, OBS〉, whereSD is a propositional theory over a set of
variablesV , COMPS ⊆ V , CTL ⊆ V , OBS ⊆ V , COMPS
is the set of assumables,CTL is the set of controls, andOBS
is the set of observables.

Furthermore, although this is not strictly necessary, whenever
convenient, we will be splitting the set of observablesOBS
into inputsIN and outputsOUT (OBS = IN ∪ OUT, IN ∩
OUT = ∅). Hence, from now on, the observables from
the preceding sections will be split into “modifiable” inputs
(or controls)CTL, “non-modifiable” inputsIN and outputs
OUT. For the assignments to the inputs, outputs, and controls
we will conventionally use (subscripted and superscripted
when necessary)α, β, andγ, respectively.

Note the distinction between observation terms and con-
trol terms. In a typical diagnostic scenario, the observation

3Note, that in our presentation “sequential diagnosis” is used in
the MBD context, which is slightly different from its original pre-
sentation, but still compatible. Normally, sequential diagnosis is
the art of finding optimal test sequences where typically allinputs
are controllable, and where “nature” is only in charge of computing
the outputs. In our case, by “nature” we understand the environ-
ment (consider the case in which the system description is embedded
within a copier that is paused).

terms (α1, α2, . . . , αk) are determined by “nature”, while the
control terms (γ1, γ2, . . . , γk) are set by the diagnostician.

Next, let us consider a diagnostic sequenceS whose terms
are split into controls and (non-modifiable) inputs (S =
〈α1 ∧ γ1, α2 ∧ γ2, . . . , αk ∧ γk〉). In such a sequenceS, a di-
agnostician would attempt to minimize the set of the remain-
ing diagnosesΩS by supplying “optimal”γi (1 ≤ i ≤ k)
terms. Ideally, there would be exactly one remaining diagno-
sisω∗ at the end of the sequence. In general, however, there
may be more, depending on the model and observability.
Problem 1 (Optimal Control Input). Given a systemATS,
and a sequenceS = 〈α1 ∧ γ1, α2, . . . , αk〉, whereαi (1 ≤
i ≤ k) are OBS assignments andγ1 is a CTL assign-
ment, compute a minimal sequence ofCTL assignments
γ2, . . . , γk, such that|ΩS | is minimized.
Problem 1 usesγ1 because our problem is different from se-
quential ATPG in the sense that we don’t compute tests for
specific target diagnosisω∗ (in which case there is no need
to have an initial controlγ and observationα). In the ac-
tive testing problem, the situation is different: we targetany
health state, so initial observation and control are required.

In this paper we will avoid making assumptions on the val-
ues of the observable termsα1, α2, . . . , αk. For experiment-
ing with active testing algorithms these can be computed from
random inputs and the propagation of the injected fault. There
is one special case, however, which is worth distinguishing:
α1 = α2 = · · · = αk (consider, e.g., a system under test
which supplies constant observation because it is stationary,
paused, pending an abort or reconfiguration, etc.).
Problem 2 (Optimal Control Input for a Persistent Input).
Given an active testing systemATS, and a sequenceS =
〈α ∧ γ1, α, . . . , α〉, where|S| = k, α is anOBS assignments
andγ1 is aCTL assignment, compute a minimal sequence of
CTL assignmentsγ2, . . . , γk, such that|ΩS | is minimized.
In practice, a diagnostician does not know what the next ob-
servation will be. Fully solving an active testing problem
would necessitate the conceptual generation of a tree with all
possible observations and associated control assignmentsin
order to choose the sequence that, on average, constitutes the
shortest (optimal) path over all possible assignments.

The sequential diagnosis problem studies optimal trees
when there is a cost associated with each test[Tu and Pat-
tipati, 2003]. When costs are equal, it can be shown that the
optimization problem reduces to a next best control problem
(assuming one uses information entropy). In this paper a di-
agnostician who is given a diagnostic sessionS and who tries
to compute thenextoptimal control assignment would try to
minimize the expected number of remaining diagnoses|ΩS |.
5.2 Expected Intersection Size
Clearly,|Ω∩| is the goal function to be minimized (apart from
k). Next, we will compute the expected number of diag-
noses for a set of observable variablesM (M ⊆ OBS).
Note that the initial observationα and the set of MC diag-
nosesD = Ω≤(SD, α) modify the probability density func-
tion (pdf) of subsequent outputs4 (observations), i.e., a sub-

4In MBD there is no problem not discerning outputs from ob-
servables, “assigning values” to outputs, etc. We leave it to the read-
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sequent observationα′ changes its a priori likelihood. The
(non-normalized) a posteriori probability of an observation
α′, given an MC operator and an initial observationα is:

Pr(α′|SD, α) =
|Ω∩(Ω≤(SD, α), α′)|
|Ω≤(SD, α)| (1)

The above formula comes by quantifying how a given a priori
set of diagnoses restricts the possible outputs (i.e., we take as
probability the ratio of the number of remaining diagnoses to
the number of initial diagnoses). Note that, in practice, there
are manyα for which Pr(α′|SD, α) = 0 because a certain
fault heavily restricts the possible outputs of a system (i.e.,
the set of the remaining diagnoses in the nominator is empty).

The expected number of remaining MC diagnoses for a
variable setM , given an initial diagnosisα, is then the
weighted average of the intersection sizes of all possible in-
stantiations over the variables inM (the weight is the proba-
bility of an output):

E≤(SD, M |α) =

∑

α′∈M∗
|Ω∩(D, α′)| · Pr(α′|SD, α)

∑

α′∈M∗

Pr(α′|SD, α)
(2)

whereD = Ω≤(SD, α) and M∗ is the set of all possible
assignment to the variables inM . Replacing (1) in (2) and
simplifying gives us the following definition:

Definition 10 (Expected Minimal-Cardinality Diagnoses In-
tersection Size). Given a systemATS and an initial obser-
vation α, the expected remaining number of MC diagnoses
E≤(SD, OBS|α) is defined as:

E≤(SD, OBS|α) =

∑

α′∈OBS∗
|Ω∩(Ω≤(SD, α), α′)|2

∑

α′∈OBS∗
|Ω∩(Ω≤(SD, α), α′)|

whereOBS∗ is the set of all possible assignment to all vari-
ables inOBS.

In what follows we will compute the expected number of
remaining MC diagnoses.

6 An Algorithm for Active Testing
In this section we will consider algorithms for solving the ac-
tive testing problem. We start with a description of a naı̈ve,
exact, table-based method. The memory and time require-
ments of this exact method are prohibitive, hence the bulk of
this section proposes a more efficient, randomized algorithm.

6.1 Prohibitive Complexity of Exhaustive Search
Consider our running example with an initial observation vec-
tor (and control assignment)α3 ∧ γ3 = a ∧ b ∧ i ∧ o1 ∧
¬o2 ∧ ¬o3 ∧ ¬o4, whereγ3 = i is chosen as the initial
control input. The four MC diagnoses ofSD ∧ α3 ∧ γ3 are
D3 = {¬h1,¬h3}, D4 = {¬h2,¬h5}, D5 = {¬h4,¬h5},
andD6 = {¬h5,¬h8}.
ers’ discretion to disambiguate these from the context.

An exhaustive algorithm would compute the expected
number of diagnoses for each of the2|CTL| next possible con-
trol assignments. In our running example we have one control
variablei and two possible control assignments (γ5 = i and
γ6 = ¬i). To compute the expected number of diagnoses,
for each possible control assignmentγ and for each possible
observation vectorα, we have to count the number of initial
diagnoses which are consistent withα ∧ γ.

Computing the intersection sizes for our running example
gives us Table 1. Note that, in order to save space, Table 1
contains rows for thoseα ∧ γ only, for which Pr(α ∧ γ) 6=
0, given the initial diagnosesD3 − D6 (and, as a result,
Ω∩(Ω≤(SD, α3 ∧ γ3), α ∧ γ) 6= 0). It is straightforward to
compute the expected number of diagnoses for any control
assignment with the help of this marginalization table. In or-
der to do this we have to (1) filter out those lines which are
consistent with the control assignmentγ and (2) compute the
sum and the sum of the squares of the intersection sizes (the
rightmost column of Table 1).

i a b o1 o2 o3 o4 Pr |Ω∩|
F F F F F F F 0.03125 1

F F F T F F F 0.0625 2
F F F T F F T 0.03125 1
F F T F F F F 0.03125 1
F F T T F F F 0.0625 2
F F T T F F T 0.03125 1
F T F F F F F 0.03125 1
F T F T F F F 0.0625 2
F T F T F F T 0.03125 1
F T T F F F F 0.03125 1
F T T T F F F 0.0625 2
F T T T F F T 0.03125 1

T F F F F F T 0.0625 2
T F F F F T F 0.03125 1
T F F F T F F 0.03125 1
T F T F T F F 0.03125 1
T F T T F F F 0.03125 1
T F T T F T T 0.0625 2
T T F F F T F 0.03125 1
T T F T F F F 0.03125 1
T T F T T F T 0.0625 2
T T T T F F F 0.125 4

Table 1: Marginalization table forSD andα3

To computeE(SD, OBS|α3 ∧ ¬i), for example, we have to
find the sum and the sum of the squares of the intersection
sizes of all rows in Table 1 for which columni is F. It can
be checked thatE(SD, OBS|α3,¬i) = 24/16 = 1.5. Sim-
ilarly, E(SD, OBS|α3 ∧ i) = 34/16 = 2.125. Hence an
optimal diagnostician would consider a second measurement
with control settingγ = i.

The obvious problem with the above brute-force approach
is that the size of the marginalization table is, in the worst-
case, exponential in|OBS|. Although many of the rows in
the marginalization table can be skipped as the intersections
are empty (there are no consistent prior diagnoses with the re-
spective observation vector and control assignment), the con-
struction of this table is computationally so demanding that
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we will consider an approximation algorithm (to construct
Table 1 for our tiny example, the exhaustive approach had
to perform a total of512 consistency checks).

6.2 Approximation of the Expectation
Our algorithm for active testing consists of (1) a randomized
algorithm for approximating the expected number of remain-
ing diagnoses and (2) a greedy algorithm for searching the
space of control assignments. We continue our discussion
with approximating the expectation.

The key insight which allows us to build a faster method
for computing the expected number of remaining diagnoses
is that the prior observation (and respectively a set of MC di-
agnoses) shifts the probability of the outputs. Hence, an algo-
rithm which samples the possible input assignments (it is safe
to assume that inputs are equally likely) and counts the num-
ber ofdifferentobservations given the set of prior diagnoses
would produce a good approximation.

Algorithm 1 Approximate expectation
1: function EXPECTATION(ATS, γ, D) returns a real

inputs: ATS, active testing system
γ, term, system configuration
D, set of diagnoses, prior diagnoses

local variables: α, β, ω, terms
s, q, integers, initially0
S, a set of terms, samples
Ê, a real, expectation

2: S ← ∅
3: repeat
4: α← RANDOM INPUTS(SD, IN)
5: for all ω ∈ D do
6: β ← INFEROUTPUTS(SD, OUT, α ∧ γ, ω)
7: if α ∧ β 6∈ S then
8: S ← S ∪ {α ∧ β}
9: s← s + |Ω∩(D, α ∧ β ∧ γ)|

10: q ← q + |Ω∩(D, α ∧ β ∧ γ)|2
11: Ê ← q/s
12: end if
13: end for
14: until TERMINATE(Ê)
15: return Ê
16: end function

Algorithm 1 uses a couple of auxiliary functions: RANDOM-
INPUTSassigns random values to all inputs and INFEROUT-
PUTS computes all outputs from the system model, all in-
puts and a diagnosis5. The computation of the intersection
size|Ω∩(D, α ∧ β ∧ γ)| can be implemented in a straightfor-
ward manner. It is enough to count thoseω ∈ D for which
SD ∧ α ∧ β ∧ γ ∧ ω 6|=⊥.

It can be seen that the value of the expected number of di-
agnoseŝE approaches the exact valueE when increasing the

5This is not always possible in the general case. In our frame-
work, we have a number of assumptions, i.e., a weak-fault model,
well-formed circuit, etc. The complexity of INFEROUTPUT varies
on the framework and the assumptions.

number of samples|S|. In particular,Ê is the exact number
of the expected number of diagnoses when all possible input
values are considered (in the latter case Alg. 1 simply builds
the marginalization table for a given control assignmentγ).
Figure 2 shows two examples of̂E approachingE for two
bigger models (cf. Sec. 7).
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Figure 2: Example approximations of the expectancy

The algorithm terminates when a suitable termination crite-
rion (checked by the TERMINATE function) is satisfied. In our
implementation TERMINATE returns success when the lastn

iterations (wheren is a small constant) leavêE unchanged.

6.3 Greedy Control Setting Algorithm

In addition to the approximation for the expectation of the
number of diagnoses, we need a faster method for search-
ing the space of possible control assignments (the brute-force
approach considers2|CTL| control assignments). We will as-
sume that the control literals are independent, flip them oneat
a time, and accept the new control assignment if it decreases
the expected number of remaining MC diagnoses. The ap-
proach is shown in Alg. 2, which computes a control assign-
ment for a given active testing system and a prior observation.

Algorithm 2 Optimal next control input
1: function CONTROL(ATS, α) returns a control term

inputs: ATS, active testing system
α, term, initial observation

local variables: γ, γ′, terms, control configurations
E, E′, reals, expectations
D, set of terms, diagnoses
l, literal, control literal

2: D ← Ω≤(SD, α)
3: E ← EXPECTATION(ATS, γ, D)
4: for all l ∈ γ do
5: γ′ ← FLIPL ITERAL(γ, l)
6: E′ ← EXPECTATION(ATS, γ′, D)
7: if E′ < E then
8: γ ← γ′

9: E ← E′

10: end if
11: end for
12: return γ
13: end function
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The above algorithm computes a control assignment mini-
mizing the expected intersection size, given an active testing
system and an initial observation (and control assignment).
The set of initial diagnoses is computed from the initial ob-
servation in line2. In line 5, Alg. 2 “flips” the next literal in
the current control assignment. The auxiliary FLIPL ITERAL
subroutine simply changes the sign of a specified literal in a
term. After each “flip” the expected intersection size is com-
puted with a call to EXPECTATION (cf. Alg. 1). If the new ex-
pected intersection size is smaller than the current one, then
the proposed control assignment is accepted as the current
control assignment and the search continues from there.

The advantage of the greedy approach is that the number of
computations of expected number of diagnoses is linear of the
number of literals in the control assignment. This is done at
the price of some optimality (i.e., the effect of combinations
of controls is neglected). It is straightforward to turn Alg. 2
into a full heuristic search.

7 Experimental Results
Next we discuss an implementation of FRACTAL.

7.1 Experimental Framework for Active Testing
We have implemented a FRACTAL experimental frame-
work. The idea is to (1) inject a random fault and then to
(2) simulate a manifestation of this fault. Given this initial
manifestation we invoke the active testing algorithm for (3)
computing an optimal next control setting. After a control
setting is generated, the simulator generates (4) another man-
ifestation of the same fault. This allows FRACTAL to (5)
refine the set of diagnoses by intersecting them (cf. Def. 7).
Steps 3, 4, and 5 are repeated until some termination criterion
is satisfied (e.g., the set of diagnoses remains a singleton6).
Algorithm 3 uses the same auxiliary functions RANDOM IN-
PUTS and INFEROUTPUTS as in Sec. 6.2. The subroutine
RANDOMCONTROLS is similar to RANDOM INPUTS except
that it generates assignments to the variables inCTL instead
of the ones inOBS. Similarly, RANDOMFAULT generates a
random assignment to the assumable variables inCOMPS.

Algorithm 3 maintains a set of remaining diagnoses inD
which are iteratively refined in line 12. The algorithm ter-
minates when a suitable termination criterion (checked by
the TERMINATE function) is satisfied. In our implementation
TERMINATE returns success when there is only one remain-
ing diagnosis inD or when the lastn iterations (wheren is
a small constant) leave the size ofD unchanged. Note that
depending on the observability of the model (the contents of
OBS), it may never happen thatD is reduced to a single di-
agnosis.

7.2 Implementation Notes and Test Set Description
We have implemented FRACTAL in approximately1 500
lines of C code (excluding minimal-diagnosis code and con-
sistency checking) and it is a part of the LYDIA package.7

6In this case the remaining diagnosis must be the one injected
in the beginning of the process (ω∗), which verifies the design and
implementation of our algorithms.

7LYDIA is downloadable fromhttp://fdir.org/lydia/.

Algorithm 3 Active testing algorithm
1: function ACTIVETEST(ATS) returns a sequence

inputs: ATS, active testing system
local variables: ω, term, injected diagnosis

D, set of terms, diagnoses
αi, βi, γi, (1 ≤ i ≤ k), terms

2: ω ← RANDOMFAULT (ATS)
3: α0 ← RANDOM INPUTS(SD, IN)
4: γ0 ← RANDOMCONTROLS(SD, CTL)
5: β0 ← INFEROUTPUTS(SD, OUT, α0 ∧ γ0, ω)
6: D ← Ω≤(SD, α0 ∧ β0 ∧ γ0)
7: k ← 1
8: repeat
9: αk ← RANDOM INPUTS(SD, IN)

10: γk ← CONTROL(SD, αk−1 ∧ βk−1 ∧ γk−1)
11: βk ← INFEROUTPUTS(SD, OUT, αk ∧ γk, ω)
12: D ← Ω∩(D, αk ∧ βk ∧ γk)
13: k ← k + 1
14: until TERMINATE(D)
15: return 〈α1 ∧ β1 ∧ γ1, . . . , αk ∧ βk ∧ γk〉
16: end function

Traditionally, MBD algorithms have been tested on diag-
nostic models of digital circuits like the ones included in the
ISCAS85 benchmark suite[Brglez and Fujiwara, 1985]. As
models derived from theISCAS85 circuits are computation-
ally intensive (from a diagnostic perspective), we have also
considered four medium-sized circuits from the74XXX fam-
ily [Hansenet al., 1999].

Name Description |OBS| |COMPS| V C

74182 4-bit CLA 14 19 47 75

74L85 4-bit comparator 14 33 77 118
74283 4-bit adder 14 36 81 122
74181 4-bit ALU 22 65 144 228

c432 27-channel int. 43 160 356 514
c499 32-bit SEC 73 202 445 714
c880 8-bit ALU 86 383 826 1 112
c1355 32-bit SEC 73 546 1 133 1 610
c1908 16-bit SEC/DEC 58 880 1 793 2 378

Table 2: An overview of the74XXX/ISCAS85 circuits (V
denotes the total number of variables andC is the number of
clauses)

All time measurements in this paper are performed on a host
with 1.86 GHz Pentium M CPU and 2 Gb of RAM.

7.3 Performance and Optimality of Active Testing
In this experiment we compare the results of FRACTAL to a
setting where all inputs are non-modifiable and the initial ob-
servation is repeated at every step of the sequence (cf. Sec.5).
Obviously, in the latter case, the initial number of diagnoses
can not be reduced any further. The result is shown in the
second column of Table 3.

The third column of Table 3 shows the remaining number
of diagnoses after|S| steps (column4 of Table 3). Finally,
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Name Ω≤ Ω∩ |S| T [s]

74182 4 2 4 0.6

74L85 8 2 5 2.2
74283 5 3 4 1.5
74181 10 1 2 0.3

c432 10 1 2 20.6
c499 4 4 4 27.6
c880 39 8 4 443.6
c1355 5 4 4 104.1

Table 3: Comparison of number of diagnoses with persistent
α to active testing (|CTL| = |IN|)

the rightmost column of Table 3 gives the time (in seconds)
for computing the remaining number of diagnosesΩ∩.

The results show that we can achieve a25 − 90 % reduc-
tion in the number of diagnoses in1 − 8 steps. For these
experiments we have set the termination criterion of Alg. 3
to 3 iterations without changing the number of remaining di-
agnoses and the precision for Alg. 1 is0.25. The number of
samples for Alg. 1 is25.

7.4 Minimal Expected Intersection Size
In the experiment that follows we will experiment with com-
puting the expected number of minimal diagnoses with an
initial observation only (as opposed to a longer sequence of
observations and controls). The result (shown in Table 4)
gives an indication on the effect of the control variables on
the expected number of remaining diagnoses.

We have seeded our experiments with arbitrary double
faults (or single faults for circuits larger than c1355 for faster
initial MC computation). The number of initial MC di-
agnoses is shown in the second column of Table 4. Al-
though theISCAS85/74XXX benchmark is not designed for
active testing, we have “abused” it by changing a fraction
c = |CTL|/(|CTL|+ |IN|) of the inputs to controls.

Name |Ω≤| c = 0.25 c = 0.5 c = 0.75 c = 1

74182 4 3.26 2.36 2.25 2
74L85 8 4.41 4.29 3.63 3
74283 5 3.17 2.25 2.2 2.2
74181 10 6.09 5.28 5.18 3.8

c432 10 3.08 2.93 2.55 2.4

c499 4 4 4 4 4
c880 39 21.68 16.44 15.97 12.23
c1355 5 4.06 3.4 3.4 3.4

Table 4: Minimal expected entropŷE for varying controlla-
bility (c = |CTL|/(|CTL|+ |IN|))

The above experiment shows that a small number of controls
(c = 0.25) is sufficient for reducing the diagnostic uncer-
tainty.

8 Conclusion
We have described a framework and an algorithm for ac-
tive testing, called FRACTAL. The algorithm consists of a

sampling-based method for approximating the entropy and a
greedy method for searching the next optimal control setting.

We have implemented the algorithm and experimented on a
range of combinational benchmarks. Experiments show that
controlling a small fraction of the inputs can reduce the diag-
nostic uncertainty while minimizing the diagnostic cost.

We argue that active testing can be of broad practical sig-
nificance, as it can reduce diagnostic uncertainty in situations
in which MBD alone is not capable of determining exact
cause of failure.

As a future work we plan to bound the error of the ran-
domized algorithms and to perform more experiments on ad-
ditional set of models and observation vectors. We also plan
to study the problems complexity and to improve and assess
the performance of our implementations.
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Email: {matkr,roll,frisk}@isy.liu.se

Abstract

Detecting and isolating multiple faults is a com-
putationally intense task which typically consists
of computing a set of tests, and then computing
the diagnoses based on the test results. This pa-
per describes FlexDx, a reconfigurable diagnosis
framework which reduces the computational bur-
den by only running the tests that are currently
needed. The method selects tests such that the
isolation performance of the diagnostic system is
maintained. Special attention is given to the practi-
cal issues introduced by a reconfigurable diagnosis
framework such as FlexDx. For example, tests are
added and removed dynamically, tests are partially
performed on historic data, and synchronous and
asynchronous processing are combined. To handle
these issues FlexDx uses DyKnow, a stream-based
knowledge processing middleware framework. The
approach is exemplified on a relatively small dy-
namical system, which still illustrates the computa-
tional gain with the proposed approach.1

1 Introduction
Detection and isolation of multiple faults in a dynamic pro-
cess is a computationally expensive task, and the cost in-
creases rapidly with the number of faults and the model com-
plexity. A real-time, model-based diagnosis system that su-
pervises a dynamic system with non-linear behavior often
consists of a set of precompiled diagnostic tests together with
a fault isolation module[3; 14]. The diagnostic tests are based
on a formal description of the process, often in the form of
differential or difference equations. For this type of system,
pre-compiled test is an attractive solution compared to e.g.
solutions based on propagating values like GDE.

The computational complexity of such a diagnosis system
mainly originates from two sources: complexity of the pro-
cess model and the number of behavioral modes that are con-
sidered. A high capability of distinguishing between faults,
especially when multiple faults are considered, requires a

1This work is partially supported by grants from the Swedish
Aeronautics Research Council (NFFP4-S4203) and the Swedish
Foundation for Strategic Research (SSF) Strategic Research Center
MOVIII.

large number of diagnostic tests[9]. Also, the more com-
plex the process model is, the more computationally intense
is the task of executing the diagnostic tests. In this paper we
develop a reconfiguration scheme to handle computational is-
sues while still being able to handle multiple faults. A related
approach is presented in[17] although the models and diag-
nosis techniques are different. Recently, works on on-line
reconfiguration of the diagnosis system have appeared. For a
related work, see e.g.[2], where Kalman-filters are reconfig-
ured based on diagnosis decisions.

The main idea of this work is to utilize the observation that
all tests are not needed at all times, which can be used to
reduce the overall computational burden. For example, when
starting a fault free system, there is no need to run tests that
are designed with the sole purpose of distinguishing between
faults. In such a case, only tests that are able to detect faults
are needed, which may be significantly fewer compared to the
complete set of tests. When a test triggers an alarm and a fault
is detected, appropriate tests are started to make it possible
to compute a refined diagnosis decision. Such an approach
requires a flexible and reconfigurable framework where tests
can be added and removed on-line in a controlled fashion, and
also be run on historical data.

The objective of this paper is to illustrate how such a dy-
namic approach to diagnosis can be designed and imple-
mented using linear dynamical process models. In particu-
lar, the implementation issues introduced by a reconfigurable
diagnosis framework are discussed and a solution using Dy-
Know [7; 8], a stream-based knowledge processing middle-
ware framework, is described. It will also be shown how such
an approach requires controlled ways of initializing the dy-
namic diagnostic tests, and how to select the new tests to be
started when a set of diagnostic tests has generated an alarm.

The reconfigurable diagnosis framework proposed in this
paper, named FlexDx, is introduced in Section 2, and the
theoretical diagnosis background needed is presented in Sec-
tion 3. Methods how to determine, in a specific situation,
which tests should be started next are treated in Section 4. A
proper initialization procedure for dynamic tests is described
in Section 5. The complete approach is exemplified on a small
dynamic system in Section 6, which, in spite of the relatively
small size of the example, clearly illustrates the complexity of
the problem and the possible computational gain with the pro-
posed approach. The software framework which facilitates
the implementation of FlexDx, DyKnow, is briefly described
in Section 7, and finally a summary is given in Section 8.
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2 FlexDx: A Reconfigurable Diagnosis
Framework

As mentioned in the introduction, a framework like FlexDx
must be capable of adding and removing tests dynamically
while refining the set of diagnoses. This is done in an iterative
manner by the following procedure:

1. Initiate the set of diagnoses.

2. Based on the set of diagnoses, compute the set of tests
to be performed.

3. Compute the initial state of the selected tests.

4. Run the tests until an alarm is triggered.

5. Compute the current set of diagnoses based on the test
results, then go to step 2.

When dealing with multiple fault diagnosis, it has been
shown useful to represent all diagnoses with the minimal di-
agnoses[5]. This representation will also be used here. When
FlexDx is started, there are no conflicts and the only mini-
mal diagnosis is the no-fault mode NF, i.e. the set of min-
imal diagnosesD is set to{NF} in step 1. Step 2 uses a
function that given a set of diagnosesD returns the set of
testsT to be performed to monitor whether a fault has oc-
curred or to further explore the possible diagnoses. Step 3
initiates each of the tests inT . A test includes a residual gen-
erator given in state-space form. This means that the start-
up of such a residual generator involves the estimation of
its initial condition. In step 4, the tests are performed until
at least one triggers an alarm and a test result is generated
in the form of a set of conflicts[4; 16]. Step 5 computes
the new set of diagnosesD, given the previous set of diag-
noses and the generated set of conflicts. This step can be per-
formed by algorithms handling multiple fault diagnoses[4;
11].

Step 4 and 5 are standard steps used in diagnosis systems
and will not be described in further detail. Step 2 and 3 are
new steps, needed for dynamically changing the test setT ,
the details are given in Section 4 and 5 respectively.

To implement an instance of the FlexDx framework, a
number of issues have to be managed besides implement-
ing the algorithms and integrating them to a system. When
a potential fault is detected, FlexDx computes the last known
fault free timetf and the new set of residual generators to
be started at timetf . To implement this, three issues have to
be solved. First, the FlexDx instance must be reconfigured to
replace the set of residual generators and their monitors. Sec-
ond, the computation of the residuals must begin at timetf
which will be in the past. Third, at the same time as FlexDx
is computing residuals and performing tests on the historic
data, system observations will keep coming at their normal
rate. How these issues are solved is described in Section 7.

3 Theoretical Background
The diagnosis systems considered in this paper consist of a
set of tests. Each test consists of a residualr(t) that is thresh-
olded such that it triggers an alarm if|r(t)| > 1. Note that
the threshold can be set to one without of loss of generality.It
is assumed that the residuals are normalized such that a given
false alarm probabilitypFA is obtained, i.e.

P (|r(t)| > 1|NF) = pFA (1)

The residuals are designed using a model of the process to be
diagnosed.

3.1 The Model
The model class considered here is linear differential-
algebraic models. It is worth noting that even if the presen-
tation here in the paper relies on results for linear systems,
the basic idea is equally applicable also to non-linear model
descriptions.

There are several ways to formulate differential-algebraic
models. Here, a polynomial approach is adopted, but any
model description is possible, e.g. standard state-space or de-
scriptor models. The model is given by the expression

H(q)x + L(q)w + F (q)f = V (q)v (2)

where x(t) ∈ Rmx , w(t) ∈ Rmw , f(t) ∈ Rmf , and
v(t) ∈ Rmv . The matricesH(q), L(q), F (q), andV (q) are
polynomial matrices in the time-shift operatorq. The vectorx
contains all unknown signals, which include internal system
states and unknown inputs. The vectorw contains all known
signals such as control signals and measured signals, the vec-
tor f contains the fault-signals, and the vectorv is white, pos-
sibly multidimensional, zero mean, unit covariance Gaussian
distributed noise.

To guarantee that the model is well formed, it is assumed
that the polynomial matrix[H(z) L(z)] has full column rank
for somez ∈ C. This assumption assures that for any noise
realizationv(t) and any fault signalf(t) there exists a solu-
tion to the model equations (2).

3.2 Residual Generation
Residuals are used both to detect and isolate faults. This task
can be formulated in a hypothesis testing setting. For this,let
fi denote both the fault signal and the corresponding behav-
ioral mode of a single fault. LetF be the set of faults.

A pair of hypotheses associated with a residual can then be
stated as

H0 : fi = 0 for all fi ∈ F0

H1 : fi 6= 0 for somefi ∈ F0

whereF0 ⊆ F is the set of faults the residual is designed
to detect. This means that the residual is not supposed to
detect all faults, only the faults inF0. By generating a set of
such residuals, each sensitive to different subsetsF0 of faults,
fault isolation is possible. This isolation procedure is briefly
described in Section 3.3.

In the literature there exists several different ways to for-
mally introduce residuals. In this paper an adapted versionof
the innovation filter defined in[10] is used. For this, it will
be convenient to consider the nominal model under a specific
hypothesis. The nominal model under hypothesisH0 above
is given by (2) withV (q) = 0 andfi = 0 for all fi ∈ F0.
With this notion, a nominal residual generator is a linear time-
invariant filterr = R(q)w where for all observationsw, con-
sistent with the nominal model (2) under hypothesisH0, it
holds thatlimt→∞ r(t) = 0.

Now, consider again the stochastic model (2) where it is
clear that a residual generated with a nominal residual gen-
erator will be subject to a noise component from the process
noisev. A nominal residual generator underH0 is then said
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to be a residual generator for the stochastic model (2) if the
noise component in the residualr is white Gaussian noise.

It can be shown[6] that all residual generatorsR(q), as
defined above, for the stochastic model (2) can be written as

R(q) = Q(q)L(q)

where the matrix operatorQ(q) satisfies the condition
Q(q)H(q) = 0. This means that the residual is computed
by r = Q(q)L(q)w and it is immediate that the internal form
of the residual is given by

r = Q(q)L(q)w = −Q(q)F (q)f + Q(q)V (q)v (3)

Thus, the fault sensitivity is given by

r = −Q(q)F (q)f (4)

and the statistical properties of the residual underH0 by

r = Q(q)V (q)v (5)

A complete design procedure is given in e.g.[10] for state-
space models and in[6] for models on the form (2). The
objective here is not to describe a full design procedure, but it
is worth mentioning that a design algorithm can be made fully
automatic, that the main computational steps involve a null-
space computation and a spectral factorization, and that the
resulting residual generator is a basic dynamic linear filter.

3.3 Computing the Diagnoses
The fault sensitivity of the residualr in (3) is given by (4).
Here,r is sensitive to the faults with non-zero transfer func-
tions. LetC be the set of faults that a residualr is sensitive to.
Then, if residualr triggers an alarm, at least one of the faults
in C must have occurred and the conflict[16] C is generated.

Now we can relate the test results to a diagnosis. Let
a setb ⊆ F represent a system behavioral mode with the
meaning thatfi 6= 0 for all fi ∈ b ⊆ F and fj = 0
for all fj /∈ b. In short, see[16] for details, the behav-
ioral modeb is then a diagnosis if it can explain all gener-
ated conflicts, i.e. ifb has a non-empty intersection with each
generated conflict. Algorithms to compute all minimal di-
agnoses for a given set of conflicts, which is equivalent to
the so called hitting set problem, can be found in e.g.[4;
16]. The following example illustrates the main principle.

Example 1 Let anX in position(i, j) in the table below in-
dicate that residualri is sensitive to faultfj

f1 f2 f3

r1 X X
r2 X X
r3 X X

If residualsr1 and r2 trigger alarms, then conflictsC1 =
{f2, f3} andC2 = {f1, f3} are generated. ForC1 this means
that bothf2 andf3 can not be0. Thus, for a set of faults to
be a diagnosis it must then explain both these conflicts. It is
straightforward to verify that the minimal diagnoses in this
case areb1 = {f3} andb2 = {f1, f2}. ⋄

4 Test Selection
This section describes step 2 in the FlexDx procedure given
in Section 2, i.e. how the set of testsT is selected given a set

D of minimal diagnoses. There are many possible ways how
this can be done. The method that will be described here is
based on the deterministic properties of (2) only and relieson
basic principles in consistency-based diagnosis.

A fundamental task in consistency-based diagnosis is to
compute the set of consistent modes[4] given a model, a set
of possible behavioral modes, and observations. The design
goal of the test selection algorithm will be to perform tests
such that the set of consistent modes is equal to the set of
diagnoses computed by the diagnosis system.

4.1 Consistent Behavioral Modes
The deterministic behavior in a behavioral modeb is de-
scribed by (2) whenv = 0 andfj = 0 for all fj /∈ b, and the
set of observations consistent withb is consequently given by

O(b) = {w|∃x∃f (∀j : fj /∈ b → fj = 0)∧
H(q)x + L(q)w + F (q)f = 0} (6)

This means that a modeb is consistent with the determin-
istic part of model (2) and an observationw if w ∈ O(b).
Hence, to achieve the goal the set of diagnoses should, given
an observationw, be equal to{b ∈ B|w ∈ O(b)} where
B denotes the set of all behavioral modes. As mentioned in
Section 2, we will use minimal diagnoses to represent all di-
agnoses. This is possible since (6) implies thatO(b′) ⊆ O(b)
if b′ ⊆ b. Hence, ifb′ is consistent it follows thatb is con-
sistent and therefore it is sufficient to check if the minimal
consistent modes remain consistent when new observations
are processed.

4.2 Tests for Checking Model Consistency
Next, we will describe how tests can be used to detect ifw /∈
O(b). Let T be the set of all available tests and letri =
Qi(q)L(q)w be the residual corresponding to testti.

A residual generator checks the consistency of a part of the
complete model. To determine which part, only the determin-
istic model needs to be considered. It can be shown[12] that
residualri checks the consistency ofξi(q)w = 0 whereξi(q)
is a polynomial in the time-shift operatorq. By defining the
set of consistent observations for tests in a similar way as for
models, we define

O(ti) = {w|ξi(q)w = 0} (7)

Now, we can characterize all test setsT that are capable
of detecting any inconsistency between an observationw and
the assumption thatw ∈ O(b). For this purpose, only teststi
with the property thatO(b) ⊆ O(ti) can be used. For such a
test, an alarm implies thatw /∈ O(ti) which further implies
that w /∈ O(b). This means that a test setT is capable of
detecting any inconsistency ofw ∈ O(b) if and only if

O(b) =
⋂

∀t∈{ti∈T |O(b)⊆O(ti)}
O(t) (8)

A trivial solution to (8) isT = {t} whereO(t) = O(b).

4.3 The Set of All Available Tests
If T is not capable of checking the consistency ofb, then no
subset of tests will be capable of doing this either. Hence,
this approach sets requirements on the entire set of testsT . If
such set of tests is difficult to obtain for a particular model,
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any set of tests will do. By applying the approach to a model
consisting of the considered set of tests, a diagnosis system
with the same diagnosis capability as the considered set of
tests will be the result. In this paper, we will use two different
types of test setsT fulfilling (8) for all modesb ∈ B. These
are introduced by the following example.

Example 2 Consider the model

x1(t + 1) = αx1(t) + w1(t) + f1(t)
x2(t) = x1(t) + f2(t)
w2(t) = x1(t) + f3(t)
w3(t) = x2(t) + f4(t)

(9)

wherexi are unknowns,wi known variables,α a known pa-
rameter, andfi the faults. There are24 modes and the set of
observations consistent with each mode is

O(∅) = {w|
[
w1(t) + αw2(t)− w2(t + 1)

−w2(t) + w3(t)

]
= 0}

O({f1}) = {w| − w2(t) + w3(t) = 0}
O({f2}) = O({f4}) = O({f2, f4}) =

= {w|w1(t) + αw2(t)− w2(t + 1) = 0}
O({f3}) = {w|w1(t) + αw3(t)− w3(t + 1) = 0}

The behavioral models for the 10 remaining modesb do not
contain any redundancy and the observations are therefore
not restricted, i.e.O(b) = R3. In contrast to (6), the sets of
consistent observations are here expressed in the same form
as for tests, that is with linear differential equations in the
known variables only. Any set described as in (6) can be writ-
ten in this form[15]. ⋄

The first type of test setT1 will be to design one test
for each distinct behavioral model containing redundancy,
i.e., for the exampleT1 consists of four teststi such that
O(t1) = O(∅), O(t2) = O({f1}), O(t3) = O({f2}), and
O(t4) = O({f3}). To check the consistency ofw ∈ O(∅),
two linear residuals are needed, which is the degree of redun-
dancy of a model. These two residuals can be combined in a
positive definite quadratic form to obtain a scalar test quan-
tity. When stochastic properties are considered, the quadratic
form is chosen such that the test quantity conforms to aχ2-
distribution.

Tests for models with a high degree of redundancy can be
complex, and the second type of test setT2 includes only the
tests for the behavioral models with degree of redundancy 1.
For the example,T2 = {t2, t3, t4} and by noting thatO(∅) =
O(ti) ∩ O(tj) for any i 6= j wherei, j ∈ {2, 3, 4}, any two
tests can be used to check the consistency ofw ∈ O(∅). In [9]
it has been shown under some general conditions thatT2 ful-
fills (8) for all modesb ∈ B.

4.4 Test Selection Methods
We will exemplify methods that given a set of minimal diag-
nosesD select a test setT ⊆ T such that (8) is fulfilled for
all b ∈ D. An optional requirement that might be desirable
is to select such a test setT with minimum cardinality. The
reason for not requiring minimum cardinality is that the com-
putational complexity of computing a minimum cardinality
solution is generally much higher than to find any solution.

A straightforward method is to use the first type of tests and
not require minimum cardinality solutions. Since this typeof

test set includes a trivial testO(ti) = O(b) for all modesb
with model redundancy, it follows that a strategy is to start
the tests corresponding to the minimal diagnoses inD.

Example 3 Consider Example 2 and assume that the set of
minimal diagnoses isD = {∅}. Then it is sufficient to per-
form testt1, i.e. T = {t1}. If the set of minimal diagnoses
are D = {{f2}, {f3}, {f4}}, then t3 is used to check the
consistency of both{f2} and {f4} and the total set of tests
is T = {t3, t4}. For this example, this strategy produces the
minimum cardinality solutions, but this is not true in general.

A second method is to use the second type of tests and for
example require a minimum cardinality solution. The dis-
cussion of the method will be given in Section 6 where this
method has been applied to a larger example.

5 Initialization
When a new test selection has been made, new tests have to be
initialized. Since information about faults sometimes areonly
visible in the residuals for a short time-period after a fault
occurrence, we would like a new test to start running before
the currently considered fault occurred; otherwise valuable
information would be missed. It is also important that the
state of the new test gets properly initialized, such that the
fault sensitivity is appropriate already from the start, and the
residuals can deliver test results immediately. Therefore, the
initialization following a new test selection consists of:

1. Estimate the time of the fault from the alarming test(s).

2. Estimate the initial condition for each new test.

Both these steps require the use of historical data, which
therefore have to be stored. The fault time estimation will
use the historical residuals from the triggered test, whilethe
initial condition estimation uses the measured data from the
process before the fault occurred.

5.1 Estimating the Fault Time
There are many possibilities to estimate the fault time. Seefor
example[13; 1] for standard approaches based on likelihood
ratios. Here, a window-based test has been chosen. It should
be noted, however, that for the given framework, what is im-
portant is not really to find the exact fault time, but rather to
find a time-point before the fault has occurred. The estimated
time-point will be denoted bytf .

Given a number of residuals from an alarming test,
r(1), . . . , r(k), let us compute the sum of the squared residu-
als over a sliding window, i.e.,

S(t) =
1
σ2

ℓ∑

j=1

r2(t + j), t = 0, . . . , k − ℓ (10)

If the residual generator is designed such that, under the null
hypothesis that no fault has occurred,(r(j))k

j=1 are white
and Gaussian with varianceσ2, thenS(t) ∼ χ2(ℓ) in the
fault free case. Hence,S(t) can be used to test whether this
null hypothesis has been rejected at different time-points, by
a simpleχ2-test. Since it is preferable to get an estimated
time-point that occurs before the actual fault time, ratherthan
after, the threshold of theχ2-test should be chosen such that
the null hypothesis is fairly easily rejected. The estimatetf is
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then set to the time-point of the last non-rejected test. Also,
in order not to risk a too late estimate, the time-point at the
beginning of the sliding window is used.

5.2 Estimating the Initial Condition
Having foundtf , the next step is to initialize the state of the
new residual generator. The method used here considers a
time-window of samples ofw(tf − k), . . . , w(tf ) as input to
find a good initial statex(tf ) of the filter at the last time point
of the window.

Consider the following residual generator:

x(t + 1) = Ax(t) + Bw(t) (11)

r(t) = Cx(t) + Dw(t) (12)

Assume thatw(t) = w0(t)+Nv(t) wherew0(t) is the noise-
free data (inputs and outputs) from the process model and
v(t) is Gaussian noise. In fault free operation, there is a state
sequencex0(t), such that the outputr(t) = 0 if v(t) = 0,

x0(t + 1) = Ax0(t) + Bw0(t) (13)

0 = Cx0(t) + Dw0(t) (14)

Given w(t), t = tf − k, . . . , tf , we would like to estimate
x0(tf ). This will be done by first estimatingx0(tf − k).

From (13) andw(t) = w0(t) + Nv(t) we get

0 = Rxx0(tf − k) + RwW0

⇔ Rxx0(tf − k) + RwW = RwDV V (15)

where

Rx =




C
CA

...
CAk


 Rw =




D 0 0 . . .
CB D 0 . . .

CAB CB D . . .
. . .

CAk−1B . . . D




W =




w(tf − k)
...

w(tf )


 W0 =



w0(tf − k)

...
w0(tf )




V =




v(tf − k)
...

v(tf )


 DV =




N 0 . . . 0
0 N . . . 0
...

...
. . .

...
0 0 . . . N




Assuming that the distribution ofV is known, say,
V ∼ N(0, ΣV ), (15) means thatRxx0(tf − k) + RwW
is a zero-mean stochastic vector with covariance matrix
RwDV ΣV DT

V RT
W . Note that the expression above cor-

responds to the actual residuals obtained when starting in
x0(tf −k). Due to the design of the residual generator giving
white residuals, this means thatRwDV ΣV DT

V RT
w ≈ σ2I.

Hence, a reasonable estimate ofx0(tf − k) is given by the
regular least-squares estimate,

x̂0(tf − k) = −(RT
x Rx)−1RT

x RwW (16)

From this,x̂0(tf ) can be computed as

x̂0(tf ) = Akx̂0(tf − k)+[
Ak−1B Ak−2B . . . AB B 0

]
W

u

J2

θ2

Ms

θ1

J1

Figure 1: Illustration of the example process; a DC-servo
connected to an inertia with a spring.

The choice ofk is made in advance, based on the computed
variance of the initial residuals given̂x0(tf ). The largerk is,
the closer this variance comes to the stationary case. Hence, k
can be chosen via a trade-off between the minimizing the ad-
ditional overhead that the above computations represent, and
minimizing the maximum probability of false alarms during
the initial time steps.

6 Example
To illustrate the FlexDx framework, let us consider the simu-
lated example system shown in Figure 1, where a DC-servo is
connected to a flywheel through a rotational (damped) spring.
The system dynamics can be described by:

J1θ̈1(t) = ku(t)− α1θ̇1(t)−Ms(t)

Ms(t) = α2(θ1(t)− θ2(t)) + α3(θ̇1(t)− θ̇2(t))

J2θ̈2(t) = −α4θ̇2(t) + Ms(t)

whereu(t) is an input signal controlling the torque from the
motor (with a scaling coefficientk = 1.1), θ1(t) andθ2(t) are
the angles of the motor axis and the flywheel, respectively,
andMs(t) is the torque of the spring. The moments of inertia
in the motor isJ1 = 1 and for the flywheelJ2 = 0.5. The pa-
rametersα1 = 1 andα4 = 0.1 determine the viscous friction
at the motor and flywheel respectively, whileα2 = 0.05 is the
spring constant andα3 = 0.1 the viscous damping coefficient
of the spring.

As outputs, the motor axis angle and velocity, and the angle
of the flywheel are measured. We will design the diagnosis
system for six possible single faultsf1(t), . . . , f6(t); one for
each equation. The augmented system model becomes

J1θ̈1(t) = k(u(t) + f1(t))− α1θ̇1(t)−Ms(t)

Ms(t) = α2(θ1(t)− θ2(t)) + α3(θ̇1(t)− θ̇2(t)) + f2(t)

J2θ̈2(t) = −α4θ̇2(t) + Ms(t) + f3(t)
y1(t) = θ1(t) + f4(t) + v1(t)

y2(t) = θ̇1(t) + f5(t) + v2(t)
y3(t) = θ2(t) + f6(t) + v3(t)

Here,vi(t), for i = 1, 2, 3, are measurement noise terms.
Since the diagnosis framework will work on sampled data,

the model is discretized before designing the tests, using a
zero-order hold assumption. The noise is implemented as
i.i.d. Gaussian noise with variance10−3. By using the sec-
ond type of tests described in Section 4.3 for the discretized
system, a set of 13 tests were needed and their fault sensitivity
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Table 1: The fault sensitivity of the residuals.

f1 f2 f3 f4 f5 f6

r1 X X X
r2 X X X X
r3 X X X X
r4 X X X X
r5 X X X X
r6 X X X X
r7 X X X X
r8 X X X X
r9 X X X X
r10 X X X X
r11 X X X X
r12 X X X X
r13 X X X X

is shown in Table 1. These tests will in the following simu-
lations be combined with the second test selection method
described in Section 4.4.

6.1 Test Reconfiguration
To show how the diagnosis system is reconfigured during a
fault transient, we will describe what happens when the fault
f1 occurs att = 100 in a simulated scenario. The course of
events is described in Table 2.

Each row in the table gives the most important properties
of one iteration in the FlexDx procedure given in Section 2.
In one such iteration, the set of active tests are executed on
observations collected from timetf to ta. The column mini-
mal diagnoses shows a simplified representation of the mini-
mal diagnoses during the corresponding phase. Each iteration
ends when one or several of the active tests trigger an alarm,
these are shown in bold type.

Let us take a closer look at the steps of the FlexDx pro-
cedure. Step 1 initiates the set of minimal diagnoses to
D = {NF}, which is shown in row 1. The degree of redun-
dancy of the behavioral model for NF is 3, and therefore 3
tests are needed to check ifw ∈ O(NF) is consistent. Step 2
computes the first, in lexicographical ordering, minimum car-
dinality solution to (8), which is the test setT = {1, 2, 5}
given in row 1. Step 3 initiates the testsT and test 5 triggers
an alarm at timeta = 102.6. From the fault sensitivity of
residualr5 given in Table 1,C = {f1, f3, f5, f6} becomes a
conflict which is the output of step 4. The new set of minimal
diagnoses, computed in step 5, are shown in the second row.
Returning to step 2, the degree of redundancy for each of the
behavioral models corresponding to minimal diagnoses are2,
and therefore at least two tests are needed to check the con-
sistency of each of them. The minimum cardinality test set
computed in step 2 isT = {1, 3, 10, 13}. This set is shown
in row 2. Tests 1 and 3 check the consistency of{f1}, 1 and
10 the consistency of{f3}, 3 and 13 the consistency of{f5},
and 10 and 13 the consistency of{f6}. In step 3, the last
fault free time is estimated totf = 98.9 by using the alarm-
ing residualr5. The initial states of the residuals used in the
testsT are estimated using observations sampled in a time in-
terval ending attf . Proceeding in this way, FlexDx finds in
row 4 that{f1} is the only consistent single fault and then the
multiple fault diagnoses are further refined.
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Figure 2: Residuals computed by FlexDx.

Table 2: Diagnosis events

tf ta Minimal Diagnoses Active Tests
1 0 102.6 NF 1, 2,5
2 98.9 102.7 1, 3, 5, 6 1, 3, 10,13
3 98.9 102.2 1, 3, 25, 26, 45, 46 1, 2, 6, 7,8, 11,12
4 98.9 102.3 1, 23, 25, 26, 35, 36, 45 1, 2,6, 7, 9, 10, 11
5 98.9 102.6 1, 23, 26, 35, 36, 45 1, 2, 7,9, 10, 11
6 98.9 105.2 1, 23, 26, 36, 45 1, 2, 7, 10,11
7 100.6 − 1, 23, 26, 36, 245, 345, 456 1, 2, 7, 10

6.2 Reduction of the Computational Burden
In a simulated scenario, the system is started in the fault-free
mode. Att = 100, f1 is set to0.2, and att = 200, f5 is set
to 0.1. The residuals computed by the diagnosis system are
shown in Figure 2. It is noteworthy that the residuals have not
been computed for all time-points. By comparing the number
of residuals computed for a diagnosis system running all tests
at all times with the number of residuals computed with the
proposed system, a 78.3% reduction in the number of com-
puted residuals is obtained for the simulated scenario. This
number is in itself not an indication of expected computa-
tional gain in a typical application. For systems with low fail-
ure rate, more redundancy, or more complex system model
the reduction will typically be much larger. The key point is
that not all tests are run at all times, and during fault free oper-
ation, typically only a few tests are needed. The largest num-
ber of tests is performed during the fault transitions which
lasts only a short period of time.

7 DyKnow
To implement an instance of the FlexDx framework, a num-
ber of issues have to be managed besides implementing the
algorithms and integrating them to a system. When a poten-
tial fault is detected, FlexDx computes the last known fault
free timetf and the new set of residual generators to be mon-
itored starting at timetf . To implement this, three issues have
to be solved. First, the FlexDx instance must be reconfigured
to replace the set of residual generators and their monitors.
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Second, the computation of the residuals must begin at time
tf in the past. Third, at the same time as FlexDx is comput-
ing residuals and performing tests on the historic data, system
observations will keep coming at their normal rate.

To manage these issues, FlexDx is implemented using
DyKnow, a stream-based knowledge processing middleware
framework for implementing applications processing asyn-
chronous streams of information[7; 8].

DyKnow provides both a conceptual framework and an im-
plementation infrastructure for integrating a wide variety of
components and managing the information that needs to flow
between them. It allows a system to incrementally process
low-level sensor data and generate a coherent view of the en-
vironment at increasing levels of abstraction. Due to the need
for incremental refinement of information at different levels
of abstraction, we model computations and processes within
the knowledge processing framework as active and sustained
knowledge processes. The complexity of such processes may
vary greatly, ranging from simple adaptation of raw sensor
data to controllers to diagnosis algorithms.

The system being diagnosed by FlexDx is assumed to be
synchronous. At the same time the diagnosis procedure is
asynchronous, jumping back and forth in time trying to figure
out which fault has occurred. This requires knowledge pro-
cesses to be decoupled and asynchronous to a certain degree.
In DyKnow, this is achieved by allowing a knowledge pro-
cess to declare a set ofstream generators, each of which can
besubscribedto by an arbitrary number of processes. A sub-
scription can be viewed as a continuous query, which creates
a distinct asynchronousstreamonto which new data is pushed
as it is generated. Each stream is described by a declarative
policywhich defines both which generator it comes from and
the constraints on the stream. These constraints can for exam-
ple specify the maximum delay, how to approximate missing
values or that the stream should contain samples added with
a regular sample period. Each stream created by a stream
generator can have different properties and a stream genera-
tor only has to process data if it produces any streams. The
contents of a stream may be seen by the receiver as data, in-
formation or knowledge.

A stream-based system pushing information easily lends
itself to “on-availability” processing, i.e. processing data as
soon as it is available. This minimizes the processing delays,
compared to a query-based system where polling introduces
unnecessary delays in processing and the risk of missing po-
tentially essential updates as well as wastes resources. This
is a highly desired feature in a diagnostic system where faults
should be detected as soon as possible.

For the purpose of modeling, DyKnow provides four dis-
tinct types of knowledge processes: Primitive processes, re-
finement processes, configuration processes and mediation
processes. To introduce these processes and to describe how
the three issues introduced by FlexDx are solved, we will use
a concrete FlexDx instance as an example. An overview of
the processes and streams is shown in Figure 3.

Primitive processes serve as an interface to the outside
world, connecting to sensors, databases or other informa-
tion sources that in themselves have no explicit support for
stream-based knowledge processing. Such processes have no
stream inputs but provide a non-empty set of stream genera-
tors. In general, they tend to be quite simple, mainly adapting

Figure 3: An overview of the components of the FlexDx im-
plementation. The boxes are knowledge processes and the
arrows are streams.

data in a multitude of external representations to the stream-
based framework. For example, in FlexDx the initial diagno-
sis and the stream of observations of the system being diag-
nosed are seen as a primitive processesSystem.

The second process type to be considered is therefinement
process, which takes a set of streams as input and provides
one or more stream generators producing refined, abstracted
or otherwise processed values. In FlexDx there are four re-
finement processes, as seen in Figure 3:

• ResidualGenerator – Computes the residual for a partic-
ular test from system observations. The residual is ini-
tialized as described in Section 5.

• ResidualMonitor – Monitors a residual and checks
whether it has triggered a test. This can either be a
simple threshold check or a more elaborate test which
checks properties of the residual over time, such as if it
has been above or below the threshold for more than five
consecutive samples. If a test has been triggered the pro-
cess computes the last known fault free time; this is the
output of the process.

• Diagnosis – Computes the new set of diagnoses each
time a test has been triggered.

• TestSet – Computes the new set of residual generators to
be monitored when the set of diagnoses changes.

The third type of process, theconfiguration process, takes
a set of streams as input but produces no new streams. In-
stead, it enables dynamic reconfiguration by adding or remov-
ing streams and processes. In FlexDx a configuration process
is required to handle the first issues, to be able to reconfigure
the set of residuals and tests that are computed.

• CreateTests – Updates the set of residual generators and
monitors as the set of tests changes. Each test consists
of two refinement processes, one to compute the residual
and one to monitor the test on the residual. In order to
manage the second issue, that residuals are computed
starting at the last known fault free time, the input to a
residual is a stream which begins at this time-point. This
is part of the policy the configuration process uses to set
up the new residual generator process. Creating streams
partially consisting of historic data is a DyKnow feature.
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Finally, a mediation processgenerates streams by select-
ing or collecting information from other streams. Here, one
or more of the inputs can be a stream of labels identifying
other streams to which the mediation process may subscribe.
This allows a different type of dynamic reconfiguration in the
case where not all potential inputs to a process are known in
advance or where one does not want to simultaneously sub-
scribe to all potential inputs due to processing cost. FlexDx
uses a mediation process to collect the detected conflicts:

• ConflictSetMediator – Subscribes to the output of each of
the tests and aggregates these to a single stream. When
tests are added or removed the current set of subscrip-
tions is updated accordingly. The output of this process
is a stream of pairs, each pair containing the identifier of
the test that was triggered and the last known fault free
time for the corresponding residual.

FlexDx will continue to add new tests until there is exactly
one consistent single fault or all tests have been added.

To give a concrete example of a run of the system, consider
the example from Section 6 as described in Table 2. When the
system is started, tests 1, 2 and 5 are created byCreateTests.
These are computing the residuals and performing tests from
time 0 to 102.6, when test 5 is triggered. Then the refinement
process for test 5 computes the last known fault free time to
98.9. Using this informationDiagnosis computes the set of
minimal diagnosis to{1, 3, 5, 6} andTestSet the new set of
tests to{1, 3, 10, 13}. The old tests 1, 2 and 5 are removed
and the new tests are added byCreateTests. All of the tests
are computed from time 98.9 until time 102.7 when test 13 is
triggered, which means that they are computed from historic
data until time 102.6. In this manner the set of tests is updated
one more time before concluding thatf1 is the only consistent
single fault. If there are no consistent single faults FlexDx
will continue to add tests until all have been evaluated.

8 Summary
An implemented reconfigurable diagnosis framework FlexDx
is proposed. It reduces the computational burden of perform-
ing multiple fault diagnosis by only running the tests that are
currently needed. This involves a method for dynamically
starting new tests. An important contribution is a method
to select tests such that the computational burden is reduced
while maintaining the isolation performance of the diagnos-
tic system. Key components in the approach are test selection
and test initialization. Specific algorithms for diagnosing lin-
ear dynamical systems have been developed to illustrate the
diagnosis framework, but the framework itself is general.

Implementing a reconfigurable diagnosis framework such
as FlexDx introduces a number of interesting issues. First,
FlexDx must be reconfigured to compute the new set of tests
each time the set changes. Second, these computations must
begin at the last known fault free time, which will be in the
past. Third, at the same time as FlexDx is performing tests on
historic data, system observations will keep coming at their
normal rate. To handle these issues FlexDx is implemented
using DyKnow, a stream-based knowledge processing mid-
dleware framework.

In the given example, the proposed approach has shown a
significant reduction of the computational burden for a rel-

atively small dynamical system, and for larger systems the
reduction is expected to be higher.
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Abstract
One of the key requirements in many multi-agent
teams is that agents must coordinate on specific as-
pects of their joint task. Unfortunately, this coordi-
nation may fail due to intermittent failures in sen-
sor readings, communication failures, etc. A key
challenge in model-based diagnosis of such coordi-
nation faults is to represent the model coordination
between the agents in a way that allows efficient de-
tection and diagnosis, based on observations of the
agents involved. Previous mechanisms are useful
only for small groups as they represent the coordi-
nation with binary constraints. This paper presents
a model-based diagnosis (MBD) approach to co-
ordination failure in which non-binary constraints
are allowed. This model presents two advantages:
(1) it appears quite frequently when modeling real
problems, (2) it addresses large groups by gathering
multiple coordinations in one constraint. To solve
the diagnosis problem, we propose a matrix-based
approach to represent the basic building blocks of
the MBD formalization. This representation is both
generic and efficient for large-scale teams.

1 Introduction
With increasing deployment of robotic and agent teams in
complex, dynamic settings, there is an increasing need to
also be able to respond to failures that occur in multi-agent
teams[Tambe, 1997; Kaminka and Tambe, 2000; Kalech and
Kaminka, 2006]. One type of failure of particular interest
in multi-agent systems is acoordination fault, where agents
come to disagree on salient aspects of their joint task.

There is thus a particular need to be able to detect and di-
agnose the causes for coordination faults that may occur, in
order to facilitate recovery and reestablishment of collabora-
tion, e.g., by negotiations[Krauset al., 1998]. This type of
diagnosis is calledsocial diagnosis, since it focuses on find-
ing causes for failures to maintain social relationships, i.e.,
coordination failures.

In this paper we focus on a model-based diagnosis ap-
proach for coordination failures. Model-based diagnosis
(MBD) [Reiter, 1987; de Kleer and Williams, 1987] relies on
a model of the diagnosed system, which is utilized to simu-
late the behavior of the system given the operational context

(typically, the system inputs). The resulting simulated behav-
ior (typically, outputs) are compared to the actual behavior to
detect discrepancies indicating failures. The model can then
be used to pinpoint possible failing components within the
system.

Previous work presents model-based diagnosis for coordi-
nation faults[Kalech and Kaminka, 2005; 2006], however, it
models the coordination between every pair of agents as a set
of binary constraints between the agents’ states. Thus, this
representation does not scale well in the group size and in the
number of states.

On the contrary, non-binary constraints appear quite fre-
quently when modeling real problems[Bacchus and van
Beek, 1998]. Such problems could be naturally defined by
non-binary constraints between multiple agents. In addition,
there are domains like RoboCup Rescue[Tambeet al., 2005]
or ModSAF [Tambe, 1997], in which it may be more effi-
cient to gather multiple coordinations (joint states) in one
constraint rather than only one coordination per constraint.
For instance, in RoboCup Soccer the players must coordinate
the attack and the defense[Matsubaraet al., 1998]. It is natu-
rally defining the coordination between multiple attackers and
multiple defenders and goalie with non-binary constraints. In
addition, by a single constraint we can define the coordina-
tion between part of the actions of a defender with partial set
of the attacker’s actions and the goalie’s actions.

In this paper we propose a model-based approach to ad-
dress this kind of coordination setting. We model the de-
sired behavior of a team, i.e., the allowed coordination among
the agents. At runtime the agents are observed and by infer-
ring their states and comparing to the allowed coordination
model, we diagnose the faulty agents. To solve the diagno-
sis problem, we propose to use a matrix-based representation
[Kalechet al., 2007] for the fundamental building blocks of
the diagnosis problem. This representation has several ben-
efits. First, it provides an easy and intuitive way to define
the coordination between teammates. Second, since we do
not represent the relations between teammates explicitly, but
gather them compactly (joint coordination in the same ma-
trix structure), this approach is scalable in the number of
agents and states (unlike the approach proposed in[Kalech
and Kaminka, 2005]). Finally, the use of a matrix-based
representation, enables the use of the matrix operations and
yields interesting information about the agents. To summa-
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rize, the matrix representation enables an easy and efficient
way to diagnose coordination failures.
2 Related Work
Kalech and Kaminka[Kalech and Kaminka, 2005] present
a model-based diagnosis for general framework of coordi-
nation faults. In particular, they present consistency- and
abductive-based approaches to this problem and propose dis-
tributed constraint satisfaction algorithms to solve the diag-
nosis problem[Kalech and Kaminka, 2006]. However, they
model the coordination between the agents in pairs, meaning
that their model grows exponentially in the group size and in
the number of states.

Horling et al. [Horling et al., 1999] uses a fault-model of
failures and diagnoses to detect and respond to multi-agent
failures. In this model a set of pre-defined diagnoses are
stored in acyclic graph nodes. When a fault is detected a suit-
able node is triggered and according to the fault characters
the node activates other nodes along the graph. However, this
work does not address the scale-up issues. In addition, the
failure-model approach dictates that all possible failures be
analyzed in advance.

Fröhlich et al. [Fröhlich et al., 1997] suggest dividing a
spatially distributed system into regions, each under the re-
sponsibility of a diagnosing agent. If the fault depends on two
regions the agents that are responsible for those regions co-
operate in making the diagnosis. This method is inappropri-
ate for dynamic team settings, where agents cannot pre-select
their communication partners. Similarly, Roos et al.[Rooset
al., 2004] analyze a model-based diagnosis method for spa-
tially distributed knowledge. But, their method assumes that
there are no conflicts between the knowledge of the different
agents, i.e., that no coordination failure occurs.

Williams et al. [Williams et al., 2001; Kim et al., 2001]
provide a model for cooperation of unmanned vehicles. They
coordinate these vehicles by introducing a reactive model-
based programming language (RMPL). This model is robust
and can detect failures and recover. However, their model-
based language addresses only smaller-scale systems.

In previous work[Kalechet al., 2007] we have proposed
an approach to representing multi-agent coordination and ob-
servations, using matrix structures. This representation facil-
itates easy representation of coordination requirements, mod-
ularity, flexibility and reuse of existing systems. We have
demonstrated how in principle, this representation can sup-
port detection of coordination faults. In this paper, we build
on this work and utilize the matrix-based representation in
model-based coordination diagnosis. We show that we can
compactly represent joint states using matrix structures, and
thus reduce (in part) the exponential complexity of the diag-
nosis to linear in the number of agents and states.
3 Fundamental Objects
We adopt a model-based diagnosis approach to diagnose the
agents and the coordination failures. In model-based di-
agnosis of a single agent, the diagnoser uses a model of
the agent to generate expectations which are compared to
the observations, in order to form diagnoses[Reiter, 1987;
de Kleer and Williams, 1987]. In model-based multi-agents
diagnosis, the diagnoser models the coordination between the

agents[Kalech and Kaminka, 2005]. The goal of the diagno-
sis is to diagnose the failures in the coordination by detecting
deviation of the observation from the model’s predictions.

3.1 The Agent Model
The most fundamental entity is anagent. At any moment, an
agent is found in a givenstate. This is a logical, internal rep-
resentation of the agent status, or belief, at this very moment.
Throughout the paper, we will refer to the following sets:

(i) LetA be a set ofn agents,{a1, a2, ..., an}.
(ii) Let S be set ofm states,{s1, s2, ..., sm}.

For example, consider a management system for a shop
consisting of the following six agents (hereinafter this ex-
ample will be referred as ”the shop ”):ANNY the manager,
BENNY the cashier, two sellers (CANNY andDANNY ), ERNY
the storekeeper and a guard,FRENNY:
Ashop={ANNY, BENNY, CANNY , DANNY , ERNY,

FRENNY}
Agents may be in one of eight possible states:
Sshop={BREAK, IDLE, NEGOTIATE, SELL, INNERTALK ,

WATCH, GUARD, EQUIP}
Having the two setsA andS, we can define the environment
for a team:

Definition 1 (environment). Let A be a set of agents, and
let S be a set of states. The pairE = 〈A,S〉 is called the
environmentof A overS.

Now that we have the definition of the environment, we can
continue to define the relation between an agent and a state.
In order to define the basic structures in terms of model-based
diagnosis, we will use a first-order logic:

Definition 2 (position). A positionfunction over an environ-
ment〈A,S〉 is a function thatpositionsan agent in a particu-
lar state:γ : A → S. In terms of first order logic, we define
the predicateγ′(ai, sj) = true ⇔ γ(ai) = sj . We will use
shorthand and denoteγ′(ai, sj) assi

j .

As mentioned in the introduction, one of the novelties of
this work is the possibility to gather joint coordinations to one
structure. To this end, we present a function to set multiple
states for an agent. To this end, we will define superposition:

Definition 3 (superposition). A superpositionfunction over
some environmentE = 〈A, S〉 is a functionΓ : A→ ‖S‖\∅
i.e., it positions each agent in asetof possible states. Logi-
cally, Γ(ai) = S′i ⊆ S ⇒ (

∨
sj∈S′i s

i
j) ∧ (

∧
sj∈S\S′i ¬si

j).

For example, let us refer back to the agents and states
presented in the shop .γ(Erny) = Guard is a position
(sErny

Guard), while Γ(Anny) = {InnerTalk,Watch} is a su-
perposition. In first order logic:

(sAnny
InnerTalk ∨ s

Anny
Watch)∧

¬sAnny
Break∧¬s

Anny
Idle ∧¬s

Anny
Negotiate∧¬s

Anny
Sell ∧¬s

Anny
Guard∧¬s

Anny
Equip

Figure 1 presents the full superposition function for the
shop .
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Γ(a) =





{INNERTALK , WATCH} a = ANNY

{BREAK, SELL} a = BENNY{
BREAK, NEGOTIATE,

SELL, EQUIP

}
a ∈ {CANNY , DANNY}

{GUARD} a = ERNY

{BREAK, INNERTALK} a = FRENNY

Figure 1: A superposition function.

3.2 A Model of Coordination
The multi-agent systems of interest to us are composed of
several agents, which (by design) are to satisfy certain coor-
dination constraints. We call this type of system ateam, to
distinguish it from general multi-agent systems in which it is
possible that no coordination constraints exist.

The states of agents in a team are coordinated. We uti-
lize a coordination primitive to define the coordination con-
straints. The coordination states a non-binary constraint be-
tween agents’ states, such that these states must be taken
jointly, at the same time.
Definition 4 (coordination(CRD)). A coordination is a con-
straint between agents’ positions, requiring them to be true
concurrently. Logically, we represent this constraint as fol-
lows:CRD(s1i , ..., s

n
k )⇒ (s1i∧, ...,∧sn

k )
For example, in the shop example above, an allowed coor-

dination could be:

CRD(sANNY
WATCH, s

BENNY
SELL , sCANNY

NEGOTIATE, s
DANNY
BREAK , s

ERNY
GUARD, s

FRENNY
INNERTALK )

Unlike [Kalech and Kaminka, 2005] that define a binary
constraint to represent a coordination only for pair of agents,
we define the coordination between multiple agents by a non-
binary constraint. In addition, we allow joint coordination
concurrently. That means that an agent can be found in one
of multiple states while other agents can be found in multiple
states. Fundamentally, we can represent the joint coordina-
tion as a conjunction statement of coordination constraints.
However, it is more efficient to define them using superposi-
tion (Definition 3).
Definition 5 (joint coordination). A joint coordination is a
constraint between agents’ super-position mandates that they
must be true concurrently. We represent this constraint as fol-
lows:CRD(A,S)⇒ ⋃

ai∈A(Γ(ai) = S′i ⊆ S). Logically:

CRD(A,S)⇒
∧

ai∈A

((
∨

sj∈S′i

si
j) ∧ (

∧

sj∈S\S′i
¬si

j))

The corresponding joint coordination for the superposition
presented in Figure 1 is (only the true literals for each agent
are shown):

CRD(A,S) =(sAnny
InnerTalk ∨ s

Anny
Watch)∧

(sBenny
Break ∨ s

Benny
Sell )∧

(sCanny
Break ∨ s

Canny
Negotiate ∨ sCanny

Sell ∨ sCanny
Equip )∧

(sDanny
Break ∨ s

Danny
Negotiate ∨ s

Danny
Sell ∨ sDanny

Equip )∧
(sErny

Guard)∧
(sFrenny

Break ∨ s
Frenny
InnerTalk)

This representation allows defining multiple constraints be-
tween the agents in the same structure. For example, while
ANNY selects stateINNERTALK or WATCH, BENNY must
selectBREAK or SELL and so on for all the agents.

3.3 A Model of Actions
At any given moment, each agent is in a givenstate. As a
result of its state, each agent takes someaction, in order to
fulfill its goal. An action is visible, i.e. others might ob-
serve it. A state is not necessarily related to one particular
action. Rather, it is possible that one of a few given ac-
tions will be taken at service of the same state. In the op-
posite direction, the same action might be taken at service of
a few different states. We will annotate the actions as a set
B = {b1, b2, . . . , b`}.

For example, in the shop we define eight states logical po-
sitions of the agents and nine actions, which the agents might
act upon. StateSELL, for example, is when an agent is busy
with closing the deal with a customer. Positioned at this state,
the agent might act in one of the actionsGET (getting the
product off the shelf),CARRY (carrying it to the customer)
or COUNTER (sitting near the counter). On the other hand,
an agent might alsoCARRY or GET while positioned at state
EQUIP, and not only when positioned inSELL.

When designing a multi-agent system, the designer defines
which actions might be taken by an agent when positioned in
each state. This is called thelatitudeof the agent.

Definition 6 (latitude). LetE = 〈A,S〉 be an environment,
andB be a set of actions, thelatitudeof any agenta ∈ A is a
functionλa : S → ‖B‖\∅.

This function maps, for any agenta ∈ A (rather than a cer-
tain agent as in definition 2), each state to a subset of actions
which the agent is allowed to pick while being in this state.
The straight-forward inverse function ofλa, the functionλ−1

a ,
would map subsets ofB to elements inS. While this func-
tion is not interesting, we do define a kind of ‘inverse’ to the
latitude function:

Definition 7 (interpretation). Let E = 〈A,S〉 be an envi-
ronment, andB be a set of actions, theinterpretation∀ai ∈ A
is the functionΛai : B → ‖S‖\∅. In terms of first order
logic:

(Λai(bk) = S′ ⊆ S)⇒ (
∨

sj∈S′

si
j) ∧ (

∧

sj∈S\S′
¬si

j)

Λa of a given actionbj , is the set of all states that havebj
in their latitude. Given an action of any agenta′, we interpret
its action as one of a few given states, using this function.
Figure 2 presents the latitude and interpretation functions for
the shop example. For instance, an actionPhone taken by
any agent, sayBENNY, implies that its states areBREAK or
NEGOTIATE, meaning:

(sBenny
Break ∨ s

Benny
Negotiate)∧

¬sBenny
Idle ∧¬sBenny

Sell ∧¬sBenny
InnerTalk∧¬s

Benny
Watch∧¬s

Benny
Guard∧¬s

Benny
Equip

This is the first-order representation of the interpretation
presented in Figure 2(b):
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λ(s) =





{ TALK , PHONE, STAND, OTHER} BREAK

{ STAND} IDLE

{ TALK , PHONE} NEGOTIATE

{ GET, CARRY, COUNTER} SELL

{ TALK} INNERTALK

{ STAND, WALK , TALK} WATCH

{ STAND, WALK} GUARD

{WALK , CARRY, PUT, GET} EQUIP

(a) A latitude function

Λ(b) =





{
BREAK, NEGOTIATE,

INNERTALK , WATCH

}
TALK

{ BREAK, NEGOTIATE} PHONE{
BREAK, IDLE,

WATCH, GUARD

}
STAND

{WATCH, GUARD, EQUIP} WALK

{ SELL} COUNTER

{ EQUIP} PUT

{ SELL, EQUIP} GET

{ SELL, EQUIP} CARRY

{ BREAK} OTHER

(b) An interpretation function

Figure 2: A latitude function for the example of the shop ,
and its interpretation function.

Λai(Talk)⇒ sai

Break ∨ sai

Negotiate ∨ sai

InnerTalk ∨ sai

Watch,

Λai(Phone)⇒ sai

Break ∨ sai

Negotiate,

Λai(Stand)⇒ sai

Break ∨ sai

Idle ∨ sai

Watch ∨ sai

Guard,

Λai(Walk)⇒ sai

Watch ∨ sai

Guard ∨ sai

Equip,

Λai(Counter)⇒ sai

Sell,

Λai(Put)⇒ sai

Equip,

Λai(Get)⇒ sai

Sell ∨ sai

Equip,

Λai(Carry)⇒ sai

Sell ∨ sai

Equip,

Λai(Other)⇒ sai

Break

Now that we have a definition of the joint coordination (5)
and the definition of the interpretation function (7), we can
define the multi-agent system description (MASD). MASD
is a set of implications from the normality of the agents to the
correctness of the union of their superposition (based on the
joint coordination) and their interpreted states (based on the
interpretation). To define the normality of the agent we de-
fine the predicateAB(ai) which represents the abnormality
of agentai (failing):

Definition 8 (multi-agent system description (MASD)).
Given a set of agentsA = {a1, a2, . . . , an}, a set of
statesS = {s1, s2, . . . , sm} and a set of actionsB =
{b1, b2, . . . , b`}, MASD is a set:

MASD = {¬AB(ai)⇔ (Γ(ai) = S′i
⋃

Λai(bk) = S” 0 ⊥)
|S′i ⊆ S ∧ S” ⊆ S ∧ ai ∈ A ∧ bk ∈ B}

This definition enforces the dependency between the per-
fection, or in terms of model-based diagnosis, the normality
of the agents and the correctness of their selected states based
on the joint coordination and the interpretation of their states
by their actions.

3.4 A Model of Observation
Knowing the exact state of each agent at every time requires
that the agent reports its state any time it is changed. This
is usually infeasible, since it involves massive communica-
tion resources. Our model-based diagnosis approach suggests
looking at the action of each agent. Thus the last building
block we define is the observation.

Definition 9 (agent-action). LetA = {a1, a2, . . . , an} be a
set of agents andB = {b1, b2, . . . , b`} a set of actions, an
agent-actionis a functionω : A → B, that maps each agent
to a particular action.

Definition 10 (observation (OBS)).A set of agent-actions:

OBS = {(ω(ai) = bk) |bk ∈ B ∧ ai ∈ A}
In the the shop example, the observation can be:

OBS = {ω(Anny) = Stand

ω(Benny) = Stand

ω(Canny) = Phone

ω(Danny) = Get

ω(Erny) = Carry

ω(Frenny) = Walk}

4 Diagnosis of Coordination Faults
A fault in the coordination of a multi-agent system may be the
result of a faulty agent(s). Given aMASD (Definition 8) it is
possible to infer that a fault exists and to generate hypotheses
as to the abnormal agents, by checking whether the observed
actions of the agents satisfy theMASD.

Let us formalize the coordination diagnosis in terms of
model based diagnosis:

Definition 11 (Coordination Diagnosis Problem (CDP)).
Given {A,MASD,OBS} where A is a team of agents
{a1...an}, MASD is a multi agent system description de-
fined overA (Definition 8), andOBS is the set of the actions
of the agents (Definition 10), then thecoordination diagnosis
problem (CDP)arises when

MASD ∪ {¬AB(ai)|ai ∈ A} ∪OBS ` ⊥
Given a CDP , the goal of the coordination diagnosis

process is to determine a minimal set of abnormal agents
whose selection and subsequent setting of theAB(.) clause
would eliminate the inconsistency. To this end we define the
consistency-based coordination diagnosis:
Definition 12 (consistency-based coordination diagnosis
(CBCD)). A minimal set∆ ⊆ A such that:

MASD
⋃
{AB(ai)|ai ∈ ∆}

⋃
{¬AB(ai)|ai ∈ A−∆}

⋃
OBS 0 ⊥

In our example, MASD is not consistent with the ob-
servation. A diagnosis for this coordination fault can be:
∆ = {Erny, Frenny}.

The goal now is to find∆. Consistency-based mini-
mal diagnosis is known as NP-hard problem[de Kleer and
Williams, 1987]. In particular, Kalech and Kaminka have
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C6×8 =




BREAK IDLE NEGOTIATE SELL INNERTALK WATCH GUARD EQUIP

ANNY 0 0 0 0 1 1 0 0
BENNY 1 0 0 1 0 0 0 0
CANNY 1 0 1 1 0 0 0 1
DANNY 1 0 1 1 0 0 0 1
ERNY 0 0 0 0 0 0 1 0
FRENNY 1 0 0 0 1 0 0 0




Figure 3: The coordination-matrix representation of the joint
coordination of Figure 1.

proposed algorithm to find consistency-based coordination
diagnosis[Kalech and Kaminka, 2005]. However, in their
paper the coordination is represented by binary constraints
between pair of agents’ states. On the other hand, in this pa-
per we represent joint coordination setting (1) by a non-binary
constraint between multi-agent, and (2) by joint coordination
between multiple states of each agent, rather than single inde-
pendent state. These two qualities enable an efficient repre-
sentation of more realistic problems on the one hand, and on
the other hand they simplify the representation so the diagno-
sis can be found even in linear time best case, in the number
of agents and states. In the next section we propose a matrix-
based representation presented in[Kalechet al., 2007], which
uses as the basis for an algorithm for coordination diagnosis
in linear time.
5 Matrix-Based Representation
We will represent the models of the coordination, the actions
and the observation by matrices.

Let A = {a1, a2, . . . , an} be a set of agents andS =
{s1, s2, . . . , sm} be a set of states. We represent the joint
coordination of the agents (Definition 5) by a Boolean matrix
of ordern×m.
Definition 13 (coordination-matrix). LetE be the environ-
ment〈A, S〉. A coordination-matrixC overE is a Boolean
matrix of ordern×m (C ∈ Bn×m) provides:

cij =

{
1 si

j ∈ Γ(ai)

0 otherwise

Given a set of statesS = {s1, s2, . . . , sm} and a set of
actionsB = {b1, b2, . . . , b`}, we can represent the interpre-
tation of the actions to the states (Definition 7) by a Boolean
matrix of order̀ ×m.
Definition 14 (interpretation-matrix). Let S be a set of
states andB a set of actions, aninterpretation-matrixI from
B to S is a Boolean matrix of order̀×m (I ∈ B`×m) pro-
vides:

iij =

{
1 sj ∈ Λ(bi)

0 otherwise

Figure 4 presents the corresponding interpretation-matrix
to the interpretation function presented in Figure 2(b). The
rows represent the actions and the columns represent the
states. For example, the second row says that once an agent
is observed doingPHONE, then its state is one of{BREAK,
NEGOTIATE}.

The last building block we define is the observation-matrix,
which is parallel to the observation Definition (10) in the
model-based diagnosis formulation.

I9×8 =




BREAK IDLE NEGOTIATE SELL INNERTALK WATCH GUARD EQUIP

TALK 1 0 1 0 1 1 0 0
PHONE 1 0 1 0 0 0 0 0
STAND 1 1 0 0 0 1 1 0
WALK 0 0 0 0 0 1 1 1
COUNTER 0 0 0 1 0 0 0 0
PUT 0 0 0 0 0 0 0 1
GET 0 0 0 1 0 0 0 1
CARRY 0 0 0 1 0 0 0 1
OTHER 1 0 0 0 0 0 0 0




Figure 4: The interpretation-matrix for the interpretation
function presented in Figure 2(b).

Θ6×9 =




TALK PHONE STAND WALK COUNTER PUT GET CARRY OTHER

ANNY 0 0 1 0 0 0 0 0 0
BENNY 0 0 1 0 0 0 0 0 0
CANNY 0 1 0 0 0 0 0 0 0
DANNY 0 0 0 0 0 0 1 0 0
ERNY 0 0 0 0 0 0 0 1 0
FRENNY 0 0 0 1 0 0 0 0 0




Figure 5: An observation matrix.

Definition 15 (observation-matrix). Let A =
{a1, a2, . . . , an} be a set of agents andB = {b1, b2, . . . , b`}
a set of actions, anobservation-matrixΘ stands for the
observation matrix representation:

θij =

{
1 ω(ai) = bj

0 otherwise

Figure 5 presents an example to an observation matrix. The
rows represent the agents and the columns the actions. Pay
attention that in every row there is exactly a single ‘1’ since
every agent is observed in one action.

6 Diagnosis Procedure
A coordination fault occurs when the current agents’ posi-
tions (Definition 2) do not match the expected coordination
given by the coordination-matrix (Definition 13). Thus, if we
know the current positions of the agents, we can say for sure
whether the system has a fault or not. The exact state of each
agent is known only to the agent itself. However, its action is
observable. By observing its current action, we can infer the
state in which the agent is found. This could be done using
the formula:

Ω = Θ · I (1)

Where,Θ is the observation matrix andI is the interpreta-
tion matrix.Ω is ann×m Boolean matrix. Each elementj in
row i represents whether it is possible that agentai is now in
statesj (‘1’ entry) or not (‘0’ entry). Note that each element
ωi,j is the sum of multiplying each elementk in row i of Θ by
elementk in columnj of I. This multiplication, of course, is
‘1’ iff both of them are ‘1’. Since each row inΘ has exactly
one element which is ‘1’, the value of each element inΩ will
be at most ‘1’.
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Ω6×8 = Θ · I =




BREAK IDLE NEGOTIATE SELL INNERTALK WATCH GUARD EQUIP

ANNY 1 1 0 0 0 1 1 0
BENNY 1 1 0 0 0 1 1 0
CANNY 1 0 1 0 0 0 0 0
DANNY 0 0 0 1 0 0 0 1
ERNY 0 0 0 1 0 0 0 1
FRENNY 0 0 0 0 0 1 1 1




Figure 6: The matrix given by the product between the
observation-matrix and the interpretation-matrix.

R = Ω ∧ C =




BREAK IDLE NEGOTIATE SELL INNERTALK WATCH GUARD EQUIP

ANNY 0 0 0 0 0 1 0 0
BENNY 1 0 0 0 0 0 0 0
CANNY 1 0 1 0 0 0 0 0
DANNY 0 0 0 1 0 0 0 1
ERNY 0 0 0 0 0 0 0 0
FRENNY 0 0 0 0 0 0 0 0




Figure 7: The matrix given by boolean ‘and’ operation be-
tween the coordination-matrixC andΩ.

For example, Figure 6 presents the matrix given by the
product between the observation-matrix (given in Figure 5)
and the interpretation-matrix (given in Figure 4). Our obser-
vation may lead us to conclude thatCANNY ’s state is either
BREAK or NEGOTIATE.

We can now explain the diagnosis algorithm. Failure is
defined as a situation wherein none of an agent’s possible as-
signed state (according toΩ) appears on the ‘allowed coordi-
nation’, designated asC (the coordination-matrix). In order
to examine possible matches we will operate a logical ‘and’
betweenC andΩ in an element-by-element process, to get
the results matrix,Rn×m:

ri,j = ci,j ∧ ωi,j (2)

R represents all the agents-assigned combinations that sat-
isfy C according to interpreted states by the observation. The
combinations represented byR are all those that agentai is
found in one of the statessj that match ‘1’ element in rowRi.
Thus, if in each rowi in R there is at least one ‘1’ element, it
implies that at least one combination exists. In this case, we
may assume that the agents will be found in one of those joint
states. If, however,R defines an all-zero row exists, then the
assigned agents’ states are definitely forbidden. In this case, a
failure alert is warranted, and the diagnosis is that the agents
that are represented by these all-zero rows are abnormal. This
operation takes onlyO(nm) operations (counting the ‘1’s for
m elements on each ofR’s n rows).

Returning to the shop example, matrixR in Figure 7 is
the result of an element-by-element ‘and’ operation between
C (Figure 3) andΩ (Figure 6). In this coordination-matrix,
the two bottom lines, representingERNY andFRENNY, are
all-zero. No desired combination can explain their actions.
A failure has been detected and the diagnosis is∆ =
{Erny, Frenny}.

In order to prove that the algorithm finds complete and
sound diagnosis we will prove that all-zero row entails the
abnormality of the agent represented by that row and vice
versa. To prove this statement we should prove first two log-
ical lemmas related to the consistency of the sets given by
the superposition and the interpretation functions. To sim-
plify the proof we define a set of statesS = {s1, s2 . . . sp},
and two subsetsS′, S” ⊆ S (S′ 6= ∅, S” 6= ∅), whereS′

represents the set given by the superposition function andS”
represents the set given by the interpretation function. We
define the following statements:

1. ST1 : (
∨

sj∈S′ sj) ∧ (
∧

sj∈S\S′ ¬sj)

2. ST2 : (
∨

sj∈S” sj) ∧ (
∧

sj∈S\S” ¬sj)

Lemma 1. S′
⋂
S” = ∅ ⇒ ST1 ∧ ST2 ` ⊥

Proof: Without loss of generality,ST1 ⇒ ∃sj ∈ S′ = true,
butS′

⋂
S” = ∅ ⇒ sj ∈ S\S”,

ST2 ⇒ sj = false.
Consequently,ST1 ∧ ST2 ` ⊥. 2

Lemma 2. S′
⋂
S” 6= ∅ ⇒ ST1 ∧ ST2 0 ⊥

Proof: To prove consistency we need to show a truth assign-
ment. Without loss of generality, assumeS′

⋂
S” = s1,

⇒ ST1 = true ∧ ST2 = true.
Consequently,ST1 ∧ ST2 0 ⊥. 2

Theorem 1. Given a coordination-matrix representation:
∃i, 1 ≤ i ≤ n :

∧m
j=1 rij = 0⇔ AB(ai)

Proof:

1. ∃i, 1 ≤ i ≤ n :
∧m

j=1 rij = 0⇒ AB(ai) (soundness):

Without loss of generality, assume
∧m

j=1 r1j = 0 and
prove thatAB(a1).∧m

j=1 r1j = 0⇒ ∀j : c1,j ∧ ω1,j = 0 (equation 2).

(a) c1,j :
i. c1,j = Γ(a1) = S′ ⊆ S (S′ 6= ∅) (Definition

13).
ii. Γ(a1) = S′ ⇒ ST1 = (

∨
sj∈S′ s

1
j ) ∧

(
∧

sj∈S\S′ ¬s1j ) (Definition 3).

(b) ω1,j :
i. ω1,j = Λ(ω(a1)) = S” (S” 6= ∅) (equation 1,

Definitions 14, 15).
ii. Λ(ω(a1)) = S” ⇒ ST2 = (

∨
sj∈S” s

1
j ) ∧

(
∧

sj∈S\S” ¬s1j ) (Definition 7).

By (a) and (b):∀j : c1,j ∧ ω1,j = 0⇒ S′
⋂
S” = ∅

By Lemma 1:⇒ ST1 ∧ ST2 ` ⊥
Consequently by Definition 8:AB(a1).

2. @i, 1 ≤ i ≤ n :
∧m

j=1 rij = 0⇒ ¬AB(ai) (complete-
ness):
Without loss of generality, assumer1,1 6= 0 and prove
that¬AB(a1).
r1,1 6= 0⇒ c1,1 ∧ ω1,1 = 1 (equation 2).

(a) c1,1:
i. c1,1 = 1⇒ s1,1 ∈ Γ(a1) (Definition 13).
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ii. Γ(a1) = S′ ⇒ ST1 = (
∨

sj∈S′ s
1
j ) ∧

(
∧

sj∈S\S′ ¬s1j ).
iii. ⇒ s11 ∈ S′

(b) ω1,1:

i. ω1,1 = 1 ⇒ s1,1 ∈ Λ(ω(a1)) = S” (equation
1, Definitions 14, 15).

ii. Λ(ω(a1)) = S” ⇒ ST2 = (
∨

sj∈S” s
1
j ) ∧

(
∧

sj∈S\S” ¬s1j ) (Definition 7).

iii. ⇒ s11 ∈ S”

From (a) and (b):S′
⋂
S” 6= ∅ (s11 ∈ (S′

⋂
S”))

By Lemma 2:⇒ ST1 ∧ ST2 0 ⊥
Consequently by Definition 8:¬AB(a1).2

In order to detect failures by observations only, we define
two policies of decision[Kaminka and Tambe, 2000]. The
optimistic policyassumes that as long as the system is not
proven to be faulty, no fault should be reported. Using this
policy, one can never get a false alarm. If it reports a fault,
then a fault has certainly occurred. The other policy is the
pessimistic policy. This policy reports a fault in the system,
unless it is completely confident that no fault has occurred.
Using this policy, one can never get to a situation of an un-
reported fault. We have adopted here an optimistic policy,
thus in matrixΩ we inferredall the possibilities of the states
that could be taken by the observed agents. By generating the
result matrix (R) we check if at least one of the interpreted
joint–states of the observed agents is consistent with the de-
sired coordination.

Sometimes, an agent cannot detect the exact action of one
of its teammates. In this case, we can still provide a par-
tial solution; the agent may assume that the teammate row is
‘all-ones’ (i.e., its action might be any action in the system).
Although in this case we are likely to miss faults, we still
keep the property of the optimistic policy, that is, report no
false-alarms. If the system principally allows communication
between agents, the agent may better solve the problem by
explicitly communicate agents whose action are not observ-
able for it.

7 Complex Coordination
One of the advantages of the matrix representation is the pos-
sibility to define complex coordinations[Kalechet al., 2007].
One coordination-matrix will usually not suffice for a full de-
sired coordination definition. Thus, the coordination-matrix
we introduced earlier (Definition 13), may only partially de-
fine the allowed combinations in a desired coordination. For
instance, in the shop example, assumeERNY could replace
FRENNY in GUARD duty, the coordination-matrix in Figure 3
does not deal with this new relation. Moreover, we cannot add
another state toC, by just changingc6,7 〈FRENNY,GUARD〉
from ‘0’ to ‘1’. This would allow undesired combinations,
such asERNY andFRENNY guarding simultaneously. In this
section we will briefly present the complex coordinations and
then focus on the diagnosis aspects.

The most important operator used to join a few
coordination-matrices is the ‘or’, notated as ‘t ’. Defining

two sets of coordinationC1 t C2, means that the set of al-
lowed combinations in the system is the union of all the com-
binations defined byC1 and all the combinations defined by
C2. This operator may be extended to expressions of the kind
C1 t C2 t · · · t Cp.

There may be cases in which the use oft is more difficult
for the designer to describe the system. Thus, we present the
second basic operator, ‘and’, which is notated by a ‘u ’. The
expressionC1 u C2 represents all the combinations that are
found in the intersection of those that are defined byC1 and
those defined byC2. In fact, one might notice that any ex-
pression of the formC1 u C2, may be reduced to an equiva-
lent coordination-matrix, that represents exactly the same set
of combinations. This is the coordination-matrix that is the
result of a logical-and in an element-by-element fashion be-
tweenC1 andC2.

We call this extended structure of combined coordination-
matrices using operators arule. An example for a complex
rule is:

R = C1 t ((C2 t C3) u (C4 t C5)) t C6 t (C7 u C8 u C9)
Back to the diagnosis problem, to find a diagnosis we should
compare by ‘and’ing operator the product matrix of the
interpretation-matrix and the observation-matrix (Ω) against
the coordination-matrix. TestingΩ against a ruleR =
C1 t C2 t · · · t Cp is simple. One must perform the all-
zero row test presented earlier for each of thep coordination-
matrices. That is, for eachCk in R, calculating the result
matrix Rk by logically ‘and’ing Ω with Ck in an element-
by-element fashion, and then check whetherRk has all-zero
row. Due to the nature of the operator ‘t ’, it is enough to
verify that at least one suchRk has no all-zero row, in order
to conclude that the agents are coordinated. For ‘and’ opera-
tor, on the other hand, (for instanceC1 u C2) the absence of
the property of all-zero row must hold forbothC1 andC2.

In fact we have shown[Kalechet al., 2007] an algorithm
which reduces a rule to a collection of coordination-matrices
that are all combined by an or operator. Thus we could de-
tect failure by ‘anding’ each one of the coordination-matrices
with Ω, and check all-zero rows in the result matrices.

For the diagnosis purpose we should provide a set of ab-
normal agents. Based on the diagnosis definition we have
presented here, an indication to a fault is once all thep
coordination-matrices produce all-zero rows in the corre-
spondingR matrices. Then each one of the matricesRk

produces a diagnosis. For recovery purpose we prefer to ex-
plore minimal diagnoses. A minimal diagnosis is a diagnosis
which no proper subset of it is a diagnosis. To this end, during
the diagnosis process we prune all the diagnoses that are not
minimal. In order to model complex rules in terms of model-
based diagnosis we should define thet and u operators.
Intuitively, since our model is defined in first order logic, we
can define these operators using the regular logical operators
∨ and∧. A formal representation is beyond the scope of this
paper.

8 Summary and Future Work
In this paper we presented formalization for diagnosing coor-
dination failures in multi agent systems, in terms of model-
based diagnosis. In contrast to previous work, the model
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presented in this paper is more efficient and reflects the real
world, by defining non-binary constraints between the agents
and by enabling to gather multiple states in one constraint.

To solve the diagnosis problem we defined a matrix-based
notation for the fundamental parts of the diagnosis represen-
tation, which serves as a general framework for coordination
design and definition in multi agent systems. Using this rep-
resentation, we showed an efficient fault detection and diag-
nosis algorithm in a space and time complexity that is linear
by the number of agents and states.

In the future we plan to add partial observations capabili-
ties which will find the minimum set of agents that may to-
gether provide the full information, or at least the best possi-
ble information. Combining this with explicit communication
among agents may result a system that is cheap in resources,
yet very reliable. In addition, at the moment our algorithm as-
sumes that the coordination among the team members is de-
fined at the beginning and must be consistent along the sys-
tem lifetime. However, real-world multi-agent systems are
dynamic, and the desired coordination may change, so we
plan to extend our algorithm to dynamic coordination.

Another interesting field of future research is using prob-
abilistic values for observations, rather than binaries. In this
way, rather than defining the policy as ‘pessimistic’ or ‘opti-
mistic’, we will be able to define the probability that a fault
has occurred at a given moment.
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Abstract

We extend the decentralised/distributed approach
of diagnosis of discrete-event systems modeled us-
ing automata. The goal is to avoid computing a
global diagnosis, which is expensive, and to per-
form local diagnoses instead. To still ensure global
consistency, we transform the topology of the sys-
tem into a junction tree where each vertex repre-
sents a subsystem. Local consistency between the
diagnoses of these subsystems ensures global con-
sistency due to the tree structure. This technique
will work best for systems whose natural structure
is close to a tree structure, as the generated au-
tomata will be of reasonable size.

1 Introduction
Nowadays, many technical systems are highly automated, if
not completely controlled by computers. As such systems
increase in complexity, their supervision becomes more and
more challenging such that there is a strong need to automate
the task. New methods are required to meet this objective. We
are here concerned with the model-based diagnosis of sys-
tems modeled as discrete-event systems (DES,[Cassandras
and Lafortune, 1999]).

It is well-known that the diagnosis of discrete-event sys-
tems[Lamperti and Zanella, 2003] can be seen as the com-
putation of all the trajectories on the model consistent with
the observations. This can be done by unfolding the model
according to the observations. The main challenge is then
to cope with the complexity of the task as the representation
of these trajectories is usually exponential in the number of
components in the system.

To deal with systems of increasing size, several approaches
have been investigated. A first approach trades time for space:
the model of the system is compiled into a structure called the
Sampath diagnoser[Sampathet al., 1995] to enable efficient
on-line computation. However, this structure is double expo-
nential in the number of components and cannot be built in

∗Priscilla Kan John and Alban Grastien are with National In-
formation and Communications Technology Australia (NICTA) and
The Research School of Information Sciences and Engineering,
Australian National University, Canberra.

most cases[Rintanen, 2007]. Use of symbolic tools has also
been proposed, giving interesting results[Schumannet al.,
2004; 2007; Grastienet al., 2007].

Another option is to consider local computations. Rather
than computing the trajectories on the whole system, the tra-
jectories are computed locally. The problem is then to make
sure that the local sets of trajectories are consistent witheach
other. Unfortunately, local (pairwise) consistency does not
ensure global consistency; worst, an algorithm that refinesthe
local diagnoses pairwisely may not terminate. Methods were
proposed to avoid global computation[Pencolé and Cordier,
2005; Cordier and Grastien, 2007; Su and Wonham, 2005;
Fabreet al., 2005], but these methods do not scale up nicely.

The complexity of numerous algorithms in different do-
mains drops when applied to trees. This is especially relevant
to the case of ensuring global consistency as local consistency
ensures global consistency on a tree structure. A popular so-
lution to convert a graph into a tree is to make it into ajunc-
tion tree[Huang and Darwiche, 1996], where the vertices are
gathered in clusters. We thus transform the topological graph
of the system into a junction tree where each cluster corre-
sponds to a subsystem. The diagnosis is performed locally on
each cluster, and local consistency is applied until a fixpoint
is reached.

The paper is divided as follows: we first present basic no-
tations on languages and diagnosis. In Section 3, we discuss
the issues of distributed diagnosis, and the central notionof
consistency. Our approach based on junction trees and local
consistency is presented Section 4.

2 Preliminaries
In this section, we present basic notations on language and
how it applies to the diagnosis of discrete-event systems.

2.1 Language Formalism
Let Σ be any set. We denoteΣ⋆ the set of all finite sequences
on Σ; an elementσ = e1. · · · .en ∈ Σ⋆ is called aword
over Σ; the empty word is denotedε. A languageL over
Σ is a subset ofΣ⋆. The projection onΣ′ of a wordσ over
Σ ⊇ Σ′ denotedPΣ→Σ′ (σ) keeps all the elements ofσ in Σ′.
Formally,

PΣ→Σ′ (σ) =

{
ε if σ = ε
PΣ→Σ′ (σ′) if σ = e.σ′ ande ∈ Σ \ Σ′
e.PΣ→Σ′ (σ′) if σ = e.σ′ ande ∈ Σ′
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The projection onΣ′ of a languageL over Σ is denoted
PΣ→Σ′ (L) and defined by{PΣ→Σ′ (σ) | σ ∈ L}. The inverse
operationP−1

Σ→Σ′ of the projection fromΣ to Σ′ generates all
the finite words onΣ whose projection onΣ′ is the parameter:
P−1

Σ→Σ′ (L) = {σ ∈ Σ⋆ | PΣ→Σ′ (σ) ∈ L}.
The synchronous product⊗ between two languagesL1

overΣ1 andL2 overΣ2 computes all the words overΣ1∪Σ2

whose projection onΣi isLi: L1 ⊗L2 = {σ ∈ (Σ1 ∪Σ2)⋆ |
∀i ∈ {1, 2}, PΣ1∪Σ2→Σi(σ) ∈ Li}.

The local consistency operation of languageL1 over Σ1

onL2 overΣ2 denotedconsΣ1,Σ2(L1,L2) returns the min-
imum sublanguage ofL2 such that the synchronous prod-
uct with L1 is not modified: consΣ1,Σ2(L1,L2) = {σ ∈
L2 | PΣ2→Σ1∩Σ2(σ) ∈ PΣ1→Σ1∩Σ2(L1)} or equivalently
consΣ1,Σ2(L1,L2) = L2 ∩ P−1

Σ2→Σ1∩Σ2
(PΣ1→Σ1∩Σ2(L1)).

2.2 Diagnosis of Discrete-Event Systems
We consider a system whose state can be described as the as-
signment ofstate variablesover a discrete domain. We con-
sider the evolution of the state variables to also be discrete.
The set of all – including unexpected – possible behaviours of
this system is a language denotedMod over the set of events
Σ that can possibly occur on the system. The set of events is
partitioned intoobservableΣo andunobservableΣu events.
The occurrence of an observable event generates an observa-
tion. While the system is running, it generates a flow of ob-
servations. The sequence of observable events that occur on
the system is a word onΣo.However, it is not always possi-
ble to determine precisely the sequence of observable events
from the sequence of observations received. We represent the
sequence of observations by a language denotedObs, where
each word inObs is a sequence of observable events consis-
tent with the observations received.

The diagnosis of the system is the problem of determining
what possibly happened on the system given the observations
on its behaviour. This can be simply computed by

∆ = Mod⊗Obs. (1)

Languages can be represented by several tools. Regular
languages are often represented by automata or Petri nets.
The problem with these tools is that ofstate explosion. The
size of these structures is exponential in the number of state
variables, which makes them difficult to use in practice.

3 Consistency in a Distributed Model
Real-world systems are often distributed by nature,i.e. a set
of interconnected components. The global behaviour of the
system is complex, whereas each component has a simple be-
haviour. Recent approaches take advantage of this distributed
nature to avoid computational blow up.

3.1 Distributed Modeling
Modern technical systems are usually formed by combining
simple components with simple behaviours leading to a de-
vice that exhibits complex behaviours. Rather than model-
ing the whole system, it is often preferable to model each
component separately for many good reasons: fewer chances

to make mistakes or forget behaviours, reusability, compact-
ness.

Since the system is a set of components, each component
γi can be modeled separately:Modi defined on alphabetΣi.
Some formalisms consider that components share variables.
Here, without loss of generality, we consider that components
share events such that an event shared by several components
must occur on each component at the same time. Other events
may occur in a completely concurrent manner.

The systemΓ = {γ1, . . . , γn} composed of compo-
nentsγ1, . . . , γn is modeled as a set of languagesdMod =
{Mod1, . . . , Modn} over the alphabetsΣ1, . . . , Σn. The
global model of the system is implicitly defined byMod =
Mod1 ⊗ · · · ⊗Modn but never explicitly computed.

3.2 Distributed Diagnosis and Global Consistency
The alphabetΣi that represents the events of each component
γi is partitioned into observable eventsΣio and unobservable
eventsΣiu. Moreover, we consider that the global observa-
tionsObs on the system can be distributed intoObsi defined
onΣio such thatObs = Obs1 ⊗ · · · ⊗Obsn.

A distributionS = {S1, . . . , Sm} ∈ 22Γ
is a set of subsets

of Γ such thatS coversΓ: S1 ∪ · · · ∪ Sm = Γ. A distributed
diagnosisis a mapping that associates with each subsetSi

a diagnosisd∆(Si) such thatd∆(S1) ⊗ · · · ⊗ d∆(Sm) =
∆. The literature usually considers thatS is a partition ofΓ
[Pencolé and Cordier, 2005].

The local diagnoses can be simply computed by:

d∆(Si) =
⊗

γk∈Si

(Modk ⊗Obsk). (2)

This returns a distributed diagnosis that can be easily com-
puted as long as anySi contains a small number of elements.
However, the local diagnoses can be inconsistent with each
other. Basically, some words ofd∆(Si) should be removed
because they disappear whenSi is synchronised with otherSj

elements. Thus, we are interested by the globally consistent
distributed diagnosis:

A distributed diagnosisd∆ is globally consistentif
∀i ∈ {1, . . . , m}, d∆(Si) = PΣ→ΣSi

(∆) whereΣSi =⋃
γk∈Si

Σk.
The globally consistent distributed diagnosis is such that

no word of anyd∆(Si) can be removed. We want to compute
this refineddistributed diagnosis but the goal is to avoid the
computation of∆.

3.3 Local Consistency
The local consistency property requires that any pair of
local diagnoses are consistent. Formally, a distributed
diagnosisd∆ is locally consistent if∀{S1, S2} ⊆ S,
PΣS1→ΣS1∩ΣS2

(d∆(S1)) = PΣS2→ΣS1∩ΣS2
(d∆(S2)).

It is possible to refine a distributed diagnosis using local
consistency as presented in Algorithm 1. After the distribu-
tion is performed, and a local diagnosis is computed for each
subsystem, the algorithm takes pairs of subsystems and per-
forms a local consistency on these diagnoses. Basically, the
idea is to remove the word ofd∆(S1) that cannot be synchro-
nised with any word ofd∆(S2), and vice versa. The local
consistencies can actually be performed in any order.

96 Local Consistency and Junction Tree for Diagnosis of Discrete-Event Systems

Alban Grastien, Wolfgang Mayer, and Markus Stumptner, Editors.
Proceedings of the 19th International Workshop on Principles of Diagnosis (DX-08),
September 22–24, 2008, Blue Mountains, NSW, Australia.



Algorithm 1 Distributed diagnosis algorithm based on local
consistency

1: input Γ, {Mod1, . . . , Modn}, {Obs1, . . . , Obsn}
2: S = {S1, . . . , Sm} := distribution(Γ)
3: for all i ∈ {1, . . . , m} do
4: d∆(Si) =

⊗
γk∈Si

(Modk ⊗Obsk)
5: repeat
6: for all {S1, S2} ⊆ S do
7: d∆(S2) := consΣS1 ,ΣS2

(d∆(S1), d∆(S2))
8: d∆(S1) := consΣS2 ,ΣS1

(d∆(S2), d∆(S1))
9: until d∆ is stable

However, as shown in[Su and Wonham, 2005], local con-
sistency does not ensure global consistency. Moreover, be-
cause the languages may be infinite, no fix-point is reached in
the worst case; the algorithm does not terminate. As noticed
by the authors in[Su and Wonham, 2005] , both problems
disappear when the topology of the system forms a tree.

A topologyof a distributed representationS of the system
is a graphG = 〈V , E〉 whereV = S is the set of vertices and
E ⊆ V×V is a symmetric and anti-reflexive set of edges such
that∀{S, S′} ⊆ V , ∀e ∈ ΣS ∩ΣS′ , ∃S0, . . . , Sk+1 such that:

• S0 = S andSk+1 = S′

• ∀i ∈ {1, . . . , k}, e ∈ ΣSi , and

• ∀i ∈ {0, . . . , k}, 〈Si, Si+1〉 ∈ E
Two subsystems that share an event are connected through an
edge, or through a chain of edges where intermediate subsys-
tems also share this event.

The graphG is a tree if for any pairSi andSj , there is
exactly one path on the graph that contains no loop and leads
from Si to Sj . Provided that the distribution of the system
can be represented by a tree, the algorithm presented above
terminates and is sound.

Because of space requirement, we only give a simplified
proof of this last result. Similar proofs can be found in[Su
and Wonham, 2005] with slightly different definition of the
topology. In particular in[Su and Wonham, 2005], an edge
connects two vertices whenever these two vertices share an
event, while here we only required them to be connected
through a chain of vertices that share this event.

Consider that the distribution generates a treeG = 〈V , E〉.
Consider that the local diagnosisd∆(Si) is computed for
each subsystemSi ∈ V and that the local consistency pro-
cedure is applied until stability is reached.

Choose randomly some subsystemSi ∈ V . We want to
determine whetherPΣ→Σi (∆) = d∆(Si) which states that
the diagnosis is globally consistent. To do so, we setSi as
the root of the treeG. Let X ⊆ V be a subset of subsystems,
we denoteΣX =

⋃
S∈X ΣS andLX =

⊗
S∈X d∆(S). We

build X incrementally fromX = {Si} by addingSk /∈ X
such thatSj ∈ X and〈Sk, Sj〉 ∈ E ; note that because of the
definition ofG and sinceG is a tree,ΣX ∩ Σk = Σj ∩ Σk.
We noteX ′ = X ∪{Sk}. We prove by induction that for any
Sp ∈ X , PΣX→Σp(LX) = d∆(Sp).
• This is clearly the case forX = {Si}.

• PΣX→ΣX∩Σk
(LX)

= PΣX→Σj∩Σk
(LX) (becauseΣX ∩ Σk = Σj ∩ Σk)

= PΣj→Σj∩Σk
(PΣX→Σj (LX)) (since

Σj ∩ Σk ⊆ Σj ⊆ ΣX )
= PΣj→Σj∩Σk

(d∆(Sj)) (by induction)
= PΣk→Σj∩Σk

(d∆(Sk)) (by local consistency)
= PΣk→ΣX∩Σk

(d∆(Sk)) (because
ΣX ∩Σk = Σj ∩ Σk)

Thus, LX and d∆(Sk) are locally consistent. Thus,
for any Sp ∈ X , PΣX′→Σp(LX ⊗ d∆(Sk)) =
PΣX→Σp(LX) = d∆(Sp), and PΣX′→Σk

(LX ⊗
d∆(Sk)) = d∆(Sk).

Thus, forX = S, we have the following result:∀Si ∈ S,
PΣ→Σi (∆) = d∆(Si). The distributed diagnosis is then
globally consistent. 2

We propose to build such a distribution of the system, using
the junction tree theory.

4 Diagnosis by Junction Tree
4.1 Junction Tree
The concept of the junction tree is borrowed from the field of
probabilistic inference where its structure is useful for work-
ing in complex domains[Huang and Darwiche, 1996]. Note
that junction treesare also referred to asjoin treesin the lit-
erature[Schumann and Huang, 2008].

Definition 1 (Junction Tree) LetG = 〈V , E〉 be a graph. A
junction treefor G is a pair (T , C), whereT is a tree andC
is a function which maps each node i in treeT into a labelCi

called acluster. The junction tree must satisfy the following
properties:

1. Ci ⊆ V , i.e. each cluster is a set of vertices fromG.

2. If two vertices are connected inG, they will appear to-
gether in some clusterCi.

3. If a vertex appears in two clustersCi and Cj , it must
also appear in every clusterCh on the path connecting
vertices i and j in the junction tree. This is known as the
running intersection property.

The separatorof edge i-j in a junction tree is defined as
Ci ∩ Cj . Thewidth of a junction tree is the size of its largest
cluster minus one.

One of the steps in obtaining a junction tree from a graph
is to triangulate the graph,i.e., add extra links such that every
cycle of length greater than three has a chord. There are dif-
ferent ways to triangulate a graph, yielding different setsof
clusters. Moreover, each triangulated graph may have several
different junction trees. It is therefore desirable to haveopti-
mal triangulations and optimal junction trees with respectto
complexity. As discussed later, the complexity here depends
on the size of the clusters: an optimal junction tree minimises
the size of the largest cluster. However, the optimality prob-
lem for triangulation is NP-complete. Given a triangulated
graph, we can obtain an optimal junction tree using an algo-
rithm from [Jensen and Jensen, 1994] which is quadratic in
the number of cliques.
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The Figure 1 gives an example of three graphs and their
junction trees. Note that theith junction tree is also a junction
tree for thejth graph if i > j while it is not true if i <
j. The best junction tree is the first, as its biggest cluster
contains three elements against five for the last; furthermore,
the first and second junction tree have the same largest cluster
CDG, but the second largest cluster of the first junction tree
is smaller than that of the second junction tree.

A

B C D

E

F

G

H I

Graph 1

BC

AC

CDG

DE

DF

GH GI

Junction Tree for Graph 1 (JT 1)

A

B C D

E

F

G

H I

Graph 2

ABC

CDG

DEF

GHI

Junction Tree for Graphs 1, 2 (JT 2)

A

B C D

E

F

G

H I

Graph 3

ABCE BCEH

CDGEH

DEGHI DEFI

Junction Tree for Graphs 1, 2, 3 (JT 3)

Figure 1: Three graphs and corresponding junction trees

The reasoning behind the use of junction trees in diagnosis
is that it could help avoid the need to compute a global di-
agnosis. Using a junction tree representation of a system has
two main advantages[Su and Wonham, 2005]:

1. A tree representation of a system implies that local con-
sistency is equivalent to global consistency.

2. Non-termination issues with local consistency algo-
rithms can be resolved.

4.2 Distribution Algorithm
The junction tree algorithm returns a topology as defined pre-
viously, provided it is followed by computation of the edges
of the tree itself. Indeed, lete ∈ ΣS1 ∩ ΣS2 be an event

that is shared by subsystemsSi andSj . We prove that any
vertexS in the path betweenSi andSj contains this event
(e ∈ ΣS). There are two (possibly identical) componentsγ1

andγ2 such that∀i ∈ {1, 2}, e ∈ Σi andγi ∈ Si. Since
componentγ1 andγ2 share an event, they are connected in
the original topology and because of the second property of
junction trees, there is a clusterS in the junction tree that
contains both components ({γ1, γ2} ⊆ S). By the third prop-
erty of the junction tree, all clusters betweenSi andS contain
componentγi and thus evente. S can be betweenSi andSj

or outside, but in both cases there is a path of clusters be-
tweenS1 andS2 that share evente. Thus, the junction tree
algorithm returns a tree-shaped distribution. 2

Algorithm 2 Distribution using Junction Tree Algorithm

1: input Γ, {Mod1, . . . , Modn}
2: V := Γ
3: E := {〈Vi, Vj〉 ∈ V2 | i 6= j & Σi ∩ Σj 6= ∅}
4: S := {}
5: while V 6= ∅ do
6: pick a vertexV ∈ V
7: C := {V } ∪ {V ′ | 〈V, V ′〉 ∈ E}
8: E := E ∪ {〈V1, V2〉 | V1 ∈ C, V2 ∈ C}
9: V := V − {V }

10: E := E − {〈V1, V2〉 ∈ E | V1 = V ∨ V2 = V }
11: if not (∃C′ ∈ S | C ⊆ C′) then
12: S := S ∪ {C}
13: return S

We perform distribution by rearranging the topology of the
system into a junction tree, as described in Algorithm 2. We
first obtain a graph of the original system,G = 〈V , E〉. Each
componentγ in the system is a vertexV on the graph. The
edges,E , on the graph represent connected components. We
use the junction tree algorithm[Huang and Darwiche, 1996]
to obtain the clusters that make upS. We pick a vertex
V ∈ V . A clusterC is obtained by taking the set formed
by V and its neighbours,i.e. the vertices on the graph that
are connected toV by an edge. We add edges so that all the
vertices that make up a cluster are connected.C is added toS
if it is not a subset of an element ofS. We update the original
graph by removingV and its associated edges from it. This
procedure is repeated until no more vertices are left on the
original graph. It is then trivial to calculate the separators that
link the clusters into a junction tree.

As mentioned, building an optimal junction tree is NP-
complete. However, we can use heuristics in the vertex se-
lection phase of the algorithm (line 6) that would achieve
polynomial-time while still producing a high quality tree
[Huang and Darwiche, 1996]. One heuristic is to minimise
the number of edges added to the graph[Kjrulff, 1990] (line 8
of the algorithm), which then achieves a low-polynomial
complexity.

We mentioned in section 3.3 that local consistencies can
be performed in any order. However, we can use a strategy,
global propagation[Huang and Darwiche, 1996], that would
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only require two ordered series of local consistency compu-
tations on the junction tree to achieve global consistency.We
consider a message pass from a clusterCX to its neighbour
CY to be an operation that makes the components ofCX lo-
cally consistent with those ofCY . By performing these mes-
sage passes in an ordered manner, we ensure that the consis-
tency introduced by previous message passes is preserved.

BC

AC

CDG

DE

DF

GH GI

Root

Gather

BC

AC

CDG

DE

DF

GH GI

Root

Distribute

Figure 2: Global Propagation on Junction Tree

We arbitrarily pick a clusterSr ∈ S to be the root of the
junction tree. We start from each leaf node and perform lo-
cal consistency with the neighbour until the root is reached
(thegatherphase). We then perform local consistency in the
other direction, from the root back to the leaves (thedistribute
phase). All the clusters are now locally, and consequently
globally, consistent with one another. This procedure is illus-
trated in Figure 2.

4.3 Discussion
Using a junction tree is very interesting as the resulting sub-
systems tends to be of small size. However, this does not nec-
essarily imply that the local diagnoses will actually be small
as we show in the next example.

Consider a tree withn nodesN1 to Nn. Each nodeNi is
associated with eventsei−1 andei. The topology of the tree is
thus simply a line as nodeNi shares eventei with nodeNi+1.
The automaton of each nodeNi is represented in Figure 3.
Since the initial state is the same as the final state, the number
of occurrences of eventei is twice that of eventei−1 for any
i. Consider the nodeN1 runsk ∈ N loops. Then, event
e0 occursk times, evente1 occurs2 × k times, etc. Event
ei occurs2i × k times. The globally consistent automaton
representation the behaviour on nodeNi must represent the
fact that eventei−1 occurred2i−1 × k times and the eventei

occurred2i × k times for any natural numberk (and not for
rational non natural numbers). This requires2i−1 + 2i states
and transitions. In this example, the number of states after
local consistency is exponential in the number of nodes.�

The result basically comes from the fact that the eventsei

andej in this example are not concurrent events but they oc-
cur in sequence. We expect that most systems actually exhibit
concurrent behaviours. In this case, the size of the local diag-
nosis on a cluster is a direct function of the number of events
attached with this cluster, and thus smaller cluster lead toa
better efficiency.

ei ei

ei−1

Figure 3: Automaton that models the language of nodeNi

The natural topology of the system has an important im-
pact on the quality of the produced junction tree, and hence
the size of the subsystems. If we start off with a near tree-like
structure, the resulting junction tree will produce smaller size
clusters, and hence smaller automata to work with, reducing
complexity.E.g. in Figure 1, graph 1 produces the best junc-
tion tree with smallest clusters (JT 1). With graph 3, because
of the larger size clusters, the local diagnoses will actually be
quite big (JT 3). Thetree-widthof a graph is the size of the
largest cluster in its optimal junction tree minus one. Grids
for instance have a tree-width linear in the size of the short-
est side. Thus, we emphasize the importance of designing the
system in a tree-like structure to make it easier to diagnose.

In [Su and Wonham, 2005], the authors proposed a sim-
ilar algorithm for the distributed diagnosis of discrete-event
systems. A local diagnosis is computed for each component.
Then, a given diagnosis is incrementally synchronised with
the other diagnoses, which ensures global consistency. Af-
ter each synchronisation, the events that appear only in com-
ponents that have already been synchronised can be safely
abstracted: the current diagnosis is projected on the relevant
events, which reduces the complexity.

This algorithm can be seen as a special case of our ap-
proach with three main differences. First, it implicitly builds
a junction line, since the diagnoses are synchronised in se-
quence. This restriction potentially increases the width of the
junction tree, with a negative impact on the global efficiency.

Second, this algorithm builds a junction tree/line on the
graph ofeventsrather than the graph of components. This
can also be done in our approach. In this case, two events are
connected in a graph of events iff they are shared by some
component. Since all the events of a given component are in-
terconnected, at least one cluster will contain all these events
and will be initialised with the diagnosis of this component
(potentially synchronised with the diagnosis of other compo-
nents). Considering the graph of events leads to clusters with
less, or in the worst case as many, events than in the approach
presented in this paper, thus reducing complexity.

Finally, a dynamic strategy to choose the order of the syn-
chronisation is proposed in[Su and Wonham, 2005]. In this
paper, the junction tree is computed before the local diag-
noses are generated. Future works include such a dynamic
construction of the junction tree that takes the size of the lo-
cal diagnoses into account.

5 Conclusion and Future Works
In this article, we identified the importance of a distribution
of the system into (possibly overlapping) subsystems for the
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diagnosis of discrete-event systems. If the distribution gen-
erates a tree-shaped topology, an algorithm based on local
consistency can ensure global consistency of the diagnosis.
We used the graph theory of junction trees to obtain good
distributions. The complexity of the diagnosis is then of-
ten bounded by the tree width of the system topology which
places an upper bound on the number of automata to synchro-
nise together, though counter-examples exist.

We think there is still room for improvement. First, we
proposed a static construction of the junction tree based only
on the topology of the system. We want to investigate a more
flexible technique where the junction tree is built after diag-
noses and simple pruning operations are performed locally on
components. The idea is that some connections in the system
topology can be removed when no communication happened
through these connections, leading to a graph with a smaller
tree width. Moreover, we could then assign weight on each
vertex of the graph. These technique should then improve the
efficiency of diagnosis. More generally, we want to investi-
gate more dynamic computations of junction trees: experi-
ments have shown that the connections can often be removed
after the distributed diagnosis is computed during the local
consistency algorithm. For this reason, we want to start the
diagnosis algorithm while the junction tree is being computed
so as to dynamically change the construction of the junction
tree. This is not trivial as the construction of the junctiontree
must satisfy some properties.

Regarding system design, an interesting exploration would
be to interact with the system designer to propose alternative
topology structures in the system in order to ensure a reason-
able tree width of the system.

Finally, we considered that the observations emitted by dif-
ferent components were completely independent. However, it
is often the case that a (partial) order exists between the ob-
servations.E.g. the alarm emitted by component 1 was surely
emitted before the alarm from component 2. This generates
some kind of connection between the two components and
potentially interconnect all the components. We want to in-
vestigate this issue and determine when these connections can
be removed, possibly with an approach based on time slicing
[Cordier and Grastien, 2007].
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Abstract

Fault diagnosis in the presence of noise and model
errors is of fundamental importance. In the paper,
the meaning of fault isolation performance is for-
malized by using the established notion of coverage
and false coverage from the field of statistics. Then
formal relations describing the relationship between
fault isolation performance and the residual related
design parameters are derived. For small faults, the
measures coverage and false coverage are not ap-
plicable so therefore, a different performance crite-
ria, called sub-coverage, is proposed. The perfor-
mance of different AI-based fault isolation schemes
is evaluated and it is notably shown that the well
known principle of minimal cardinality diagnosis
gives a bad performance. Finally, some general
design guidelines that guarantee and maximize the
fault isolation performance are proposed.

1 Introduction
The FDI (Fault Detection and Isolation) problem, as often de-
scribed within the control community, is to detect and iso-
late any possible faults given sensor and actuator signals only.
A typical solution, see Gertler [1998]; Pattonet al. [2000];
Blankeet al.[2003], is to use a set of thresholded residuals to-
gether with a fault isolation scheme, which, based on the fact
that the thresholded residuals respond differently to different
faults, isolates the fault.

In a real application, there are typically model errors and
noise. This fact limits our ability to construct a diagnosissys-
tem that perfectly detects and isolates the present fault. How-
ever, there is also design freedom available such as the thresh-
old levels, the set of residuals to be included, and which iso-
lation strategy to use. Thus, under the premises of noise and
model errors, the design freedom should be utilized such that
the ability of detecting and isolating faults is optimized.

The discussion above reveals first of all, that there is a need
for an exact measure of FDI performance. Secondly, it is
important to understand how this FDI performance changes
when different design parameters are changed. In the litera-
ture, only a few studies have addressed these issues. In Ny-
berg [1999], FDI performance was studied in the framework
of structured hypothesis tests. In Cordieret al. [2004] these
issues were posed as open questions.

In several works, e.g. Nyberg and Krysander [2003]; Ploix
et al. [2003]; Cordieret al. [2004], it has been recognized that
fault isolation in FDI can be solved by using algorithms de-
veloped within the field of AI, see Kleer and Williams [1987];
Reiter [1987]. Advantages of these AI algorithms, compared
to their counterpart from the control community, e.g. Gertler
[1998], are that they can easily handle multiple faults and their
computational efficiency. Because of these advantages we
have in the present paper chosen to focus entirely on fault iso-
lation algorithms from AI. However, the results can be easily
generalized to cover fault isolation techniques from the con-
trol community such asstructured residualsGertler [1998].

In the paper, a first contribution is to formalize what we
mean by FDI performance, especially for noisy and uncer-
tain systems. For this we use the established notion ofcov-
erageandfalse coveragefrom the field of statistics. Then as
a second contribution, we derive formal relations describing
the relationship between FDI performance and the residual re-
lated design parameters. Further it is noted that a different
performance criteria is needed for the smallest faults, andwe
therefore introduce a third performance measure calledsub-
coverage. We then discuss the intrinsic FDI performance of
different AI-based fault isolation schemes. It is notable that
the well known principle ofminimal cardinality diagnosis
gives a bad performance for the the smallest faults. Based
on the performance measure and investigations, we develop
some general design guidelines that, if followed, guarantee
and maximize the fault isolation performance. Finally we il-
lustrate the theory and the guidelines on a small application
example.

2 Stochastic view on diagnosis

In many papers, both from the control community Gertler
[1998]; Pattonet al. [2000]; Blankeet al. [2003] and espe-
cially in AI Kleer et al. [1992]; Cordieret al. [2004], the sys-
tems to be diagnosed are assumed not to contain noise. This
means that an observation in the model is either deterministic
given the states, or completely unknown, depending on if a
fault is present and also which fault that is present. The view
taken here is that a system contains stochastic parts which im-
plies that, given the states, observations have probability dis-
tributions rather than exact values. Based on this idea we will
below give a basic stochastic framework for diagnosis.
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2.1 The System

The system to be diagnosed consists of a number of compo-
nents, and we assume here that the behavioral mode of a com-
ponent is either non-faulty or faulty, abbreviatedNF andF
respectively. The behavioral mode of the complete system,
called system behavioral modeor simply mode, can be de-
scribed by a vector of length equal to the number of compo-
nents, e.g. in a system with 5 components the system behav-
ioral mode could be[NF,F,NF,NF, F ].

Further, we assume that the system has a vector-valued tra-
jectoryz which is possible to observe. The vectorz includes
measured sensor values and actuated control values.

2.2 The Diagnosis System

We consider adiagnosis systemto be a system that takes an
observationas input and computescandidates, i.e. a setC of
system behavioral modes, as output. The candidate setC is
assumed to be a function of the observation and supposed to
be the system behavioral modes that are likely explanationsof
the observation.

Formally we define observation as follows.

Definition 1 (Observation) An observationzT of z is sam-
ples ofz at times specified by the index setT .

Here we assumeT to be a finite set. Examples ofT areT =
{0} andT = {0, 1, 3}.

Since we have a stochastic view on diagnosis, we consider
zT to be a random variable. For each system behavioral mode,
we assume thatzT has exactly one given pdf (probability den-
sity function), denotedfb(zT ). Later in Section 6 we will
relax this assumption. Since the candidate setC is a function
of the observationzT , alsoC is a random variable which for
each mode will have a unique pdf.

3 Statistical Performance Measures of
Diagnosis Systems

Two performance measures of set estimators known from sta-
tistical decision making theory Casella and L.Berger [1990]
will here be introduced as performance measures for diagnosis
systems regarding their fault isolation capability. Note that in
these performance measures, fault detection becomes a special
case of fault isolation so we will refer only to fault isolation
performance from now on.

3.1 Coverage Probability

Suppose that we want to diagnose a system that is operating in
an unknown mode. It is almost never possible for a diagnosis
system to exactly determine the present mode. A more real-
istic objective is that the candidate setC should at least with
some high probability contain the present mode and the first
performance measure formalizes this idea.

Definition 2 (Coverage Probability) Given a diagnosis sys-
tem computing the candidate setC, thecoverage probability
is a function ofb given by

P (b ∈ C |b) (1)

Practical Relevance of Coverage

LetNF denote the fault free system behavioral mode. False
alarm can formally be described as the negation of coverage
with respect to the modeNF. Thus the probability of false
alarm becomesP (NF 6∈ C |NF). False alarms lead to ex-
pensive and unnecessary troubleshooting. Further, they de-
grade both the perceived product quality and the confidence
in the diagnosis system. Therefore false alarms are in general
not accepted in industrial applications.

Consider next the eventb 6∈ C in the case that the present
mode isb whereb 6= NF. If the user of the diagnosis result
takes action based on the fact thatb can not be the present
mode, severe and expensive mistakes might be done. For ex-
ample, if a repair technician excludes the possibility thatb is
the present mode, he will replace non-faulty parts and stillnot
succeed with his repair mission.

From this discussion it is clear that lack of coverage is in
general not acceptable in industrial applications.

3.2 False Coverage Probability
It is not sufficient to evaluate the isolation performance of
a diagnosis system by using only its coverage probabilities.
For example, a diagnosis system that always outputs that all
system behavioral modes are candidates would have coverage
probability 1 for all modes. Ideally we also want the candidate
setC to exclude all modes that are not the present mode.

Definition 3 (False Coverage Probability)Given a diagno-
sis system computing the candidate setC, the false coverage
probabilityis a function ofb andb′ given by

P (b′ ∈ C |b), whereb′ 6= b (2)

Note that, in contrast to coverage probability which is a
function defined on the set of all modes, the false coverage
probability is a function defined on the set of all non-equal
pair of modes.

Practical Relevance of False Coverage

False coverage means thatb′ ∈ C even though another
modeb is the present one. This is of course not a desired sit-
uation since it implies that the user of the diagnosis resulthas
to undertake unnecessary safety or repair actions or to convey
further analysis to exclude the modeb′. However we consider
it not as serious as lack of coverage.

4 Diagnosis Systems using AI-Based Fault
Isolation

As said in the introduction, we consider diagnosis systems
consisting of a set of diagnostic tests together with a faultiso-
lation scheme using techniques from the field of AI. Further,
we consider diagnostic tests in the view of hypothesis testing
in accordance with Nyberg [1999]. It should be noted that this
view is compatible with traditional fault isolation techniques
from both FDI and AI, see Cordieret al. [2004].

The main idea is the following. Each diagnostic testδk is
a hypothesis test with a null hypothesisHk

0 and a rejection
regionRk. The diagnostic test takes an observationzT as
input and generates a binary decision as output as follows. If
zT ∈ Rk, thenHk

0 is rejected, otherwiseHk
0 is not rejected.

The null hypothesisHk
0 is here represented as a set of system
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behavioral modes. When the null hypothesis is rejected, the
conclusion from the diagnostic test is that none of the modes
in Hk

0 is the one that has generated the observationzT , i.e.

the present mode must be in the complement setHk
0

C
. Using

AI terminology, a rejected null hypothesisHk
0 is a so called

conflict.
In the isolation scheme, the conclusions from the individual

diagnostic tests are merged. In its simplest form, the isolation
scheme is a simple intersection of the conclusions from the
tests, i.e.

C =
⋂

k
Hk

0 is rejected

Hk
0

C
(3)

This principle has been used in both FDI and AI Nyberg
[1999]; Cordieret al. [2004] even though more efficient rep-
resentations and computations have been utilized.

For an example, letF2 denote the system behavioral mode
with a fault in component 2 only, letF12 denote the sys-
tem behavioral mode with faults in components 1 and 2 only,
etc. Then consider the following table which we calldecision
structure:

NF F1 F2 F3 F12 F23 F13 F123
δ1 0 X X 0 X X X X
δ2 0 X 0 0 X X X X
δ3 0 0 X X X X X X

(4)
A 0 in row i and columnj means that the mode of columnj
is a member of the null hypothesis of the test corresponding to
row i, i.e. Hi

0. Assume thatF2 is the present mode and that
the null hypotheses of the testsδ1 andδ3 have been rejected.
Then, according to (3),

C = H1
0

C ∩H3
0

C
=

= {F1,F2,F12,F23,F13,F123}∩
{F2,F3,F12,F23,F13,F123} =

= {F2,F12,F23,F13,F123} (5)

A problem with the fault isolation scheme (3), and as seen
even in this small example, is that the candidate setC will in
general be very large and include many other modes in addi-
tion to the present one. This problem is well known and has in
the field of AI been solved by, in a second step1, filtering out
less likely modes fromC. This is often calledfocusingand is
based on the idea of a preference relation≤p defined on the
set of system behavioral modes.

For example, in (5), if single faults are preferred over mul-
tiple faults, the result is a focused set of candidatesCF =
{F2}, which is actually the perfect result sinceF2 was the
mode assumed to be present. Formally, the setCF can be de-
fined as

CF = {b ∈ C | ¬∃b′ ∈ C : b′ >p b} (6)

The preference relation≤p can be defined using different prin-
ciples of which the concepts ofminimal diagnosesKleer and
Williams [1987]; Reiter [1987]; Hamscheret al. [1992] and
minimal cardinality diagnosesTuhrim et al. [1991] are the

1Note that computationally, this filtering (i.e. focusing) does not
necessarily need to be implemented as a second step.

two most common. In Section 7, these preference relations
and also the case without focusing, i.e. (3), will be compared
with respect to the fault isolation performance measures pre-
sented in Section 3.

5 Bounds for the Performance Measures
In this section we will present bounds for the performance
measures presented in Section 3. The idea of these bounds
is to estimate the performance measures (1) and (2) by using
only the performance of the individual diagnostic tests. The
performance of each diagnostic test is specified in terms of the
probabilityP (rejectHk

0 | b) which, in the field of statistics, is
calledpower functionCasella and L.Berger [1990]. For con-
venience we will use the shorter writingP (rejk | b).

The rationale behind bounds of this type is that the design
freedom in designing diagnosis systems of the type described
in Section 4 lies in the selection and construction of the diag-
nostic tests. Thus, it is critical to know the relationship be-
tween the performance of the individual tests and the perfor-
mance of the complete diagnosis system. By utilizing these
bounds, performance requirements on the individual tests can
be derived from diagnosis-system performance requirements.

In the bounds we will use the notationΩb for the index set
of tests which contain modeb in its null hypothesis, i.e.

Ωb = {i|b ∈ Hi
0} (7)

In the decision structure,Ωb is the rows with 0 in columnb.
For example, in (4),ΩF3 = {1, 2}.

Basic probability theory gives the general relationsP (A)+
P (B)−1 ≤ P (A∧B) ≤ min(P (A), P (B)) andmax(P (A),
P (B)) ≤ P (A∨B) ≤ P (A)+P (B) for two arbitrary events
A andB. Using these relations we can derive the bounds given
in the following theorem.

Theorem 1 LetB be the set of modes that are more preferred
than modeb, i.e. B = {b̄|b̄ >p b}. If Ωb̄ ⊆ Ωb for some
b̄ ∈ B, then

P (b ∈ CF | b′) = 0 (8)

for all b′. Otherwise, for modeb′ it holds that

1− |B| −
∑

k∈Ωb

P (rejk|b′) +
∑

b̄∈B

max
j∈Ωb̄\Ωb

P (rejj |b′)

≤ P (b ∈ CF | b′) ≤
min

(
1− max

k∈Ωb

P (rejk|b′), min
b̄∈B

∑

j∈Ωb̄\Ωb

P (rejj |b′)
)

(9)

The proof of Theorem 1 as well as all other results in the pa-
per can be found in Nyberg and Krysander [2007]. Note that
no assumption about the correlation between the response of
different tests has been made in the theorem above.

From Theorem 1 a number of bounds can be derived both
for coverage probability and false coverage probability. For
example if a bound for coverage probability in the case of no
focusing is needed, letb = b̄ andB = ∅.

Later in the paper we will use the following simplified upper
bound for false coverage probability.

Corollary 1 (False Coverage Probability) It holds that

P (b ∈ CF | b′) ≤ 1− max
k∈Ωb

P (rejk|b′) (10)
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Next, by using the assumption

P (rejk|b) = 0, for all b ∈ Hk
0 (11)

a simplified lower bound for coverage probability can be de-
rived. Note that (11) implies that we assume that the false
alarm probability is zero.

Corollary 2 (Coverage Probability) Assume that(11) holds
and letB be defined as in Theorem 1. IfΩb̄ ⊆ Ωb for some
b̄ ∈ B, then

P (b ∈ CF | b) = 0 (12)

for all b. Otherwise, it holds that

1− |B|+
∑

b̄∈B

max
j∈Ωb̄\Ωb

P (rejj |b) ≤ P (b ∈ CF | b) (13)

6 Relaxing the Assumption of Unique
Distributions

In Section 2.1 we assumed thatzT , and consequentlyC and
CF , have exactly one given pdf for each modeb. This assump-
tion is quite restrictive since it requires that the behavior of a
fault is relatively well known. Thus it is desirable to relaxthis
assumption. We do this here by assuming that for a specific
modeb, the random variablezT has a pdf in a setΦb.

The next issue is the performance measures presented in
Section 3. For example, the coverage probabilityP (b ∈ CF |b)
is no longer well defined since the fact thatb is the true mode
does not give a single distribution forzT and consequently not
for CF . Our solution to this problem is to instead consider a
coverage probability conditioned on one specific distribution
in the setΦb. Thus we write

P (b ∈ CF |zT ∼ fb(zT )) fb(zT ) ∈ Φb (14)

For convenience we will mostly writeP (b ∈ CF |fb(zT ))
instead of (14). When using the coverage probability mea-
sure (14), and only the setΦb is specified, we do not get a
single coverage probability for a specific modeb but instead a
set, possibly infinite, of coverage probabilities. Thus, the next
question is how to use such a performance measure.

First, note that a modeb may contain both small and large
faults. For example consider the mode bias of a sensor. There
are both small biases, close to zero and large ones. Because we
consider stochastic noisy systems, it is not realistic to require
good performance for both small and large faults. For exam-
ple to require that the diagnosis system detects and uniquely
isolates a very small bias is not realistic, but it may be realistic
to require both good detection and isolation for large biases.
Thus, the required performance of a diagnosis system need
to be formulated differently for small and large faults respec-
tively.

Formally, we start by partitioning the setΦb into two sub-
setsΦsig

b and Φinsig
b , representingsignificant faultsand in-

significant faultsrespectively. We will below use different
performance requirements for these two sets. The idea of this
partitioning is thatΦsig

b contains the pdf’s of those faults that
are critical to detect and isolate. The setΦinsig

b is then the
pdf’s of the faults that neither need to be detected or isolated.

Note that the partitioning into significant faults and insignif-
icant faults may be the result of an FMEA. Typically small

faults are classified as insignificant and large as significant but
in pricniple this must not be true. For instance, it can very well
be the case that the set of significant faultsΦsig

b contains some
very small faults, even though this probably makes it harderto
design a diagnosis system that fulfills requirements associated
with the significant faults.

6.1 Performance Measures for Significant Faults
For each pdf belonging toΦsig

b , we use the following measures
corresponding to coverage and false coverage probability re-
spectively:

P (b ∈ CF | fb(zT )) (15)

P (b′ ∈ CF | fb(zT )) b′ 6= b (16)

Still, the number of performance measures will typically be
infinite. A solution to handle this is given later, together with
the application example, in Section 9.

6.2 Performance Measure for Non-significant
Faults

For the distributions belonging toΦinsig
b , we use another per-

formance measure. To explain this, assume that the present
fault in the system is insignificant, i.e. associated with a dis-
tribution in Φinsig

b . Then if NF is not present inCF , i.e. a
clear indication of that the system is faulty, then a reasonable
requirement is that at least some mode inCF should indicate
that there is a fault in some of the components that are indeed
faulty. If this would not be the case,CF would indicate a fault
but only in a part of the system not related to the present fault,
which would for example completely mislead a mechanic try-
ing to repair the system.

To achieve this, we will, for modes inΦinsig
b , not aim at

strict coverage. Instead we aim only for something that we
will call sub-coverage. Further we do not care about false
coverage at all which means that ifb is the present mode, it is
acceptable to also have other modesb′ included inCF .

The idea of sub-coverageis that we consider it fully
acceptable to say that a component is non-faulty even
though it is faulty. For example, ifb = [NF,F,NF, F ]
is the present mode andzT has a distribution belong-
ing to Φinsig

b , it is acceptable if [NF,F,NF, F ] 6∈
CF as long as[NF,NF,NF, F ], [NF,F,NF,NF ], or
[NF,NF,NF,NF ] belong toCF .

To formalize this, useψi to denote the behavioral mode
of the i:th component which means thatb can be written as
b = [ψ1, ψ2, . . . , ψn]. Then let≤O be a relation2, defined on
the set of system behavioral modes, such thatb′ ≤O b, where
b′ = [ψ′

1, ψ
′
2, . . . , ψ

′
n], if and only if ∀i ∈ {1, 2, . . . n} : ψ′

i =
NF ∨ ψ′

i = ψi. By using this relation we replace the perfor-
mance measure of coverage probability (15) with a measure
that we callsub-coverage probability:

P (∃b̄ ∈ CF : b̄ ≤O b | fb(zT )) (17)

6.3 Bounds for Sub-Coverage
The aim now is to derive a useful bound for the probability
of sub-coverage. We do this for the special case when the
preference relation≥p is such thatb′ ≥p b impliesb′ ≤O b.

2If system behavioral modes are represented by their sets of faulty
components the relation≤O is equivalent to the subset relation.
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Theorem 2 If the preference relation≥p is such thatb′ ≥p b
impliesb′ ≤O b, then for anyfb(zT ) ∈ Φb, it holds that

P (∃b̄ ∈ CF : b̄ ≤O b | fb(zT )) ≥ P (b ∈ C | fb(zT )) (18)

PROOF If b ∈ C then there is a modeb′, whereb′ ≥p b,
andb′ ∈ CF . Since it holds thatb′ ≥p b implies b′ ≤O b, it
follows that

∃b̄ ∈ CF : b̄ ≤O b (19)

Thus, we have proven thatb ∈ C implies (19). This fact means
that (18) holds trivially. �

As seen this theorem shows that if we aim for coverage in
C we get also sub-coverage.

7 Comparison of Focusing Principles
In this section we will compare the diagnosis system perfor-
mance when using minimal and minimal cardinality diagnosis
as focusing strategies and also the case without focusing. We
use the performance measures defined in the previous section,
i.e. coverage, false coverage, and sub-coverage. For sake of
simplicity, we assume that (11) holds.

7.1 No Focusing
First, consider the strategy to not use focusing, i.e.CF = C.
Since we assume that (11) holds, the bound (13) withB = ∅
gives directly thatP (b ∈ CF |fb(zT )) = 1. SinceCF ⊆
C alsoP (b ∈ C|fb(zT )) = 1, which implies, according to
Theorem 2, that alsoP (∃b̄ ∈ CF : b̄ ≤O b | fb(zT )) = 1.
Thus both coverage and sub-coverage are guaranteed.

In general, false coverage can not be avoided. A typical ex-
ample is if[F,NF,NF ] is the present mode. Then, assuming
we have coverage, it holds that[F,NF,NF ] ∈ C but also that
[F, F,NF ] ∈ C since it is typically not possible to construct a
diagnostic test which responds to the mode[F,NF,NF ] but
not to[F, F,NF ]. Such a response would require that the sec-
ond fault always compensates for the first one, something that
is a rare situation in most real systems. Therefore, ifb is the
present mode, and we have coverage, all modesb̄ ≥O b will in
the generic case be part ofCF . Thus, we can not avoid false
coverage.

7.2 Focusing
We saw in the previous section that the strategy of no focusing
gives perfect performance with respect to coverage and sub-
coverage, but very bad false coverage performance. The bad
false coverage performance is the reason why focusing is used
and we will in this section quantify how focusing improves
the false coverage performance but also how the coverage per-
formance is reduced if no special care is taken. We will later,
in Section 7.3 and 7.4, see also that the sub-coverage perfor-
mance may be severely affected depending on the actual fo-
cusing strategy chosen.

First consider the coverage probability. IfNF is more pre-
ferred than any other mode, which should hold in any sensible
focusing strategy, coverage in the case the present mode is
NF is guaranteed from the bound (13) since the setB will be
empty and we assume that (11) holds. For other modes, we do
not get coverage automatically. When modeb is present, we
need the tests to respond in a way such that all modesb̄ >p b

are eliminated fromCF . A sufficient condition to achieve cov-
erage with high probability is obtained from the bound (13).
This relation says that for each̄b >p b it is sufficient to have
one test that responds tob but not tob̄ with high probability.
Then the sum will be close to|B|which implies that the bound
becomes close to 1. Thus, the selection and design of a set of
tests with this property for all significant faults is critical to
obtain high coverage probability.

As said above, the only reason to use focusing is to lower
the probability of false coverage. Given a modeb, consider
the modes̄b for which it holds that̄b <p b or b̄ >p b. For these
modes it holds thatb ∈ CF implies b̄ 6∈ CF . Therefore we
haveP (b̄ 6∈ CF |fb(zT )) ≥ P (b ∈ CF |fb(zT )). Thus, if we
aim for high probability of coverage ofb, which is of primary
importance, we get also low false coverage probability of the
pair (b̄, b).

Next, if b̄ ≮p b andb̄ ≯p b, low false coverage probability
can be guaranteed via the upper bound in (9) or the simplified
bound (10). If the simplified bound is used, it tells us that a
sufficient condition to get low false coverage probability is to,
for each modēb whereb̄ ≮p b andb̄ ≯p b, have one test with
b̄ ∈ Hk

0 and which responds with high probability whenb is
present.

7.3 Minimal Diagnoses

Now consider the case of focusing by means of the princi-
ple of minimal diagnosesKleer and Williams [1987]. This
principle says that≥p=≤O. That means for example that
if [F,NF,NF ] ∈ C and [F, F,NF ] ∈ C, the mode
[F,NF,NF ] is preferred and thus,[F, F,NF ] 6∈ CF . The
underlying idea of this focusing principle is that if a diagnosis
system says that mode[F,NF,NF ] is consistent with obser-
vations, there is no reason to believe that the a-priori much
less probable mode[F, F,NF ] is the present mode.

All discussions in Section 7.2 regarding coverage and false
coverage performance are valid for the case minimal diagno-
sis focusing. In addition we can note that, as a direct conse-
quence of Theorem 2, the probability of sub-coverage is al-
ways greater than the coverage probability when minimal di-
agnoses focusing is used.

7.4 Minimal Cardinality Diagnoses

Next consider the focusing strategyminimal cardinality. This
principle says thatb1 ≥p b2 if the number of faulty com-
ponents inb1 is less or equal to the number of faulty com-
ponents inb2. For example,[F,NF,NF ] >p [NF,F, F ].
As in the case of minimal diagnosis focusing, all discussions
in Section 7.2 regarding coverage and false coverage perfor-
mance are valid for the case of minimal cardinality diagnosis
focusing. However, there is an important difference regard-
ing sub-coverage, something that is revealed by the following
example. Assume that we have a diagnosis system with the
following decision structure and that each testδk is designed
to respond to the mode of a column if the row contains anX
in the column.

NF F1 F2 F3 F12 F23 F13
δ1 0 X X 0 X X X
δ2 0 X 0 X X X X
δ3 0 0 X X X X X

(20)
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Assume the modeF23 is present with an insignificant fault
and because the fault is small, only testsδ1 andδ2 respond.
This implies thatC = {F1,F12,F23,F13}. Minimal car-
dinality focusing givesCF = {F1}. It is obvious that sub-
coverage is not obtained. Note that in the case of minimal
diagnosis focusing, sub-coverage is obtained (even coverage)
sinceCF = {F1,F23}.

The important conclusion of this study is that if an insignif-
icant fault is present, we have no control of whether tests re-
spond or not, and thus we can not guarantee any level of sub-
coverage probability when using minimal cardinality focus-
ing.

8 Guidelines for Design of Diagnosis Systems
In Section 6 we have presented three fault-isolation
performance-measures: coverage probability, false coverage
probability, and sub-coverage probability. In this section we
aim at giving some general design guidelines such that de-
sired performances with respect to these three measures are
obtained or maximized. First however we give some general
presumptions as a starting point.

In Section 3.1 it was argued that lack of coverage can not
be accepted in industrial applications. Therefore, but also to
make our analysis tractable, we decide to aim for coverage
probability one, i.e.P (b ∈ CF |fb(zT )) = 1 for significant
faults.

In Section 3.2 it was argued that false coverage is not as se-
rious as lack of coverage. Therefore, and because we would
often get an unsolvable problem if we would require false
coverage with probability zero, we will not aim atP (b̄ ∈
CF |fb(zT )) = 0 when b̄ 6= b and the faultb is significant.
Instead we aim atP (b̄ ∈ CF |fb(zT )) ≤ ǫ whereǫ may be
fixed or dependent on the pair(b̄, b).

We assume that the diagnosis system design starts with a
default set of diagnostic tests where each testδk has a residual
generatorrk and a setHk

0 . This situation is common for ex-
ample if the diagnosis system design starts with a search for
residual generators via structural analysis Krysander [2006].

The design freedom then consists of: (i) selecting the re-
jection region, i.e. the threshold and possibly some residual
filtering, of each testδk, (ii) from the default set select testsδk
to be included in the diagnosis system, and (iii) to select the
focusing strategy.

8.1 Selection of Rejection Region
A necessary requirement for coverage is thatP (b ∈
C|fb(zT )) = 1 and from Theorem 1, it can be shown that
a necessary and sufficient condition to achieve this is that the
rejection region, for each diagnostic testδk, fulfills

P (rejk|fb(zT )) = 0 for all b ∈ Hk
0 (21)

This rule is, as seen in Section 7.2, however not sufficient to
obtain coverage in the case when focusing is used. Whenb̄ ≥p

b, coverage can only be guaranteed if we also have at least one
test that responds tob but not to b̄. Further, from (10) it is
clear that also to obtain low false coverage probability, itis
important to have tests that responds as much as possible to
modesb 6∈ Hk

0 . These facts means that we must follow the
constraint (21) but in addition, it is in general advantageous to
maximize the probabilityP (rejk|fb(zT )). This leads us to our
first design guideline:

G1. For each diagnostic testδk, select the maximal rejection
region such thatP (rejk|fb(zT )) = 0 for all modesb ∈
Hk

0 and all distributionsfb(zT ) ∈ Φinsig
b ∪ Φsig

b .

8.2 Selection of Diagnostic Tests to Include
Following design guideline G1 is necessary to obtain coverage
but as seen in Section 7.2 not sufficient if focusing is used. As
was stated above, a sufficient condition is to, for each pair of
modes such that̄b >p b, have at least one test that responds
to b with probability one but not tōb. From Section 7.2 it has
already been concluded that if coverage of ab is secured, we
only have to consider false coverage of modesb̄ wherēb ≮p b
andb̄ ≯p b. This leads us to our next design guideline:

G2. For each pair of modes(b̄, b), make sure that for all dis-
tributionsfb̄ ∈ Φinsig

b̄
∪ Φsig

b̄
andfb ∈ Φsig

b there is,
included in the diagnosis system, at least one testδk such
that b̄ ∈ Hk

0 , P (rejk|fb̄(zT )) = 0, and

a) P (rejk|fb(zT )) = 1 if b̄ >p b

b) P (rejk|fb(zT )) ≥ 1− ǫ if b̄ 6<p b andb̄ 6>p b

8.3 Selection of Focusing Strategy
Note that a consequence of the discussion in Section 7.1 is
that fulfillment of guideline G2 is in general not possible if
we don’t use a focusing strategy. This implies that, of the
three choices of no focusing, minimal diagnoses, and minimal
cardinality diagnoses, we have to use minimal diagnoses or
minimal cardinality diagnoses.

We have seen in Section 7 that the choice of focusing
method affects the ability to obtain sub-coverage. Of the two
choices left, i.e. minimal diagnoses and minimal cardinality
diagnoses, minimal diagnosis is the best choice since it guar-
antees high sub-coverage probability when we have high cov-
erage probability. This is our final design guideline:

G3. Use the focusing strategyminimal diagnoses.

8.4 Summarizing Theorem
We end this section by summarizing the discussion in a theo-
rem.

Theorem 3 If guidelines G1, G2, and G3 are followed, we
obtain a diagnosis system where:

a) P (b ∈ CF |fb(zT )) = 1 for all fb(zT ) ∈ Φsig
b and for all

b, i.e. coverage is guaranteed for all significant faults,

b) P (∃b̄ ≤O b : b̄ ∈ CF | fb(zT )) = 1 for all fb(zT ) ∈
Φinsig

b and for all b, i.e. sub-coverage is guaranteed for
all insignificant faults,

c) P (b′ ∈ CF | fb(zT )) ≤ ǫ for all fb̄ ∈ Φinsig

b̄
∪ Φsig

b̄

andfb ∈ Φsig
b and for all pairs(b̄, b), i.e. false coverage

probability less thanǫ is guaranteed.

Further, no other choice of rejection region for each test gives
strictly better performance in all measures of coverage, sub-
coverage, or false coverage probability.

9 Example
Consider a system with a pumpP and two sensorsS1 andS2.
The angular velocityx of the pump is measured by sensorS1.
The angular velocity determines the output pressure which is
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measured by sensorS2. The measurement signals are denoted
y1 andy2 respectively. All three components are assumed to
be either in a non-faultyNF or faulty modeF . The system
behavioral modes are denoted by their faulty components, e.g.
S1 means the mode where only the sensorS1 is faulty.

Next, we assume that the following model is available:

P = NF → ua = u (22a)

ẋ = f(x) + ua (22b)

S1 = NF → y1 = x (22c)

S2 = NF → y2 = g(x) (22d)

S2 = F → y2 = g(x) + c (22e)

wherec is an unknown constant. Even though not written out
explicitly we assume that all equations also are affected by
noise terms with unspecified pdf’s. Note that, and as will be
shown below, it is for our purpose not important to know these
unspecified pdf’s explicitly.

According to our framework, the set of pdf’sΦb, for each
modeb, is assumed to be partitioned into two setsΦsig

b and
Φinsig

b . However, in this example, these sets are not speci-
fied explicitly. Instead we pick out, from each setΦsig

b , a pdf
f∗b (zT ) that represents abenchmark fault. Then the bench-
mark fault is defined explicitly and we assume that the pdf
f∗b (zT ) is representative for the whole setΦsig

b in the sense
that for eachfb(zT ) ∈ Φsig

b it holds thatP (rejk|fb(zT )) ≥
P (rejk|f∗b (zT )) for all k.

It is assumed that only modesP, S1, S2, andS1S2 are
important to detect and isolate and thus, only these are consid-
ered to have significant faults and consequently also bench-
mark faults. The benchmark fault for modeP is defined by
replacing equation (22a) byua = u+ ∆umin, and the bench-
mark fault for modeS1 is defined by replacing equation (22c)
by y1 = x + amin. Further the benchmark fault for modeS2

is defined byc = cmin. Finally, the benchmark fault for mode
S1S2 is the combination of the benchmark faults forS1 and
S2.

Next, structural analysis, see Krysander [2006], is used to
find the equation sets that can be used to derive residual gen-
erators and their corresponding null hypotheses. The result is
that 7 sets are found and the decision structure for potential
testsδk, to be constructed from these equation sets found, is
the following.

equation set NF P S1 S2 S1S2

δ1 (22a), (22b), (22c) 0 X X 0 X
δ2 (22a), (22b), (22d) 0 X 0 X X
δ3 (22c), (22d) 0 0 X X X
δ4 (22a), (22b), (22c), (22d) 0 X X X X
δ5 (22a), (22b), (22e) 0 X 0 0 0
δ6 (22c), (22e) 0 0 X 0 X
δ7 (22a), (22b), (22c), (22e) 0 X X 0 X

(23)

In the decision structure above only modes which have sig-
nificant faults are shown. All other multiple-fault modes have
X :s only in their columns.

9.1 Diagnosis System Design
Now we have all the elements needed to start the design of
the diagnosis system. By following guideline G3 we will use

the focusing strategy minimal diagnoses. By using guideline
G2 we will now describe how to, from the list of potential
tests (23), select a subset of tests∆ to be included in the diag-
nosis system.

Given the focusing strategy and the significant faults con-
sidered, it follows that there is one requirement in guideline
G2a for each pair inRa = {(NF,P), (NF,S1), (NF,S2),
(NF,S1S2), (S1,S1S2), (S2,S1S2)} and in guideline G2b,
one for each pair inRb = {(S1,S2), (S1,P), (S2,P),
(S2,S1), (P,S1), (P,S2), (P,S1S2), (S1S2,P)}.

To illustrate how to fulfill these requirements, consider the
pair (S2,S1S2) ∈ Ra. To fulfill guideline G2 for(S2,S1S2)
we need a test whereS2 ∈ H0

k . Potential tests fulfilling this
are testsδk indexed{1, 5, 6, 7}. Note that, since we intend to
follow guideline G1, it will hold thatP (rejk|fS2(zT )) = 0
for any testδk, k ∈ {1, 5, 6, 7}, if included in the diagnosis
system. If we choose to includeδ5, a consequence of ful-
filling G1 is also thatP (rej5|fS1S2(zT )) = 0. This implies
that, since we are looking for tests that fulfill G2a for the pair
(S2,S1S2), there are only the potential tests{1, 6, 7} left.
Thus to fulfill guideline G2a for(S2,S1S2) we would need
at least one of the potential tests inπ1 = {1, 6, 7} to be in-
cluded in the diagnosis system.

For all other pairs inRa ∪ Rb, setsπi of potential tests
are obtained in the same way. A necessary requirement for a
diagnosis system with tests∆ to fulfill G2, is that the set∆
has a non-empty intersection with all setsπi.

By applying a minimal hitting set algorithm Kleer and
Williams [1987], we get that the minimal test sets are
{1, 2, 3, 5}, {2, 3, 5, 6}, and{2, 3, 5, 7}. Hence a set of tests
∆ included in a diagnosis system fulfilling G2 must neces-
sarily be a superset of some of these minimal test sets. This
is however not sufficient since both G2a and G2b specify re-
quirements onP (rejk|fb(zT )) for all fb ∈ Φsig

b .
Assume that we decide to investigate if the minimal test

set{1, 2, 3, 5} fulfills the requirement onP (rejk|f∗b (zT )) for
all pairs in Ra ∪ Rb. For this set, all requirements on
P (rejk|f∗b (zT )) specified by G2a and G2b correspond to non-
zero entries in the following table.

NF P S1 S2 S1S2

δ1 0 p1 p4 0 1
δ2 0 p2 0 p6 1
δ3 0 0 p5 p7 p8

δ5 0 p3 0 0 0

(24)

Then from guidelines G2a and G2b we can derive the re-
quirements thatmax(p1, p2, p3) = 1, max(p4, p5) = 1,
max(p6, p7) = 1, andpi > 1 − ǫ for all i = 3, . . . 8. The
constantǫ is the guaranteed false coverage probability that in
this example is chosen asǫ = 0.1.

The next step is to construct residual generators for the se-
lected equation sets and investigate if the requirements in(24)
are achievable by filtering and thresholding of these residu-
als. Observer based residual generators are derived fork =
{1, 2, 5} and a static residual generator is derived using equa-
tion set3 in (23). Then the pdf’sf∗b (zT ) corresponding to
the benchmark faults are estimated using data from the real
process. These estimated pdf’s are then used for selecting,
by means of thresholding and filtering, the rejection regionin
accordance with G1.
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Assume that there are thresholds for the residuals such that
the following performanceP (rejk|f∗b (zT )) for the benchmark
faults has been confirmed:

NF P S1 S2 S1S2

1 0 1 1 0 1
2 0 0.8 0 1 1
3 0 0 0.95 0.97 0.98
5 0 0.9 0 0 0

(25)

By using this matrix, the bounds forP (b ∈ C|b′) in Theo-
rem 1, whereb′ corresponds to the rows andb to the columns,
are:

NF P S1 S2 S1S2

NF 1 0 0 0 0
P 0 1 [0 0.1] 0 [0 0.1]
S1 0 [0 0.05] 1 0 0
S2 0 [0 0.03] 0 1 0
S1S2 0 [0 0.02] 0 0 1

The interpretation of the first row is that, when the present
mode isNF thenCF = {NF} with probability 1. In row 3,
we can see that whenS1 is the present mode thenS1 ∈ CF but
P will also be included inCF with a probability less than0.05.
No other modes will be included inCF . All diagonal elements
are 1, i.e. complete coverage of all significant faults have been
obtained. All non-diagonal elements are less or equal to 0.1
and this means that the false coverage probability is less than
10%. In fact, the false coverage probability is better than the
guaranteed 10% for all modes except forP .

10 Conclusions
The first contribution of the paper is the formalization of “fault
isolation performance” in noisy and uncertain systems. For
this we have used the established notion ofcoverageandfalse
coveragefrom the field of statistics. Further it has been noted
that a different performance criteria is needed for insignifi-
cant faults, and we have therefore introduced the third perfor-
mance measuresub-coverage. We have also derived formal
relations describing the relationship between fault isolation
performance and the null-hypotheses and rejection regionsof
the tests. Further, the intrinsic fault isolation performance of
different AI-based fault isolation schemes has been evaluated
and it has notably been concluded that the well known princi-
ple of minimal cardinality diagnosisgives a bad performance
for the case of small faults. Finally, based on the performance
measure and investigations, we have developed some general
design guidelines that, if followed, guarantee and maximize
the fault isolation performance.
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Abstract
In model-based control, a planner uses a system descrip-
tion to create a plan that achieves production goals.
The same model can be used by model-based diagnosis
to indirectly infer the condition of components in a sys-
tem from partially informative sensors. Existing work
has demonstrated that diagnosis can be used to adapt
the control of a system to changes in its components,
however diagnosis must either make inferences from
passive observations of production plans, or production
must be halted to take specific diagnostic actions. In
this paper, we observe that the declarative nature of
model-based control allows the planner to achieve pro-
duction goals in multiple ways. We show that this flex-
ibility can be exploited by a novel paradigm we call
pervasive diagnosis which produces diagnostic produc-
tion plans that simultaneously achieve production goals
while generating additional information about compo-
nent conditions. We derive an efficient heuristic search
for these diagnostic production plans and show through
experiments on a model of an industrial digital printing
press that the theoretical increase in information can
be realized on practical real-time systems and used to
obtain higher long-run productivity than a decoupled
combination of planning and diagnosis.

1 Introduction
Artificial intelligence has long been animated by the
vision of creating fully autonomous systems that not
only act on the larger world, but also maintain and op-
timize themselves. The increased autonomy, reliability
and flexibility of such systems are important in domains
ranging from space craft, to manufacturing processes,
to computer networks. Autonomy can be seen as the
combination of two processes: diagnosis of the current
condition of components in a system from weakly in-
formative sensor readings and model-based control of
system operation optimized for the current condition of
the system. In an aerospace domain, flight dynamics
models can be used to diagnose faults in flight control
surfaces from noisy observations of flight trajectories.
A model-based flight controller could then compensate
for the faults by using alternative control surfaces or
engine thrust to achieve the pilot’s goals.
Diagnosis and model-based control are typically com-

bined in one of two ways: 1) alternation of an explicit
diagnosis mode with a model-based control mode or 2)
parallel execution of a passive diagnosis process with a
model-based control mode. The alternation of an ex-
plicit diagnosis mode with a model-based control mode
typically results in long periods in which regular oper-
ation must be halted. This is particularly true when
diagnosing rare intermittent faults. The combination
of a passive diagnosis process with model-based con-
trol is often unsuccessful as regular operation may not
sufficiently exercise the underlying system to isolate an
underlying fault.
In this paper we introduce a new paradigm, pervasive
diagnosis, in which certain parameters of model-based
control are actively manipulated to maximize diagnos-
tic information. Active diagnosis and model-based con-
trol can therefore occur simultaneously leading to higher
overall throughput and reliability than a naive combi-
nation of diagnosis and regular operation. In this paper,
we show that pervasive diagnosis can be efficiently im-
plemented by combining model-based probabilistic in-
ference together with our own unique decomposition of
the information gain associated with executing a plan
and an efficient heuristic search that exploits this de-
composition. Our formulation turns out to be an effi-
cient general solution to the problem of creating plans
that produce maximal information gain from a system.
In the next section we examine how Pervasive Diagno-
sis compares to existing work. In subsequent sections
we describe pervasive diagnosis in detail, and explain a
specific instantiation of pervasive diagnosis. The imple-
mentation of this instantiation is then demonstrated on
a commercial scale printing system.

2 Related Work

The general mechanisms for inferring underlying causes
of observations have a long history in artificial intelli-
gence and engineering including logic based frameworks
[15], continuous non-linear systems [11], probabilistic
models for mobile robotics [17], xerographic systems
[18], and hybrid logical probabilistic diagnosis [12] .
In active diagnosis, specific inputs or control actions
are chosen to maximize diagnostic information obtained
from a system. The optimal sequence of tests has been
calculated for static circuit domains [3]. This can be ex-
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tended to sequential circuits with persistent state and
dynamics through time-frame expansion methods sec-
tion 8.2.2 of [2]. Finding explicit diagnosis tests can be
done using a SAT formulation [1]. The use of explicit
diagnosis jobs has been suggested for model-based con-
trol systems [7].
The combination of passive diagnosis to obtain informa-
tion and model-based control conditioned on the infor-
mation has appeared in many domains including auto-
matic compensation for faulty flight controls [14], choos-
ing safe plans for planetary rovers [4], maintaining wire-
less sensor networks [13] and automotive engine control
[10].
We are not aware of any other systems which explicitly
seek to increase the diagnostic information returned by
plans intended to achieve operational goals.

3 Pervasive Diagnosis
Pervasive diagnosis is a new paradigm in which pro-
duction is actively manipulated to maximize diagnos-
tic information. Active diagnosis and production can
therefore occur simultaneously leading to higher long
run productivity than passive diagnosis or alternating
active diagnosis with production.
The integration of diagnostic goals in the production
strategy results in informative production. The primary
objective in informative production is to continue pro-
duction. Under the assumption that there are various
ways to achieve the production goals, informative pro-
duction simultaneously maximizes diagnostic informa-
tion. The literature describes different types of pro-
duction such as simple production, time efficient pro-
duction, cost efficient production and, robust produc-
tion. All of those share the primary objective of achiev-
ing production but differ in the way they approach the
goal. In simple production any strategy that achieves
the production goal qualifies. In all other approaches
the set of production strategies, those which achieve the
production goals, are ranked by a secondary objective
function and the best production strategy dominates.
For example in time efficient production, strategies are
ranked by cost and the most cost efficient production
strategy dominates. Similar to other production strate-
gies informative production ranks the set of plans that
achieve production goals by their potential information
gain and selects the most promising strategy.

4 System
As part of our group work on self-aware, planner-driven
systems [8] we have designed and built the modular re-
dundant printing engines illustrated in Figure 1. The
system is controlled by a model-based planner [5]. The
model of the systems describes all the components in
the system, the connections between the components
and all the actions a component can take. The task
of the planner is to find the sequence of actions, called
plan, which will move sheets through the system to gen-
erate the requested output.
Expanding this work on model-based controlled system
we integrate a framework which integrates planning and

Figure 1: Model of PARC’s prototype highly redundant
printer. It consists of two towers each containing 2 print-
ers (large rectangles). Sheets enters on the left and exit
on the right. Dark black edges with small rollers repre-
sents a possible paper path. There are three main paper
(horizontal) highways within the fixture. The fixture incor-
porates 2 types of media handling modules represented by
small lighter edge rectangles. The motivation for this design
is to continue printing even if some of the print engines fail
or some of the paper handling modules fail or jam.

diagnosis to optimize production for long-run produc-
tivity called ‘Pervasive Diagnosis’.

Figure 2: Overall System Architecture

The overall framework of the system is depicted
schematically in Figure 2. The planner creates an infor-
mative production plan that achieves production goals
and generates informative observations. This plan is
then executed on the system. For many domains, a
plan consisting of numerous actions must be executed
before a useful observation can be made. The diagnos-
tic engine updates its beliefs to be consistent with the
plan executed by the system and the observations. The
diagnostic engine forwards updated beliefs to the plan-
ner to inform the planner about the new information
needs of the system. The planner and diagnosis engine
both run in real time.
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5 Representing Information
In order to develop an algorithm to find plans efficiently,
we will need to be more precise about what a system is,
what the effect of a production plan on the system is,
and what makes a plan informative.
We model a system as a state machine with actions
A. The system is controlled by plan p consisting of a
sequence of actions a1, a2, . . . , an drawn from A. Exe-
cuting an action potentially changes the system state.
Part of the system state may be used to represent the
state of a product. In this way, execution of actions
can also contribute to creating a product. The internal
constraints of the system limit the set of feasible plans
to a subset of all possible sequences. From the point of
view of diagnosis, executing the actions of plan p results
in a single observable, the plan outcome or observation
O. In keeping with the diagnosis literature, we define
two outcomes: the abnormal outcome, denoted ab(p), in
which the plan fails to achieve its production goal and
the not abnormal outcome, denoted ¬ab(p), in which
the plan does achieve the production goal.
Information about the system is represented by the di-
agnosis engine’s belief in various possible hypotheses. A
hypothesis is an assignment of abnormal or not abnor-
mal to each of the system actions e.g.,
h = [ab(a1),¬ab(a2), . . . , ab(an)]. In the single fault
case, exactly one action will be abnormal. Let Hsys be
the set of all hypotheses. We distinguish one special
hypothesis: the no fault hypothesis, h0 under which
all actions are not abnormal. Since every hypothesis
is a complete assignment of abnormality to each ac-
tion, they are all unique and mutually exclusive (e.g.,
∀hi, hj ∈ Hsys, hi 6= hj .)
The system’s beliefs are represented by a probability
distribution over the hypothesis space Hsys, Pr(H).
The beliefs are updated by a diagnosis engine from past
observations using Bayes’ rule to get a posterior distri-
bution over the unknown hypothesis H given observa-
tion O and plan P :

Pr(H|O,P ) = αPr(O|H,P ) Pr(H)
The probability update is addressed in more detail in
a related forthcoming paper. For this paper we simply
assume that we have a diagnosis engine that maintains
the distribution for us.
A plan is said to be informative, if it contributes infor-
mation to the diagnosis engine’s beliefs. We can mea-
sure this formally as the mutual information between
the system beliefs Pr(H) and the plan outcome condi-
tioned on the plan executed, I(H;O|P = p). The mu-
tual information is defined in terms of entropy or uncer-
tainty implied by a probability distribution. A uniform
distribution has high uncertainty and a deterministic
one low uncertainty. An informative plan reduces the
uncertainty of the system’s beliefs. Intuitively, plans
with outcomes that are hard to predict are the more in-
formative. If we know a plan will succeed with certainty,
we learn nothing by executing it. In a forthcoming pa-
per, we explain how to calculate the optimal amount of
uncertainty T a diagnosis engine should seek in a diag-
nosis plan in order to maximize information. In the case

of persistent faults, the optimal uncertainty about the
outcome would be T = 0.5. In the intermittent case,
the uncertainty should lie in the range 0.36 ≤ T ≤ 0.5.
In this paper, we focus on the problem of finding a plan
with a given amount of uncertainty T .
The first task is to be able to predict the uncertainty
associated with a given plan p = [a1, a2, . . . , an]. We
denote the set of unique actions in a plan Ap =

⋃
i{ai ∈

p}. We assume catastrophic failures, meaning a plan
will be abnormal ab(p) if one or more of its actions are
abnormal:

ab(a1) ∨ · · · ∨ ab(an)⇒ ab(p) for ai ∈ Ap (1)

The predicted probability of a plan action being abnor-
mal will be a function of the probability assigned to all
relevant hypotheses. The set of hypotheses that bear
on the uncertainty of the outcome of plan p is denoted
Hp and is defined as:

Hp = {h|h ∈ Hsys and h⇒ ab(a), a ∈ Ap}. (2)

Given a distribution over hypotheses and the set Hp

of explanatory hypotheses for plan p, it is possible to
calculate the probability that plan p will fail. Since
every hypothesis h ∈ Hp contains at least one abnormal
action that is also in plan p, hypothesis h being true
implies ab(p):

(h1 ∨ h2 ∨ · · · ∨ hm)⇔ ab(p) where hj ∈ Hp (3)

Since the hypotheses are mutually exclusive by defini-
tion, the probability of a plan failure Pr(ab(p)) is de-
fined as the sum of all probabilities of hypotheses which
imply the plan to fail:

Pr(ab(p)) =
∑

h∈Hp

Pr(h) (4)

5.1 Search for Highly Diagnostic Plans
Our goal now is to find a plan which achieves produc-
tion goals, but is also informative: that is, the plan
is observed to have an abnormal outcome with proba-
bility T . Intentionally choosing a plan with a positive
probability of failure lowers our immediate production,
but the information gained allows us to maximize fu-
ture production over a longer time horizon. A naive
approach search would generate all possible sequences
and filter this list to get the plans that achieve goals
and are informative.

popt = argminachievesGoal(p)∈P |Pr(ab(p))− T |. (5)

Unfortunately the space of plans P is typically exponen-
tial in plan length. We can reduce this by considering
families of plans that share structure. In A* planning,
there are a set of partial plans pI→S1 , pI→S2 , . . . , pI→Sn .
These plans go from the initial state I to the interme-
diate states S1, S2, . . . , Sn. At each step, A* tries to
expand the plan most likely to achieve the goal in the
best way. The ideal plan p would start with the prefix
pI→Sn

which takes us to state Sn and continue with the
suffix plan pSn→G leading from the state Sn to the goal
state G. A* chooses the partial plan pI→Sn

to expand
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using a heuristic function f(Sn). The heuristic function
f(Sn) estimates the total path quality as the quality of
the plan prefix pI→Sn , traditionally written g(Sn), plus
the predicted quality of the suffix pSn→G, traditionally
written h(Sn).

f(Sn) = g(Sn) + h(Sn). (6)

If f(Sn) never overestimates the true quality of the com-
plete the plan, then f(Sn) is said to be admissible and
A* is guaranteed to return an optimal plan. The un-
derestimation causes A* to be optimistic in the face of
uncertainty ensuring that uncertain plans are explored
before committing to completed plans known to be high
in quality. The more accurate the heuristic function, the
more A* will focus its search only on the high quality
plans.
We want the search to run in real time online. We use
an idea from the search community to automatically
construct a good heuristic function from the descrip-
tion the system architecture and dynamics. Consider
the example in Figure 3. In this example, the graph
represents legal action sequences or possible plans that
can be executed on the system. The system starts in
the start state labeled S and follows the arcs through
the graph to reach the goal state G.

Figure 3: Machine topology places limits on what can be
learned in the suffix of a plan

Suppose that we execute a plan that moves the system
through the state sequence [S,A,C,G]. The sequence
is shown as a shaded background on the relevant links
in the figure. We assume the plan resulted in an ab-
normal outcome. Unknown to the diagnosis engine, the
abnormal outcome was caused by action aA,C . To keep
things simple, imagine there is only this single, persis-
tent fault. A diagnosis engine would now suspect all of
the actions along the plan path to be faulty, We would
have three positive probability hypotheses correspond-
ing to suspected actions: {{aS,A}, {aA,C}, {aC,G}}. In
the absence of additional information, we would assign
them equal probability (see Table 1).
The graph structure and probability estimates can be
used to construct heuristic bounds on the uncertainty
that can be contributed to a plan by any plan suffix. We
build up the heuristic from the end of the plan (right
side of figure). Consider action aD,G leading from state

Hypothesis {aS,A} {aA,C} {aC,G}
Probability 1/3 1/3 1/3

Table 1: Probability of Hypotheses (single fault)

D to the goal state G in Figure 3. Action aD,G was
not part of the plan that was observed to fail, so it
is not a candidate hypothesis. Under the single fault
hypothesis it has probability zero of being faulted. If
we extend any prefix plan ending in state D with action
aD,G, we don’t increase the failure probability of the
extended plan, because the action aD,G has probability
zero of being abnormal. There are no other possible
plans from D to G so both the upper and lower bound
for any plan ending in state D is zero.
Similarly, we determine that state B also has a lower
bound of zero since it can be completed by an action
aB,D which does not use a suspected action and ends
in state D which has lower bound zero. State B has
an upper bound of 1/3 since it can be completed by
an unsuspected action aB,C to state C which has both
an upper and lower bound of 1/3 probability of being
abnormal.
Once we have recursively built up bounds on the prob-
ability of a suffix being abnormal, we can use these
bounds with a forward search for a plan that achieves
the target probability T . Consider a plan starting with
action aS,A. Action aS,A was part of the plan that was
observed to be abnormal. If we add aS,A to a partial
plan, it must add 1/3 probability to the chance of failure
as it is a candidate itself. After aS,A the system would
be in state A. A plan could be completed through D.
Action aA,D itself, has zero probability of being abnor-
mal, and using our heuristic bound, we know a com-
pletion through D must add exactly zero probability
of being abnormal. Alternatively, from node A, a plan
could also be completed through node C. Action aA,C

immediately adds 1/3 probability of failure to our plan
and using our heuristic bound, we know the completion
through C must add exactly 1/3 probability of being
abnormal to a plan. The precomputed heuristic there-
fore allows us to predict total plan abnormality proba-
bility. The lower bound of the total plan is 1/3. This
comes from 1/3 from aS,A plus 0 from the completion
aA,D, aD,G, The upper bound is 3/3 equal to the sum of
1/3 from aS,A plus 1/3 from aA,C and 1/3 from aC,G.
If we complete this plan through [aA,C , aC,G] the total
plan will fail with probability 1. Note that this path
is the same as the path originally taken. We already
know it fails, so it adds no new knowledge under the
persistent faults assumption. If we complete this plan
through the suffix [aA,D, aD,G] the failure probability of
the total plan will be 1/3 which is closer to T = 0.5.
The plan may or may not succeed indicating that there
is something to be learned. Indeed, if it fails, we will
have learned that node aS,A was the failed action. Note,
that there is no guarantee that a plan exists for any
value between the bounds.
The heuristic bounds are calculated recursively starting
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from all goal states. A goal state has an empty set
of suffix plans PG→G = ∅ therefore we set the lower
bound LG = 0 and upper bound UG = 0. Each new
state Sm calculates its bounds based on the bounds of
all possible successor states SUC(Sm) and on the failure
probability of the connecting action aSm,Sn

between Sm

and Sn. A successor state Sn of a state Sm is any state
that can be reached in a single step starting from node
Sm. In the single fault case it is true that the failure
probability added to a plan pI→Sn

by concatenating an
action aSn,Sm

is independent from the plan pI→Sn
if

HpI→Sn
∩HaSn,Sm

= ∅.
The lower bound Sm will be determined by the action
probabilities linking Sm’s to its immediate successors
and the lower bounds on these successors. The upper
bounds are analogous.
LSm

= minSn∈SUC(Sm)[Pr(ab(aSm,Sn
)) + LSn

]
USm

= maxSn∈SUC(Sm)[Pr(ab(aSm,Sn
)) + USn

]
In contrast to the computation of the heuristic, the
search for an informative production plan starts from
the initial state S and works recursively forward. The
abnormality probability of the empty plan starting at
state S is zero plus the best completion. In general, the
abnormality probability will be the abnormality prob-
ability of the plan up to the current state plus the ab-
normality probability of the best completion. Since we
are uncertain about the completion, its probability of
abnormality will be an interval composed of a lower and
upper bound. This makes the total abnormality prob-
ability an interval as well:

I(pI→Sn
) = [ Pr(ab(pI→Sn

)) + LSn
,

Pr(ab(pI→Sn
)) + USn

)] (7)

Recall, the best plan is the one whose total failure prob-
ability is T . In the persistent fault case, T = 0.5. Given
an interval describing bounds on the total abnormality
probability of a plan, I(pI→Sn

) we can construct an
interval describing on how close the abnormality prob-
abilities will be to T :

|T − I(pI→Sn
)| (8)

The absolute value folds the range around T . If the
estimated total abnormality probability of the plan
straddles target probability T , then the interval |T −
I(pI→Sn)| straddles zero and the interval will range
from zero to the absolute max of I(pI→Sn).
Let us define our search heuristic F (pI→Sn) = min(|T−
I(pI→Sn

)|). The function F has some interesting prop-
erties: Whenever the predicted total plan abnormal-
ity probability lies between L and U , F is zero. Intu-
itively, it is possible that there exists whose abnormality
probability exactly achieves probability T . In all cases
F (pI→Sn

) represents the closest any plan going through
state Sn can come to the target abnormality probability
exactly T .
In our search we have a whole set of partial plans
P = {pI→S1 , pI→S2 , . . . , pI→Sn}. For each partial plan,
we evaluate F (pI→Sn) and expand the plan with the
lowest value. Since F (pI→Sn

) is an underestimate, A*
search using this estimate will return the most informa-
tive plan that achieves production goals.

5.2 Improving Efficiency by Search Space
Pruning

In the previous section we have described an A* like
search algorithm to find highly informative diagnostic
plans. In many cases the search heuristic returns the
same value, namely zero. This leads to little guidance.
In this section we introduce several methods to focus
the search.
The first method prunes out dominated parts of the
search space. Consider an abnormality probability in-
terval for a partial plan I(pI→Sn

) that does not straddle
the target value T . The best possible plan in this inter-
val will be on one of the two boundaries of the interval,
whichever one lies closest to the target value T . Let
LI(pI→Sn ) and UI(pI→Sn ) be the lower and upper bound
of the abnormality probability interval I(pI→Sn). Then

VpI→Sn
= min(|LI(pI→Sn ) − T |, |UI(pI→Sn ) − T |) (9)

will be the value of the best plan in the interval. Plan
pI→Si will dominate every plan pI→Sj where VpI→Si

<

VpI→Sj
∧ T 6∈ I(pI→Sj

). We can prune out all domi-
nated plans from the A* search frontier.
The next method is used to intelligently break ties in the
heuristic value. The heuristic value determines which
node will be expanded next. It is possible that two or
more nodes will receive the same value so that we might
need a tie-breaking rule to decide which node should be
expanded first. The simplest tie-breaking rule would
be to pick a node randomly, but we can do better than
that.
VpI→Sn

represents a guaranteed lower bound on a to-
tal plan pI→G starting with the partial plan pI→Sn

as
prefix. Recall, the upper and lower bounds are realiz-
able, but none of the interior points of the interval are
guaranteed to exist. Therefore comparing the V ’s en-
ables us to decide which of two partial plans has the
closest realizable solution. If two partial plans are also
identical in this parameter, the information gain is the
same, then we prefer the partial plan with less like-
lihood to fail. We put these two ideas together in a
sequential decision procedure. Let pI→S1 and pI→S2 be
the two partial plans with the same minimum value,
i.e. F (pI→S1) = F (pI→S2). Then we break the tie by
choosing the first rule that applies from the following
ordered list:

1. If VpI→S1
< VpI→S2

then expand pI→S1 first
2. If VpI→S1

> VpI→S2
then expand pI→S2 first

3. If UI(pI→S1 ) < UI(pI→S2 ) then expand pI→S1 first

4. If UI(pI→S1 ) > UI(pI→S2 ) then expand pI→S2 first

5. If LI(pI→S1 ) < LI(pI→S2 ) then expand pI→S2 first

6. If LI(pI→S1 ) > LI(pI→S2 ) then expand pI→S1 first

7. otherwise pick randomly

6 Experiments
To evaluate the practical benefits of pervasive diagno-
sis, we implemented the heuristic search. We combined
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Figure 4: A schematic of a modular printing press used
in the experiments. The press consists of 4 print engines
(large rectangles) connected by controllable paper handling
modules. Sheets enter on the left and exit on the right.
There are 48 actions controlling feeders, paper paths, print
engines and finisher trays.

it with an existing model-based planner and diagnosis
engine and tested the combined system on a model of
a modular digital printing press [16] or [6]. Multiple
pathways allow the system to parallelize production, use
specialized print engines for specific sheets (spot color)
and reroute around failed modules. A schematic dia-
gram showing the paper paths in the machine appears
in Figure 4.
We do a test run for each possible abnormal action.
The planner then receives a job from the queue. It then
sends the plan to a simulation of the printing press. The
simulation models the physical dynamics of the paper
moving through the system. Plans that execute on this
simulation will execute unmodified on our physical pro-
totype machines in the laboratory. The simulation de-
termines the outcome of the job. If the job is completed
without any dog ears (bent corners) or wrinkles and de-
posited in the requested finisher tray, we say the plan
succeeded, or in the language of diagnosis, the plan was
not abnormal, otherwise the plan was abnormal.
The original plan and the outcome of executing the plan
are sent to the diagnosis engine. The engine updates the
over hypothesis probabilities. When a fault occurs, the
planner greedily searches for the most informative plan.
Since there is a delay between submitting a plan and
receiving the outcome, we plan production jobs from
the job queue without optimizing for information gain
until the outcome is returned. This keeps productivity
high.
We evaluate performance of passive diagnosis (only nor-
mal operation), explicit diagnosis (alternates diagnosis
and regular operation) and pervasive diagnosis (regular
operation modified to obtain additional diagnostic in-
formation). In the case of explicit diagnosis, the planner
solely focuses on the needs of the diagnosis engine and
thus creates plans hat maximize information gain in re-
gards to the fault hypotheses. In general these plans
need not be production plans. In case of passive di-
agnosis, the planner is not influenced by the diagnosis
engine at all, that is, plans will be solely optimized in
regards to production. In pervasive diagnosis, the plan
is biased to have an outcome probability closest to the
target T . As shown in Figure 5, the bias can create

Figure 5: The flexibility of the architecture can be exploited
to choose paper paths that use different subsets of compo-
nents. A sequence of these paths can be used to isolate the
fault.

paths capable of isolating faults in specific actions.
In our model we assume, that under normal conditions
the machine produces output at its nominal rate rnom

and that diagnosis efforts begin once some abnormal
outcome is observed (i.e. a paper jam, dog ear, etc.).
This outcome is the result of some single faulty mod-
ule within the system. If this module contributes to
some plan, it will exhibit aberrant behavior with some
probability q, the so called intermittency rate, resulting
in plan failure. In short we assume single, intermit-
tent, catastrophic faults. Here we use a simple cost
model of opportunity costs in terms of unrealized pro-
duction due to efforts of isolating the faulty component
(diagnosis costs) and exchanging this component (repair
costs). The cost in this model represent the expected
total amount of lost production due to the fault.
The repair cost model is rather simple: The technician
receives a list of the printer modules in decreasing order
of their fault probability. He or she will then follow a
very simple procedure: He or she will step through the
list, exchange the next module and test the machine
until this test shows the machine working properly. We
assume each step takes a constant amount of time and
thus a constant cost. Using this model, repair costs can
easily be estimated by Equation 10, with exchange cost
cexc = rnom ∗ texc.

ctrep = cexc

|Prt |∑

i=1

i ∗ pt
i (10)

The cost model for the response cost depends on the
diagnosis cost model and the repair cost model as shown
in Equation 11.

ct,policy
response = ctrep + ct,policy

diag (11)

At the moment the unexpected behavior is first ob-
served the cost is 1 (lost unit of production) and the
belief state is an uniform distribution over all fault hy-
pothesis for all approaches. With the passive approach,
the machine will continue to produce at rate rnom, so
diagnostic cost consists solely of the faulty output as
shown in Equation 12.

ct,pass
diag = 1 + nfaulty (12)

For explicit diagnosis, we assume no production during
diagnosis (reasonable as chances of producing the right
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output are negligible), thus diagnosis cost is calculated
by Equation 13.

ct,exp
diag = 1 + rnom ∗ tdiag (13)

Finally for pervasive diagnosis we assume that the ma-
chine produces at a reduced rate rperv ≤ rdiag during
diagnosis. Furthermore products can be faulty during
production, thus the cost is calculated by Equation 14.
Note that in our model the response cost represent the
production lost due to the fault and therefore the goal
is to minimize response cost.

ct,per
diag = 1 + nfaulty + (rnom − rperv) ∗ tdiag (14)

In our experiments we set the exchange time for a sin-
gle module to 10 minutes. The exchange of a single
module causes us to halt only one print engine at the
time. Due to the fact that the underlying system oper-
ates with four print engines we set texc = 150sec. The
nominal rate of the system is rnom = 3.1sheets/sec.
Our experiments have shown that the reduced rate of
pervasive diagnosis is rperv = 1.9sheets/sec.
Based on the introduced model we compare the perfor-
mance of passive diagnosis, explicit diagnosis and per-
vasive diagnosis for three levels of fault intermittency
represented by the probability q. When q = 1, a faulty
action always causes the plan to fail. When q = 0.01 a
faulty action only causes the plan to fail with a statis-
tical mean of 1/100. The summary of the experimental
results are in Table 2. A more detailed visualization
of the results is presented in Figure 6 for the intermit-
tency rate q = 0.01, in Figure 7 for the intermittency
rate q = 0.1, and in Figure 8 for the intermittency rate
q = 1. We averaged experiments over 100 runs to re-
duce statistical variation.

q=0.01 min. response cost Time # of exch. mod.
Passive 1010.22 214.1 2.01
Explicit 947.25 76.6 1.41

Pervasive 768.80 204.6 1.01

q=0.1 min. response cost Time # of exch. mod.
Passive 1055.25 35.0 2.10
Explicit 591.31 29.1 1

Pervasive 547.77 37.2 1

q=1.0 min. response cost Time # of exch. mod.
Passive 1012.00 7.78 2.01
Explicit 515.43 3.1 1

Pervasive 509.76 3.78 1

Table 2: Pervasive diagnosis has the lowest rate of lost
production. (# of exch. mod.: expected # of ex-
changed modues at the minimal response cost)

Figure 6, 7, and 8) show the expected costs of repair, the
cost of diagnosis and their sum over time in terms of lost
production in relation to a healthy machine. We plot
these costs for fault intermittency rates of 1, 0.1 and
0.01. Cost of repair is computed by estimating the re-
pair time based on the current probability distribution
over the fault hypothesis and pricing this downtime ac-
cording to the nominal machine production rate. Cost

Figure 6: Experimental results for the intermittent rate
q = 0.01 averaged over 100 runs.

Figure 7: Experimental results for the intermittent rate
q = 0.1 averaged over 100 runs.

Figure 8: Experimental results for the intermittent rate
q = 1 averaged over 100 runs.
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of diagnosis at time t is the accumulated production
deficit in relation to a healthy machine producing at its
nominal rate rnom. The x-axis is the amount of time
(relative to the first occurrence of the fault) after which
one chooses to stop diagnosis and start repairing the
machine. The minimum of the sum these costs denotes
the optimal point in time (relative to first occurrence of
the fault) to switch from diagnosis to repair and gives
the minimal expected total loss of production due to
the fault.
In all our experiments we found the optimal response
costs of pervasive diagnosis to be below those of the
other two approaches. As expected the respective op-
timal durations of diagnosis processes are in the order
(shortest to longest) of explicit, pervasive and passive.
This corresponds to the fact that explicit diagnosis fo-
cuses solely on the diagnosis task. Therefore explicit
diagnosis is able to select plans with maximal diagnosis
information gain and can isolate the faulty component
in the shortest amount of time. However, due to the
high production loss (production is halted), explicit di-
agnosis does not result in minimal response costs. Pas-
sive diagnosis has the lowest rate of lost production, but
incurs the highest expected repair costs due to its lower
quality diagnosis. This corresponds to the fact that
the plans executed during passive diagnosis are opti-
mized for production regardless of diagnosis needs. Per-
vasive diagnosis intelligently integrates diagnosis goals
into production plans by using planning flexibility. This
leads to a lower minimal total expected production loss
in comparison to passive and explicit diagnosis.

7 Discussion
In the body of this paper we presented an application
of pervasive diagnosis to a printing domain. We believe
the technique generalizes to a wide class of production
manufacturing problems in which it is important to op-
timize efficiency but the cost of failure for any one job
is low compared to stopping the production system to
perform explicit diagnosis.
The application that we have developed illustrates a
single fault, single appearance, independent fault in-
stantiation of the pervasive diagnosis framework. To
generalize the instantiation we can reduce the set of as-
sumptions by incorporating a different representation
of the hypotheses space, the belief model and the belief
update. In the most general case, multiple intermittent
faults with multiple action appearance, the construction
of the heuristic directly extends to an on-line forward
heuristic computation similar to the one used in the FF
planning system [9]. However, the idea of pervasive di-
agnosis is not limited to a probability based A∗ search.
Another possibility of instantiation could be an SAT-
solver approach in which the clauses represent failed
plans and each satisfying assignment is interpreted as a
valid diagnosis.

8 Conclusions
The idea of Pervasive Diagnosis opens up new oppor-
tunities to efficiently exploit diagnostic information for

the optimization of the throughput of model-based sys-
tems. Hard to diagnose intermittent faults which would
have required expensive production stoppages can now
be addressed on line during production. While per-
vasive diagnosis has interesting theoretical advantages,
we have shown that a combination of heuristic planning
and classical diagnosis can be used to create practical
real time applications as well.
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Abstract

Robotic spacecraft appear to be the killer applica-
tion for model-based diagnosis and recovery. They
are complex, expensive assets that are out of com-
munication for extended periods of time, but still
must be protected from loss due to failure. Fault
protection, the task of manually designing, imple-
menting and operating spacecraft systems that are
robust in the face of anomalies, is time consuming
and costly. Thus the mid-1990’s began a significant
push to develop model-based diagnosis and recov-
ery for robotic spacecraft, including flying two sys-
tems as experiments on spacecraft. However, to our
knowledge no spacecraft in the subsequent decade
has used any model-based diagnosis technology in
operations and the expected benefits have yet to ap-
pear. Using examples from real spacecraft missions
we probe the cost, benefit and risk advantages we
anticipated. We identify the factors determining the
expectedvalue provided by a diagnosis and recov-
ery system. We discuss the expected value such
a system would provide an existing mission given
the actual anomalies it experienced. This reveals
the incorrect assumptions behind our expectations
for model-based diagnosis in this domain.

1 Introduction
Robotic spacecraft appear to be the killer application for
model-based diagnosis and recovery. They are complex and
very expensive assets that must be protected from loss due
to failure. Due to the nature of deep space they are out
reach and out of communication for extended periods of time.
Fault protection, the task of manually designing, implement-
ing and operating spacecraft systems that are robust in the
face of anomalies, is time consuming and costly. Thus the
mid-1990’s began a significant push to develop model-based
diagnosis and recovery for robotic spacecraft. A great deal
of experience was gained applying two such diagnosis sys-
tems to simulated or testbed domains involving spacecraft,
chemical processors, life support systems and scientific in-
struments, and demonstrating them during flight experiments
on the Deep Space 1 (DS-1) and Earth Observer 1 (EO-1)
spacecraft. However to our knowledge no spacecraft project

in the decade since has adopted these or any other model-
based diagnosis (MBD) technologies in operations and the
anticipated benefits have yet to come to fruition. This sug-
gests a number of questions. What are the costs of using
MBD, what benefits are observed in practice and how can we
approach the question of whether the benefits outweigh the
costs for spacecraft? How are missions today approaching
fault diagnosis and recovery during operations? How does
the proposed MBD approach differ with the current practice,
and why aren’t we able to leverge MBD technologies to pro-
vide greater value or lower cost? By attempting to answer
these questions, we have identified specific assumptions that
made our expectations for MBD in this domain incorrect.

In the next section, we describe the spacecraft fault protec-
tion problem and common practice for addressing it, followed
by an overview of the Livingstone model-based diagnsosis
and recovery system. We then consider Livingstone’s impact
on spacecraft fault protection practice, both in terms of the
impact we expected based on its capabilities and the impact
we have observed in the subsequent years. In the next sec-
tions, we discuss the pressures on expected value, cost and
risk we believe hamper the use of on-board MBD and re-
covery systems. We support our analysis using theMER and
DS-1 missions as examples. In the Discussion we summa-
rize our experience with the cost, risk and value tradeoff for
MBD and our understanding of why these technologies have
not been adopted in the spacecraft domain. In Related Work,
rather than survey the MDB field, we briefly discuss a paper
that raised similar questions about MBD and a few non-MBD
systems used on spacecraft.

2 Traditional Fault Protection Process
Before discussing MBD we briefly discuss spacecraft Fault
Protection (FP) for the purpose of comparison. The primary
purpose of FP is to ensure that anomalies or operational prob-
lems encountered during operation of the spacecraft do not
result in permanent reduction in the spacecraft’s capabilities
or loss of the mission itself. As Neilson explains in an ex-
cellent overview of the FP system for the Mars Exploration
Rovers (MER), FP is an engineering process that incorporates
robustness to faults into spacecraft hardware, software, sys-
tems engineering and operations [Neilson2005]. All of these
systems are engineered to work together to reduce the likeli-
hood that any reasonably plausible contingency will resultin
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permanent loss of mission capabilities. This paper is largely
concerned with on-board software for active fault detection,
isolation and recovery (FDIR). We note though that the on-
board system is just one aspect of the overall FP engineer-
ing process, and that the on-board system for protecting the
spacecraft is typically a mix of hardware and software. Tradi-
tionally, the FP engineering process is driven by fault modes,
effects and criticality analysis (FMECA). This process typi-
cally determines the possible faults of a system or subsystem,
some notion of their likelihoods, and an analysis of the im-
pact of each. If the likelihood of a fault is deemed sufficiently
high and the impact sufficiently negative, the analysis would
also include how the fault would be detected and what the
appropriate response would be.

The appropriate response to a fault may depend upon the
phase of the mission. We use the termcritical phaseof a
mission to mean periods when the spacecraft must take spe-
cific actions (acritical sequence) or serious degradation will
result. For example during the entry sequence each MER
rover entered the Martian atmosphere at over 10,000 miles
per hour. At specific times it jettisoned a protective shell,
deployed airbags, and the like. Failure to execute a step in
this six minute sequence would end the mission. We say the
system mustfail operationalin that any failure deemed suf-
ficiently likely to occur must be taken into account by the FP
approach, for example by switching between redundant sub-
systems to allow execution to continue. Accordingly, during
development of the spacecraft an enormous amount of atten-
tion is given to the precise critical sequence the spacecraft
will execute, which failures are likely, how they will be de-
tected, and how they will be immediately mitigated. Since
response must be timely, it must be available on-board. This
may involve something as simple as a table mapping observed
sensor values to commands that should be issued in response,
for example to switch to a redundant backup. For very com-
plex critical sequences on large spacecraft, a much more elab-
orate method of determining responses may be developed,
such as for the Cassini orbital insertion at Saturn [Brownet
al.1995].

In anon-critical phase, it is still possible to damage or lose
the mission due to a fault, but there isn’t the added constraint
of having to execute a critical sequence. Thus typical FP sys-
tems tend to focus on mitigating or postponing the impact of
the fault by changing the spacecrafts state or behavior. Of-
ten if a serious problem is detected, the spacecraft is placed
into a safe mode where the only actions taken are those that
maintain the spacecraft in a quiescent state. For example on
the MER rovers, draining the battery risks not being able to
heat the rover during the cold Martian night and not being
able to communicate with Earth when expected. The system
level MER FP includes a hardware battery controller that dis-
connects the batteries should a serious hardware or software
failure begin to drain them. In this case, the system’s heaters,
solar panels, and flight software work together to ensure the
rover does nothing but stay warm and wake once during the
day to contact Earth using very few hardware and software
subsystems and minimal power. If the situation appears to be
less grievous or more localized, then a less drastic response
may be taken at first. On the MER rovers, subsystem be-
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Figure 1: Model-Based Diagnosis and Recovery

haviors incorporate subsystem level FP [Reeves2006]. If the
rover’s arm draws more than the allowed current during use,
it is marked failed. The arm behavior ignores any subsequent
requests to use the arm, and the rover driving behavior is dis-
abled if the arm is not stowed away. Routine communica-
tion with Earth and other tasks that do not involve the arm
continue as normal. During the cycle of downlinking teleme-
try and uplinking sequences (typically the next day), ground
operators can inspect the telemetry and debug the arm. In
many cases, engineers may send commands to carefully gain
more information about the spacecraft’s condition, or may at-
tempt to reproduce the issue on an Earth-bound copy of the
spacecraft. When the anomaly is understood, engineers may
simply re-enable the spacecraft, upload a software patch, or
change operational procedures to work around it. A process
similar to this has protected the MER rovers for over four
years [Matijevic and Dewell2006].

The above FP approach is to carefully engineer the robust
but minimal fail operational capabilities needed for critical
periods, and otherwise engineer hardware, software and op-
erations so the spacecraft can be put in a safe state in response
to plausible anomalies. This characterizes a wide range of FP
systems that have been flown. The remainder of this paper
is about experience gained attempting to improve upon this
approach using model-based diagnosis technology.

3 The Livingstone System
Livingstone [Williams and Nayak1996, Kurien and
Nayak2000] is a model-based diagnosis system in the
style of GDE [de Kleer and Williams1987] and Sherlock [de
Kleer and Williams1989]. A main innovation is the use of
one system model and search algorithm to infer both what
failures have put the system in to its current state and what
actions may be used to move the system to a state with a
desired property. Thus it is capable of detecting, identifying
and also responding to off-nominal conditions. With a model
that includes actions, it can monitor execution of commands,
detect anomalies, diagnose failures and provide recovery
actions for complex systems such as an spacecraft.

Figure 1 illustrates its operation at an idealized, schematic
level. We use the Cassini spacecraft as a benchmark exam-
ple, as was the norm in the Livingstone papers. To avoid a
persistent confusion, we note Livingstone was run against a
simulation of the Cassini spacecraft and not as a part of the
Cassini mission. Livingstone requires a high level model of
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the components of the spacecraft and their operation. During
operation, Livingstone is fed the stream of commands that are
being given to the spacecraft and the readings from sensors
that relay the internal state of the spacecraft (e.g. switchsta-
tus bits, temperature sensors, pressure transducers, etc.). Liv-
ingstone uses the model of the spacecraft’s components and
the command stream to predict the values of the sensors that
should result from the commands assuming no components
are failed. If there is a discrepancy between the predicted
and observed sensors, then a failure is assumed. Livingstone
uses the model of the components to simulate different com-
binations of failures. It uses a diagnosis algorithm to quickly
focus on the combination of failures that would predict the
sensor values that are being observed. This combination of
component failures is the diagnosis.

In case of failure, Livingstone is able to use the same pre-
dictive model to suggest commands that achieve a desired
property (e.g. engine is receiving fuel) and thus mitigate the
failure. It can for example infer that one should switch be-
tween the failed component and a similar set of components
that performs the same function. For example, consider the
Cassini main propulsion system in Figure 2. The purpose
of the system is for the helium tank to pressurize the oxi-
dizer tank and fuel tank in order to push fuel and oxidizer
to exactly one of the engines, where it is ignited to create
thrust. Owing to Cassini’s decade long mission, the system
has many redundant paths between the various tanks and a
backup engine. Valves in parallel allow a second path in case
a valve sticks shut. Valves in series allow a path to be turned
off if a valve sticks open. When run against a simulation of
this propulsion system, Livingstone’s task was to monitor the
commands given to the valves and infer if the pressure read-
ings were consistent with the expected state of the valves. If
not, Livingstone was able to determine the smallest number
of valves to open or close to ensure oxidizer and fuel could
reach exactly one engine. Thus Livingstone could effectively
manage the configuration of the system so that it always pro-
duced thrust when desired even in the face of failures.

4 Expected Benefits
The promise of a system like Livingstone flows from the con-
cept that users describe the nominal and (perhaps multiple)
failure behaviors of each type of component, and how compo-
nents are connected. Livingstone then infers the system-wide
behavior given any combination of nominal and failed com-
ponents and any sequence of commands. Thus the user mod-
els that a valve can be open and allow fluid flow, or closed and

Type Domain Subsystem Year
Sim Cassini Propulsion Liv 1996
Flight DS 1 Attitude control Liv 1998

switches
Testbed ISRU Chemical reactor Liv 1998
Testbed Interferometry Optical bench Liv 1999
Sim µ-spacecraft Liv 2001
Sim rover Drive system Liv 2001
Sim X-34 Propulsion L2 2002
Sim X-37 Electronics L2 2002
Flight EO 1 Instruments L2 2003

Table 1: Livingstone and Livingstone 2 Applications

stop fluid flow, or stuck open or stuck closed, and can arrange
valve combinations far more complex than the Cassini model
shown. Livingstone in turn performs system-wide reasoning
during operations to start and stop fuel flow to the engines (or
achieve any other state described by the model) in the face
of multiple valves sticking closed or open. We envisioned a
wide range of benefits if we could simply describe the local
behavior of components instead of reasoning through system
wide interactions under a multitude of scenarios.

• Reduced fault protection implementation costs
Rather than develop a custom FP and safing system,
the spacecraft would employ a re-usable diagnosis en-
gine that inferred the spacecraft’s state and recovery re-
sponses on the fly from component models.

• Significantly lower analysis costs for critical phases
The fail-operational response needed for a critical phase
would be inferred from the model on-line during execu-
tion, reducing the manual analysis needed to engineer a
response a priori and encode it.

• Greater robustness than traditional fault protection
The on-board diagnoser would infer diagnoses of dou-
ble and triple failures and suggest workarounds, where
a traditional FP might include pre-computed responses
for single failures or certain critical anomalies involving
multiple failures.

• Greater mission return
By inferring recoveries for any state of the spacecraft we
could fail operational even in non-critical periods. Oper-
ations would resume with no need to wait for interven-
tion from the ground, increasing spacecraft productivity.

• Reduced mission staffing levels and operational costs
Since the MBD system would resolve many anomalies
without intervention from the ground, fewer expert en-
gineers would be needed during spacecraft operations.

5 Flight Experience
A large number of talented people developed Livingstone
and L2 applications for a wide variety of systems, which
allowed us to gain the experience upon which this paper
is based. Table 1 lists applications developed for simu-
lators, testbeds and two flight experiments, along with the
year. A more detailed version of this table appears in [Kurien
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and R-Moreno2008]. Livingstone was chosen in 1996 to be
a part of the Remote Agent spacecraft autonomy architec-
ture [Muscettolaet al.1998]. In May 1999 it was flown on the
Deep Space 1 spacecraft as a technology experiment [Bernard
et al.1998]. The first author gained direct experience with
model-based diagnosis technology by doing Livingstone de-
velopment, modeling of the Deep Space 1 (DS-1) spacecraft,
and participating in mission operations during the experi-
ment. Livingstone was activated onDS-1 for a 20 hour test
and a 6 hour test. During these tests, the Remote Agent ran
on top of theDS-1 flight software, which included a fault pro-
tection system. During the test Livingstone was fed simulated
sensor readings consistent with a set of four pre-determined
failure scenarios: switch position indicator failed, camera
power switch stuck on, science instrument not responding and
thruster stuck closed. In the first case, Livingstone correctly
ignored the sensor, and in the remaining cases recommended
recoveries of re-trying the command, power-cycling the in-
strument, and switching thruster control modes, respectively.

Subsequently, we developed the follow-on Livingstone 2
system (L2), with several technical improvements [Kurien
and Nayak2000]. With L2 and the associated modeling tools,
our experience applying model-based diagnosis and recovery
systems to spacecraft greatly expanded. L2 was flown as a
technology experiment on theEO-1 spacecraft, again flying
on top of the existing fault protection system. L2 was acti-
vated onEO-1 for a total of 143 days in 2004 and 2005 and
diagnosed 13 simulated failures [Hayden and Sweet2004].
Flight experiments for the X-34 and X-37 spacecraft also
were developed, though those vehicles were never flown
[Maul et al.2004]. In addition to these flight experiments,
Livingstone or L2 was applied to a Mars in-situ propellant
production testbed (ISRU) at Kennedy Space Center [Lar-
son and Goodrich2000], a testbed for the Space Inteferom-
etry Mission at the Jet Propulsion Laboratory, the Bio-Plex
Mars habitat testbed at Johnson Space Center, a testbed for
the PSA micro spacecraft [Doraiset al.2003], and a rover
testbed [Bresinaet al.1999].

6 Analysis of Impact

A great deal was learned from the efforts of the many talented
teams that used Livingstone. In retrospect though, it’s fair to
say that MBD did not transform, or even impact how fault
protection is done on NASA missions. To our knowledge, no
NASA spacecraft has used Livingstone or any system like it
as a part of its fault protection system, and after theDS-1 and
EO-1 experiments, there have yet to be additional research-
funded flight experiments. This begs the question of why we
did not observe the wide range of benefits we expected from
applying model-based diagnosis and recovery to spacecraft
operations, and why there was no ’mission pull’ and adop-
tion of the technology. It is tempting to explain the lack of
penetration by imagining missions are averse to incorporat-
ing new technologies. Certainly revolutionary approachesare
taken all the time. Consider the airbag landing system used
on PATHFINDER andMER. Perhaps there is some hesitance to
use unfamiliar or model-based software. Consider the case of
planning and scheduling technology. Coincidentally, Living-

stone flew with theHSTS planner during the Remote Agent
experiment, and L2 flew with theCASPERplanner onEO-1.
At a high level, planners are similar to Livingstone in that
they comprise a generic inference engine and a model used
to adapt it to a problem. A planner chooses actions to take to
achieve a goal, rather than failures to explain a symptom, but
the algorithms and models are similar in the grand scheme
of things. HSTS evolved into ground-based tools that have
generated thousands of plans for theMER rovers and are used
on the Phoenix Mars lander and upcoming Mars Science Lab
rover [Aghevli et al.2006]. CASPERbecame an operational
tool onEO-1, continuing to run on-board for years, plan over
100,000 goals to date, and save millions of dollars in oper-
ating costs [Chienet al.2003]. Thus missions are willing to
adopt new, model-based software technologies.

As technology developers, there is a natural tendency to fo-
cus on the capabilities of a technology, such as MBD’s ability
to find diagnoses and make recoveries. The decision by a mis-
sion to adopt a technology is a combination of the expected
value, cost and risk given the characteristics of that particular
mission. The three are intertwined. A mission may make a
significant investment to buy down risk, as illustrated by the
inclusion of a backup engine on Cassini. Conversely a mis-
sion feature that provides value may be abandoned if the cost
cannot be kept under control. In these terms, we believe it’s
relatively easy to understand the lack of penetration of MBD.
We provide an overview before a detailed analysis.

Consider the non-critical phases of a mission and the pro-
posal to add fail operational capability. The value of a diag-
nosis and recovery capability captured by our models is only
realized if a failure occurs, it is correctly diagnosed and are-
covery more productive than safing is achieved. Typically,
spacecraft go into safe mode very rarely. Surveying real mis-
sion anomalies also reveals that few are failures that a pri-
ori we would have modeled and been able to recover. When
failures do occur, operators typically need to carefully un-
derstand what has occurred and what assumptions about the
spacecraft design have failed. They then upload commands
to adress the immediate situation and often make a change to
operational rules for the spacecraft before proceeding. Thus
we will argue the expected value provided by MBD during
non-critical phases is not high, especially when considered
against the cost and risk involved.

Consider the critical phases of a mission and the proposal
to use MBD and recovery to provide the required fail opera-
tional capability. Typically a critical phase is minutes tohours
long, involves a known sequence of events, and is critical in
the fate of a mission costing hundreds of millions of dollars.
The added value and reduced cost from employing MBD have
not been clearly shown. However, they would have to be in-
credibly high to offset the risk of not being able to verify in
advance exactly how the spacecraft was going to respond to
plausible scenarios during this short portion of the mission
when an incorrect response will result in mission loss. Thus
we will argue the risk of MBD during critical phases is high,
and the value is unclear. The expected net value of using
MBD over the life of a mission depends upon the expected
value that the technology provides, minus the additional risks
of using it and the cost of deploying it. In the next sections,
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we discuss the pressures on expected value, cost and risk we
believe hamper the use of on-board MBD and recovery sys-
tems. We support our analysis using theMER andDS-1 mis-
sions as examples.

7 Low Expected Value
During Livingstone development we focused upon the
promise that Livingstone could provide value to a mission,
for example by potentially reducing the need for the space-
craft to enter a safe state. There was no attempt to quantify
the magnitude of that value, leading us to overestimate it. In
retrospect, in order for a MBD system to be exercised and
provide value, a failure must occur, the MBD system must
correctly diagnose the failure and it must suggest a useful re-
sponse. It is the likelihood of these events that will deter-
mine usefulness of MBD. As with an insurance policy, the
value actually provided by an MBD system during a mission
isn’t known until after events have unfolded and the mission
is complete. Unfortunately, we know of only two cases where
an MBD system has been flown, which we discuss below.
We then discuss methods for estimating theexpectedvalue if
MBD were hypothetically deployed on a mission, and why
we estimate it to be in general quite low.

During the two day Livingstone flight experiment and the
143 day L2 flight experiment, none of the modeled failures of
the spacecraft occurred. Two failures in experiment-related
software did occur during and interfere with the flight ex-
periment of Livingstone on DS1. One failure we had not
even considered modeling, and the other was explicitly de-
clared out of scope during the modeling effort. Thus the
only two actual failures known to have occurred during a Liv-
ingstone flight experiment were not identified or recovered
from [Bernardet al.1998]. The L2 flight experiment also gen-
erated 14 false positives, diagnosing modeled failures when
none occurred. Thus in these two very short experiments,
this particular MBD system provided no operational value.

These two data points involving a particular MBD tech-
nology are too few to draw any conclusions about the actual
value provided by MBD for spacecraft applications. How-
ever, like an actuary, we can compute theexpectedvalue
MBD would provide to other missions from the product of
the likelihood of the events leading to MBD operating cor-
rectly and the value of it doing so. To estimate the expected
value for a mission, we then need to estimate the following
quantitites:

• the likelihood of a failure actually occurring (≤ 1)

• the likelihood of correctly diagnosing the failure that ac-
tually occurs (≤ 1)

• the likelihood of providing proper response (≤ 1)

• the value of generating the correct diagnosis and re-
sponse on-board (timeliness, reduced operations cost)

To provide a concrete example of how we would reason
through this analysis for a mission, Table 2 summarizes Nel-
son’s excellent overview of the anomalies inMER operations
that occurred in the first two years of commanding two rovers
on Mars. This table captures the anomalies that caused the
two rovers to enter a fault response during approximately

1550 days worth of operations. The first column is a short
name we have given to the anomaly. The second denotes
whether the problem was due to software, hardware or in-
teractions with the environment. We presume that most MBD
applications do not apply to dynamic interactions with the en-
vironment, though this is incidental to our analysis. The third
column denotes how many days passed between when the
anomaly occurred and the subsystem involved in the anomaly
was put back in to routine operations. Note in many cases
other non-effected subsystems were put back in to operation
sooner. The final column describes what response was devel-
oped by theMER anomaly analysis team.

This table captures anomalies during non-critical portions
of the mission. In this case, we define the ideal value of
having on-board diagnosis and recovery to be equivalent to
amount of operational time lost waiting in safe mode after
an anomaly that could have used productively if the anomaly
had been resolved immediately. A second term in expected
value is the rate of failure within on-board spacecraft systems,
which we expect to be quite low in general. This is important
because the product of our value term and this rate, conceptu-
ally the expected amount of time the spacecraft spends in safe
mode, is an upper bound on the value of on-board recovery,
representing the ideal the case where for every anomaly our
MBD system produces a correct diagnosis and a productive
recovery. This bound is simply the nature of attempting to
provide value with on-board diagnosis and recovery.

Looking at Table 2 the small number of hardware and soft-
ware related anomalies suggests that the rate of anomaly oc-
currence is quite small. The amount of time spent on anomaly
recovery was about 2% of the operational time, including a
significant amount of time responding to environmental prob-
lems such as being stuck in soft sand. Thus forMER we know
the amount of potential operational time spent in safe mode
turned out to be 2% of the operational time of the rover. This
represents the ideal upper bound of the value of using MBD
to achieve fail operational during routine operations if every
anomaly could be correctly resolved autonomously on-board.

The reduction from ideal MBD performance to the ex-
pected value is determined by our estimates of the likeli-
hood that a given MBD system will correctly diagnose these
anomalies and the likelihood that it can provide a productive
recovery. Looking at the failures in Table 2 the first question
to consider is out of the enormous space of component failure
modes, what is the likelihood that a priori our models would
have covered diagnosis and recoveries for these failures? The
second question is, what is the likelihood that our automated
software would have produced recoveries that were both cor-
rect and more valuable than simply shutting down subsystems
and waiting for ground analysis as the existingMER system
does? SinceMER did not use an on-board MBD system, dis-
cussing the likelihood of a correct diagnosis or recovery may
be considered conjecture. We believe one can get a sense
of the (small) magnitude of these likelihoods from columns
3 and 4 of the table. These reflect the amount of time the
engineers who built the rover, flight software and operations
system spent carefully probing the rovers with small exper-
iments and deriving a recovery and new operational policy
that would accommodate the failure and the rover’s interac-
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Brief Description Type Analysis Recovery process
Wheel drive HW 4 Experiment to characterize capability of wheel
actuator Warm actuator before use. Drive backward dragging wheel
Steering current HW 4 Experiment to determine source of current increase. K-turns to avoid steering failed wheel
Shoulder actuator HW 17 Experiment to characterize shoulder motor degradation. Characterization of future arm
current failure on driving. Change stowage policy to minimize thermal cycling & forestall failure
Heater stuck on HW ∗ Determine that survival heater was stuck on. Implement policy to remove batteries from

power bus at night. Rely on solar power to wake rover at dawn. Trade off power savings
vs. degradation of instrument due to cold.∗ Ops continued while problem was addressed

Late wakeup/ Env 1 Solar panels woke rover slightly late due to dust storm. Rover missed sequence start time
dust storm then waited in standby mode. Plan new sequences to start 1 hour after expected wakeup
Rock in wheel Env 7 Current spike explained by images of rock in wheel. Days of careful driving dislodge it.
Stuck in sand Env 40∗ Imagery suggests rover is not moving, wheels 70% buried in sand

Set up testbed with similar consistency soil, practice escape strategies. Carefully drive out
using escape strategy. Augment driving policy to avoid wheel embedding on future drives
∗ Continue all non-drive activities on Mars during analysis

Flash file system SW 14 Overloaded file system table prevents creation of new files. Rover continuously reboots.
anomaly Understand what on-board fault protection system is doing,what is causing reboots

Send command to rover to start up without file system, gain control of rover
Determine issue with file system. Clear and rebuild file system
Carefully manage production of files. Return to nominal ops.Later upload patch.

Startup race condition SW 2? Lose comm window every few hundred sols. Added short keep outperiod after startup
Imaging race SW 2 Imaging HW shut down while sequence still reading data from HW
condition Shut down sequence fixed to halt imager sequence before HW shut down
Corrupt command SW 6∗ Solar conjunction test of corrupt commands overloads command handler

∗Normal commanding resumed after solar conjunction over
Variable eval SW 4∗ Same global defined in two sequences running in parallel, result in fault
exception ∗ Includes idle weekend. Do not run two scripts that define sameglobal
Upload fault SW 2 Initial uplink through orbiter experiment overloaded CPU.Pad uplink file, limit size

Table 2: MER Anomalies

tion with the environment. We believe that theMER pattern
of infrequent, short bursts of extremely careful analysis indi-
cates the effective value of model-based diagnosis would be
significantly less than adding 2% to the rovers’ operational
time. In general, we believe the likelihood of failure is low
for operational spacecraft, meaning even the potential benefit
for MBD is limited. In addition, we consider the likelihood
of correct diagnosis and recovery to be low, further lowering
the expected value of MBD. Situations where combinatorics
and propagation of information are the issue in generating di-
agnoses and recovery, as was initially suggested by Cassini’s
27 valve propulsion system and its227 configurations, do not
appear to be the driving problem in spacecraft fault protection
and anomaly resolution. For the types of applications we are
familiar with, failures that do cause loss of operational time
are typically complex, unexpected and break the modeling
abstractions used to develop the system.

8 Non-Trivial Cost Increases

During Livingstone development, we projected future mis-
sions would enjoy substantial savings by eliminating the need
to write a traditional fault protection system or to performthe
system-level analysis done to determine the correct response
to critical, mission ending anomalies. Much of the work pre-
viously done through system level analysis would be done
through inference. Costs would largely consist of the effort to
encode models for the MBD system, which would be reduced

via graphical modeling tools developed with Livignstone.
We now believe that use of MBD adds significant analysis,

development and testing costs. In retrospect, use of a model-
based diagnosis system does not eliminate the need of a fault
protection system, and thus does not eliminate that source of
analysis costs. Creating the models required for an MBD sys-
tem also requires significant analysis specific to this usage.
Unlike traditional approaches, the value proposition of MBD
also promotes performing a significant amount of “specula-
tive” analysis for a range of non-critical faliures that do not
strictly need to be completely analyzed a priori. Finally, our
experience is the envisioned MBD functionality adds a signif-
icant integration and testing effort to production of spacecraft
flight software. We consider each factor in turn below.

We don’t expect use of MBD to reduce the need for analy-
sis related to fault protection, because in retrospect diagnosis
and fault protection are not equivalent. Fault protection is a
system engineering process that impacts the design of hard-
ware, software and operational procedures. It must ensure,
for example, if any hardware, software, environmental or op-
erational problem is draining the spacecraft’s batteries,the
combined hardware, software, operations system and docu-
mented operator procedures have the maximum likelihood of
stabilizing the situation before the vehicle is lost. This is a
much broader problem than that of on-board component-level
diagnosis and reconfiguration of the spacecraft. In addition,
the ability to compute component-level diagnoses is often
neither necessary nor sufficient to ensure spacecraft safety.
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The fault protection scheme typically identifies only faults
(e.g. battery voltage is low) used to find a pre-planned re-
sponse that is meant to safe the spacecraft or continue a very
specific critical sequence over a huge space of problems in-
duced by the hardware, software or environment. For exam-
ple, the fault protection design might place all non-essential
devices on a separate power bus, which is simply turned off if
there is any power-related anomaly. Thus in the flight exper-
iments, it was necessary to employ a fault protection system
which did not need to do detailed diagnosis, while running
Livingstone, which did not perform system fault protection.
Since MBD does not typically address system fault protec-
tion, it has not been demonstrated (nor do we believe) that
use of MBD technology eliminates or significantly reduces
analysis costs for developing the basic fault protection capa-
bility missions require.

We imagined future missions might use the ability of
model-based diagnosis to propagate behavior of individual
components across a system model to generate recovery re-
sponses on the fly or before flight, meaning the analysis costs
of a mission using MBD would drop. Two issues are where
the models come from and what analysis do they eliminate?
Model-based diagnosis requires a diagnostic model which is
different than the simulation models used in routine space-
craft development. TheDS-1 experience was that it’s nec-
essary to know the aspects of each component relevant to
failure, the plausible failures to be modeled, how they man-
ifest themselves locally, local actions that can be taken, and
so on in order to scope and write a model that can be used
for anomaly detection, identification and recovery. Our expe-
rience was therefore that additional failure modes and effects
analysis was needed to drive diagnostic modeling, rather than
a model existing through some other process and then being
used to replace traditional analysis.

The need for additional analysis is exacerbated by the
proposition that an MBD system provide value by au-
tonomously recovering from non-critical anomalies. Con-
sider that the traditional fault protection strategy reserves the
most detailed, a priori analysis only for critical sequences and
the process of safing the spacecraft. The majority of possible
faults simply trigger the safing system without diagnosis to
the component level. Since further analysis is done post hoc,
it’s done only those failures that actually occur, and without
the need to codify the diagnosis into a model. The main value
ascribed to MBD was that it would do detailed diagnosis and
recovery autonomously. This means the analysis and mod-
eling needed to diagnose and recover failures, and the non-
trivial task of encoding those capabilities into software,must
be done a priori, before we know which failures will occur.
Thus we perform the detailed analysis and modeling needed
to automatically recover for many failures most likely never
occur, but are not necessary to automatically recover in the
unlikely event they do.

An overlooked additional cost is integrating the model with
the spacecraft and testing. Signals generated by the space-
craft’s internal sensors may need to be conditioned to remove
transient disturbances or abstracted to match the diagnostic
algorithm. Since we are attempting to use all available sen-
sors to autonomously identify failures before abrupt, system-

level effects are seen, the Livingstone experience is this can
represent at least as much work as modeling. Thus we believe
integration costs are higher than for fault protection systems
that typically focus on anomaly detection without isolation
and use a smaller number of system-level measures. With
respect to testing, one of the main characteristics of Living-
stone is the ability to generate combinations of diagnoses and
recoveries from the possible diagnoses and recoveries for in-
dividual components. However, it was still necessary to work
through the possible failures, how the failure would propa-
gate through the system, and how Livingstone would respond,
then validate the expected behavior through testing. Given
the space of possible responses Livingstone could generate,
the issue of how to validate it at a reasonable cost was an
issue during experiments and remains an issue.

In summary, we believe the proposed use of MBD repre-
sents a cost increase rather than savings. The need to de-
velop a separate set of component-level diagnostic models
adds cost, and does not significantly offset fault protection
analysis costs. The desire to have, a priori, a system that
can autonomously diagnose and recover a spacecraft even
for non-critical anomalies appears to introduce additional de-
tailed analysis, model encoding, signal conditioning and test-
ing that is not necessary if the spacecraft is simply put in a
safe mode when possible. We believe the approach is also
at a cost disadvantage due to the more complex testing and
verification needed to ensure any of the additional diagnoses
and novel recoveries such a system might generate during au-
tonomous operations would not endanger the spacecraft.

9 Increased Risk

Initially, we imagined that MBD would reduce risk of mission
loss by generating diagnoses and recoveries on the fly and in-
creasing the range of situations over which specialized fault
responses were available. Missions considered that MBD
would increase risk because of the increased complexity of
the software’s response and our inability to concisely char-
acterize, enumerate and validate the range of diagnoses and
responses the system might undertake. Rather than engineer
a small number of safing responses that are as broadly appli-
cable as possible, MBD seeks to generate recovery responses
that are as specialized as possible on the fly. It’s interesting
to note that this does not necessarily imply that an MBD sys-
tem responds to a broader range of anomalies, simply that it
responds in a more specialized fashion to each. This means
there are far more variations in spacecraft response based on
its state, and the full set of conditions and responses couldnot
be enumerated and tested. In addition, the purpose of MBD is
to propagate information across the modeled system to allow
variations in response. Thus it can be difficult to even con-
cisely describe how small, non-local variations in the space
of inputs will impact the response, and difficult to argue that
a specific set of test cases provides good coverage for valida-
tion. Combating this perceived increase in risk is a challenge
since the ability of MBD to respond with a far wider range
of behaviors than traditional fault protection is both its sell-
ing point and the source of concern that the system will do
something unpredictable. Some work has been done to ap-
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ply model checking approaches [Cimattiet al.2003], but this
remains a significant issue for adoption.

An additional increase in risk comes from the proposal to
continue to operate the spacecraft via a recovery generated
on-board when it is possible to safe the spacecraft and await
expert analysis. Consider the three wheel problems of Ta-
ble 2,Wheel drive actuator, Rock stuck in wheel, andStuck
in sand. One can imagine mis-diagnosing which failure was
occurring and applying the recovery meant for another (e.g.,
attempting to drive in circles when stuck in sand rather than
when a rock is in the wheel) could permanently trap or dam-
age the rover. We don’t have examples of Livingstone mis-
diagnosing a spacecraft failure as no failures caused any diag-
noses during the flight experiments. However, we do have ex-
amples of false positives (indicating a failure when none ex-
ists) during theEO-1 experiment. Thus it’s important to keep
in mind that MBD may cause us to execute actions that are in-
appropriate for the true state of the spacecraft. This increase
in risk though the possibility of exacerbating a failure through
continued operation rather than safing is one of the items we
are asking missions to trade against the small expected esti-
mated in the previous section in order to justify MBD. For
the Livingstone flight experiments, risk was acceptable be-
cause the MBD system operated on top of a complete, sep-
arate fault protection system which protected the spacecraft.
In addition, Livingstone’s communication with the spacecraft
was through a filter which ensured Livingstone could only
send specific commands which had been analyzed for safety.
If the underlying fault protection system were activated, that
filter would be closed and Livingstone would be terminated.

In an unforgivingenvironment such as space, Livingstone’s
ability to provide novel diagnoses and recoveries to failure
combinations we had not explicitly considered was far less
important than being able to verify exactly how it was going
to respond in the most likely and most critical anomaly situa-
tions. Guarding an MBD system with a traditional fault pro-
tection system and restricting the commands it can give is one
approach to bringing it to the level of predictability needed to
convince mission stakeholders the spacecraft will not go in
to an unsafe state. This strategy was appropriate for exper-
iments whose purpose was to show the technology could be
flown. In routine operations, it would tend to undermine the
cost and value arguments of using MBD.

10 Discussion

In this paper we have discussed the expectations for model-
based diagnosis and recovery systems such as Livingstone
and why we believe not all of those expectations were met.
We attempted to lay out the basic cost/benefit drivers in a do-
main of interest (unmanned spacecraft) and our understand-
ing of why model-based diagnosis and recovery have found
relatively little traction. We can grossly characterize the com-
mon practice in fault protection to be identifying those contin-
gencies where an active, specific response to anomalies must
be made (e.g., loss of a motor during an orbital insertion) and
providing identification and response to those states. In other
anomalous conditions, the spacecraft is safed and engineers
diagnose the problem post hoc. For the missions we’ve con-

sidered, this approach seems to provide lower risk and more
than adequate value in terms of anomaly response when com-
pared to MBD. In addition we have not yet developed or seen
an argument or demonstration that the total analysis, develop-
ment and testing cost for the common practice is higher than
an alternative based upon MBD.

During non-critical mission phases, the net value of hav-
ing on-board diagnosis and recovery is low since we are free
to simply put the spacecraft into a safe mode and only then
invest resources attempting to find a diagnosis or response.
During critical phases (as well as non-critical) the real need
to circumscribe and validate the responses of the fault protec-
tion system decreases the proposed value of MBD’s ability
to generate novel responses, while increasing its testing and
analysis costs in an attempt to contain risk. We also believe
the key questions of how on-board, component-level diagno-
sis fits in with and adds value to the broader task of fault pro-
tection engineering, and how MBD technologies would re-
duce fault protection costs remain open. Thus we believe it
is difficult to justify the use of on-board, generative diagnosis
and recovery systems like those we have been involved with
based on cost, risk or value, at least for the type of missions
with which we are familiar.

11 Related Work

Researchers at Xerox PARC developed a model-based diag-
nosis system for copiers [Bellet al.1991] intended to assist
field technicians. After being presented to technicians, the
system was not deployed and a community knowledge shar-
ing system was deployed instead [Bobrow and Whalen2002].
To paraphrase, the model-based diagnoser was not deployed
because technicians knew how to identify and correct com-
mon faults, and small optimizations in that process were
not of high value. The real issue was unexpected issues
that were not foreseen during the design of the machine or
development of the diagnostic models. Researchers have
applied real-time model-based reasoning to a UH-60 Heli-
copter [Patterson-Hineet al.2001] using the TEAMS and
TEAMS-RT systems [Debet al.1995]. Users model signal
propagation between system components and placement of
sensors. TEAMS performs off-line testability analysis to de-
termine which component failures can be detected and fur-
ther isolated, and make recommendations to improve testabil-
ity. TEAMS has been used for testability analysis of several
large aerospace systems. TEAMS-RT uses the same model
to determine which components may be failed from pass/fail
outcome of sensor tests. We were unable to find references
indicating whether TEAMS-RT has been used in an FP sys-
tem or ground-based diagnostic aid during aerospace oper-
ations. The very successful Cassini mission, whose main
propulsion system was later used as a benchmark problem
in development of Livingstone, made use of rule-based fault
diagnosis and recovery system in operations [Hackneyet
al.1993, Brownet al.1995]. Through a FMECA process, the
set of critical failures, the symptoms that would result, and
the appropriate responses were derived. Mappings from mon-
itored values to diagnosed states were encoded in rules. Com-
mands to respond to each state were similarly encoded.
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Abstract
Model-based debugging has proved successful as a
tool to guide automated debugging efforts, but the
technique may suffer from large result sets in prac-
tice, since no means to rank or discriminate between
the returned candidate explanations are available.
We present a unique combination of model- and
spectrum-based fault localisation approach to rank
explanations and show that the combined frame-
work outperforms the individual approaches as well
as other state of the art automated debugging mech-
anisms.

1 Introduction
The problem of faulty software has been recognised as long-
standing issue, with considerable costs attached to locating
and eliminating problems in development as well as after
deployment of software systems [19]. In particular, testing,
validation and debugging of software consumes a considerable
slice of the overall software development costs. Hence, numer-
ous approaches have been proposed to automate parts of this
process to help detect more defects earlier in the development
cycle and to guide software engineers towards possible faults.

Early debugging efforts were geared towards reducing the
size of a program that must be investigated by analysing the
structure and dependencies between different parts of the pro-
gram’s source code [16]. More recently, dynamic analysis
techniques have been proposed that exploit traces of program
executions to accommodate the size of modern software sys-
tems [23]. While applicable to a wide variety of programs,
both approaches are limited by the absence of a detailed model
of the correct behaviour of a program.

To overcome these limitations, a spectrum of model-based
fault isolation techniques has been advocated as powerful
debugging aid that can help to isolate faults in complex pro-
grams [12]. By comparing the state and behaviour of a pro-
gram to what is anticipated by its programmer, model-based
reasoning techniques separate those parts of a program that
may contain a fault from those that cannot be responsible
for observed symptoms. A distinguished advantage of the
model-based framework is that it helps programmers by sys-
tematically exploring different fault assumptions while hiding
the complex underlying reasoning procedures behind a simple
intuitive conceptual interface.

Initial experiences with model-based software debugging
(MBSD) have shown that the approach is competitive with
other state of the art automated debugging aids [13], but it has
also become clear that no single technique is sufficient to deal
with a variety of programs and faults. Instead, a combination
of approaches must be pursued where the strengths of indi-
vidual techniques complement each other to lead to a more
accurate and robust debugging tool.

In this paper we present a combined framework that inte-
grates model-based debugging with popular dynamic program
analysis techniques to focus search and rank results. We show
that, as a result, fewer program fragments are being impli-
cated, leading to considerably increased accuracy as well as
reduced computational complexity of the overall approach.
While MBSD is general enough to be combined with almost
any debugging tool that can expose its findings in terms of
the original program’s source code and a set of fault assump-
tions, the combination of semantic and trace-based analysis is
particularly appealing, since the approaches contribute com-
plementary information: MBSD injects and analyses specific
modifications to the semantics of a program, while dynamic
analysis exploits fault correlation to focus the search.

Our presentation is structured as follows: The principles of
model-based debugging are outlined in Section 2, followed by
a discussion of spectrum-based fault localisation in Section 3.
The combined framework is discussed in Section 4. Empirical
validation of our approach and our findings are given in Sec-
tion 5. Section 6 discusses relevant related works, followed by
the conclusion.

2 Model-based Software Fault Localisation
In search for effective (semi-) automated debugging aids,
many different strategies have been proposed in the last three
decades. Approaches to automate analysis and isolation of
faults in programs range from purely syntactical checks to
isolate common fault patterns [4], over execution trace-based
analysis [15] to full-fledged semi-automatic program verifica-
tion [2]. Syntax-based analysis can be easily applied to most
programs, but its results are often language-specific and de-
pend on particular syntactic programming styles; trace-based
techniques depend on a suitable test harness being available.

Better results can often be achieved if a model of the correct
program behaviour is available to guide debugging efforts. For
example, a partial specification expressed in some formal lan-
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guage. Unfortunately, building such models is error prone and
prohibitively expensive for many software development sce-
narios. Attempts to devise formal specifications for non-trivial
systems has shown that constructing a model that captures an
abstraction of the semantics of a system can be as difficult and
error-prone as building a concrete implementation [14].

Model-based debugging [12] aims to close the gap be-
tween powerful formal analysis techniques and execution-
based strategies in a way that does not require the end-user to
possess knowledge of the underlying reasoning mechanisms.
Here, an adaption of the classic “reasoning from first princi-
ples” paradigm borrowed from diagnosis of physical systems
is particularly appealing, since much of the complexity of
the formal underpinnings of program analysis can be hidden
behind an interface that resembles the end-user’s traditional
view of software development.1

Different to classical model-based diagnosis, where a cor-
rect model is furnished and compared to symptoms exhibited
by an actual faulty physical artifact, debugging software re-
verses the roles of model and observations. Instead of relying
on the user to formally specify the desired program behaviour,
the (faulty) program is taken as its own model and is com-
pared to examples representing correct and incorrect execu-
tions. Hence, the model in MBSD reflects the faults present in
the program, while the observations indicate program inputs
and correct and incorrect aspects of a program’s execution. Ob-
servations can either be introduced interactively, or be sourced
from existing test suites.

Example 1 Consider the program in Figure 1. An ob-
servation for this program consists of concrete program
inputs, that is values for variables tbl, n and k before
line 1, together with the anticipated result value returned
by the algorithm. For example, the assignments tbl ←
[90, 21, 15, 0, 0, 0, 8, 23, 0, 0, 0, 0, 50, 60, 59], n ← 16, k ←
90 and the assertion result = 0 could be an “observation”
specifying the inputs and the desired result of a particular
program execution.

Since the result (−1) obtained by running the program on
the given inputs contradicts the anticipated result (0), it has
been shown that the program is incorrect. (Indeed, the program
contains a defect in line 9; when assigning 0 to variable i, the
program works as expected.)

In the following, we briefly outline the model construction.
More detailed discussion can be found in [11; 12]. A program
is partitioned into “components”, each representing a partic-
ular fragment in the program’s source code. The behaviour
of each component is automatically derived from the effects
of individual expressions the component comprises. Connec-
tions between components are based on control- and data-
dependencies between the program fragments represented by
each component.

Example 2 Assume a model at statement granularity is to be
created from the program in Figure 1. For each statement
s, a separate component is created that is comprised of the
expressions and sub-expressions in s. The inputs and outputs

1In the software engineering context, the notion of “first prin-
ciples” may be interpreted in the sense of “directly available from
program execution and source code”.

function FINDINDEX(tbl, n, k)
. Find the index of key k in the hash table

tbl[0, . . . , n− 1], or −1 if not found.
Assumes that tbl contains a free slot.

1 i← HASH(k) . Hash key
2 while tbl[i] 6= 0 do . Empty slot?
3 if tbl[i] = k then
4 return i . Found match
5 end if
6 if i < n− 1 then . At end?
7 i← i+ 1 . Try next
8 else
9 i← 1 . Wrap around (incorrectly)

10 end if
11 end while
12 return −1 . Not found

end function

Figure 1: Algorithm to search in a hash table.
(There is a fault in line 9.)

of the components correspond to the used and modified vari-
ables, respectively. Connections between the components are
created to reflect data dependencies between statements in
the program (as determined by a simple data flow analysis).
Additional variables and components may be introduced to
correctly capture data flow at points where control flow paths
may split or merge.

The component C7 corresponding to statement 7 in Fig-
ure 1 is represented as a component with input i2 and output
i7. Here, i7 represents the result value of statement 7, and
i2 denotes the previous value of variable i that is implicitly
defined at the loop head in line 2.

Similar to classical model-based diagnosis, the model also
provides different operating modes for each component, where
the “correct” mode ¬AB(C) of component C corresponds to
the case where C is not to blame for a program’s misbehaviour.
In this case, C is defined to function as specified in the pro-
gram. Conversely, when C is assumed “abnormal” (AB(C)),
the C may deviate from the program’s behaviour.

Example 3 The behaviour of C7 can be expressed as the log-
ical sentence

¬AB(C7)⇒ i7 = i2 + 1. (1)

In the case where C7 is considered faulty (AB(C7) is true),
the effect on i7 is left unspecified.

The main difference between the original program and its
model is that the model represents the program in a form that
is suitable for automated consistency checking and prediction
of values in program states in the presence of fault assump-
tions. This includes program simulation on partially defined
program states and backward propagation of values or con-
straints, which would not occur in a regular (forward) program
execution.

Since the resulting model includes the same faults as the
program, means to compensate for incorrect structure and
behaviour of components must be introduced. While heuristics
to diagnose structural deficiencies in physical systems can be
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based on invariants and spatial proximity [3], in software, the
model must be adapted and restructured once a defect in its
structure has become a likely explanation. Here, detection and
model adaption must be guided by using abstract assertions
that capture simple “structural invariants” [11]. Also, since
different fault assumptions may alter the control and data flow
in a program, models may be created on-the-fly rather than in
the initial setup stage.

A trade-off between computational complexity and accu-
racy can be achieved by selecting different abstractions and
models [12], both in terms of model granularity and represen-
tation of program states and executed transitions.
Example 4 In Example 3 the representation of program state
has been left unspecified. Using an interval abstraction to
approximate a set of values, sentence (1) becomes a constraint
over interval-valued variables i2 and i7 [13]. Another possible
abstraction is to encode the operation as logical sentences over
the variables’ bit representations [13]. In this paper, we use
the interval abstraction described in [12], since it provides
good accuracy but avoids the computational complexity of the
bit-wise representation.

Similar to consistency-based diagnosis in physical sys-
tems [17], from discrepancies between the behaviour predicted
by the model and the behaviour anticipated by the user, sets of
fault assumptions are isolated that render the model consistent
with the observations. Diagnoses are obtained by mapping
the implicated components into the program’s source code.
Formally, our framework is based on extensions to Reiter’s
consistency-based framework [12]:
Definition 1 (Diagnosis) Let P denote a program and T a
set of test cases, where each T ∈ T is a pair 〈I,A〉 where I
specifies P’s inputs and A is a set of assertions over variables
in P that (partially) specify the correct behaviour of P with
respect to T . Let C denote a partition of the statements in P .

A diagnosis of P with respect to T is a set of components
D such that ∀〈I,A〉 ∈ T :

P(I)∧{AB(C)|C ∈ D}∧{¬AB(C)|C ∈ C \ D} 6|= ¬A.
Example 5 Continuing Example 4, a contradiction between
the test case from Example 1 and the program is detected when
the assertion checking the expected result fails. It is derived
that the (cardinality-)minimal fault assumptions that are con-
sistent with our test specification are: {AB(C1)}, {AB(C7)},
{AB(C9)}, and {AB(C12)}. Hence, the statements in lines 1,
7, 9 and 12 are considered the possible root causes of the symp-
toms. Any other statement cannot alone explain the incorrect
result, since the result remains incorrect even if a statement is
altered.

2.1 Issues in MBSD
While the pure MBSD framework is well-suited to carry out
complex inferences, its application in practice is limited due
to the following factors:

Result interpretation: If many explanations are returned,
MBSD alone provides little information to discriminate be-
tween the different explanations. Here, a mechanism to rank
results would be desired.

Different to electronic circuits, where long sequences of e.g.
inverters are uncommon, program executions frequently con-
tain long chains of control- and data dependencies, leading to
a number of explanations that cannot be distinguished without
further observations. For example, the value of the conditional
test in line 2 depends on all statements executed in previous
iterations. Interactive measurement selection techniques are
difficult to apply, since program states in different executions
may be incomparable, rendering entropy-based solutions inef-
fective.Returning a “super component” as explanation is also
not viable in general, since the involved statements can span
many different program fragments. Therefore, an approach
that works with little or no user involvement is desired.

Scalability: The application of MBSD has been limited to
small programs, since the computational effort exceeds what
is considered reasonable for interactive scenarios. Hence,
inference processes must be applied selectively to remain
efficient.

External interfaces: MBSD requires that effects of pro-
gram fragments can be simulated even if only partial informa-
tion is available. Programs interacting with external compo-
nents, such as I/O, files and GUIs, must be modified to either
remove these interactions or provide placeholder implementa-
tions.

The first two issues can be addressed by introducing a mech-
anism to estimate, for each component C in the model, how
likely it is that C contains a fault. The third issue is common
to most program analysis techniques and is beyond the scope
of this paper.

Assuming a suitable measure is available, ranking of results
based on fault probability and investigating different explana-
tions in best-first order rather than computing all explanations
at once are straight forward. Since a priori probabilities are
typically not directly available, other means to determine a
suitable likelihood value must be used.

The aim of this paper is to show that correlation between
the execution patterns of statements with correct and failed
executions can significantly improve diagnosis results. The
following section outlines our approach to assessing the simi-
larity between different program executions and test outcomes.
Since MBSD does not usually exploit correct program ex-
ecutions in any way, this approach can contribute valuable
information to guide the model-based framework.

3 Spectrum-based Fault Localisation
When more than one test case are available, dynamic program
analysis techniques have shown that comparing the program
behaviour over multiple test runs can indicate which program
components may be likely to contribute to an observed symp-
tom.

In the following, we assume that a program P comprises a
set of M = |C| components (statements in the context of this
paper) and is executed using N = |T | test cases that either
pass of fail.

Program (component) activity is recorded in terms of pro-
gram spectra [1; 8]. This data is collected at run-time, and
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Figure 2: Participation Matrix O

typically consists of a number of counters or flags for the
different components of a program. We use the so-called hit
spectra that indicate whether a component was involved in a
(test) run or not.

Both spectra and pass/fail information is input to a spectrum-
based fault localisation (SFL) mechanism. The combined
information is expressed in terms of the N × (M + 1) par-
ticipation matrix O (see Figure 2). An element oij is equal
to 1 if component j took part in the execution of test run i,
and 0 otherwise. The rightmost column of O, the error vector
e, represents the test outcome. The element ei = oi,m+1 is
equal to 1 if run i failed, and 0 if run i passed. For j ≤M , the
row Oi∗ indicates whether a component was executed in run i,
whereas the column O∗j indicates in which runs component j
was involved.

In SFL one measures the similarity between the error vec-
tor e and the activity profile vector O∗j for each compo-
nent j. This similarity is quantified by a similarity coeffi-
cient, expressed in terms of four counters apq(j) that count
the number of positions in which O∗j and e contain respec-
tive values p and q; that is, for p, q ∈ {0, 1}, we define
apq(j) = |{i | oij = p ∧ ei = q}|. In this paper, the Ochiai
similarity coefficient is used, known from molecular biology,
since previous investigations have identified it as the best co-
efficient to be used for SFL [1]. It is defined as

sj =
a11(j)√

(a11(j) + a01(j)) ∗ (a11(j) + a10(j))
The similarity coefficient sj associated with each component
Cj indicates the correlation between the executions of Cj and
the observed incorrect program behaviour. Applying the hy-
pothesis that closely correlated components are more likely
to be relevant to an observed misbehaviour, sj can be reinter-
preted as “fault probability” and components can be ranked.
Example 6 Executing the program in Figure 1 using the test
case described in Example 1, the first row vector in the partici-
pation matrix below is obtained: The vector contains a single
0 entry, indicating that all components but C4 are executed.
Since the returned value does not match the anticipated result,
the entry in the error vector is set to 1.

Assume that further tests are executed to yield the following
participation matrix:

C1 C2 C3 C4 C6 C7 C9 C12 e2
666664

1 1 1 0 1 1 1 1
1 1 0 0 0 0 0 1
1 1 1 1 0 0 0 0
1 1 1 1 1 1 1 0
1 1 1 0 1 1 1 1
1 1 1 0 1 1 1 0

˛̨
˛̨
˛̨
˛̨
˛̨
˛

1
0
0
0
0
1

3
777775

0.58 0.58 0.63 0.00 0.71 0.71 0.71 0.58

For each component the Ochiai similarity sj is given below the
matrix. For C3, the similarity coefficient s3 is 0.63: as can be seen
from the third column in the matrix, there are two failing test runs
where C3 is executed (a11(3) = 2), no failing run where C3 does
not participate (a01(3) = 0), and three successful executions where
C3 is involved (a10(3) = 3).

C6, C7 and C9 are considered to be most closely correlated with
failing tests and should be examined first. Conversely, C4 is not
considered relevant at all.

Recent studies on spectra-based fault localisation indicated
that this scheme is effective even for small test suites contain-
ing only few test cases [1]. For the programs investigated here,
good fault localisation was achieved when using six failing
test cases and twenty passing runs.

4 Spectra-Enhanced MBSD
As SFL functions without a semantic model of the program,
the technique is easily applied. Experiments with different
similarity measures have shown that Ochiai similarity gener-
ally outperforms other spectra-based indicators and can give
good hints on the location of a fault in a program [1].

At the same time, the absence of a model also limits the
accuracy of fault localisation. Even for comprehensive test
suites, the execution patterns of some components may not
be distinguishable, and faulty components may show erro-
neous behaviour only in particular execution contexts. As a
result, the similarity measure may implicate unrelated program
fragments.

Conversely, the model-based technique captures the seman-
tics of programming constructs, but does not assign ranking
information to candidate explanations. Furthermore, model-
based diagnosis traditionally only considers discrepancies, but
does not utilise correct test cases, although all failing test cases
will be considered. In contrast, spectra-based methods exploit
both correct and failing test runs to rank candidates. Hence,
both techniques complement each other.

Algorithm 1 outlines our combined approach. The algo-
rithm executes in three stages, with the similarity-based ap-
proach used in the setup stage (steps 1 to 5), feeding into
the subsequent model-based filtering stage (steps 6 to 16),
followed by an optional best-first search stage (lines 17 to
24). This combination has significantly lower resource re-
quirements than applying MBSD on the whole program but
using SFL only to rank results. We start by partitioning the
program P into a set of components C and execute P on the
available test cases T to obtain the participation matrixM.
UsingM, we partition T into passing tests (TP ) and failing
ones (TF ). FromM, the Ochiai similarity vector is computed;
its values are subsequently assigned to components as a-priori
fault probabilities to yield the component list Ĉ sorted by fault
probability.2

In the subsequent loop, candidate explanations are com-
puted using the MBSD approach to isolate the most likely
explanations based on Ĉ and TF . While it is possible to ap-
ply MBSD once to compute all explanations and present the
ranked candidates to the user, an incremental strategy permits

2We use the term probability as synonym for likelihood to be
incorrect. Our measure does not necessarily conform to the laws of
probability theory.
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Algorithm 1 Spectra-Enhanced MBSD Algorithm
Inputs: Program P , set of test cases T
Output: Fault assumptions explaining failed test runs

1 C ← CREATECOMPONENTS(P )
2 M← GETCOMPONENTMATRIX(C, T )
3 〈TP , TF 〉 ← T
4 S ← COMPUTESIMILARITY(M)
5 Ĉ ← ASSIGNCOMPONENTPROBABILITIES(C, S)
6 t← 1 + ε
7 R← Ĉ
8 repeat
9 D ← MBSD(Ĉ, TF , t)

10 if Dbug ∈ D is confirmed then
11 return Dbug

12 else
13 t← PROBABILITY(D) for some D ∈ D
14 end if
15 R← R \

⋃

D∈D
COMPS(D)

16 until D = ∅ or t = 0
17 whileR 6= ∅ do
18 C ← arg max

C∈R∧∃N∈NEIGHBOURS(C):N /∈R
PROBABILITY(C)

19 if C is confirmed faulty then
20 return {AB(C)} . Partial explanation
21 end if
22 R← R∪ (NEIGHBOURS(C) ∩R) \ {C}
23 end while
24 return No explanation found

the algorithm to stop early once a fault has been identified.
In each iteration, the user is presented a number of candidate
explanations for examination. If the actual fault has been lo-
cated, the algorithm stops; otherwise, none of the candidates
represent valid explanations and other candidates must be gen-
erated. The algorithm stops once no more explanations could
be found or if none of the remaining components was executed
for a failing test.

We modified the basic MBSD algorithm to return only the
explanations with probability p less than a given threshold
t, with the additional restriction that p is maximal among
the returned diagnoses. Hence, only explanations with the
same likelihood are returned in an iteration of Algorithm 1.
Initially, t is set to a value slightly larger than 1 (the Ochiai
similarity is always ≤ 1), hence candidate explanations with
maximum likelihood are enumerated first. By decreasing t in
each iteration, lower-scoring alternatives are explored if no
higher-scoring candidate has been confirmed by the user. Our
implementation of MBSD caches intermediate models and
conflicts to avoid repeated computations.

If no explanation is found after all components implicated
by MBSD have been explored, we employ a best-first search
procedure that traverses the program along dependencies be-
tween components with decreasing fault probability. No ex-
planation may be found if a fault in the program has larger
cardinality than the MBSD threshold or if the fault affects
component inter-dependencies such that the fault assumptions

and model abstraction can no longer represent the fault. Func-
tion NEIGHBOURS(C) returns the set of components that are
directly connected to C in P , COMPS(D) returns the set of
components that occur in diagnosis D, and PROBABILITY(C)
returns the fault probability assigned to component C by SFL.
In line 18, the component with maximum fault probability that
is connected to a previously explored component is selected.
If the component is confirmed to be (part of) a valid expla-
nation, the search stops and the diagnosis is returned. Note
that the explanation may only cover part of the true fault. Line
24 in Algorithm 1 can only be reached if the faulty program
fragment is not covered by any component, or if the user ora-
cle that decides whether an explanation is indeed a satisficing
explanation is imperfect and may miss a fault.

We employ the common assumptions that components may
fail independently. While faults in a statement can imply fail-
ure in subsequent statements due to data dependencies, this
need not be true in general; since most faults in our test suite
are confined to a single component and only few statements oc-
cur where implied faults are possible, this assumption has not
significantly affected the outcomes of our study. Also, since
fault probabilities are estimated from correlation with failing
tests, different components participating in the same failure
will be assigned higher similarity, partially compensating for
missed component fault interactions.

Example 7 Applying Algorithm 1 using the test suite from
Example 6, {AB(C7)} and {AB(C9)} form the set of can-
didate explanations. Both candidates are associated with the
highest similarity coefficient 0.71.

Notably, this result improves upon both individual fault
localisation procedures. Different from pure SFL, {AB(C6)}
is no longer considered an explanation. Conversely, candidates
{AB(C1)} and {AB(C12)} obtained using pure MBSD are
low-ranking in SFL and hence omitted at this stage. (AB(C12)
is already eliminated by pure MBSD when using the second
failing test case introduced in Example 6.)

Without further information, neither approach can discrimi-
nate between the two remaining candidate explanations. Since
it is assumed that the user acts as oracle that can reliably recog-
nise true faults, the algorithm stops after the first iteration,
once the statement in Figure 1 corresponding to {AB(C9)}
has been confirmed to be incorrect.

Otherwise, the diagnosis threshold t would be set to 0.71
and the algorithm would continue to present {AB(C1)} as the
(last) remaining alternative explanation.

The use of similarity measures to guide diagnosis can po-
tentially lead to considerable savings; moreover, the behaviour
of Algorithm 1 degrades gracefully if components with high
probability do not actually correspond to faults. In the worst
case, the number of diagnoses to be examined by the user is
the same as when using the non-guided MBSD strategy. In the
next section we evaluate our algorithm on a larger test suite.

5 Empirical Evaluation
To gain a better understanding of the combined approach, the
TCAS program was taken from the Siemens Test Suite3, a test

3http://www-static.cc.gatech.edu/...
.../aristotle/Tools/subjects/
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bench commonly used in the debugging community. The
program simulates the resolution-advisory component of a col-
lision avoidance system similar to those found in commercial
aircraft. The program consists of 138 lines of C code and takes
twelve parameters as input; the numeric result value encodes
one out of three possible resolution advisories. The program
is equipped with 1608 test cases and 41 different variants with
known faults. For each variant, on average, forty test cases
reveal a fault. In our experiments, all available test cases were
used.

As the efficiency of debugging in practice often depends on
the experience of the software developer, comparing different
approaches is difficult. In particular, simple precision and
recall-based evaluation may be insufficient, since the structure
of a program is not taken into account. In an attempt to devise
an objective measure to assess the quality of automated debug-
ging aids, a quality metric that exploits dependencies within a
program has been proposed, where the quality of a report de-
pends on the fraction of a program that need not be examined
given the debugging tool’s output. Starting with the program
elements implicated by an automated debugger, dependen-
cies between program elements are traversed in breadth-first
order until the fault has been reached. This strategy aims
to mimic programmer behaviour, where possible influences
along control- and data flow paths are explored. The fraction
of the program that has not been traversed leads to the quality
indicator [18].

In our framework, if the explanation covering the true fault
is ranked nth among the candidate explanations, the fraction
of the program that is traversed is given by

q =
∑n

i=1 |STMNTS(Di)|
|P| ,

where Di represents the ith-ranked candidate explanation,
STMNTS is a function that returns the set of program state-
ments covered by the components in a diagnosis, and |P|
denotes the number of statements in the program. Otherwise,
if Algorithm 1 stops without locating the true fault, the breadth-
first search procedure is invoked starting with all implicated
statements ⋃

D∈MBSD( bC,TF ,1+ε)

STMNTS(D)

to obtain q as outlined previously.

5.1 Experimental Results
Results for the individual approaches have already been pub-
lished elsewhere; an evaluation of MBSD is presented in [13],
where an interval abstraction is applied to yield, on average,
nine statements to be inspected. The median quality indicator
is 0.87. The results obtained with SLF are discussed in [1].
Exploring the program beginning with the highest-ranked state-
ment, the true fault is located after 28 statements have been
examined on average. The resulting median report quality is
0.86. Figures 3 and 4 summarise the overall outcomes.

To obtain a first impression how well the two approaches
complement each other, Figure 3 contrasts the components
implicated by either model with those blamed by both. It
can be seen that the AIM significantly reduces the number
of components, and that neither model subsumes the other.

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 32 33 34 35 36 37 38 39 40 41

0
10

20
30

40
50

60

both MBSD only SFL only

Figure 3: Components implicated by SFL and MBSD

Restricting the debugging process to those statements that ap-
pear in both models, the median number of statements reduces
from 36 to 8. Hence, the total number of statements consid-
ered relevant reduces considerably when using the combined
approach.

Similar improvements can be observed in the ranking of
components. Using the pure SFL approach one hits the true
fault after inspecting twenty statements on average, but many
unrelated statements must be examined. When using MBSD
as filtering mechanism, the true fault is located after seven
statements on average. Hence, the model-based filtering mech-
anism seems well-suited to prune away irrelevant components
from the SFL fault profiles.

The improved accuracy of the combined approach also re-
flects in much improved quality indicators. Figure 4 depicts
the quality measure obtained for the individual 41 test pro-
grams using our fault localisation approaches. It is observed
that the combined approach largely outperforms the individual
techniques. In some cases, SFL outperforms the combined
approach, suggesting that the model used in MBSD may not
be able to accurately reflect the fault. This difference may
also be attributed to the execution of some faulty code cor-
relating well with the failing test cases. If the MBSD part
of our algorithm cannot precisely locate the fault, the SFL
method can score higher. So far, we have not been able to
devise heuristics that can consistently predict this discrepancy
from the a-priori component probabilities and diagnoses to
further improve accuracy. Since both approaches use heuris-
tics to rank candidates, it may be the case that one method
outperforms the combination on individual candidates, even
though it is superior overall.

Overall, the fraction of the program that must be inspected
reduces from 13% and 30%, respectively, to 8%. Although
MBSD alone is not able to locate faults for 9 of the 41 pro-
grams (due to limitations on faults in global variable initialisa-
tion in our current implementation), the overall performance of
the combined approach does not seem to be adversely affected
in most cases. This can be explained by two observations: (i)
the number of diagnoses that are implicated in those cases is
small (4 on average), and (ii) the suspect program fragments
are close to the actual faults when navigating the program
structure.
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We also evaluated a modified version of Algorithm 1, where
the MBSD section is stopped after the six4 most highly ranked
components have been explored; the remaining components
were subsequently explored using the best-first part of our
algorithm. The resulting quality indicators are labelled Top6 in
Figure 4. The results indicate that the components implicated
by the combined approach sometimes narrowly miss the true
faults; in these cases, the score measure improves compared to
the combined approach. In other cases, following the original
algorithm is more successful. Overall, the quality indicators do
not differ significantly between the two models. Investigating
whether heuristics can be developed that choose a cutoff to
improve accuracy remains for future work.

Figure 5 visualises the number of located bugs for different
fractions of inspected code. Our approach vastly outperforms
the simple spectrum-based fault localisation techniques pro-
posed in [18], where different combinations of union and inter-
section of “similar” passing and failing test runs are computed.
This can be attributed to the improved ranking mechanisms
built into our algorithm that is more robust with respect to
overlapping passing and failing executions. Our combined ap-
proach also improves with respect to SOBER [10], a statistical
approach based on hypothesis testing that has been shown to
dominate other recent bug detectors.

Delta slicing and explain [7] are two techniques for fault lo-
calisation that exploit differences between passing and failing
abstract program executions traces found by a model checker.
Comparing our results to the published results in [7], we con-
clude that the combination of SFL and MBSD is far superior
than explain (which requires the user to explore 24–64% of a
program) and performs competitive with respect to Delta Slic-
ing (within 5%). Interestingly, when using the cutoff variant of
or our algorithm described in Figure 4, our approach also dom-
inates Delta Slicing. (This comparison is not exhaustive, since
results for only a small subset of the examples considered in
our study is available for the competing approaches.)

4This cutoff seemed to have the best overall effect for an extended
test suite used in [1].
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Figure 5: Debugging efficiency

6 Related Work
Several systems employing dynamic analysis techniques for
fault localisation are present in the literature. Tarantula [8] ob-
tains program spectra from test case executions and graphically
visualises the fault proneness indicator based on participation
of individual statements in passing and failing runs. Tarantula
does not exploit information about the anticipated behaviour
of a program and hence relies on external tools to assess the
outcome of test runs.

Machine learning techniques have been applied to pro-
grams [21] and their executions [15] to infer likely invariants
that must hold at particular locations in a program. Violations
can subsequently be used to detect potential errors. Model-
based approaches have been shown to provide more reliable
behaviour than [15], since success of the trace analysis de-
pends much on the test runs and type of invariants to be in-
ferred [9]. The static program analysis approach requires that
similar patterns appear repeatedly in a program, but is not
applicable when common patterns are not easily identified.

Combining program execution and symbolic evaluation
has been proposed to infer possible errors [5]. Similar to
MBSD, a symbolic, under-constrained representation of a
program execution and memory structures are built. Instead
of using fault probabilities to guide diagnosis, only those
candidate explanations that definitively imply a test failure
are flagged. Hence, the tool complements our approach by
highlighting a subset of all provable faults in a program, while
our approach aims at identifying those program fragments that
may contribute to a fault.

Model-based debugging has been explored using a variety
of different abstractions of concrete programs [12]. Recently,
similar techniques have also been proposed to isolate specific
faults stemming from incorrect implementation of high-level
conceptual models [22]. Mutations applied to state machine
models allow to detect conceptual errors, such as incorrect
control flow and missing or additional features found in the
implementation compared to its specification. Model-based
test generation [6] from abstract specifications of systems
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employs a similar idea where possible faults manifested as
differences in abstract state machines are analysed to generate
tests. Our work differs in that we are concerned with program
representations that more closely reflect the actual program
artefact to locate faults at a more detailed level. While initial
steps to integrate similar conceptual abstract models have been
undertaken in an attempt to isolate “structural” faults [11],
detailed analysis remains future work.

Diagnosis and repair in the context of distributed systems
composed from Web Services has also been investigated [20].
In particular, diagnosability and analysis of diagnosis and
repair plans are central parts of this work. Similar ideas are in
principle applicable in the debugging context, but further work
is required to devise a suitable analysis framework that can
operate on the more implementation-centric view employed
in this work.

7 Conclusions & Future Work
We have shown that the accuracy of model-based debugging
increases significantly when applied in combination with com-
plementary approaches that estimate fault probabilities. The
unique combination of semantics-based analysis as undertaken
in MBSD and dynamic aspects obtained from program exe-
cution spectra has proved to focus debugging efforts; overall,
a reduction of user effort to less than 10% compared to the
complete program has been achieved on our test suite. We
have further shown that our approach is among the state of the
art automated debugging tools.

Several issues for further research remain: On the MBSD
side, connecting the lower-level models that reflect the pro-
gram to high-level conceptual models to detect a more diverse
set of faults seems promising to address current limitations.
The same idea may be useful to aid model selection and focus
fault assumptions. On the dynamic analysis side, introducing
machine learning techniques to infer likely invariants that can
then be used to further filter and guide the MBSD modelling
efforts are possible avenues worth further exploration.

References
[1] Rui Abreu, Peter Zoeteweij, and Arjan J. C. van Gemund.

On the accuracy of spectrum-based fault localization. In
TAIC PART’07, pages 89–98. IEEE, 2007.

[2] Thomas Ball and Sriram K. Rajamani. The SLAM
project: debugging system software via static analysis.
In POPL, pages 1–3, 2002.
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Abstract
In this paper we discuss a model-based diagnosis
approach to the debugging of sequential programs
which is based on expressing the program seman-
tics by a constraint representation. We formalize
this representation and prove its equivalence with
respect to the semantics of the programming lan-
guage, and we frame the debugging process as a
constraint satisfaction problem (CSP). We identify
two main advantages of a constraint representation
of sequential programs. First, the constraint repre-
sentation allows for a straightforward integration of
program annotations like pre- and post-conditions
and invariants. We show that the integration of
those additional specifications can improve the di-
agnostic precision by eliminating diagnoses. Sec-
ond, we can benefit from the extensive research
work which has already been done on CSPs. In par-
ticular, we propose to derive a metrics for the com-
plexity of debugging from the structural decom-
position properties obtained for the corresponding
CSP. We classify the complexity of the diagnosis
problem by using the hypertree width of the hy-
pergraph for the CSP, and we report experimental
results concerning the hypertree width for a set of
programs.

1 Introduction
Debugging, i.e., the detection, localization, and correction of
bugs, is an important task in software engineering. A lot of re-
search has already been devoted to the automation of software
debugging, but most of this work has concentrated on fault
detection only. For example, model-checking and other veri-
fication techniques are gaining increasing interest, not only in
the research community but also in industry. However, there
is still a lack of work on automated fault localization and cor-
rection techniques.

Artificial Intelligence offers techniques like model-based
diagnosis which can be effectively applied to this field.

∗This research has been funded in part by the Austrian Science
Fund (FWF) under grant P20199-N15. Authors are listed in alpha-
betical order.

Friedrich et al. [5], Stumptner and Wotawa [14], Mateis et al.
[11], Mayer et al. [12], and most recently Köb and Wotawa
[10] are examples for the application of model-based diagno-
sis to program debugging. There are also a lot of papers deal-
ing with debugging which originate from other fields. For
example, Staber et al. [13] and Griesmayer et al. [8] incorpo-
rate model-checking techniques into debugging. These tech-
niques use some ideas from model-based diagnosis and allow
for the integration of debugging and verification to some ex-
tent. Many of these approach rely on test cases defining the
correct (expected) input/output-behavior of the program.

The past works on the application of model-based diagno-
sis to program debugging have investigated different model-
ing approaches, in particular dependency-based models (e.g.,
[5]) and value-based models (e.g., [12]). However, there is
another possibility of modeling a program which has so far
gained little attention: the program semantics can also be ex-
pressed by constraints, and debugging can be viewed as solv-
ing a constraint satisfaction problem (CSP) for a given test
case.

This approach is very promising due to several reasons.
First, it allows for a full integration of program annotations
like pre- and post-conditions and invariants. The enrichment
of program code with such annotations has become very pop-
ular among software engineers in the past few years, sup-
ported by many tools which have recently been developed,
e.g., for the Java programming language. In the context of
dependency-based models, the authors of [23] proposed to
employ annotations for the model-based diagnosis of pro-
grams, but they only utilize the dependencies between vari-
ables indicated by the annotations rather than the complete
semantics of the specification. The full integration of the
specifications provided by annotations can significantly im-
prove the diagnostic precision without imposing any signifi-
cant overhead.

Another advantage of using constraint representations is
the fact that we can benefit from the large amount of existing
research work on CSPs. Apart from the possibility of using
approved CSP algorithms, this also allows us to rely on the-
oretical results like, e.g., insights concerning the complexity
of solving CSPs.

The authors of [24] proposed to diagnose errors in pro-
grams using constraint programming. Their approach re-
quires that the programmer provides contracts, i.e., pre- and
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post-conditions, for every function. However, the authors do
not investigate the complexity of solving the resulting prob-
lem and the scalability to larger programs. In particular, they
do not consider structural decomposition or other methods
which could make the approach feasible.

Our novel contribution is threefold. First, we define a pro-
gramming language comprising constructs similar to those in
commonly used sequential languages, and we formally de-
scribe how a program written in this language can be con-
verted to a constraint representation. We also proof that the
intermediate representations and the resulting CSP are se-
mantically equivalent to the original program. Second, we
explain the integration of program annotations in our con-
straint representation, and we show by means of an example
that annotations can improve the diagnosis results by ruling
out diagnoses which otherwise would be possible. Our ap-
proach can utilize annotations at any location in the code, and
it does not impose any requirements on the completeness of
such specifications.

Third, we investigate the complexity of solving the re-
sulting CSP. In the past, much work has been done on
the structural decomposition of CSPs in order to find prob-
lem classes which are tractable. Gottlob et al. proposed
the hypertree decomposition, and they showed that this de-
composition method generalizes other important methods [6;
7]. The hypertree width, a characteristic of the structure of the
constraint system, is a measure for the complexity of solving
a CSP. Hence, we propose to classify debugging problems
by the hypertree width of the hypergraph corresponding to a
specific program. In other words, by performing a hypertree
decomposition we can obtain a metrics for the complexity of
debugging a certain program, even without performing the
actual debugging, i.e., solving the corresponding CSP.

We present first empirical results on the hypertree width
for a set of different programs. In particular, our experiments
focus on the question whether the hypertree width of general
programs comprising loops has an upper bound. If this is
the case, then debugging such a program would be - from a
theoretical point of view - tractable. Our results indicate that
this may be the case; on the other hand, they show that even
for small programs the hypertree width may be very large,
which means that the debugging process is very complex.

This paper is organized as follows. The following section
describes the transformation of sequential programs to CSPs.
Section 3 shows by means of an example that utilizing anno-
tations can improve the diagnosis, and we outline the integra-
tion of annotations in the constraint representation. Section 4
gives a background on the hypertree decomposition and the
hypertree width. Then we provide an overview of the en-
tire debugging process and explain the applied algorithms. In
Section 5 we present experimental results mainly concering
the hypertree width of a set of programs. Finally we discuss
related research and conclude the paper.

2 Representing Sequential Programs as CSPs
The conversion of sequential programs to CSPs involves sev-
eral issues:

1. We define a general programming language which can

be converted by our approach.
2. As loops cannot be directly represented as a constraint

system, we have to transform the original program to a
loop-free variant which is equivalent.

3. The constraint representation requires that the left-side
variables in the program have unique names. Moreover,
conditional statements cannot be directly translated to
constraints. Hence, we rely on an intermediate represen-
tation, the Static Single Assignment (SSA) form, which
resolves these problems.

4. The SSA form can now be converted to a constraint rep-
resentation.

2.1 The language J
We define an assignment language J with a syntax and se-
mantics similar to well-known languages like Java, but with-
out object-oriented constructs. For simplicity J does not sup-
port procedure calls, but it should be noted that J can be
straightforwardly extended for integrating procedures.

J comprises assignments, conditionals, and loop state-
ments. It is defined over a datatype D, where D comprises a
domainAD, a set of functions FD, and a set of predicates PD.
We further assume that there is a one-to-one correspondence
between the domain, the functions, and predicates on the one
side and their syntactical representation in J on the other side.
Note that in the following we do not distinguish between the
syntactical representation of datatypes and datatypes them-
selves. Functions and predicates are always used as prefix
operators.

The following definition describes the syntax and seman-
tics of J. We use an interpretation function I : J× ENV 7→
ENV for defining the semantics of statements, where the first
parameter is a language construct of J and ENV is the set of
all variable environments: each environment is a function ω
which maps variables from V ARS (the set of variables) to
values from AD. Moreover, the function IE : J × ENV 7→
AD captures the semantics of expressions.

Given a variable environment ω ∈ ENV , the syntax and
semantics of J is defined as follows:
• Expressions:

– Every constant c ∈ AD is a valid expression:
IE(c, ω) = c

– Every variable x ∈ V ARS is a valid expression:
IE(x, ω) = ω(x)

– If f is either a function FD or a predicate PD

and e1, . . . , ek are expressions, then f(e1, . . . , ek)
is a valid expression. IE(f(e1, . . . , ek), ω) =
f(I(e1, ω), . . . , I(ek, ω))

• Statements:
– If x ∈ V ARS is a variable and e is a valid

expression, then x = e ; is a valid statement.
I(x = e ;, ω) = ω′ where ∀ y ∈ V ARS : y 6=
x→ ω′(y) = ω(y) and ω′(x) = IE(e, ω).

– If e is a valid expression and s1 and s2 are
block statements, then if e s1 else s2 is a valid
statement. I(if e s1 else s2, ω) = I(s1, ω) if
I(e, ω) = true and I(s2, ω), otherwise.
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‖ x ≥ 0 ∧ y ≥ 0 ‖ // PRE-CONDITION
1. i = 0;
2. r = 0;
3. while (i < x) {

‖ r == i · y ‖ // INVARIANT
4. r = r + y;
5. i = i + 1;

}
‖ r == x · y ‖ // POST-CONDITION

Figure 1: A program for computing the product of two natural
numbers.

– If e is a valid expression and s1 is a block state-
ment, then while e s1 is a valid statement.
I(while e s1, ω) = I(while e s1, I(s1, ω)) if
I(e, ω) = true and ω, otherwise.

– If s1, . . . , sk are valid statements, then
{ s1 . . . sk } and {} are block statements.
I({ s1 . . . sk }, ω) = I({ . . . sk }, I(s1, ω)).
I({}, ω) = ω.

Throughout the rest of this paper we use the program given
in Fig. 1 as running example.

2.2 Loop-free programs
Since loops cannot be directly represented as a constraint sys-
tem, we transform the original program to a loop-free variant
and prove its equivalence.

If the body of a while-loop is executed at most once, then
the behavior corresponds to the single execution of a condi-
tional statement. In general, if a while-condition is fulfilled,
the statements in the block are executed and afterwards the
condition is evaluated again. Hence, programs can be com-
piled into their loop-free equivalent if the number of steps is
known in advance. As we debug a program using a given test
case, we can simply execute the program for this test case in
order to determine the maximum number of iterations. Note
that in practice test cases with a limited number of iterations
are often sufficient for detecting and locating faults. Jackson
[9] brings similar arguments and introduces the small scope
hypothesis in his Alloy system for verification.

We formalize the bounded compilation from while-
statements into nested if -statements. For this purpose we
introduce a function Γ : J× N 7→ J:

Γ(while e s1, n) =

=
{

if e s1 Γ(while e s1, n− 1) if n > 0
if e { exception; } otherwise

For all other statements Γ is assumed to be the identity
function. We introduce the statement exception; because
it allows us to detect if the assumed number of iterations is
exceeded for a given test case. We define the semantics of this
statement and the changes to the semantics of J as follows:
I(exception, ω) = ⊥ and for all statements x: I(x,⊥) =
⊥. Hence, if exception is reached, no new value can be
derived except ⊥. Note that this definition slightly redefines
the interpretation function I : J× (ENV ∪{⊥}) 7→ ENV ∪
{⊥}.

Given Γ and the other definitions we state that the loop-free
program is equivalent to the original program:
Lemma 1 Let Π ∈ J be a program and n ∈ N. Then Π and
ΠLF = Γ(Π, n) behave equal wrt a given input environment
ω ∈ ENV iff no exception is reached, i.e., I(ΠLF , ω) 6= ⊥.

This lemma follows from the obvious fact that
I(ΠLF , ω) 6= ⊥ → I(ΠLF , ω) = I(Π, ω) holds.

The loop-free variant of the program from Fig. 1 is de-
picted in Fig. 2 for n = 2. It can be used for all cases where
x ∈ {0, 1, 2} without leading to a different behavior com-
pared to the original program.

1. i = 0;
2. r = 0;
3. if (i < x) {
4. r = r + y;
5. i = i + 1;
6. if (i < x) {
7. r = r + y;
8. i = i + 1;
9. if (i < x) { exception; }
10. }
11. }

Figure 2: Loop unrolling of the program from Fig. 1 for
n = 2 iterations. The annotations are omitted here.

2.3 Static Single Assignment form
The constraint representation requires that all left-side vari-
ables in the program have unique names. Hence, we use
an intermediate representation of the program, the Static
Single Assignment (SSA) form, which has the property
that no two left-side variables share the same name [3; 1;
17]. Since all variables are defined only once, the SSA form
allows for a clear representation of the dependencies that are
established between different variables inside the correspond-
ing program.

Unique variable names can be easily obtained by adding an
index at the end of the name. However, although converting
programs comprising only assignment statements is straight-
forward, it is more difficult to convert programs with loops
or conditional statements. As we transform loops to nested
if -statements, we only need to consider the conditional state-
ments.

The idea behind the conversion of conditional statements
is as follows. The value of the condition is stored in a new
unique variable. The if - and the else-branches are converted
separately. In both cases the conversion starts using the in-
dices of the variables already computed. Both conversions
deliver back new indices of variables. In order to get a value
for a variable we have to select the last definition of a vari-
able from the if - and else-branch depending on how the if
condition evaluates. This selection is done using a function
Φ. Hence, for every variable which is defined in the if - or
the else-branch we have to introduce a selecting assignment
statement which calls the Φ function.

For example, the corresponding SSA form of the program
fragment
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1. i 0 = 0;
2. r 0 = 0;
3. var e = (i 0 < x 0);
4. r 1 = r 0 + y 0;
5. i 1 = i 0 + 1;
6. r 2 = phi(r 1,r 0,var e);
7. i 2 = phi(i 1,i 0,var e);

Figure 3: The SSA form of the loop-free variant of the pro-
gram from Fig. 1 (for one iteration).

if e {.. x = ..} else { .. x = ..}

is given as follows:
var e = e;
...
x i = ...;
...
x j = ...;
...
x k = Φ(x i,x j,var e);

where we define the function Φ as follows:

Φ(x, y, b) =
{
x if b
y otherwise

The SSA representation for the program from Fig. 1 is
depicted in Fig. 3. For brevity, only one iteration is con-
sidered. Moreover, note that in this conversion we ignore
the exception statement and we denote the function Φ by
phi.

Obviously the transformation of loop-free programs into
their SSA form does not have an influence on the actual be-
havior (apart from the variable renaming), i.e., ΠLF = ΠSSA

without any restrictions.
Lemma 2 Given a program Π and n ∈ IN. The loop-free
variant ΠLF = Γ(Π, n) of Π behaves equivalent to its SSA
form ΠSSA. I.e., if I(ΠLF , ω) = ω′ and I(ΠSSA,Ω) = Ω′

with Ω(x i) = ω(x) for all variables x ∈ V ARS, then for all
variables y ∈ V ARS there must be a y j such that ω′(y) =
Ω′(y j).

2.4 Constraint representation
The final step of the conversion is the compilation to a con-
straint satisfaction problem (CSP). A CSP (V,D,CO) is
characterized by a set of variables V , each variable having
a domain D, and a set of constraints CO, where each con-
straint defines a relation R between variables. The variables
occuring in a relation R ∈ CO are called the scope SR of the
relation. A solution of a CSP is an assignment of values to all
variables which does not contradict any given constraint. For
more information regarding CSPs we refer to Dechter [4].

The constraint representation of a program is extracted
from its SSA representation which comprises only assign-
ment statements. Let ΠSSA be a program in SSA form. Then
the corresponding CSP CSP (ΠSSA) is constructed as fol-
lows:
• All variables in ΠSSA are variables of the CSP.
• The domain of the variables in the CSP is equivalent to

the datatype.

• Every statement x = e can be converted to a rela-
tion R where the scope {x1, . . . , xn} is equivalent to
the set of variables used in expression e. The relation
R(x, x1, . . . , xn) is defined as follows: For all ω ∈
ENV with ω(xi) = vi: if I(x = e, ω) = ω′, then
R(ω′(x), v1, . . . , vn) is true, otherwise false.

Because of the construction of the conversion function be-
tween ΠSSA and its corresponding CSP CSP (ΠSSA) we are
able to prove the equivalence of both representation with re-
spect to behavior.

Lemma 3 Given a program ΠSSA in SSA form and its
corresponding CSP representation CSP (ΠSSA). For all
ω ∈ ENV : I(ΠSSA, ω) = ω′ iff ω ∪ ω′ is a solution of
CSP (ΠSSA).

Using this lemma we can finally conclude that the whole
conversion process is correct:
Theorem 4 Given a program Π ∈ J and n ∈ IN, the loop-
free representation, the SSA form and the CSP representation
of Π are equivalent under the given assumptions, i.e., Π =
ΠLF = ΠSSA = CSP (Π).

This theorem follows directly from Lemma 1 to 3.

Example We illustrate the last conversion step using the
program from Fig. 1. From the SSA form which is depicted
in Fig. 3 we extract the following CSP representation:

• Variables: V = {x 0, y 0, i 0, r 0, var e, r 1, i 1, r 2,
i 2}
• Domains: D = {D(x) = N | x ∈ V }
• Constraints:

CO =





i 0 = 0, r 0 = 0, var e = (i 0 < x 0),
r 1 = r 0 + y 0, i 1 = i 0 + 1,
r 2 = phi(r 1, r 0, var e),
i 2 = phi(i 1, i 0, var e)





3 Integrating Annotations
We first show by means of our running example that the inte-
gration of annotations into debugging can improve the diag-
nosis results by reducing the number of obtained diagnoses.

Intuitively, a simple debugging algorithm, which searches
for single faults only, can be outlined as follows:

1. For every statement S of the original program:
(a) If S is an assignment statement of the form v = a:

replace S by a new statement v = ?, where ”?”
denotes an unknown value.

(b) Otherwise S is either a conditional statement
if (e) or a loop statement while (e): replace
S by if (?) or while (?), respectively.

(c) Transform the modified program, together with a
given test case, to a CSP.

(d) If the resulting CSP has a solution, then S is a
single-fault diagnosis (i.e., a bug candidate).

Now suppose we modify Line 3 in Fig. 1 to
while (i ≤ x). If we apply the test case
{x = 0, y = 2, r = 0}, which leads to one iteration
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of the loop, the algorithm above yields the following single-
fault diagnoses: {S1, S2, S3}, where Si corresponds to Line
i in the program. E.g., assuming S2 (i.e.: r = 0;) to be
faulty leads to the following CSP for one iteration. Note that
it also contains the test case, which is highlighted by bold
letters:

CO =





x0 = 0,y0 = 2, r2 = 0,
r 0 =?,
i 0 = 0, var e = (i 0 ≤ x 0),
r 1 = r 0 + y 0, i 1 = i 0 + 1,
r 2 = phi(r 1, r 0, var e),
i 2 = phi(i 1, i 0, var e)





Clearly, for r0 = −2 none of these constraints is violated;
hence, S2 is a diagnosis.

The integration of pre- and post-conditions is trivial: every
pre- and post-condition is represented by a single constraint
in the CSP. However, loop invariants must hold before and
after each execution of the loop’s body. Hence, if only one
loop iteration is considered, then the resulting CSP contains
two constraints for every invariant. If we have two iterations,
then we obtain 3 constraints for every invariant: 2 constraints
related to the first iteration, and a third one related to the end
of the second interation. There is no need for a constraint
related to the beginning of the second iteration, because it
would be equal to the second constraint for the first iteration.
In general, for one loop invariant and n iterations, we need
n+ 1 constraints.

For the example above, which assumes S2 to be faulty, we
obtain the following new constraints capturing the annota-
tions in Fig. 1:

CO =





x0 = 0,y0 = 2, r2 = 0,
. . . , [as above]
x0 ≥ 0, y0 ≥ 0, [pre-cond.]
r0 = i0 ∗ y0, [invariant]
r1 = i1 ∗ y0, [invariant]
r2 = x0 ∗ y0 [post-cond.]





This CSP has no solution: because var e is true we con-
clude that r2 = r1 must hold. From the invariant r1 = i1 ∗ y0
we can derive that r1 = 2, hence r2 = 2. However, this con-
tradicts the test case r2 = 0. Therefore, the integration of
the annotations eliminates the candidate S2, and only S1 and
S3 remain as diagnoses. The crucial point is that the annota-
tions provide additional informations which, when regarded
as constraint, can rule out diagnoses which otherwise would
be possible.

4 Debugging using the CSP
4.1 Background: hypertree decomposition
The structure of a CSP can be represented by a hypergraph, a
concept which generalizes the notion of graph. A hypergraph
is a pair (HV,HE), where HV is a set of vertices and HE a
set of hyperedges. Each hyperedge is a non-empty subset of
HV ; i.e., it may connect more than two vertices. In our case,
HV = V where V denotes the set of variables of the CSP
representation, and there is exactly one hyperedge ER ∈ HE
for each constraint R ∈ CO, and ER comprises all variables
in the scope of R.

Hypergraphs can be used to classify CSPs wrt the complex-
ity of computing a solution. It is well known that CSPs whose
hypergraph is acyclic can be solved in polynomial time [18].
Such hypergraphs can be directly represented as hypertrees.

However, even CSPs whose hypergraph contains cycles
can be decomposed into a data structure called hypertree de-
composition, which is a hypertree where each vertex corre-
sponds to one or more edges of the original hypergraph, i.e.,
to one or more constraints of the CSP [6; 7]. Note that there
may be several possible hypertree decompositions for a given
CSP. Computing the solutions for the decomposed CSP in-
volves a join operator, which is responsible for joining the
constraints associated with one vertex of the hypertree de-
composition. As this operator basically solves sub-problems
of the original CSP, it is computationally very complex. The
width of a given hypertree decomposition denotes the max-
imum number of constraints to be joined, and the hypertree
width of a hypergraph is the minimum width over all possible
hypertree decompositions for this hypergraph.

The authors of [7] state that any given CSP I and a hy-
pertree decomposition of I with a hypertree width k can be
solved in O(|I|k ∗ log|I|), where |I| corresponds to the in-
put size of I . I.e., for a fixed k, any CSP whose hypertree
width is bounded by k is tractable. In practice, by performing
a hypertree decomposition one can only gain a computational
advantage when the hypertree width is sufficiently small. The
complexity of computing a hypertree decomposition is poly-
nomial.

Note that there are also other structural decomposition
methods, but Gottlob et al. have shown that the hypertree
decomposition generalizes other important decomposition
methods [7].

4.2 The debugging process

The CSP representation of a given program can be directly
used for debugging, i.e., for locating bugs within the source
code. For this purpose we employ the TREE* algorithm
introduced in [15]. The algorithm requires an acyclic CSP
which can be obtained from CSP (ΠSSA) by performing, in
our case, a hypergraph decomposition (other decomposition
methods could also be used). The combination of TREE*
and the decomposition method is described in [16]. TREE*
is based on Yannakakis’ algorithm [18] which computes so-
lutions for acyclic CSPs in polynomial time.

TREE* is able to compute multiple-fault diagnoses with a
minimal cardinality. The overall diagnosis time mainly de-
pends on the complexity of the corresponding CSP that itself
can be characterized by the hypertree width, which should be
as small as possible.

The overall diagnosis process which we propose in this pa-
per comprises the following steps:

1. SSA Conversion: We first do an ’unrolling’ of all loops
of the program Π and obtain the new program Π1. Af-
terwards we convert the program Π1 into its SSA rep-
resentation Π2. Note that this step also requires the in-
tegration of assertions, pre- and post-conditions, and in-
variants.
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2. The CSP’s hypertree: From Π2 we generate the con-
straint representation and its corresponding hypertree
decomposition.

3. Diagnosis: For a given test case, which is encoded as a
set of constraints, we apply the TREE* algorithm. The
test case specifies the expected variable values at certain
positions in the program in order to compute the diag-
noses, i.e., bug candidates.

5 Experimental Results
As already explained, the hypertree width is an important
metrics for the complexity of debugging based on a constraint
representation. Complex debugging problem have a large hy-
pertree width. In general, problems with a hypertree width
of more than 5 can be considered as harder problems from a
practical perspective.

Hence, we computed the hypertree width for a set of pro-
grams. We used a standard PC with a Pentium 4 Dual Core
2.0 GHz CPU with 2 GB of RAM, running under Windows
XP. We implemented the software for converting programs
into CSPs which run as Eclipse plug-in.

For computing the hypertree and the hypertree width we
relied on an implementation provided by [19] which employs
the Bucket Elimination algorithm [21]. Note that this algo-
rithm is an approximation algorithm, i.e., it does not always
generate the optimal hypertree decomposition with a minimal
width. However, as reported in [21], the algorithm which per-
forms the optimal decomposition is very demanding wrt com-
putation time and memory and hence not suitable for practical
use, and the Bucket Elimination algorithm in most cases pro-
vides better approximations than other known approximation
algorithms.

The obtained results are summarized in Fig. 4. The table
comprises the lines of code (LOC), the lines of code of the
corresponding SSA form (LOC SSA), the number of while-
statements (#W), the number of if -statements (#I), the num-
ber of considered iterations (#IS), and the hypertree width
(HW) for each program.

The hypertree width varies from 2 more than 30. Although
the obtained results are only for small programs they allow us
to conclude that debugging programs is a very hard problem
from the computational point of view.

The hypertree width obviously depends on the number
of unrollings. We are particularly interested on the impact
of increasing the number of loop iterations on the hyper-
tree width. The interesting question is whether the hypertree
width reaches an upper bound when increasing the number
of loop iterations. If this is the case, then solving the corre-
sponding CSP is, from a theoretical point of view, tractable.
We performed several experiments with a larger number of
iterations. Fig. 5 depicts the hypertree evolutions of three dif-
ferent programs. It can be seen that in all of these cases the
hypertree width apparently reaches an upper bound.

When comparing those results with previous research, it is
interesting to note that the author of [20] claims that the hy-
pertree width is never greater than 6 for sequential programs.
However, the author only considers the control flow, whereas

for fault localization purposes it is also necessary to take the
data flow into account.

The question whether there is always an upper bound for
the hypertree width when increasing the number of iterations
is still an open research question which requires further in-
vestigation.

We also tested our implementation of the TREE* diagnosis
algorithm on a set of programs in which we injected single-
faults. For example, for the program ArithmeticOp (see Fig.
4) we obtained 1 (minimal cardinality) diagnosis, for Mul-
tiplication including invariants there were 3 diagnoses, and
for SwitchingGate 3 diagnoses were computed. In all cases,
the faulty statement was included in the set of obtained diag-
noses. As a comparison, after removing the annotations from
Multiplication we got 7 diagnoses. While the diagnosis time
for ArithmeticOp and Multiplication was less than 0.2 sec,
our implementation required about 44.4 sec for Switching-
Gate.

Name LOC LOC SSA #W #I #IS HW
BinSearch 27 40 1 3 1 3
BinSearch 27 112 1 3 4 8
Binomial 76 82 5 1 1 3
Binomial 76 1155 5 1 30 ≥ 30
Hamming 27 62 5 1 1 2
Hamming 27 989 5 1 10 ≥ 14

ArithmeticOp 12 12 0 0 - 1
Huffman 64 78 4 1 1 2
Huffman 64 342 4 1 20 ≥ 12

Multiplication 10 16 1 0 1 2
Multiplication 10 350 1 0 50 5

whileTest 60 88 4 0 1 2
whileTest 60 376 4 0 9 8

Permutation 24 41 3 1 1 3
Permutation 24 119 3 1 7 6
Permutation 24 1231 3 1 100 6

Adder 63 70 0 5 - 3
SumPowers 21 33 2 1 1 2
SumPowers 21 173 2 1 15 10
SumPowers 21 1376 2 1 100 10

SwitchingGate 15 23 0 4 - 3
IscasC432 162 162 0 0 - 9

ComplexHT 12 30 1 0 1 3
ComplexHT 12 370 1 0 30 17
ComplexHT 12 1076 1 0 100 17

Figure 4: The hypertree width for different sequential pro-
grams. For most programs we depict the results for different
numbers of iterations.

6 Further Related Research and Conclusion
Collavizza and Ruehner [2] discussed the conversion of pro-
grams into constraint systems and their use in software veri-
fication. They also make use of the SSA form but their con-
straint representation is different from ours. Moreover, we
focus on debugging and program analysis rather than on ver-
ification.

Various authors, e.g., [5; 14; 11; 12], have described mod-
els to be used for fault localization using model-based diag-
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Figure 5: The hypertree width as a function of the number of
iterations when unrolling while-statements.

nosis. Almost all of those works make assumptions regard-
ing the program’s structure, and they use abstractions which
lead to the computation of many diagnosis candidates. Often
they do not handle all possible behaviors at once. For ex-
ample, some models consider only one execution trace; this
prevents the diagnosis engine to eliminate certain diagnosis
candidates. In our representation we consider all possible be-
haviors up to a certain limit. This should lead to a reduction
of the number of diagnosis candidates.

In [10] the authors discussed the use of Hoare logic for
model-based debugging which requires a Hoare logic calcu-
lus for computing diagnosis. We also use Hoare logic to spec-
ify invariants, pre- and post-conditions, but we integrate them
within the constraints system associated to the program.

The main restriction of the language J, which we defined
for presenting our approach, is the fact that it does not support
procedure calls. However, the integration of procedures (even
recursive ones) is straightforward, as shown in [22].

In this paper we introduced a methodology for compil-
ing programs into their equivalent CSP representation. We
proved that all steps of the compilation process are correct
with respect to the computed variable values. We also inte-
grate annotations like pre- and post-conditions and invariants
into the constraint representation, and we showed that those
additional spezifications can improve the diagnostic precision
by eliminating candidates. We further explained how the re-
sulting CSP can be used for debugging using the TREE* algo-
rithm, and we present results from our implementation which
shows that our approach is valid.

Because the hypertree width has a major impact on the
performance of debugging, we further presented an empiri-
cal study on the hypertree width of a set of programs. The
results show that debugging programs is a computationally
very hard problem. However, the results also indicate that
for a given program, when increasing the number of consid-
ered loop iterations, the hypertree width may reach an upper
bound. Future research should seek a proof that there is al-
ways an upper bound, given a specific program. If this is the
case, then debugging such a program would be, from a theo-
retical point of view, tractable.

References
[1] Marc M. Brandis and H. Mössenböck. Single-pass gener-
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Linköping University
Sweden

matny@isy.liu.se

Petri Myllym äki
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Abstract

Fault isolation is the task of localizing faults in a
process, given observations from it. To do this, a
model describing the relation between faults and
observations is needed. In this paper we focus
on learning such models both from training data
and from prior knowledge. There are several chal-
lenges in learning for fault isolation. The number of
data, as well as the available computing resources,
are often limited. Furthermore, there may be pre-
viously unobserved fault patterns. To meet these
challenges we take on a Bayesian approach. We
compare five different approaches to learning for
fault isolation, and evaluate their performance on
a real application; the diagnosis of an automotive
engine.

1 Introduction
We consider fault isolation, i.e. the task of localizing faults
that are present in a process given observations from this pro-
cess. To do this, a model of the relations between observa-
tions and faults is needed.

In many traditional methods for fault isolation, the model
of the relations is given by physical knowledge about the pro-
cess, and represented as a structure describing which faults
that may affect each observation, and possibly also how[Ko-
rbicz et al., 2004; Hamscheret al., 1992; Nyberg, 2005;
Pulido et al., 2005]. We call such knowledgeexpert knowl-
edge. In many applications there is also data available from
the process. In the current work we investigate and compare
different methods for learning the model for diagnosis from
training data, and the possibilities to integrate them withthe
expert knowledge.

We are motivated by the problem of fault isolation in an
automotive engine, and we have used a Scania diesel engine
as source for training and evaluation data. In engine fault iso-
lation there may be several hundreds of faults and observa-
tions. There will be fault patterns, i.e. faults or combinations
of faults, from which there is no training data. Furthermore,
training data is typically experimental, meaning that it isob-
tained by implementing faults, running the process, and col-
lecting observations.

To meet the challenge of previously unobserved fault pat-
terns we consider a Bayesian approach to learning for fault

isolation. Within the Bayesian framework it is also possible
to also take other background information and expert knowl-
edge into account, and not rely blindly on the data. We con-
sider five different model classes when learning from training
data. They are all previously presented in the literature in
different forms. We tailor these methods to incorporate the
available background information. The methods we consider
are Direct Inference (DI), Logistic Regression (LogR), Linear
Regression (LinR), Naive Bayes (NB) and general Bayesian
Networks (BN).

The main contribution of the current work is the investiga-
tion of Bayesian learning methods for fault isolation by com-
paring models from the five classes mentioned above together
with appropriate methods for learning their parameters. We
do the comparison by application and evaluation of the meth-
ods on real-world data. In order to do the investigation of
learning methods, we first discuss the characteristics of the
fault isolation problem in terms of probability theory, and
present performance measures that are meaningful for fault
isolation. Consecutively we show how the five methods can
be adopted to the isolation problem. We apply them to the
task of fault isolation in an automotive diesel engine.

Bayesian methods for fault isolation have been previ-
ously studied in literature. In these previous works it is
generally assumed that the model of the relations between
faults and observations is given[Schwall and Gerdes, 2002;
Lerneret al., 2000; Sheppard and Kaufman, 2005], or can
be derived from a physical model without using training data
[Narasimhan and Biswas, 2007; Roychoudhuryet al., 2006],
and focus is oninference. In the current work on the other
hand, we consider five different model classes, and focus on
learning the models of the relations, i.e. both structure and
parameters.

Previous works on learning models, and in particular pa-
rameters in the models, for fault isolation from data typically
rely on pattern recognition methods described for example
in [Bishop, 1995; Devroyeet al., 1996], or machine learn-
ing methods in[Heckermanet al., 1995b]. Applications are
for example found in[Leeet al., 2007; Sheppard and Kauf-
man, 2005]. These methods are applicable if there is suffi-
cient training data available. Unfortunately, this is rarely the
case in fault isolation, where the number of training samples
often is limited, at least for rare and safety critical faults. Fur-
thermore, there are often missing fault patterns in the data.
In the current paper we take a Bayesian approach to learning
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for fault isolation, which provides a sound method also in the
case of missing data, and opens the possibility to take prior
knowledge into account.

In [Pernestål and Nyberg, 2007] the problem of learning
with missing fault patterns is discussed. In[Pernestål and Ny-
berg, 2007] training data is combined with fundamental meth-
ods for fault isolation described in[de Kleer and Williams,
1992; Reiter, 1992]. This approach is referred to as DI in
the current work, and compared to the other four methods for
learning.

The paper is structured as follows. We introduce notation,
and give a brief introduction to Bayesian networks in Sec-
tion 2. We formulate the diagnosis problem in terms of prob-
abilities in Section 3. Therein we also define relevant per-
formance measures. In Section 4 we briefly describe the five
methods used, and in particular how they are applied to the
diagnosis problem. Then we perform evaluating experiments
and compare the results obtained in Section 5. Finally, in Sec-
tion 6 we conclude the paper by summarizing our results and
discussing future work directions.

2 Preliminaries
Before going into the details of each of the learning meth-
ods we introduce notation that will be used, and give a brief
introduction to Bayesian networks.

2.1 Notation
The fault isolation problem can be formulated as a predic-
tion problem, where the task is to determine the fault(s)
present in a process, given a set of observations from the
process. Let the faults be represented by the binary vari-
ablesY = (Y1, . . . , YK), whereYk = 1 means that fault
k is present, and let the observations be represented by the
variablesX = (X1, . . . , XL), where eachXl is discrete or
continuous. Generally, we use upper case letters to denote
variables, and lower case letters to denote their values. Bold-
face letters denote vectors.

We write p(X = x) (or simply p(x)) to denote either
probabilities, probability distributions and probability density
functions. The meaning will be clear from the context.

2.2 Fundamentals of Bayesian Networks
Bayesian networks are directed acyclic graphs in which nodes
represent random variables and arcs represent directed prob-
abilistic dependencies among the variables. We use the same
notation for both nodes and variables. A Bayesian network
encodes the joint probability distribution over a finite setof
variables{X1, . . . , XL}, and decomposes it into a sequence
of conditional probability distributions, one for each variable.

More specifically, let pa(Xi) denote the parents ofXi, and
let pa(xi) be a value (configuration) of pa(Xi). Then there
is a conditional probability distributionp(xi|pa(xi)) for each
variableXi. Nodes without parents are calledroot nodes, and
their conditional probabilities are simply their prior probabil-
ity p(xi). The joint probability distribution of{X1, . . . , XL}
can be obtained by taking the product of all these conditional
probability distributions:

p(x1, . . . , xL) =
L∏

i=1

p(xi|pa(xi)). (1)

In Bayesian networks, both the presence of arcs, and their
directions, as well as the absence of arcs encodes knowl-
edge about dependencies and independences. In addition to
the structure of dependencies characterized by the edges in
the Bayesian network, it also includes all the distributions
p(xi|pa(xi)). When we discuss learning in Bayesian net-
works, we mean learning both the structure and the proba-
bility distributions.

3 Bayesian Fault Isolation
We are now ready to state the fault isolation problem in prob-
abilistic terms, and present relevant performance measures.

3.1 Problem Formulation
Except the current observationX from the process, we are
also given a set of training dataD. Training data consists
of samples(yn,xn), n = 1, . . . , ND, of pairs of fault and
observation variables. The training data is collected by im-
plementing faults and then collecting observations, meaning
that training data isexperimental. To evaluate the fault isola-
tion methods we use a setE consisting ofNE samples. The
evaluation data is collected by running the process without
integrating with it (i.e. without implementing any faults but
rather observing faults as they appear), meaning that evalua-
tion data isobservational. Furthermore, we assume that the
fault isolation algorithm is triggered by a fault detector telling
us that there must beat least one fault presentin the process.

The structure of dependencies between the faults and ob-
servations has three basic properties, illustrated in the exam-
ple Bayesian network of Figure 1. The first property is that
faults are assumed to be a priori independent, i.e. that

p(y) =
K∏

k=1

p(yk|y1, . . . , yk−1) ≈
M∏

k=1

p(yk), (2)

meaning that faults do not cause other faults to occur. Al-
though not necessary for the methods in the current work, this
is a standard assumption in many fault isolation algorithms
[Hamscheret al., 1992], and it simplifies the reasoning in the
following sections.

Second, faults may causally affect one or several of the ob-
servation variables introducing dependencies between faults
and variables. A dependency between fault variableYk and
observation variableXl means that the faultmaybe visible in
the observation.

The third property is that an observation variableXl may
be dependent on other observation variables. Dependencies
between observation variables can arise due to several rea-
sons. For example they can be caused by unobserved factors,
such as humidity, driver behavior, and operation point of the
process. These unobserved factors could be modeled using
hidden nodes, but since they are numerous and unknown they
are here approximated with dependencies between observa-
tion variables. This is more carefully discussed in[Pernestål
et al., 2006].

In the current work we take a Bayesian view point on fault
isolation. The objective is to find the probability that each
fault is present given the current observation, the training
data, and the prior knowledgeI, i.e. to compute the proba-
bilities p(yk|x,D, I), k = 1, . . . , K. The probability for a
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Figure 1: A Bayesian network describing a typical fault iso-
lation problem.

fault yk can be found by marginalizing over all other faults
y−k = (y1, . . . , yk−1, yk+1, . . . , yK),

p(yk|x,D, I) =
∑

y−k

p(y−k, yk|x,D, I). (3)

Note that(y−k, yk) = y, and (3) means that we seek the con-
ditional distributionp(y|x,D, I). To simplify the notation
we will not write out the prior knowledgeI explicitly in the
equations.

Computing the conditional distributionp(y|x,D) is gener-
ally difficult. Instead, we approximate it using a modelM,
for example a Bayesian network or a regression model. For
each model we need method for determining the parameters
of the model. This means that we compute probabilities

p(y|x,D,M) = pM(D)(y|x), (4)

where we have introduced the notationpM(D)(y|x) to de-
note the distribution obtained from training dataD by using
modelM and the parameters determined using the appropri-
ate method. To simplify notation we writepM(y|x) when
there is no risk for confusion which data that is used.

3.2 Performance Measures

To evaluate the different models to be used in Bayesian fault
isolation, we use two performance measures: the logistic
score and the percentage of correct classification.

The logistic score is a commonly used performance mea-
sure[Bishop, 1995; Mitchell, 1997]. The logistic score based
on a setE of evaluation data it is given by

µ(E ,M) =
1

NE

NE∑

n=1

log pM(D)(yn|xn). (5)

The scoreµ measures two important properties of the fault
isolation system: the ability to assign large probability mass
to faults that are present, as well as the ability to assign
small probability mass to faults that are not present. In the
fault isolation problem the conditional probabilities forfaults
are often combined with decision theoretic methods for trou-
bleshooting[Heckermanet al., 1995a], where optimal de-
cision making requires conditional probabilities close tothe
generating distribution.

The second performance measure we use, percentage of
correct classification, is not a proper scoring function. How-
ever, it is closely related to the 0/1-loss used for example in

pattern classification[Bishop, 1995]. We define

ν(E ,M) =
|C|
NE

, (6)

where C = {n : yn
k = 1, k = argmax

k′
pM(D)(yk′ |xn)},

andyn
k denotes elementk in yn. In words,C is the set of

all indicies where the underlying fault is assigned the largest
probability when modelM is used, and theν-score is thus
the fraction of cases in evaluation data where the underlying
fault is correctly classified. In case of multiple faults present
it suffices to assign highest probability to any of them. The
ν-score reflects the performance of the fault isolation system
combined with the simple troubleshooting strategy “check the
most probable fault first”.

4 Modeling Methods
In this section we briefly present the modeling methods used,
i.e. the different models used and methods for determining the
parameters therein. We carefully state all assumptions made,
and describe the adjustments of each method to apply it to
the isolation problem. However, we begin by describing two
assumptions that need to be made for all methods except DI.

4.1 Modeling Assumptions
All the methods considered in this paper – with the excep-
tion of DI – build separate models for each fault and thus
assume independence among these. Before any training data
is recorded the approximation corresponds to (2). Further-
more, since faults were inflicted in training data, the data does
not include any information about co-occurence of the faults.
However, when we build separate models for each fault, we
also make a stronger assumption, namely that the faultsre-
main independent given the observations,

p(y|x) =
K∏

k=1

p(yk|x, y1, . . . , yk−1) ≈
K∏

k=1

p(yk|x) (7)

This approximation is (after applying Bayes’ rule and cancel-
ing terms) equivalent to

p(x|y1, . . . , yK) ≈ 1
p(x)K−1

K∏

k=1

p(x|yk) (8)

In (8) p(x) is a normalization constant, and the equation
means that the observationx is dependent on each faultyk,
but this dependency is assumed to be independent of all other
faultsyk′ , k

′ 6= k. In other words, we assume no“explaining
away” effect[Jensen, 2001]. The explaining away effect can
be understood as follows. Consider Bayesian network with
two faultsY1 andY2 and two observations, whereX1 that is
dependent on both faults andX2 is dependent onY2 only. As-
sume that observationX1 indicates that there is a fault present
(we say thatX1 “alarms”). Then both faultsY1 andY2 are po-
tential explanations. Now, assume that we learn that faultY2

is present (for example by observing thatX2 alarms), then
fault Y2 is likely to be the explanation of the alarmX1 also.
SinceX1 is explained by faultY2, faultY1 becomes less prob-
able. The presence ofY2 haveexplained awayY1 through the
observationX1.
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Table 1: An example of an FSM
Y1 Y2 Y3

X1 X X 0
X2 X 0 X

The explaining away effect occurs when there are un-
shielded colliders, i.e. common children of two or more nodes
which are them self not connected. Looking at Figure 1 we
observe ignoring explaining away is indeed is a strong as-
sumption, since there are several unshielded colliders of the
faults. However, since each fault is allowed to be dependent
on all observations, the explaining away effect will be par-
tially encoded in the direct dependencies between faults and
observations.

Assumption (7) is primarily made for technical reasons, in
order to be able to build separate models for each fault. How-
ever, it is often the case (as in the application of Section 5)
that there is training data only from single faults. Using train-
ing data straight-forward this would lead to that we learn a
strong dependence between the faults: if one fault is present,
other faults are not. By approximation (7) this is avoided, and
we do not learn dependencies that irrelevant.

From Section 2 we known that it is assumed that there is at
least one fault present. LetY > 0 denote that

∑
k yk > 0,

i.e. that there is at least one fault present. Similarly, letY = 0
denote

∑
k yk = 0, i.e. that there is no fault present. The

knowledge that there is at least one fault present recouples
the single fault methods introduced in (7), since in general
we have

p(y|x,Y > 0) 6=
∏

k

p(yk|x,Y > 0), (9)

To avoid this recoupling, we study the probability for the
faults given the knowledge that at least one fault is present
i detail. We have

p(y|x,Y > 0,D) =
p(Y > 0|y,x,D)p(y|x,D)

p(Y > 0|x,D)
=

=

{
0 y = 0,

p(y|x,D)
1−p(Y=0|x,D) , y = l 6= 0.

(10)

In the current paper we ignore the fact that at least one faultis
present during the learning phase and the single-fault models
are trained individually. We then apply (10) in the evaluation
phase.

4.2 Direct Inference
The first method for fault isolation that we present is the
direct inference (DI). Similar to several previous fault iso-
lation algorithms DI rely on prior knowledge about which
observations may be affected by each fault[de Kleer and
Williams, 1992; Reiter, 1992; Korbiczet al., 2004]. Such
information is typically expressed in a so called Fault Sig-
nature Matrix (FSM). An example of an FSM is given in
Table 1. In the FSM, a zero in position(k, l) means that
fault Yk can never affect observationXl, while anX mean
that Yk may affect observationXl. DI aims at combin-
ing the information from the FSM with the training data

Y1

X1 X2 X3

Figure 2: Naive Bayes network structure.

available. Assuming that observations are binary and that
the background informationI contains the FSM. Then, un-
der certain assumptions it can be shown[Mitchell, 1997;
Pernestål and Nyberg, 2007] that

pDI(D)(y|x, αxy) =

{
0 x ∈ γ
nxy+αxy

Ny+Ay

p(y|I)
π0

otherwise,
(11)

whereπ0 is a normalization constant,nxy is the count in
training dataD where the fault isy and the observation is
x, αxy is a parameter describing the prior belief in the ob-
servationx when the fault isy. The parametersα can be
seen as hypothetical samples, which would have been ob-
tained if our prior beliefs where true1, Ny =

∑
x′ nx′y, and

Ay =
∑

x′ αx′y. The setsγ are determined by the back-
ground information as described in[Pernestål and Nyberg,
2007].

The DI method is developed for sparse sets of training data,
particularly when there is only training data from a subset of
the fault patterns to isolate.

4.3 Bayesian Network Methods
When using Bayesian networks for prediction, we model the
joint distributionp(y,x|θ), whereθ are parameters describ-
ing the conditional probability distributions in the network.
From the joint distribution, the conditional distributionfor
each of the faultsyk can be computed. As described in Sec-
tion 4, we build one model for each fault, combine them using
(7) and correct for the knowledge that there is no fault present
by using (10), and then we can marginalize to obtain the prob-
ability for each fault. We consider two types of Bayesian net-
works: Naive Bayes and general Bayesian Networks.

Naive Bayes
In a Naive bayesnetwork it is assumed that the observa-
tions are independent given the fault. This structure is ex-
emplified in Figure 2. We assume this structure, and learn
the parameters in the conditional probabilities using stan-
dard methods described for example in[Heckermanet al.,
1995b]. Naive Bayes is is one of the most common methods
used for Bayesian prediction and often performs surprisingly
well [Devroyeet al., 1996; Rish, 2001]. However, if there
are strong dependencies between observations, the indepen-
dence assumption made may introduce unnecessary large er-
rors. For example, assume that two observations are identical.
In this case, a better inference result may be obtained ignoring
some of the observations that are strongly dependent. To al-
leviate this problem, we apply a variable selection according
to an internal leave-one-out scoring function. This approach

1the parametersα are sometimes referred to asDirichlet param-
eters, since a Dirichlet prior is used in the computations
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was first introduced in[Langley and Sage, 1994], where it is
calledselectivenaive bayes classifier. LetV be the set of all
subsets of the observations, letV ∈ V , and letNV be the
Naive Bayesian network defined byV . We then choose the
variable setV ∗ according to

V ∗ = arg max
V ∈V

=
1

ND

ND∑

n=1

log pNV (D\{(yn,xn)})(yn
k |xn, α),

whereα is the Dirichlet hyper-parameter for the NB model.
The probabilities for faultyk is computed by

pNV ∗ (D)(yk|x, α).

General Bayesian Network
A natural extension of the naive Bayes model is to allow a
more general structure for each fault, and learn both structure
and conditional probabilities from the training data. How-
ever, it is known that the faults causally precede the observa-
tions. Therefore we restrict the possible structures to theones
where the fault node is a root node. This is the only constraint
used. One Bayesian network (BN) was learned for each fault
using a BDe score with an equivalent sample size parameter
of 1.0 [Heckermanet al., 1995b]. For small systems (< 30
variables) learning can be performed using the exact algo-
rithm in [Silander and Myllymäki, 2006], while for larger
systems approximate methods, e.g.[Heckermanet al., 1995b;
Mitchell, 1997; Russell and Norvig, 1995], can be used.

Let B denote the Bayesian network learned using the BDe
score. Then the probabilities for faultyk is computed by

pB(D)(yk|x, α), (12)

whereα is the Dirichlet hyper-parameter for the BN model.

4.4 Regression
Fault isolation is a discriminative task, where we are to pre-
dict the fault vectory given the observationsx, i.e. to estimate
the conditional probability ofy

p(y|x, θ) =
p(y,x|θ)∑
y p(y,x|θ) . (13)

It is well known [Ng and Jordan, 2002; Kontkanenet al.,
2001; Friedmanet al., 1997] that in such case it can be of
great benefit to employ a discriminative learning method, that
only learns the probabilities asked, instead of wasting train-
ing data to learn the joint data likelihood as in the Bayesian
network methods of Section 4.3. Regression models form a
family of such methods, and here we consider two classes of
such: linear and logistic regression models.

Linear Regression
The most straight-forward regression method is linear regres-
sion, where each fault variable is assumed to be a linear com-
bination of the observations plus a gaussian noise term,

yk = wT
k x + wk0 + ǫk, ǫ ∼ N(0, σ).

Herewk, wk0, andσ are parameters to be determined. This
gives the probability distribution

pLinR(yk|x) =
1
Z

exp(− (wT
k x + wk0 − yk)2

2σ2
),

whereZ is a normalization constant. To determine the pa-
rameters we use the standard methods described for example
in [Bishop, 1995]. For example,

w∗ = arg min
w

−
ND∑

n=1

(wT
k xn + wk0 − yn

k )2.

When the parametersw∗ are known, the parametersσ andZ
can also be computed[Bishop, 1995].

Logistic Regression
Learning parameters to maximize (13) for a Bayesian net-
work is known to be equivalent tologistic regressionunder
the condition that no node can be a “bastard”, i.e. a com-
mon child of two variables that are not directly interconnected
them selfs. More formal definition and proofs can be found
in [Rooset al., 2005]. In our case, this fact is guaranteed by
assumption (7).

To start with, for each fault we learn a logistic regression
model corresponding to a discriminative Naive Bayes classi-
fier 2. Let α andβ be parameters in the logistic regression
model, and define

pLogR(Yk = 1|x, α, β) =
exp s(x, α, β)

exp s(x, α, β) + exp−s(x, α, β)

where s(x, α, β) = α +
L∑

l=1

xlβl.

When learning the parametersα andβ, we use a smoothing
termc(α, β) in the objective function. The smoothing func-
tion takes the place of a prior probability distribution forthe
parameters. To determine the smoothing term, we normalize
training data such that∑

n

xn
l = 0 and max

n
|xn

l | = 1

Then, beginning with a uniform prior,c′, we pretend to have
seen one vector of each fault at nodeYk and two vectors of
each fault with extreme values±1 at each nodeXl, with all
other values unobserved. This amounts to a smoothing term

c′′ = c′ − 2 log(exp(α) + exp(−α))−

−4
L∑

l=1

log(exp(βl) + exp(−βl)).

This smoothing term is problematic since it is flat near zero,
leading to that no parameters will be exactly zero. In logistic
regression many small parameters can make a large difference
in the inference result, while they may be weakly supported.
To avoid the flatness around zerolog(exp(z)+exp(−z)) was
replaced by|z| to obtainc from c′′. This is a good approxi-
mation away from zero, but forces unsupported parameters to
zero, implicitly performing attribute selection.

For faultyk we search parameters that maximize
log pLogR(yk|x, α, β) + c(α, β) =

=
ND∑

n=1

log p(yn
k |xn, α, β) − 2|α| − 4

L∑

l=1

|βl|.

2Possible other choices include tree-augmented Naive Bayes
(TAN) [Friedmanet al., 1997; Rooset al., 2005; Greiner and Zhou,
2002].

Anna Pernest̊al, Hannes Wettig, Tomi Silander, Mattias Nyberg, and Petri Myllymäki 147
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Table 2: The faults considered

Fault description p(yk)
y1 exhaust gas pressure 0.4
y2 intake pressure 0.13
y3 intake air pressure 0.057
y4 EGR vault position 0.13
y5 mass flow 0.057

We do this by simple line search, one parameter at a time3.
Finally, we apply a variant of LogR, which we denote

“LogR + weights”, where training vectors are weighted ac-
cording to their prior probabilitiesp(yk). This is done since
the training data and the evaluation data are known to have
different distributions. The idea is to weight the trainingvec-
tors in the objective function as to focus the optimization on
areas of the data space more likely to be seen later on. The
corresponding objective function for faultYk becomes

ND∑

n=1

log wkp(yn
k |xn, α, β) + c(α, β) (14)

where the weightwk is the priorp(yk) divided by the ob-
served relative frequency#{n : yn

k = yk}/ND.

5 Experiments
To evaluate the different modeling methods for fault isolation,
we apply them to the diagnosis of the gas flow in a 6-cylinder
diesel engine in a Scania truck. In automotive engines, sen-
sor faults are one of the most common faults, and here we
consider five faults that may appear in different sensors. The
faults are listed together with their prior probabilities for sin-
gle faults in Table 24.

5.1 Experimental Setup
For the gas flow of the diesel engine there is physical model
from which a set of 29 residuals are automatically generated
using structural analysis[Einarsson and Arrhenius, 2004;
Krysanderet al., 2008]. The residuals, which are constructed
to be sensitive to subsets of the faults, are used as observa-
tions in the fault isolation.

For training and evaluation data we use measurements
from real operation of the truck, with faults implemented.
The training data consists of 100 samples each from the five
single faults. Evaluation data consists of data from the five
single faults, but also of data from two multiple faultsy1&y2,
and y1&y4. Evaluation data is observational, and consists
of 1000 samples, distributed roughly according to the prior
probabilities in Table 2.

The data we consider is originally continuous, but gener-
ally not Gaussian distributed. All methods, except the two
regression algorithms, take in discrete data. The data is dis-
cretized in two different ways: binary, with thresholds set
such that all fault free data in the training set is containedin

3For larger problems faster methods, as for example discussed
in [Minka, 2003] could be more suitable.

4The probabilities do not sum to one, since the probabilitiesfor
multiple faults are not included.

the same bin; and discretized usingk-means clustering[Har-
tigan, 1975] with k = 4. DI is applied to the discrete data.
NB and BN are run both on discrete and binary data. The
regression methods LinR and LogR are applied to the contin-
uous data.

As described in Section 4 the NB and DI methods perform
best if not all observations are used. For both DI and NB we
perform variable selection such that an internal logistic score
is maximized. For DI, the best result is obtained by using
only six of the observations. In NB between seven and 18
observations are used for each fault.

5.2 Results
In Table 3 the logistic score (µ) and percentage of correct
classification (ν) are presented for the different methods. In
addition we report the number of parameters used by each
predictor. This is relevant, since for on-board fault isolation
the computing and storage capacity is often limited. For com-
parison we also report the default which is obtained by simply
using the prior probabilities given in Table 2.

Table 3: Comparison of the methods

method µ-score ν-score #pars
DI -1.088 0.781 106

NB-bin. -1.340 0.748 293
NB-disc. -1.044 0.843 335
BN-bin. -1.297 0.782 287
BN-disc. -1.398 0.840 1136

LinR -1.839 0.834 150
LogR -1.071 0.829 46

LogR+weights -0.953 0.829 44
default -1.738 0.592 5

Considering theµ-score, we see that among the four best
methods in Table 3 three are discriminative and learn the con-
ditional distribution instead of the joint distribution. Further-
more, LogR with training sample weighting performs best on
this data in logistic score sense, while using a small numberof
parameters. Surprisingly the weighting trick has made quite
a difference and LogR without weights it is outperformed by
NB-disc. NB performs better when it is fed with discretized
observations instead of binary, while for BN the effect is re-
versed. Clearly the discretized data contain more informa-
tion, but it seems that in more complex Bayesian networks
the conditional probability tables grow too large, and there is
not enough training data to learn them accurately. In DI good
results are obtained by exploiting prior knowledge in terms
of that some faults never cause an observation to pass certain
thresholds.

Measured by theν-score the relative differences between
the methods is smaller. This score favors the regression mod-
els and the Bayesian methods using discrete data.

Table 4 compares the logistic scores of the predictions
given for the single faults by DI and LogR+weights. Note
that because of inequality (9) the columns do not sum to the
corresponding entries in Table 3. Both methods (as all oth-
ers) have most trouble with isolating faultsy1, y2 andy4, the
ones appearing simultaneously in evaluation data, but not in
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Table 4: Comparision of DI and LogR on single faults
fault µ DI µ LogR+w
y1 -0.346 -0.385
y2 -0.324 -0.287
y3 -0.087 -0.008
y4 -0.334 -0.294
y5 -0.177 -0.133

training data. This gives evidence for explaining away being
important in this problem. Figure 3, in which the probabil-
ities for each fault using LogR + weights are plotted, shows
this in more detail. In the Figure we have ordered the eval-
uation data such that the right-most samples have multiple
faults, visualizing that the double faults are most difficult to
predict.

6 Conclusions
We have considered the problem of fault isolation in an auto-
motive diesel engine, and discussed the special characteristics
of this problem. There is experimental training data available
which is distributed differently from what we expect to see in
the real-world setting. In particular, evaluation data consists
partly of previously unseen fault patterns. In addition there is
prior knowledge available about which faults may affect each
observation, and also the knowledge that at least one fault is
present.

We have studied different Bayesian and regression ap-
proaches to combine this by nature heterogeneous informa-
tion into probability distributions for the faults conditioned
on given observations. We have compared the performance
of the methods using real-world data, and have found that on
the application studied the discriminative logistic regression
method to perform best. Among the methods that perform
well we have also found the naive Bayes classifier and the
direct inference method.

One of the clearest implications of this work is that all
methods have difficulties with handling unobserved fault pat-
terns. Unfortunately, unobserved patterns are common in
fault isolation, so this problem should be tackled in future
work. The four methods where one model is build for each
fault, let the explaining away effect be present only through
observations. However, this explaining away effect can pos-
sibly be helpful when diagnosing unseen patterns. Further-
more, it is crucial to include background information in the
learning phase whenever it is available.

In our work to come we will apply the methods do sev-
eral different applications in diagnosis to study if the results
presented here are general. We will investigate models capa-
ble of both explaining away and taking prior knowledge into
account, while providing an efficient inference procedure,as
on-board computers offer very limited resources. We expect
further improvement of performance is possible.
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Figure 3: The predicted probability for the different faults
given by LogR+w. Evaluation data is ordered after their fault
patterns. The true fault is marked with a solid line.
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Abstract

Fault diagnosis is essential for guaranteeing safe
and reliable operation of complex engineering sys-
tems. Our work focuses on diagnosis of paramet-
ric faults in the components of dynamic systems,
whose temporal profile can be categorized as incip-
ient (slow) or abrupt (fast). The diagnosis of abrupt
and incipient faults using qualitative approaches is
challenging, since in many situations, these faults
produce similar qualitative effects. Quantitative es-
timation methods may provide more discriminatory
power, but these approaches can be computation-
ally infeasible for large systems with nonlinearities
and complex dynamics. In this paper, we combine a
qualitative fault isolation scheme with an Dynamic
Bayes net-based particle filtering approach for the
comprehensive diagnosis of incipient and abrupt
faults in continuous systems. We also present ex-
perimental results to demonstrate the effectiveness
of our approach when applied to a two-tank system.

1 Introduction
Detection, isolation, and identification of faults in system
components is essential for guaranteeing safe, reliable, and
efficient operation of complex engineering systems. Some
of these faults are attributed to degradations, and modeled as
incipient faults, i.e., slow drifts in system parameter values
over time. Other faults manifest as quick changes in compo-
nent parameter values and are modeled as abrupt faults, i.e.,
changes in parameter values that are fast in comparison to the
system dynamics, and approximated as a step change.

In the past, we have successfully diagnosed abrupt faults
using qualitative schemes [Mosterman and Biswas, 1999].
However, qualitative diagnosis schemes for both incipient and
abrupt faults may suffer from the ambiguity problem, i.e.,
the inability to discriminate among fault hypotheses. Quan-
titative approaches produce more precise diagnoses, but, for
large systems with complex dynamics, these quantitative ap-
proaches can be computationally expensive. In this paper, we
extend our earlier work [Roychoudhury et al., 2006] to the
comprehensive diagnosis of both incipient and abrupt faults
in continuous dynamic systems through the integration of our

qualitative diagnosis scheme [Mosterman and Biswas, 1999]
with an Dynamic Bayes net-based particle filtering approach.

Dynamic Bayes Nets (DBNs) exploit the conditional inde-
pendence among variables to provide a compact and factored
representation of a dynamic system and allow arbitrary uncer-
tainty models of the dynamic process and measurement [Mur-
phy, 2002]. Hence, DBN-based tracking approaches need not
conform to the restrictive assumption of normal distributions
for noise and modeling errors. DBN schemes have been de-
veloped for several fault diagnosis problems [Lerner et al.,
2000; Murphy, 2002]. This, however, makes the calculation
of posterior probabilities computationally expensive, as, in
many cases, no analytic closed form solutions for these prob-
abilities exist. Particle filters (PFs) are a state-of-the-art infer-
ence mechanism using DBNs [Koller and Lerner, 2001] that
help overcome the inability to derive analytic solutions for
posterior probabilities. Moreover, for large systems, fairly
significant gains in computational efficiency can be achieved
by leveraging the sparseness and compactness of the DBN
structures over traditional state-space based methods. Espe-
cially, in DBN models of faulty systems, the introduction of
fault parameters typically results in very few additional links.

In our approach, we use PFs applied to the DBN model
of the nominal system to generate estimates of nominal sys-
tem behavior that are robust to measurement noise and mod-
eling error. A statistically significant non-zero residual value
implies a fault, and the qualitative fault isolation (Qual-FI)
scheme generates and prunes fault hypotheses as measure-
ment deviations are observed. Then, the quantitative fault
isolation and identification (Quant-FII) scheme is invoked to
further refine the fault hypotheses. A faulty DBN is gener-
ated for each remaining fault candidate by including the fault
parameter as a stochastic variable in the DBN, and a sepa-
rate PF scheme is run on each faulty DBN to track the faulty
system behavior. As the Qual-FI scheme continues to refine
its fault hypotheses, the PFs tracking the measurements using
the inconsistent fault models are terminated. Also, if the mea-
surements estimated by the PF applied to a particular fault
model significantly deviates from the observed faulty mea-
surements, that fault candidate is deemed inconsistent and re-
moved from the set of possible faults. Eventually, the PFs
using the true fault model converges to the observed faulty
measurements, and estimates the value of the fault parameter.
This efficient pruning of inconsistent fault hypotheses based
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(a) Incipient fault profile. (b) Abrupt fault profile.

Figure 1: Fault profiles.

on the qualitative and quantitative analysis of measurements
helps in fast diagnosis of the true fault.

The paper is organized as follows. Section 2 presents math-
ematical models of incipient and abrupt faults. Section 3 de-
scribes our diagnosis architecture. The different models used
in our approach are described in Section 4. Section 5 dis-
cusses our fault detection approach, while Section 6 explains
the fault isolation and identification scheme for incipient and
abrupt faults in detail. Section 7 presents experimental re-
sults, and conclusions are presented in Section 8.

2 Incipient and Abrupt Faults
The mathematical models for incipient and abrupt faults used
in our approach are defined below. In general, incipient and
abrupt faults can be additive and multiplicative. However,
in this paper, we focus on parametric multiplicative faults,
which are hard to analyze because they directly affect the sys-
tem dynamics.

2.1 Incipient Faults
An incipient fault is a slow change in a system parameter.
Hence, we model this fault as a linear, additive, drift term,
d(t), added to the nominal component parameter value func-
tion, p(t). Since incipient faults are slow changes, we approx-
imate d(t) as a linear function with a constant slope. Fig. 1(a)
shows an incipient fault profile.

Definition 1 (Incipient fault) An incipient fault profile is
characterized by a gradual, slow drift in the corresponding
component parameter value. The temporal profile of a pa-
rameter with an incipient fault, pi(t), is given by:

pi(t) =
{

p(t) t ≤ t f
p(t)+d(t) = p(t)+σ i

p× (t− t f ) t > t f ,
(1)

where p(t) represents the nominal parameter value, d(t) is a
drift function, and t f is the time point of fault occurrence.

2.2 Abrupt Faults
An abrupt fault is modeled as an addition of a bias term, b(t),
to the nominal parameter value, p(t). Typically, abrupt faults
are very fast changes, and so, the bias term is modeled as an
additive step function (see Fig. 1(b)). We assume the magni-
tude of this bias term to be constant.

Definition 2 (Abrupt fault) An abrupt fault profile is charac-
terized by a fast change in the component parameter value.

The temporal profile of a parameter with an abrupt fault,
pa(t), is given by:

pa(t) =
{

p(t) t < t f
p(t)+b(t) = p(t)+σa

p t ≥ t f ,
(2)

where p(t) denotes the nominal parameter value, b(t) is a
bias term, and t f is the time point of fault occurrence.

3 Diagnosis Architecture
Our combined model-based approach for diagnosing abrupt
and incipient faults, like traditional model-based diagno-
sis schemes [Gertler, 1998], has three primary components:
(i) fault detection, (ii) fault isolation, and (iii) fault identifica-
tion, as summarized below. The architecture of our diagnosis
methodology is shown in Fig. 2.

Fault Detection: The dynamic nominal behavior of the
system is tracked by a PF-based observer scheme [Koller and
Lerner, 2001] based on a DBN model of the nominal system,
i.e., the state variables and measurements made on the system
are modeled as stochastic variables but the system parameters
are considered to be deterministic and defined by their nom-
inal functions. Like other observer schemes, the PF gener-
ates estimates of the state variables, x̂(t), and measurements,
ŷ(t). The fault detector monitors each measurement residual,
r(t) = y(t)− ŷ(t), at each time step, where y(t) is a measured
variable at time t, and ŷ(t) is the value of the measurement
estimated by the PF. Ideally, r(t) 6= 0 should imply a fault
and trigger the fault isolation scheme, but to accommodate
measurement noise and modeling errors we employ a statisti-
cal testing scheme that balances detection sensitivity against
false alarms, and a fault is detected if a non-zero residual is
statistically significant.

Fault Isolation: Once a fault is detected, the fault isolation
module is activated. Fault isolation is performed by running
a Qual-FI scheme that uses the symbolic values of measure-
ment deviations along with a Quant-FII approach that is based
on a DBN-based PF scheme. The Qual-FI scheme for abrupt
and incipient faults is described in Section 6.1. Once the num-
ber of fault hypotheses is less than a pre-defined threshold, k,
or the Qual-FI scheme has run for s steps, where s is also a
design parameter, we invoke the Quant-FII scheme.

The Quant-FII scheme starts with a separate DBN model
for each fault candidate listed in the qualitative fault hypoth-
esis set. The extended DBN includes the fault parameter as
a stochastic variable in the DBN, and the corresponding PF
tracks the faulty system measurements from the time of fault
detection. If the system is diagnosable, the measurements es-
timated by the PF using the true fault model will converge
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Figure 2: The diagnosis architecture.

to the observed measurements with minimum error. If, on
the other hand, the measurements estimated by a PF using
a particular fault deviates from the observed measurements,
or the Qual-FI scheme finds this fault candidate inconsistent,
we terminate the tracking of the observations using this fault
model and drop this fault candidate from our list of consistent
hypotheses. We discuss this approach in greater detail in the
subsequent sections.

Fault Identification: Fault identification involves the de-
termination of the magnitude or extent of a fault. Our DBN-
based Quant-FII scheme combines fault isolation and identi-
fication into the same PF-based tracking process.

4 Modeling
The bond graph (BG) [Karnopp et al., 2000] model of the
system forms the core of our modeling framework. From
BGs, we can systematically derive efficient models for di-
agnosis, the temporal causal graphs (TCGs) [Mosterman and
Biswas, 1999] for qualitative fault isolation, and the DBNs,
for detection and quantitative fault isolation and identifica-
tion.

4.1 Bond Graphs
The bond graph modeling paradigm allows domain-
independent, energy-based, topological modeling of physical
processes. The nodes of a bond graph are energy storage (ca-
pacitors, C, and inertias, I); energy dissipation (resistors, R);
energy transformation (gyrators, GY , and transformers, T F);
and, energy source ( sources of effort, Se, and sources of flow,
S f ) elements. Nonlinear systems are modeled by parameter
values that are functions of other system variables. Bonds,
drawn as half arrows, represent the energy exchange path-
ways between the bond graph elements. Two variables, ef-
fort, e, and flow, f , are associated with each bond, and their
product, e · f defines the rate of energy transfer through the
bond. Connections in the system are modeled by two ide-
alized elements: 0- and 1-junctions. The junctions couple
two or more elements based on the principles of conserva-
tion of energy and continuity of power. Therefore, at a 0-
junction (or, a 1-junction), the efforts (or, flows) of all inci-
dent bonds are equal, and the sum of flows (or, efforts) is zero.
Fig. 3(b) shows the BG of a simple two-tank system (shown
in Fig. 3(a)). In the hydraulics domain, a flow represents the
rate of flow of fluid, and effort represents the fluid pressure.

4.2 Temporal Causal Graph
The temporal causal graph (TCG) structure captures
the causal and temporal relations between system vari-
ables [Mosterman and Biswas, 1999]. In our work, we de-
rive the TCG systematically from the BG model. Fig. 3(c)
shows the TCG for the two-tank system. The TCG represents
a signal flow graph where the effort and the flow variables
in the system model are nodes, and the direction and type of
interaction between variables are captured as edges. Edges
are derived from component constituent relations or junction
constraints. For example, an edge describing the effort-to-
flow relation of a resistance, R, is labeled 1/R, since f = e/R.
For a capacitor in integral causality, the flow-to-effort rela-
tion is labeled dt/C, where the dt specifier implies a temporal
edge, i.e., a change in the flow, f , affects the derivative of the
effort, e. Junctions also impose direct (+1), inverse (−1), and
equality (=) relations between variables.

4.3 Dynamic Bayesian Networks
A DBN is a two-slice Bayes net that not only captures the re-
lations between system variables in any time slice t, but also
captures the across-time relations between variables in time
slice t +1 and the previous time slice t [Murphy, 2002]. The
system variables, (X,Z,U,Y), which represent the state vari-
ables, other hidden variables, input variables, and measured
variables for the dynamic system, respectively, are all con-
sidered to be sampled from stochastic distributions. The dy-
namic state-space model is a discrete-time stochastic process
that satisfies the first order Markov assumption. For the two-
slice Bayes net, if an observed node is a function of a state
variable, or an input variable, an intra-slice link is drawn from
the state or input variable to that observed node. An inter-
slice link, xt → x′t+1, is drawn between two state variables, xt
and x′t+1, if the value of x′ at time t +1 depends on the value
of x at time t. Nodes x and x′ of the DBN may represent the
same state variable, but at different time points. Similarly, an
inter-slice link may also be drawn between an input variable
at time t, and a state variable at time t +1.

The DBN model for a system can be constructed from its
TCG, as outlined in [Lerner et al., 2000]. First we identify
the nodes, N, in the TCG that represent the state variables,
system measurements, and inputs. Then for each of these
nodes, n ∈ N, we create nodes nt and nt+1 to denote the state
of that variable at consecutive time points in the DBN. If the
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(a) Schematic. (b) Bond graph. (c) Temporal causal graph.

Figure 3: Two-tank system models.

relation between any two TCG nodes, n,n′ ∈ N, is algebraic,
links are constructed in the DBN from nt to n′t , and nt+1 to
n′t+1. On the other hand, if the relations between the two
nodes has a delay, then a link is added in the DBN from nt
to n′t+1. The DBN models for the nominal and faulty systems
are explained in detail below.

Nominal System Model
The DBN for the nominal system includes nodes correspond-
ing to state variables, observed variables, and inputs. The
system component parameters are assumed to be constant, or
deterministic functions defined by the nominal system model.
For example, as shown in Fig. 4(a), the DBN derived from the
TCG of the two-tank system has the following stochastic vari-
ables at time t: Xt = {e2t ,e7t}, the pressures at the bottom of
tanks 1 and 2, respectively, and Yt = { f3t , f8t , f5t}, the out-
flows from tanks 1 and 2, and the flow between tanks 1 and
2, respectively. The input flow into tank 1, Ut = { f1t}, and
the component parameter values, C1, C2, R1, R12, and R2 are
deterministic variables. Zt = ∅, i.e., the two tank dynamic
model requires no additional variables.

Fault Models of the system
For each fault candidate, a separate model is derived for track-
ing system behavior after fault occurrence. The fault model
is generated by augmenting the nominal system model with
an extra state variable, representing the fault parameter. For
an abrupt fault hypothesis, the fault parameter corresponds to
the bias term. For an incipient fault hypothesis, the fault pa-
rameter is the drift term as well as the faulty parameter itself.
This additional parameter accumulates the current value of
the parameter corresponding to the incipient fault hypothesis.

The model of a two-tank system with an incipient R+i
1 fault

includes the extra stochastic variable σ i
R1

. We assume that
the slope is constant, i.e., slope σ i

R1
(t + 1) = σ i

R1
(t). The

fault parameter R1(t) is included as an additional stochastic
variable that evolves according to the equations R1(t + 1) =
R1(t) + σ i

R1
(t), and replaces all occurrences of R1 in the

nominal model. The DBN model for this fault is shown in
Fig. 4(b).

The model of a two-tank system with an abrupt R+a
1 fault

includes the extra state variable σa
R1

. We assume that the mag-
nitude of this bias is constant, i.e., σa

R1
(t +1) = σa

R1
(t), where

t ≥ t f . We generate the faulty system model by replacing all
occurrences of R1 in the nominal model with (R1 + σa

R1
(t)).

Fig. 4(c) shows the DBN model for this fault.

5 Tracking and Fault Detection
The basic idea of fault detection is to track nominal system
behavior using PFs, and use a statistical hypothesis testing
scheme to detect statistically significant non-zero residuals.

5.1 Tracking
Particle filtering is a popular scheme for estimating the true
state of a system using DBNs [Koller and Lerner, 2001]. A
PF is a sequential Monte Carlo sampling method for Bayesian
filtering that approximates the belief state of a system using
a weighted set of samples, or particles [Arulampalam et al.,
2002; Koutsoukos et al., 2003]. Each sample, or particle, con-
sists of a value for each state variable, and describes a possi-
ble state the system might be in. As more observations are
obtained, each particle is moved stochastically to a new state,
and the weight of each particle is readjusted to reflect the like-
lihood of that observation given the particle’s new state. The
PF algorithm for DBNs is shown in Algorithm 1 [Koller and
Lerner, 2001].

Algorithm 1 Particle Filtering on DBNs

Input: Number of particles, N; a DBN D = (X,Z,U,Y)
for each particle i, i = 1 to N do

sample X(i)
0 from the prior Prob(X0)

set Y (i)
0 to observed values at time step t = 0

for for each time step t do
for each particle i, i = 1 to N do

Get [X(i)
t ,w(i)] = SampleParticle(Yt , X(i)

t−1, D)
Resample N new particles based on the weights w(i)

Generate estimated Xt and Yt values from the N particles

function SampleParticle(Yt+1, Xt , D)
set w = 1
for each node X in DBN D do

let u be the current assignment to Parents(X)
if X is not measured then

sample X from Prob(X |Parents(X) == u)
else if X is a measured node then

set X to its observed value from Yt+1
set w = w.Prob(X |Parents(X) == u)

return [X, w]
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(a) Nominal DBN. (b) DBN model of incipient fault R+i
1 . (c) DBN model of abrupt fault R+a

1 .

Figure 4: DBN models of a two-tank system.

We choose to run the PF scheme on the DBN models for
tracking both nominal and faulty system behavior for several
important reasons. Particle filtering applied to DBNs exploit
the sparseness and compactness of DBNs (based on condi-
tional independence of the variables) to provide computation-
ally efficient solutions, especially because each observed ran-
dom variable in a DBN typically depends on some, and not all
state variables. The compactness of DBNs is especially no-
ticeable in our DBN fault models, where each fault parameter
typically affects the relation between a small number of state
variables and measurements. Moreover, PFs are a good ap-
proximation of DBN propagation methods, when exact distri-
butions cannot be computed analytically, especially for com-
plex, nonlinear systems. Also, PFs can be implemented as
anytime algorithms, and a trade-off between accuracy and
time efficiency can be achieved by varying the number of par-
ticles [Dearden and Clancy, 2001]. Finally, the single-fault
assumption allows for the decomposition of a complex multi-
hypothesis isolation and identification problem into a set of
simpler, single hypothesis PF-based tracking problems.

5.2 Fault Detection
The fault detector monitors each measurement residual and
indicates the presence of a fault when a statistically signif-
icant non-zero fault is detected. In our work, the observer-
estimated measurements are compared against the actual sys-
tem measurements using a Z-test for difference in means for
robust fault detection [Biswas et al., 2003]. The Z-test uses
a sliding window scheme to compute the residual mean and
signal variance. The choice of parameters for this scheme
and the confidence level chosen for the Z-test determines the
properties of the fault detection filter. These parameters also
determine the tradeoff between false alarms and fast detection
of faults.

6 Fault Isolation and Identification
Once a fault is detected, the Qual-FI scheme is triggered to
generate the initial fault hypotheses and refine these hypothe-
ses as additional measurement deviations are observed. The
Qual-FI is run till either the fault hypotheses set is refined to a
pre-defined size, k, a design parameter, which is typically set

to 10% of the total number of fault hypotheses generated af-
ter a fault is detected, or a pre-specified s simulation timesteps
have elapsed, after which the Quant-FII scheme is invoked to
isolate and identify the true fault. We need to choose k and s
carefully because if k is too large and s is too small, the large
number of remaining fault candidates would make the Quant-
FII inefficient. On the other hand, if k is very small, and s is
large, the isolation and identification task will be delayed. In
the following, we describe the two isolation schemes in more
detail.

6.1 Qualitative Fault Isolation
Our qualitative fault isolation scheme is based on deriving
fault signatures from the TCG. A fault signature is a qualita-
tive representation of the magnitude and higher order changes
in a measurement caused by a fault [Mosterman and Biswas,
1999]. The qualitative deviations of the measurements are
expressed using ‘+’, ‘−’, or ‘0’ symbols which denote that
the observed measurement has increased from nominal, de-
creased from nominal, or is nominal, respectively. Since we
are dealing with noisy measurement environments, we as-
sume that only the magnitude and slope of a signal can be
reliably measured at any point in time [Manders et al., 2000],
and use these information to discriminate between faults. A
typical fault signature of a fault f for a measurement m1 can
be (+−), which denotes a discontinuous increase followed
by a gradual decrease in m1 if fault f occurs. A (0−) sig-
nature of the same fault for another measurement, m2, on the
other hand, implies that the occurrence of f will not generate
any discontinuity in m2, but cause m2 to decrease gradually.

The detection of a fault triggers the symbol generation
module for every measurement. A sliding window scheme,
similar to the one used for fault detection, is applied to the
measurement residuals, and the symbols for the magnitude
and slope for each measurement is determined when they de-
viate [Manders et al., 2000].

Once a fault is detected, the hypothesis generation module
of Qual-FI is invoked. This scheme propagates the changes
in the parameters that are consistent with the observed de-
viation backwards along the TCG to generate the fault hy-
potheses. We combine the work reported in [Roychoudhury
et al., 2006] with our previous work [Mosterman and Biswas,
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Table 1: Selected fault signatures for the two-tank system.
Fault f3 f5 f8
R+a

1 −+ 0+ 0+
R+i

1 0− 0+ 0+
R+a

12 0+ −+ 0−
R+i

12 0+ 0− 0−
R+a

2 0+ 0− −+
R+i

2 0+ 0− 0−

1999] to generate both abrupt and incipient fault candidates
for every implicated parameter. For each abrupt fault candi-
date in the hypothesis set, a forward pass on the TCG yields
the fault signatures, i.e., the effect of this fault on all remain-
ing measurements [Mosterman and Biswas, 1999]. Since in-
cipient faults cannot produce discontinities in measurements,
the fault signatures for incipient faults are of the form (0τ),
where τ is the first non-zero symbol in the fault signature of
an abrupt fault in the same system parameter and for the same
direction of change. For example, as shown in Table 1, the
signature of fault R+i

1 for flow f3 is (0−), since that of fault
R+a

1 for flow f3 is (−+).
As additional measurements deviate from nominal, the

generated symbol deviations for these measurements are
compared to the generated fault signatures, and if any fault
signature is inconsistent with the observed symbol for that
measurement, the fault candidate is dropped.

6.2 Quantitative Fault Isolation and Identification
Once the Qual-FI scheme discussed above refines the number
of fault hypotheses to a pre-defined number, or s timesteps
have elapsed, the Quant-FII scheme is started. The Quant-
FII performs both fault isolation and identification. For each
fault candidate that remains at the time Quant-FII is initiated,
we develop a faulty DBN system model, as explained in Sec-
tion 4.3. We then run a particle filter for each of these DBN
fault models, taking as input the measurements from the time
of fault detection, td , as described in Algorithm 1. As more
observations are obtained, only the PF using the correct fault
model, ideally, should be converging to the observed mea-
surements, while the observations estimated by the PFs using
the incorrect fault models should gradually deviate from the
observed faulty measurements. A fault candidate is dropped
if: (i) the Qual-FI drops that fault candidate, or (ii) the mea-
surements estimated by that fault model significantly deviates
from the observed faulty measurements.

A Z-test is used to determine if the deviation of a mea-
surements estimated by the PF from the corresponding actual
observation is statistically significant. Since even the correct
fault model will need some time before the particles start con-
verging to the observed faulty values, we need to delay the
invocation of the Z-tests for sd time steps, as otherwise, the
Z-tests will indicate a deviation from observed measurements
at the very onset for all fault models. We typically assume
that the particles for the true fault model will converge to the
observed measurements within sd time steps of its invocation.

Since the fault magnitude is included as a stochastic vari-
able in every fault model, the magnitude of the true fault (i.e.,

the bias, σa
p , or, the slope, σ i

p) is considered to be that esti-
mated by the PF for the true fault model.

7 Experimental Results
In this section, we present some experimental results obtained
by applying the proposed diagnosis approach to the two tank
system shown in Fig. 3(a). In such hydraulic systems, the ac-
cumulation of sediment in the pipes are common examples of
incipient faults. In addition, sudden blockages of pipes due to
the entry of foreign objects in the pipes through the tanks can
be examples of abrupt faults. These incipient faults are mod-
eled as gradual increases in pipe resistances and represented
as R+i

1 , R+i
12 , and R+i

2 . Abrupt faults are modeled as step in-
creases in the pipe resistances, and represented as R+a

1 , R+a
12 ,

and R+a
2 . The flows, f3, f5 and f8, through pipes R1, R12, and

R2, respectively, are the measured variables for our experi-
ments. In our experiments, we assume all random variables,
and the prior and conditional probabilities are Gaussian Nor-
mal. The mean and variance of each hidden variable is set
based on empirical knowledge of the model. The means and
variances of the observed variables, as well as the conditional
probabilities, are functions of the estimated system parame-
ters, and the parameters of distributions of the hidden vari-
ables. For the experiments below, we set k = 5 and s = 300 s.

System behavior is generated for a total of 400 time steps
using a Matlab Simulink simulation model. According to
standard practice, white Gaussian noise with zero mean and
power −40 dbW is added to the measurements. The mea-
surements are saved to a file, and then run through our fault
diagnosis scheme (implemented in Matlab) to generate our
experimental results.

7.1 Experiment 1
We present a run of our diagnosis scheme for a specific fault
scenario. An incipient fault in pipe R1, R+i

1 , with σ i
R1

= 10%,
is introduced at time step, t = 50 s.

For this experiment, we consider measurements f5 and f8
only. The R+i

1 causes both measurements to increase gradu-
ally from nominal. The fault detector signals an increase in f5
at time step t = 52 s, followed by an increase in f8 at time step
t = 55 s. The symbol generator indicates that these changes
are gradual, and not discontinuous. According to the fault
signatures shown in Table 1, only R+a

1 and R+i
1 are consistent

with the observed deviations.
Therefore, two separate PFs, one each for R+a

1 and R+i
1 are

initiated. The DBNs for the abrupt and incipient fault models
are shown in Fig. 4(c) and Fig. 4(b), respectively. As more
observations are obtained, the Z-tests indicate that the mea-
surement estimates of the R+a

1 PF significantly deviates from
the observed faulty measurements. As soon as a Z-test indi-
cates a deviation, the only remaining fault model consistent
with the observed measurements, i.e., R+i

1 is isolated as the
true fault. While the true injected fault slope is 10%, the
slope of the incipient fault, σ i

R1
, is estimated to be 12% by

the PF (see Fig. 5(c)). The measurements estimated by the
PFs applied to the two fault models are shown in Fig. 5(a)
and Fig. 5(b).
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Figure 5: Experiment 1 results.

7.2 Experiment 2
We now present another experiment for a specific fault sce-
nario. An abrupt fault, R+a

2 , with σa
R2

= 10% is introduced in
pipe R2 at time step, t = 50 s. The measurements used in this
experiment are flows f3 and f5.

The R+a
2 fault causes a gradual decrease in its flow f5 from

nominal. The fault detector signals this deviation at time step
t = 52 s. The symbol generators output the symbols ‘−’ for
the slope of residual of f5, and ‘0’ for the residual magnitude.
This is followed by a 0+ deviation in flow f3. As shown in
Table 1, all faults but R+i

12 , R+a
2 , and R+i

2 are inconsistent with
this observed decrease in magnitude of f3 and f8, and hence,
the fault hypothesis set is {R+i

12 ,R
+a
2 ,R+i

2 }.
The Quant-FII scheme’s task is to both isolate and iden-

tify the magnitude of the true fault. We generate the DBN
model for each of the three faults using the method described
in Section 4.3, and run three PFs on these models, taking as
inputs, only measurements at time points t > 52 s, the time
of detection of the fault. Eventually, the Z-tests indicate that
the observations estimated by the PFs applied to R+i

12 and R+i
2

have significantly deviated from the observed faulty measure-
ments, correctly isolating fault R+a

2 as the true fault. The es-
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Figure 6: Experiment 2 results.

timated measurements from fault models R+i
12 , R+a

2 , and R+i
2

are shown in Fig. 6(a), Fig. 6(b), and Fig. 6(c), respectively
As we can see from Fig. 6(d), the PF identifies the fault

magnitude to be about a 11% step increase in R2, while the
true fault magnitude is 10%.

8 Discussion and Conclusions
PFs have been used extensively for system health monitoring
and diagnosis of hybrid systems [Dearden and Clancy, 2001;
Lerner et al., 2000]. The general approach involves the sys-
tem to include discrete nominal and fault modes, with the evo-
lution of the system in each discrete mode being defined using
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differential equations. The process of diagnosis then involves
tracking the observed measurements using a PF that runs on
the comprehensive system model till the particles eventually
converge to a discrete fault mode. PFs have also been used
to diagnose parametric incipient and abrupt faults [Koller and
Lerner, 2001]. The usual approach for using PFs for diagno-
sis, however, cannot alleviate the problem of sample impover-
ishment, wherein particles in faulty state (with typically very
low probability, and hence low weights) are dropped during
the re-sampling process. Even though several solutions to this
problem have been proposed [Verma et al., 2004], the diagno-
sis scheme still has to rank the different fault hypothesis based
on their likelihoods, and report the most likely fault mode that
justifies the observations the best. Our single fault assump-
tion allows us to avoid the sample impoverishment problem
by having a separate fault model for each fault hypothesis.
Also, we do not rank the different fault hypotheses, and drop
candidates based on their inability to track the observed faulty
measurements.

In [Narasimhan et al., 2004], the authors propose an ap-
proach for combining look-ahead Rao-Blackwellised PFs
(RBPFs) with the consistency-based Livingstone 3 (L3) ap-
proach for diagnosing faults in hybrid systems. In this ap-
proach, the nominal RBPF-based observer tracks the system
evolution till a fault is detected, after which L3 generates a set
of fault candidates that are then tracked by the fault observer
(another RBPF). All the fault hypotheses are included in the
same model, and tracked by the fault observer. In contrast,
our approach executes the qualitative and quantitative fault
isolation schemes in parallel, and uses separate fault models
for each fault candidate.

In the future, we seek to investigate and solve a number of
open issues and problems. First, we need to study the observ-
ability of the faulty models and their impact on diagnosis. For
example, in the two tank system shown in Fig. 3(a), it is not
possible to uniquely discriminate between R+i

12 and R+i
2 faults

using measurements f3, f5, and f8. The problem of identi-
fying the correct set of measurements such that the system is
diagnosable as well observable, therefore, is an interesting re-
search issue. Next, we wish to apply our diagnosis approach
to a large real-world system, to analyze the scalability and
efficiency of our methodology. Third, we need to develop
systematic procedures for obtaining the values of design pa-
rameters k, s, and sd . Finally, we would like to improve the ef-
ficiency of our diagnosis approach by deriving reduced DBN
models and running the PFs on these reduced-order models
instead of on the entire system DBN model.
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Abstract

Testing is the process of stimulating a system with
inputs in order to reveal hidden parts of the sys-
tem state. In this paper, we consider finding input
patterns to discriminate between different, possibly
non-deterministic models of a technical system, a
problem that was put forward in the model-based
diagnosis literature. We analyze this problem for
different types of models and tests with different
discriminating strength. We show how the vari-
ants can be uniformly formalized and solved us-
ing quantified CSPs, a game-theoretic extension of
CSPs. The results of the paper are (1) a map of
the complexity of different variants of the testing
problem, (2) a way to compute discriminating tests
using standard algorithms instead of ad-hoc meth-
ods, and (3) a starting point to extend testing to a
richer class of applications, where tests consist of
stimulation strategies instead of simple input pat-
terns.

1 Introduction
As the complexity of technical devices is growing, methods
and tools to automatically check such systems for the ab-
sence or presence of faults become increasingly important.
Diagnosability asks whether a certain fault can ever go un-
detected in a system due to limited observability. It has
been shown how this question can be framed and solved as
a satisfiability problem [Cimatti et al., 2003; Rintanen and
Grastien, 2007]. Testing instead asks whether there exist in-
puts (test patterns) to stimulate a system, such that a given
fault will always lead to observable differences at the out-
puts. For the domain of digital circuits with deterministic
outputs, it has also been shown how this question can be
framed and solved as a satisfiability problem [Larrabee, 1992;
Brand, 2001].

In this paper, we consider constraint-based testing for a
broader class of systems, where the models need not be de-
terministic. There are several sources for non-determinism in
model-based testing of technical systems: in order to reduce
the size of a model – for example, to fit it into an embedded
controller [Williams et al., 2003; Sachenbacher and Struss,

2005] – it is common to aggregate the domain of continu-
ous system variables into discrete, qualitative values such as
’low’, ’medium’, ’high’, etc. A side-effect of this abstraction
is that the resulting models can no longer be assumed to be de-
terministic functions, even if the underlying system behavior
was deterministic. Another source is the test situation itself:
even in a rigid environment such as an automotive test-bed,
there are inevitably some variables or parameters that cannot
be completely controlled while testing the device.

Notions of testing for non-deterministic models have been
introduced in various areas. In the field of model-based rea-
soning with logical (constraint-based) system descriptions,
Struss [Struss, 1994] introduced the problem of finding so-
called definitely discriminating tests (DDTs), which asks
whether there exist inputs that can unambiguously reveal or
exclude the presence of a certain fault in a system, even
if there might be several possible outputs for a given in-
put. [Struss, 1994] provided a characterization of this prob-
lem in terms of relational (constraint-based) models, together
with an ad-hoc algorithm to compute DDTs. Generating
DDTs is a problem of considerable practical importance;
the framework was applied to real-world scenarios from the
domain of railway control and automotive systems [Esser
and Struss, 2007]. Later work [Esser and Struss, 2007]
extended the idea to systems modeled as automata, which,
using a fixed bound of time steps, are unfolded into con-
straint networks such that the former algorithm can be ap-
plied. In the field of automata theory, [Alur et al., 1995;
Boroday et al., 2007] have studied the analogous problem
of generating distinguishing sequences, which asks whether
there exists an input sequence for a non-deterministic finite
state machine, such that based on the generated outputs, one
can unambiguously determine the internal state of the ma-
chine.

In this paper, we give an overview and establish connec-
tions between these different notions of the testing problem,
with a generalized form of constraint models serving as the
glue. We show how the different variants can be conve-
niently formulated using quantified CSPs (QCSPs), an ex-
tension of CSPs to multi-agent (adversarial) scenarios. This
leads to three contributions: first, we provide an overview of
the complexity landscape of model-based testing for differ-
ent combinations of discriminating strength and model types.
For example, we observe that the problems of finding possi-
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bly discriminating tests and finding definitely discriminating
tests for logical models [Struss, 1994] have the same worst-
case complexity, which is however less than those of find-
ing distinguishing sequences for automata models. Second,
we map the various test generation problems to QCSP for-
mulas, which, instead of devising ad-hoc algorithms as in
[Struss, 1994; Esser and Struss, 2007], enables to use off-
the-shelf solvers in order to effectively compute tests. Third,
we show that our QCSP (adversarial planning) formulation
of testing can be straightforwardly extended to problems that
require complex test strategies instead of simple input pat-
terns, and thus go beyond the framework in [Struss, 1994;
Esser and Struss, 2007].

2 Quantified CSPs (QCSPs)
In a constraint satisfaction problem (CSP), all variables are
(implicitly) existentially quantified; we wish to find an as-
signment for each of the variables that satisfies all constraints
simultaneously. Quantified CSPs (QCSPs) are a generaliza-
tion of CSPs that allow a subset of the variables to be univer-
sally quantified:

Definition 1 (Quantified CSP) A QCSP φ = ⟨Q,X,D,C⟩
has the form

Q1x1 . . .Qmxm .C(x1, ..., xn)
where m ≤ n and C is a set of constraints over the variables
X = {x1, . . . , xn} with domains D = {d1, . . . , dn}, and Q is
a sequence of quantifiers where each Qi, 1 ≤ i ≤ m, is either
an existential (∃) or a universal (∀) quantifier.

Definition 2 (Satisfiability of QCSP) The satisfiability of a
QCSP φ = ⟨Q,X,D,C⟩ is recursively defined as follows.
If Q is empty then φ is satisfiable iff the CSP ⟨X,D,C⟩ is
satisfiable. If φ is of the form ∃x1Q2x2 . . .Qnxn .C then
φ is satisfiable iff there exists a value a ∈ d1 such that
Q2x2 . . .Qnxn .C ∧ (x1 = a) is satisfiable. If φ is of the
form ∀x1Q2x2 . . .Qnxn .C then φ is satisfiable iff for every
value a ∈ d1, Q2x2 . . .Qnxn .C ∧ (x1 = a) is satisfiable.

Compared to the classical CSP framework, QCSPs have
more expressive power to model particular aspects of real
world problems, such as uncertainty or other forms of uncon-
trollability in the environment. For example, in game playing,
they can be used to find a winning strategy for all possible
moves of the opponent.

There exist a number of solvers for quantified formulas,
most of which use variants of search and local propagation,
the dominating algorithmic approach for SAT/CSP problems.
While such solvers are easy to implement because they build
on existing technology, their performance often turns out to
be not competitive with the alternative approach of expand-
ing the problem into a classical instance (SAT/CSP) and us-
ing a SAT/CSP solver. However, it has recently been shown
[Benedetti and Mangassarian, 2008] that more advanced al-
gorithmic pre-processing and inference techniques, which
usually do not pay off for classical problems, often work
well for quantified problems, and can make QBF/QCSP-
approaches several orders of magnitudes faster than classical
approaches. It is therefore expected that QBF/QCSP solvers
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Figure 1: Circuit with a possibly faulty adder.

will see significant performance improvements in the future,
similar to those that SAT/CSP solvers have undergone in the
past.

3 Discriminating Tests for Logical Models
We briefly review the theory of constraint-based testing of
physical systems as introduced in [Struss, 1994]. Testing at-
tempts to discriminate between hypotheses about a system
– for example, about different kinds of faults – by stimulat-
ing the system in such a way that the hypotheses become ob-
servationally distinguishable. Formally, let M = ⋃iMi be
a set of different models (hypotheses) for a system, where
each Mi is a set of constraints over variables V . Let I ={i1, . . . , in} ⊆ V be the subset of input (controllable) vari-
ables, O = {o1, . . . , om} ⊆ V the subset of observable vari-
ables, and U = {u1, . . . , uk} = V − (I ∪O) the remaining, in-
ternal (uncontrollable and unobservable) variables. The goal
of testing is then to find assignments to I (input patterns) that
will cause different assignments toO (output patterns) for the
different models Mi:

Definition 3 (Discriminating Tests) An assignment tI to I
is a possibly discriminating test (PDT), if for all Mi there ex-
ists an assignment tO toO such that tI ∧Mi∧tO is consistent
and for allMj , j ≠ i, tI ∧Mj∧tO is inconsistent. The assign-
ment tI is a definitely discriminating test (DDT), if for all Mi

and all assignments tO to O, if tI ∧Mi∧ tO is consistent then
for all Mj , j ≠ i, it follows that tI ∧Mj ∧ tO is inconsistent.

For example, consider the (simplified) system in Fig. 1. It
consists of five variables x, y, z, u, v, where x, y, z are input
variables and v is an output variable, and two components that
compare signals (x and y) and add signals (u and z). The sig-
nals have been abstracted into qualitative values ’low’ (L) and
’high’ (H); thus, for instance, values L and H can add up to
the value L or H, and so on. Assume we have two hypotheses
about the system that we want to distinguish from each other:
the first hypothesis is that the system is functioning normally,
which is modeled by the constraint set M1 = {fdiff , fadd}.
The second hypothesis is that the adder is stuck-at-L, which
is modeled by M2 = {fdiff , faddstuck}. Then for example, the
assignment x = L, y = H, z = L is a PDT for M (it leads to
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the observation v = L or v = H for M1, and v = L for M2),
while the assignment x = L, y = H, z = H is a DDT for M (it
leads to the observation v = H for M1, and v = L for M2).

In the following, we restrict ourselves to the case where
there are only two possible hypotheses, for example corre-
sponding to normal and faulty behavior of the system. Note
that DDTs are then symmetric: if a DDT discriminates M1

from M2, then it is also discriminates M2 from M1.

3.1 Characterizing PDTs and DDTs
We sketch how for logical (state-less models), finding PDTs
and DDTs can be characterized as a game played between
two opponents. The first player (∃-player) tries to reveal the
fault by choosing input values for which the two hypotheses
yield disjunct observations. The second player (∀-player) in-
stead tries to hide the fault by choosing values for outputs or
internal variables such that the two hypotheses yield overlap-
ping observations. In the case of PDTs, he can choose values
only for internal variables, whereas in the case of DDTs, he
can choose values both for internal and observable variables.
Both the ∃-player and the ∀-player must adhere to the rules
that they can only choose among values that are consistent
with the model of the system, as not all values are possible
in all situations (there might also be additional rules for the∃-player such that he can only choose among allowed inputs,
but without loss of generality, we do not consider such re-
strictions here). The goal of the game is that exactly one hy-
pothesis becomes true. Clearly, a PDT or DDT then exists if
and only if the first player has a winning strategy.

Thus, the first form of testing in Def. 3, finding PDTs, cor-
responds to solving a QCSP and is captured by the formula

∃i1 . . . in ∃o1 . . . om ∃u1 . . . uj ∀uj+1 . . . uk .M1 ∧ ¬M2 (1)

where u1 . . . uj are the internal variables of M1, and
uj+1 . . . uk those of M2. In analogy to (1), we can capture
the second (stronger) form of testing, finding DDTs, by the
following QCSP formula:

∃i1 . . . in ∀o1 . . . om ∀u1 . . . uk .M1 → ¬M2 (2)

Note that for the case where M1 and M2 comprise only
of deterministic functions, the quantification over the output
variables ranges over a single possible assignment, and thus
(1) and (2) will have the same solutions (PDTs and DDTs
become equivalent).

The two problems of finding a PDT and a DDT can be
embedded into the polynomial time hierarchy:

Proposition 1 (Complexity of PDTs and DDTs) The prob-
lem of finding PDTs and DDTs is ΣP

2 -complete.

Because the complexity class ΣP
2 is believed to lie between

NP and PSpace, this means that the problem of finding tests
for logical models is more complex than solving CSPs, but
less complex than the problem of finding tests for automata
models (see Sec. 4).

The QCSP formulation allows us to use standard
QCSP/QBF solvers in order to actually compute tests (see
Sec. 6), as opposed to devising special algorithms as in
[Struss, 1994; Esser and Struss, 2007].

4 Discriminating Tests for Automata Models
In this section, we extend the notion of hypotheses (models)
to be discriminated from the case of logical (state-less) mod-
els to the more general case of dynamic models whose state
can change over time, as for instance used in NASA’s Liv-
ingstone [Williams and Nayak, 1996] or MIT’s Titan model-
based system [Williams et al., 2003]. This means that we are
no longer searching for a single assignment to input variables,
but rather for a sequence of inputs over different time steps.
The following two definitions are adapted from [Cimatti et
al., 2003]:

Definition 4 (Plant Model) A (partially observable) plant is
a tuple P = ⟨x0,X, I, δ,O,λ⟩, where X,I,O are finite sets,
called the state space, input space, and output space, respec-
tively, x0 ∈X is the start state, δ ⊆X × I ×X is the transition
relation, and λ ⊆X ×O is the observation relation.

For technical convenience, we henceforth assume that in
all our plants δ and λ are complete, that is for every x ∈ X
and i ∈ I there exists at least one x′ such that (x, i, x′) ∈ δ
and at least one o ∈ O such that (x, o) ∈ λ.

The intuitive meaning of a plant is as follows: X is the
set of states that the plant can assume, and the state is not
revealed to the observer. When the plant is in state x, input
i will cause the state to change from x to x′ provided that(x, i, x′) ∈ δ. Moreover, it can emit the observable output o
provided that (x, o) ∈ λ.

We write δ(x, i, x′) for (x, i, x′) ∈ δ, and λ(s, o) for(x, o) ∈ λ. Note that a plant need not be deterministic, that is,
the state after a transition may not be uniquely determined by
the state before the transition and the input. Likewise, a plant
state may be associated with several possible observations.

Definition 5 (Feasible Trace) Let P = ⟨x0,X, I, δ,O,λ⟩ be
a plant, and σ = i1, i2, . . . , ik ∈ I∗ be a sequence of k inputs
and ρ = o0, o1, . . . , ok ∈ O∗ be a sequence of k + 1 outputs.
Then (σ, ρ) is a feasible trace of P iff there exists a sequence
σ = x0, x1, . . . , xk of states such that δ(xj−1, ij , xj) for all
1 ≤ j ≤ k and λ(xj , oj) for all 0 ≤ j ≤ k.

A plant represents a hypothesis about the actual behavior of
the system under test. Given two such hypotheses P1, P2 we
are interested in determining which of the hypotheses is true.
To this end, our aim is to stimulate the system under test using
a sequence of inputs, and observe the output sequence; if we
find that the observed output can be generated by one plant
but not by the other, we know which hypothesis is correct.
In this sense we can extend the notion of discriminating tests
(Def. 3) from static systems to dynamic systems (plants):

Definition 6 (Discriminating Test Sequences) Given two
plants P1 = ⟨x0,X, I, δ,O,λ⟩ and P2 = ⟨y0, Y, I, η,O,µ⟩,
a sequence of inputs σ ∈ I∗ is a possibly discriminating
test sequence (PDTS), if there exists a sequence of outputs
ρ ∈ O∗ such that (σ, ρ) is a feasible trace of P1 but not of P2.
The sequence σ is a definitely discriminating test sequence
(DDTS) for P1 and P2, iff for all sequences of outputs ρ,
it holds that if (σ, ρ) is a feasible trace P1 then it is not a
feasible trace of P2.
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Figure 2: Two plants P1 (left) and P2 (right).

Notice that, due to our assumptions about completeness,
for every input sequence σ there exist sequences ρ, τ such
that (σ, ρ) is a feasible trace of P1 and (σ, τ) is a feasible
trace of P2. PDTSs and DDTSs are equivalent to the notion
of weak and strong tests as defined in [Boroday et al., 2007]:
like PDTs and DDTs, a PDTS is a sequence that may reveal a
difference between two hypotheses, whereas a DDTS is a se-
quence that will necessarily do so. In the case of deterministic
plants, PDTSs and DDTSs coincide. Again, DDTSs are sym-
metric: a DDTS to discriminate P1 from P2 is also a DDTS
to discriminate P2 from P1.

For example, Fig. 2 shows two plants P1 and P2 with I =
{L,H} and O = {0,1}. The input sequence σ = L,L is a PDTS
for P2, P1, because, for example, 0,1,0 is a possible output
sequence of P2 but not of P1. The sequence σ′ = H,H is a
DDTS for P2, P1, because the only possible output sequence
0,0,0 of P2 cannot be produced by P1.

4.1 Characterizing PDTSs and DDTSs
We give QCSP formulas that encode the problem of finding
PDTSs and DDTSs with a length less or equal to k. Using
QCSPs, feasible traces of length k of a plant can be captured
as follows: a sequence of inputs and outputs is feasible, iff
there exists a sequence of states such that for any two con-
secutive states x,x′ along the sequence, the respective input i
and output o must be consistent with the transition relation δ
and the observation relation λ:

φ(i1, . . . , ik, o0, . . . , ok,X, δ, λ) ≡ ∃x0, . . . , xk ∀x,x′, i, o .([∨k−1
j=0 (x = xj) ∧ (x′ = xj+1) ∧ (i = ij+1)]→ δ(x, i, x′))

∧ ([∨k
j=0(x = xj) ∧ (o = oj)]→ λ(x, o))

From this, we can construct a QCSP formula that encodes
the problem of finding a PDTS with a maximum path length
of k:

∃i1, . . . , ik ∃o0, . . . , ok . φ(i1, . . . , ik, o0, . . . , ok,X, δ, λ)∧¬φ(i1, . . . , ik, o0, . . . , ok, Y, η, µ) (3)

Extending on (3), the following QCSP formula captures
DDTSs with a maximum path length of k:

∃i1, . . . , ik ∀o0, . . . , ok . φ(i1, . . . , ik, o0, . . . , ok,X, δ, λ)→ ¬φ(i1, . . . , ik, o0, . . . , ok, Y, η, µ) (4)

We compare this to the approach in [Esser and Struss,
2007], which is based on unrolling automata into a constraint
network using k copies of the transition relation and the ob-
servation relation, and then applying test methods for logical

models as discussed in Sec. 3. The advantage of the QCSP-
based encoding (3,4) is that for any k, it requires only a single
copy of the transition relation and the observation relation,
which are the biggest components in most automata model
specifications. Thus, the size of the formula will grow much
more moderately with the number of time steps k than the
constraint network in [Esser and Struss, 2007]. However, it is
still open to what extent current QCSP/QBF solvers can ex-
ploit this more compact encoding of the test generation prob-
lem, and turn it into actual performance improvements (see
also Sec. 6).

As for the complexity, for non-deterministic finite-state
machines it has been shown that the problem of uniquely
identifying its initial state from its input and output behav-
ior is PSpace-complete [Alur et al., 1995]. This problem is
equivalent to the problem of designing a sequence of inputs
that allows to unambiguously distinguish among two non-
deterministic finite-state machines (with known initial states),
and therefore equivalent to the problem of finding DDTSs:
Proposition 2 The problem of finding DDTSs is PSpace-
complete.

To our knowledge, the complexity of finding PDTSs is still
unknown, but it is likely that this problem is also PSpace-
complete.

5 Adaptive Testing
As discussed above, the QCSP (game-theoretic) framework is
useful to compactly express, analyze and solve different vari-
ants of (known) model-based testing problems. However, in
addition, it can also serve as a starting point to tackle new
classes of problems that are closer to the practice of test-
ing. Recall that in Def. 3, tests are assumed to consist of
(complete) assignments to controllable variables I . Actually,
looking closely, there are two assumptions underlying this
definition, namely that i) testing is performed as a two-step
process where one first sets the inputs and then observes the
outputs, and ii) the controllable variables characterize all rel-
evant causal inputs to the system. In the following, we seek
to relax these two assumptions.

Relaxing the first assumption means to extend testing from
the problem of finding input assignments to the problem of
finding adaptive tests, where input variables can be set de-
pending on the values of observed output variables. Such an
adaptive sequence is in fact a strategy that describes which
values the input variables must be given in response to the
values of observed variables (represented, for example, as a
decision tree). Generating such adaptive strategies goes be-
yond the theory in [Struss, 1994], which assumed that tests
consist of assignments (patterns) for the input variables, but
it is possible in the QCSP framework. For logical models,
adaptive tests can be captured using the following modified
QCSP formula (assuming, without loss of generality, that the
number of input variables equals the number of output vari-
ables):

∃i1 ∀o1 . . .∃in ∀on ∀u1 . . . uk .M1 → ¬M2 (5)
While the non-adaptive version of DDTs (Sec. 3.1) is

ΣP
2 -complete, the adaptive version (5) is harder to compute
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(PSpace-complete). For the case of (non-deterministic) au-
tomata models, we get a similar picture: it has been shown
[Alur et al., 1995] that finding such adaptive distinguish-
ing sequences is in ExpTime, and therefore even harder than
the problem of finding DDTSs. Surprisingly, for determinis-
tic automata models, the problem is polynomial and there-
fore easier than the DDTS problem [Lee and Yannakakis,
1994]. For model-based testing, this leads to two interesting
insights: first, since the class of adaptive tests (observation-
dependent inputs) generalizes the class of non-adaptive tests
(observation-independent inputs), from the two classes be-
ing different it follows that both for logical (constraint-based)
models and for automata models, adaptive tests are strictly
more powerful in the sense that an adaptive test might exist
even if a non-adaptive test does not exist. Second, the more
general form of adaptive (observation-dependent) testing is
not just more powerful, but for deterministic (or nearly deter-
ministic) models it is even computationally preferable over
non-adaptive testing.

As already noted in the introduction, relaxing the second
assumption (controllable variables characterize all relevant
causal inputs to the system) is often a practical necessity: dur-
ing testing, even in a highly controlled environment such as
an automotive test-bed, there might be variables or param-
eters that influence the system’s behavior, but whose values
cannot be completely controlled. For logical models, this sce-
nario of testing under limited controllability can be captured
using a modification of (2). Let I be partitioned into input
variables Ic = {i1 . . . is} that can be controlled (set during
testing), and input variables Inc = {is+1 . . . in} that can be
observed but not controlled. Then a definitely discriminating
test exists iff the following formula is satisfiable:

∀is+1 . . . in ∃i1 . . . is ∀o1 . . . om∀u1 . . . uk .M1 → ¬M2 (6)

Again, this problem is strictly harder than the DDT prob-
lem (Sec. 3.1). Also note again that while solutions to (1)
and (2) are simply assignments to the values of the input vari-
ables, solutions to (6) are in general more complex and corre-
spond to a strategy or policy that states how the values of the
controllable variables Ic must be set depending on the values
of the non-controllable variables Inc. To illustrate this, con-
sider again the example in Fig. 1, but assume that variable
x can’t be controlled. According to Def. 3, no DDT exists
in this case, as the possible observations for v will always
overlap for the two hypotheses M1 and M2. However, there
exists a test strategy to distinguish M1 from M2, which con-
sists of setting y depending on the value of x: choose input
y ← H, z ← H if x = L, and choose input y ← L, z ← H if
x = H. Again, generating test for such systems with limited
controllability goes beyond the theory in [Struss, 1994], but
it is possible in the QCSP framework.

We are currently working on merging the two sources of
non-determinism in testing (non-deterministic behavior of the
system and limited controllability of the system) into one
common framework for QCSP-based adaptive testing.

¬x  y y  zz

x
1

1

Figure 3: Test strategies generated for the example in Fig. 1.

6 Prototypic Implementation of QCSP-based
Testing

We have conducted preliminary experiments of QCSP-based
test generation with the solvers Qecode [Benedetti et al.,
2007] and sKizzo [Benedetti, 2005] (since the present ver-
sion of Qecode does not allow one to extract solutions from
satisfiable instances, we transform the instance into QBF
and use sKizzo to extract solutions). So far, we have im-
plemented several examples of non-adaptive and adaptive
test generation for logical models (Sec. 3), and a small ex-
ample of non-adaptive test generation for automata models
(Sec. 4). At the moment, these examples are still too small
for a meaningful performance comparison of our approach
(in the non-adaptive case) to the approach in [Struss, 1994;
Esser and Struss, 2007]. However, within the CoTeSys (cog-
nition in technical systems) project [Beetz et al., 2007], the
QCSP-based testing prototype will be evaluated using larger
models of an intelligent factory test-bed.

Figure 3 shows solutions generated from equations (2) and
(6) for the example in Fig. 1. The solutions are represented in
the form of BDDs with complemented arcs (see [Benedetti,
2005]), where ¬x stands for x = L, x stands for x = H, etc.
The left-hand side of the figure shows the strategy (in this
case, a simple set of assignments) that is generated if vari-
ables x, y, z are specified as controllable (input) variables,
whereas the right-hand side of the figure shows the strategy
when only y, z are controllable (in this case, y must be set de-
pending on the value of x). No solution (definitely discrimi-
nating test strategy for the fault) is found if only z is assumed
to be controllable.

7 Discussion and Future Work
We reviewed an existing theory [Struss, 1994] of diagnostic
testing for physical systems, which defines a weaker (PDTs)
and a stronger form (DDTs) of test inputs, and showed how
it can be framed as QCSP solving. For the first time, we give
precise results on the complexity of this problem (in between
NP and PSpace). Furthermore, we showed how assumptions
in this theory about the complete controllability of system in-
puts can be relaxed and lead to a strictly more powerful class
of tests, where inputs are intelligently set in reaction to ob-
served values. Such test strategies go beyond the test pat-
tern approach of the existing theory, but they can be captured
in the QCSP framework. We also extended the QCSP-based
formulation of testing to the case of plants modeled as non-
deterministic automata.
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While there exist approaches that solve non-deterministic
testing problems using classic constraint solvers [Esser and
Struss, 2007] and model checkers [Boroday et al., 2007], we
believe that the QCSP-based representation can be advanta-
geous for several reasons:

• First, as noted in Sec. 4, the QCSP encoding is quite
compact. While it is not yet clear if this theoretical ad-
vantage can indeed be capitalized by current solver tech-
nology, there are at least hints [Benedetti and Mangas-
sarian, 2008] that it can lead to performance improve-
ments as more sophisticated techniques are added to
these solvers.

• Second, because QCSPs are kind of a natural general-
ization of CSPs, it is not too difficult to lift extensions of
CSPs such as soft constraints and optimization to QC-
SPs. In fact, the next release of the QCSP solver we used
for our experiments (Qecode) contains optimization ex-
tensions. Thus, using the QCSP-based formulation, it
will be relatively easy to extend model-based testing in
order to generate, for instance, cost-optimal test strate-
gies or probabilistic test strategies that most likely dis-
criminate fault hypotheses.

• Third, existing methods to combat search space com-
plexity by automated abstraction of constraints can be
straightforwardly extended from CSPs to QCSPs and
thus be adapted to the context of model-based testing
with limited effort. Based on our previous work in
this direction [Sachenbacher and Struss, 2005; Maier
and Sachenbacher, 2008] and related work in [Clarke et
al., 2003], we plan to devise an abstraction-refinement
method for constraint-based testing of hybrid systems.

We are also currently working on larger, more realistic exam-
ples to evaluate our QCSP-based testing approach. In partic-
ular, in the future we seek to complement passive verification
tools [Cimatti et al., 2003] for embedded autonomous con-
trollers [Williams et al., 2003] with a capability to generate
test strategies that can actively reveal faults.
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Abstract
Diagnosability is an essential property that deter-
mines how accurate any diagnostic reasoning can
be on a system. While diagnosability in a discrete
event system can be decided by synchronising finite
state machines representing ambiguous paths in in-
dividual subsystems, this synchronisation operation
remains prohibitively complex.
We propose a novel algorithm that exploits structure
and locality properties of a system to avoid expen-
sive synchronisation operations. By propagating
concise summary information reflecting diagnos-
ability of small subsystems, diagnosability of the
entire system is computed incrementally. As a re-
sult, we obtain an efficient algorithm that can not
only decide (non)diagnosability but that is also ap-
plicable in scenarios where computational resources
are limited. We also show how our algorithm can be
applied to analyse distributed (software) systems.

1 Introduction
Automated fault diagnosis has significant practical impact by
improving reliability and facilitating maintenance of systems.
Given a monitor continuously receiving observations from a
dynamic event-driven system, diagnostic algorithms detect
possible fault events that explain the observations. For many
applications, it is not sufficient to identify what faults could
have occurred; rather one wishes to know what faults have
definitely occurred. Computing the latter in general requires
diagnosability of the system, that is, the guarantee that the
occurrence of a fault can be detected with certainty after a fi-
nite number of subsequent observations [Sampath et al., 1995].
Consequently, diagnosability analysis of the system should be
performed before any diagnostic reasoning. The diagnosability
results then help in choosing the type of diagnostic algorithm
that can be performed and provide some information of how
to change the system to make it more diagnosable.

While diagnosability of existing systems has been actively
researched, the issue has become relevant also in the design

∗This work was in part supported by the Australian Research
Council under project DP0560183.

and development phase of new systems, where diagnosability
is used to verify that faults can be detected and isolated easily.
Given that considerable parts of modern complex systems are
implemented in software, it has become desirable to apply sim-
ilar techniques also to computer programs. In this context, the
sensor placement problem to ensure diagnosability translates
into the debugging problem, where specific faults in executable
programs must be distinguished and isolated. While programs
are generally more accessible than integrated physical systems,
tight constraints on developer effort and limited computational
resources on embedded devices in distributed settings do re-
strict monitoring and diagnostic solutions. Hence, establishing
sufficient but cost-effective fault isolation frameworks in soft-
ware design remains a vital issue that must be addressed as
part of the overall system design phase. In particular, systems
should be designed such that likely faults in software can be
isolated quickly and unambiguously. Fortunately, the same
analysis techniques can help in the design of both hard- and
software systems: in physical systems, diagnosability amounts
to deciding the sensor placement problem, while in the soft-
ware domain possible probes and monitoring frameworks must
be implemented at strategic interfaces between dependent sub-
systems. In the following presentation, both domains are used
interchangeably.

In this paper, we propose a formal framework for check-
ing diagnosability of event-driven systems which is mainly
motivated by two facts. Checking diagnosability means de-
termining the existence of two behaviours in the system that
are not distinguishable. However, in realistic systems, there
is a combinatorial explosion of the search space that forbids
the practical use of classical and centralised diagnosability
checking methods [Sampath et al., 1995] like the twin plant
method [Jiang et al., 2001; Yoo and Lafortune, 2002].

Our proposal makes several contributions to solving the
diagnosability problem. The first one is the definition of a new
theoretical framework where the classical diagnosability prob-
lem is described as a distributed search problem. Instead of
searching for indistinguishable behaviours in a global model,
we propose to distribute the search based on local twin plants
[Pencolé, 2004], represented as finite state machines (FSMs).
Specifically, we exploit modularity of a system by organis-
ing the system components into a tree structure, the jointree,
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where each node of the tree is assigned a subset of the local
twin plants whose collective set of events has a size bounded
by the treewidth of the system. Once the jointree is constructed
we need only synchronise the twin plants in each jointree node,
and all further computation takes the form of message passing
along the edges of the jointree. Using the jointree properties
we show that after exchanging two messages per edge, the
FSMs in the tree are collectively consistent. This allows to
decide diagnosability by considering these FSMs in sequence
instead of the large global twin plant.

We describe how messages represented as FSMs are com-
puted based on projections of a FSM onto a subset of its events,
and how diagnosability information can be propagated along
with the messages. We employ an iterative procedure such
that only a subset of the jointree is considered at a time, ter-
minating the algorithm once a subset sufficient for deciding
diagnosability has been determined. Our approach to use se-
lective message passing in a jointree improves upon previous
work by Pencolé (2004) in that we relax some of the assump-
tions underlying earlier work and achieve greater scalability
by employing more efficient synchronisation mechanisms.

Since diagnosability analysis is a complex problem, our al-
gorithm explicitly accounts for the possibility that the available
resources may not be sufficient to calculate the precise solu-
tion for a given problem. Our incremental analysis algorithm
ensures that in such cases it is able to provide an approximate
solution to the diagnosability problem. Specifically, a sub-
system where the existence of indistinguishable behaviours
has been established but not yet verified against the rest of
the system is returned. While an approximate solution cannot
be used to verify that a system is definitely (non)diagnosable,
it is useful to show that on-line monitoring of this particular
subsystem will not be sufficient to detect occurrences of the
fault.

This paper is organised as follows: in Section 2 we sum-
marise the Twin Plant method of addressing the diagnosability
problem for discrete event systems and outline the basic prin-
ciples underlying jointrees. Section 3 presents our approach
to use jointrees for diagnosability analysis, discussing our
message-passing scheme and iterative algorithm. Differences
to related work are discussed in Section 4, followed by a
summary of our contributions and possible future research
directions.

2 Background
In this section we review the definition of diagnosability and
the twin plant approach to diagnosability checking, and give a
short introduction to jointrees.

2.1 Diagnosability of Discrete Event Systems
Similar to the diagnosis of discrete-event systems we consider
a system of distributed systemsG1, . . . , Gn. The behaviour of
each component can be represented as a finite state machine
(FSM) Gi = 〈Xi,Σi, x0i , Ti〉 where Xi is the set of states,
Σi is the set of events, x0i

is the initial state, and Ti is the
transition relation (Ti ⊆ Xi × Σi × Xi). The set of events
Σi is divided into four disjoint subsets: observable events Σoi

,
communication events Σsi

shared with other components,

GS

s0

s1fail

s2init

alert

s3
ready

s4request

s5

reply

log

GC

c0 c1
setup

c2request

c3

reply

print

GL

l0 l1
alert
write

Figure 1: Three communicating processes modelled as FSMs.
Bold, Solid, dashed, and dotted lines denote observable,
shared, failure, and internal transitions, respectively.

unobservable fault events Σfi , and other unobservable events
Σui . Without loss of generality the communication events are
assumed to be unobservable and observable and fault events
to be specific to a Gi.

Example 1 Assume a system of communicating processes
is to be analysed to assess whether sufficient monitoring and
logging capabilities have been put in place to detect particular
types of faults in the system.

In our model, each process provides particular services
to its peers and uses services provided by others by means
of exchanging messages.1 We abstract from concrete data
contained in a message and represent each type of message
as event. Hence, events and messages serve to coordinate the
overall execution of processes in our system.

Figure 1 depicts a small distributed system of three sub-
systems represented as communicating FSMs: process GS

represents a server process that, once initialised, receives and
executes requests from clients and returns the result. Subsys-
tem GC represents a client that communicates with the server
process by sending requests and processing replies. Subsys-
temGL implements a message archive where alerts are logged
and stored for later analysis.

Interactions between subsystems are modelled as shared
events; GS and GC communicate via events request and reply,
while GS sends alerts to GL using an alert message.

Observable events in our model correspond to activity that
can be perceived from a user’s or administrator’s point of
view. In GC , the completion of the initial setup stage, where
parameters for the subsequent processing cycle are set, and
the result of each request are directly visible. On the server
side, event ready (denoting the completion of the initialisation
stage) can be observed by the operator and a log file with
entries for each request (event log) can be inspected. In GL,
the addition of a newly arrived message can be observed via
event write.

In GS , the initialisation step init cannot be observed di-
rectly. We further assume that the initialisation can fail (event
fail); in this case, an alert event alert is sent to the logging
subsystem. We assume that the system continues to execute,
but some requests may not complete successfully due to failed
initialisation of GS .

We use this example to show how diagnosability analysis
can help to assess whether the observable events are sufficient
to infer the presence or absence of event fail.

1The jointree algorithm applied to a short example of interacting
physical components is in [Schumann and Huang, 2008].
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While the model in Figure 1 seems intuitively correct, we
will show that the observable events are insufficient to decide
the presence or absence of event fail. While the alert message
is designed to make a failure observable in the logging com-
ponent, GL may delay its write operation indefinitely. Hence,
this system becomes nondiagnosable. Results like these can
be useful for system design, where requirements for different
subsystems are laid out. By analysing a proposed design with
respect to diagnosability of faults, requirements on logging
and monitoring facilities can be verified.

Note that a monolithic model for the entire system
is implicitly defined as the synchronised product, G =
Sync(G1, . . . , Gn)2 of all component models.

A fault F ∈ ⋃
i Σfi

of the system is diagnosable iff its
(unobservable) occurrence can always be deduced after finite
delay [Sampath et al., 1995]. In other words, a fault is not
diagnosable if there exist two infinite paths from the initial
state which contain the same infinite sequence of observable
events, but only one sequence contains a fault.

More formally, let pF denote a path starting from the initial
state of the system and ending with the occurrence of a fault F
in a state xF , let sF denote a finite path starting from xF , and
let obs(p) denote the sequence of observable events in a path
p. As in [Sampath et al., 1995], we assume that (i) the system
is live (there is a transition from every state), and (ii) the
observable behaviour of the system is live (obs(p) is infinite
for each infinite path p of the system). Then, diagnosability of
a system with respect to F can be defined as follows:
Definition 1 (Diagnosability) F is diagnosable iff

∃d ∈ N,∀pF sF , |obs(sF )| > d⇒
(∀p, obs(p) = obs(pF sF )⇒ F occurs in p).

Diagnosability checking thus requires the search for two in-
finite cyclic paths p and p′ where F occurs in p but not in p′,
such that obs(p) = obs(p′). The pair (p, p′) is called a criti-
cal pair [Cimatti, Pecheur, & Cavada, 2003]. Unless stated
otherwise, we will use path to refer to a path that starts from
the initial state of the system.

2.2 Twin plant for diagnosability checking
The idea of the twin plant is to build a FSM that compares
every pair of paths (p, p′) in the system that are equivalent
to the observer (obs(p) = obs(p′)), and apply Definition 1
to determine diagnosability [Jiang et al., 2001]. From FSMs
representing individual components, FSMs representing larger
subsystems are constructed until diagnosability can be de-
cided.

For each individual component model, the interactive di-
agnoser [Pencolé, 2005] is computed that returns the set of
faults that could possibly have occurred for each sequence
of observable and shared events. The interactive diagnoser
of a component Gi is the nondeterministic finite state ma-
chine G̃i = 〈X̃i, Σ̃i, x̃0i , T̃i〉, where each state corresponds

2The result of Sync is a FSM whose state space is the Cartesian
product of the state spaces of the processes, and whose transitions
are synchronised such that any shared event always occurs simultane-
ously in all subsystems that communicate via it.

to sets of possible faults that have occurred in a state in Gi:
X̃i ⊆ Xi × F with F ⊆ 2Σfi ; Σ̃i = Σoi

∪ Σsi
is the set of

shared and observable events; x̃0i
= (x0i

, ∅) represents the
initial state where no faults are present; and T̃i ⊆ X̃i×Σ̃i×X̃i

denotes the set of transitions corresponding to observable and
shared events. A transition (x,F) σ−→ (x′,F ′) exists if there is
a transition sequence x σ1−→ x1 · · · σm−−→ xm

σ−→ x′ in Gi with
Σ′

i = {σ1, . . . , σm} ⊆ Σfi ∪ Σui and F ′ = F ∪ (Σ′
i ∩ Σfi).

Example 2 Figure 2 (top) depicts the interactive diagnoser for
subsystem GS in Figure 1. Following the transitions labelled
alert and ready from the initial state of the diagnoser, we
arrive at state (s3, {fail}), showing that the system contains
a path to state s3 on which the sequence of observable and
shared events is exactly 〈alert , ready〉 and the set of faults is
exactly {fail}.

The local twin plant is then constructed by synchronising
two instances G̃l

i (left) and G̃r
i (right) of the same interactive

diagnoser based on the observable events Σoi = Σl
oi

= Σr
oi

.
Since only observable behaviours are compared, shared events
must be distinguished between the two instances: in G̃l

i (resp.
G̃r

i ), each shared event σ ∈ Σsi from G̃i is renamed to l:σ ∈
Σl

si
(resp. r:σ ∈ Σr

si
). As a result we obtain the local twin

plant Ĝi = Sync
(
G̃l

i, G̃
r
i

)
.

Each state of the twin plant is a pair x̂ =
((xl,F l), (xr,Fr)) that represents two possible diagnoses
given the same sequence of observable events. If a fault F
belongs to F l ∪ Fr but not to F l ∩ Fr, then the occurrence
of F cannot be deduced in this state. In this case, the state x̂ is
called F-nondiagnosable; otherwise it is called F-diagnosable.
By extension, a state x̂ = (x̂1, . . . , x̂k) is F-nondiagnosable
iff it is composed of one F-nondiagnosable state.

Example 3 Figure 2 (bottom) depicts part of the twin plant
for processes GS in Figure 1. The top labels x0, . . . , x10
of the states are their identifiers to which we will refer in
subsequent figures. State labels are composed of a state in the
left interactive diagnoser (middle label) and one in the right
interactive diagnoser (bottom label). Oval nodes represent
fail -nondiagnosable states. In this example, a part of the twin
plans is shown where the fault cannot be deduced in all but
the initial state.

A fault F is diagnosable in systemG iff its global twin plant
(GTP) Sync(Ĝ1, . . . , Ĝn) has no path p with a cycle contain-
ing at least one observable event and one F -nondiagnosable
state [Schumann and Pencolé, 2007]. Such a path p represents
a critical pair (p1, p2), and is called a critical path. The oval
nodes in Figure 2, for example, form part of a critical path.

The twin plant method searches for such a path in the GTP.
However, the GTP may be prohibitively large to perform this
global analysis. In this paper, we propose a new algorithm
that avoids building the global twin plant and operates on local
twin plants instead. Since the existence of a critical path in a
local twin plant does not imply nondiagnosability of the global
system, the results of the local analysis must be propagated
to other twin plants to decide diagnosability. As our main
contribution in this paper we present a novel algorithm that ex-
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s4:{fail}
s5:{}
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x6
s5:{fail}
s5:{}

l:reply
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r:request

x10
s5:{fail}
s3:{}

l:reply

r:reply

x9
s5:{fail}
s4:{}
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s3:{}ready

s2:{fail}
alert

s4:{}request

s5:{}

reply

log

s3:{fail}
ready s4:{fail}request

s5:{fail}

reply

log

Figure 2: Diagnoser (top left) and part of a twin plant (bottom).

ploits a jointree to efficiently perform propagation and global
diagnosability assessment.

2.3 Jointrees
Jointrees have been a classical tool in probabilistic reasoning
and constraint processing [Shenoy and Shafer, 1986; Dechter,
2003], and correspond to tree decompositions known in graph
theory [Robertson and Seymour, 1986]. For our purposes, a
jointree is a tree whose nodes are labelled with sets of events
satisfying two conditions:

Definition 2 (Jointree) Given a set of FSMs G1, . . . , Gn de-
fined over events Σ1, . . . ,Σn respectively, a jointree is a
directed tree where each node is labelled with a subset of
Σ =

⋃
i Σi such that

• every Σi is contained in at least one node, and

• if an event is shared by two distinct nodes, then it also
occurs in every node on the path connecting the nodes.

Example 4 Figure 3 (left) depicts a jointree for our three pro-
cesses described in Figure 1. The label on each edge represents
the intersection of the two neighbouring nodes, known as the
separator.

Once a jointree has been constructed, each FSM Gi is as-
signed to a node that contains its events Σi. Figure 3 (right)
depicts such an assignment. Note that in general each node
may be assigned multiple FSMs.

alert,
log, ready,

request, reply,
......fail, ......init

print, setup,
request, reply

alert,
write

request
reply alert

GS

GC GL

request
reply

alert

Figure 3: Jointree (left) and assignment of processes to jointree
nodes (right). Observable events are set in italic font, failure
events and internal events are underlined.

Once the FSMs have been assigned, the structure of the
jointree can be exploited to guide our diagnosability assess-
ment. In the following sections we show that it is sufficient
to synchronise all FSMs assigned to the same node in the
tree, followed by two message passing phases. The properties
of the jointree then guarantee that consistency among all the
FSMs has been achieved.

The efficiency of jointree propagation depends on the size
of the FSMs computed. Hence it is desirable to minimise the
number of FSMs assigned to a single node. For this purpose
we can also use the well-known heuristics that minimise the
number of events labelling a jointree node. The size of the
largest label, minus 1, is known as the width of the jointree, and
the minimum width among all possible jointrees for a given
system is known as the treewidth of the system [Robertson and
Seymour, 1986]. Efficient polynomial-time procedures, such
as the min-fill heuristic, can be used to create jointrees of low
width by exploiting system structure [Dechter, 2003]. These
procedures also guarantee that the jointree nodes are labelled
in such a way that no FSM is assigned to more than one node.
Note further that nodes might be labelled with events that do
not occur in any of the FSMs assigned to it. This is the case if
FSMs interact in a cyclic way.

3 A Jointree Algorithm for Diagnosability
The synchronisation of all twin plants in a jointree would
solve the diagnosability problem. However, for large systems
this can be prohibitively expensive. This complexity can be
avoided by synchronising only the twin plants in each jointree
node, followed by message passing between adjacent tree
nodes to propagate local results to a wider scope. After two
cycles of message passing and synchronisation with local
FSMs, global diagnosability can be decided.

Jointrees admit a generic message passing method that
achieves consistency among the nodes [Dechter, 2003]. In
our case this translates into a method that achieves consistency
of all FSMs labelling the jointree nodes. Here, the messages
will themselves be FSMs. In the following we present an algo-
rithm to compute these messages and show how diagnosability
information can be propagated correctly between nodes. Sub-
sequently, we detail our iterative algorithm that addresses the
diagnosability problem.
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3.1 Establishing consistency
While FSMs assigned to the same tree node are synchronised
directly to obtain a local picture of the system behaviour,
messages must be exchanged to achieve consistency between
nodes.

Definition 3 (Global Consistency; Completeness) A FSM
Gi with events Σi is globally consistent with respect to FSMs
G1, . . . , Gn iff for every path pi in Gi there exists a path p
in the synchronised product Sync(G1, . . . , Gn) that has with
respect to Σi the same event sequence as pi. A FSM Gi is
complete iff it contains all globally consistent paths of Gi.

Each edge in a jointree partitions the tree into two subtrees,
and a message sent over an edge represents a summary of the
collective behaviour permitted by the sending side of the parti-
tion. A major advantage of this method is that this summary
needs only to mention events given by the separator labelling
the edge; the jointree construction ensures that this equals the
intersection of the two sets of events across the partition.

A message can be computed by projecting a FSM onto a
subset of its events.

Definition 4 (Projection) The projection ΠΣ′(G) =
〈X ′,Σ′, x0, T

′〉 of a FSM G on events Σ′ ⊆ Σ is obtained
from G by first contracting all transitions not labelled by an
event in Σ′ and then removing all states (except the initial
state x0) that are not the target of any transition in the new set
of transitions T ′. More formally, T ′ is given as follows:

T ′ =
{
x

σ′
−→ x′ | x, x′ ∈ X ′ and σ′ ∈ Σ′ and

∃ x σ1−→ x1 · · · σk−→ xk
σ′
−→ x′

in G such that σi /∈ Σ′ ∀i = 1, . . . , k
}
.

Figure 4 shows the result of projecting Gc on its shared events.

c0 c2
request

c3
reply

request

Figure 4: Projection Π{request,reply}(GC)

3.2 Message passing
To achieve consistency among the synchronised FSMs in a tree,
each node requires a summary of the behaviour permitted by
the FSMs in the remaining tree. Given the jointree properties,
these summaries can be computed in only two passes over the
jointree: one inward pass, in which the root “pulls” messages
towards it from the rest of the tree, and one outward pass, in
which the root “pushes” messages away from it towards the
leaves. Once all messages have been exchanged, the FSM in
each node is updated to reflect the information received from
neighbouring nodes. As a result, all FSMs are complete and
consistent.

The process starts by designating any node of the tree as
root. Then, in the first, inward pass, beginning with the leaves
each node sends a message to its (unique) neighbour n in
the direction of the root. To compute this message, its FSM
is synchronised with all messages it receives from its other
neighbours (leaves do not have “other neighbours” and hence

skip this step). The message that is subsequently sent to the
node p closer to the tree root is the projection of this FSM
onto the separator between n and p.

In the second, outward pass, each node (except the root)
receives a message from its (unique) neighbour in the direction
of the root. Again, a message is computed by synchronising
a node’s FSM with all messages it received from its other
neighbours and by projecting the result onto the separator
events between itself and the receiver of the message.

Finally, each node updates its associated FSM by synchro-
nisation with messages received from its neighbours. As a
result, each FSM Gc

i represents exactly the behaviour that is
complete and possible in the global model implicitly defined
by the jointree.

Example 5 Figure 5 illustrates the inward and outward prop-
agation steps performed on the jointree of Figure 3 (right).

ĜS

ĜC ĜL

MCS=

ΠΣ(ĜC)
MLS=

ΠΣ′ (ĜL)

ĜS

ĜC ĜL

MSC=

ΠΣ(Sync(ĜS , MLS))

MSL=

ΠΣ′ (Sync(ĜS , MCS))

Figure 5: Inward (left) and outward (right) message propaga-
tion using jointrees, where Σ = {l : request, r : request, l :
reply, r : reply} and Σ′ = {l : alert, r : alert}.

We have shown that after message propagation has com-
pleted, the FSMs in each node are consistent and complete:3

Theorem 1 Every FSM Gc
i labelling a jointree node is

complete and consistent with respect to all other FSMs
G1, . . . , Gn of the tree once it has been synchronised with
all received messages.

In particular it follows that for every path p in Ĝ′
i =

ΠΣi(Sync(Ĝ1, . . . , Ĝn)) there is also an equivalent path pi

in Ĝc
i defined over the same event sequence as p, and vice

versa.
While Theorem 1 establishes desirable properties, it can

be shown that it is insufficient to decide diagnosability, since
some critical paths may be lost due to the projection operation.

In general, we need to ensure that for every critical path p
in G′

i there is also an equivalent critical path pi in Gc
i . This

requires the propagation of diagnosability information in addi-
tion to the message passing algorithm outlined previously.

3.3 Propagation of diagnosability information
In the rest of the section we will assume that (i) the twin plants
representing subsystems have been assigned to appropriate
jointree nodes and synchronised within each node, (ii) GF is
the FSM containing the fault F whose diagnosability is to be
checked, and (iii) the node containing the twin plant ĜF is
chosen as root.

3Proofs of the theorems in this paper are in [Schumann, 2007].
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It has been shown that if any twin plant of a jointree node
contains a consistent critical path, then the fault F is nondi-
agnosable [Schumann, 2007]. Hence, diagnosability can be
decided by searching for critical paths in the individual FSMs
in the jointree after the message passing phase is completed.

The root can already be examined for critical paths after the
inward propagation phase: (i) the synchronisation of the root
with all its incoming messages results in a globally consistent
twin plant, and (ii), since the fault F appears in the root, the
FSM already contains diagnosability information, that is, the
classification of states into diagnosable and nondiagnosable
ones. If the root does not contain a nondiagnosable state, the
entire system is known to be diagnosable. Otherwise, the
outward propagation phase must be carried out to determine
whether another jointree node has a critical path.

Once propagation is complete, every state of a twin plant
comprises a tuple (x̂1, . . . , x̂n). In particular, each state con-
tains a state from ĜF that has been received and synchronised
with the local FSM as part of the messages pushed from the
root in the outward propagation phase. To ensure diagnosabil-
ity information is preserved, we must ensure that no path to a
nondiagnosable state is lost in this process.

Recall that the projection operation applied to compute the
outward message removes all states that are no longer a target
of a transition labelled by a separator event in Σ. This can
lead to the removal of nondiagnosable states, resulting in the
incomplete propagation of diagnosability information.

Example 6 Consider the twin plant Ĝu shown in Figure 6
(left). Assume a message Pu = Π{s1}(Ĝu) is to be com-
puted with respect to event set {s1} and sent to Ĝv. By
projecting Ĝu onto {s1}, the nondiagnosable state u1 is
eliminated. This results in the consistent twin plant Ĝc

v =
Sync(Π{s1}(Ĝu), Ĝv) obtained by synchronisation of Pu

with Ĝv. However, Ĝc
v does not contain any critical paths,

although it should contain one (as shown by the properly syn-
chronised FSM Ĝc′

v = ΠΣv
(Sync(Ĝu, Ĝv))).

u0

s1

u1
o1

u0

s1

v0

o2

v1
s1
o3 (u0,v0)

o2

(u0,v1)
s1
o3 (u0,v0)

o2 (u0,v1)
s1

(u1,v0)o2
o3

o3
o2

Figure 6: FSMs Ĝu, Pu, Ĝv , Ĝc
v , and Ĝc′

v (from left to right).

We therefore need to ensure that every message passed
on from Ĝ to Ĝ′ via the separator events Σsep will lead
to a consistent twin plant Ĝ′c that has a critical path iff
ΠΣsep(Sync(Ĝ, Ĝ′)) has one. This guarantees that Ĝ′c has a
critical path iff ΠΣ′(Sync(Ĝ, Ĝ′)) has one, where Σ′ is the
event set labelling the jointree node of Ĝ′.

To achieve this it is necessary to annotate every diagnosable
state x̂ in a message to capture whether it has a nondiagnosable
local future, that is, whether there is a transition sequence
starting in x̂ and leading to a nondiagnosable state x̂k such
that none of the transition events is kept in the projection:

Definition 5 (Nondiagnosable Local Future) Let Ĝ and Ĝ′

be two FSMs associated with adjacent nodes in a jointree

connected by an edge labelled Σsep, and let x̂k denote a non-
diagnosable state in Ĝ. Then, a diagnosable state x̂ ∈ Ĝ
has a nondiagnosable local future iff there exists a transition
sequence

x̂
σ1−→ x̂1 · · · σk−→ x̂k

in Ĝ such that none of the events σ1, . . . , σk are in Σsep.
We capture this information by adding additional nondi-

agnosable subgraphs to the FSM ΠΣsep
(Ĝ) obtained by pro-

jection of Ĝ: for every diagnosable state x̂ ∈ Ĝ that has a
nondiagnosable local future w.r.t. Σsep, a nondiagnosable ex-
tended terminal state ext(x̂) and a transition x̂ ext−−→ ext(x̂)
are added to ensure that the critical path is not lost in the
projection.
Example 7 The left part of Figure 7 illustrates the message
MSL sent from ĜS (see Figure 2) to ĜL. The only diagnos-
able state x0 in ĜS does not have a nondiagnosable local
future, since all outgoing transitions are kept in the projection
Π{alert}, and the nondiagnosable state x1 is included in MSL.

In contrast, the state x0 of the message MSC shown on
the right of Figure 7 does have a nondiagnosable local future
w.r.t. {l : request , r : request , l : reply , r : reply} according
to Definition 5. The path x0 l:alert−−−−→ x1 in ĜS leads to the
nondiagnosable state x1, but is eliminated by the projection
Π{request,reply}. Hence, an extended state ext(x0) must be
introduced in MSC as depicted on the right of Figure 7.

x0 x1
l:alert x0

x3r:request

ext(x0)
ext

Figure 7: Message MSL (left) and part of message MSC

(right). Circles denote nondiagnosable states and hexagon
shapes extended states, respectively.

Note that there is no need to introduce artificial states for
a nondiagnosable state x̂′. This results from the fact that all
states reachable from x̂′ via transitions labelled by events not
kept in the projection can only be part of a nondiagnosable
cycle if there is also a nondiagnosable cycle with state x̂′
(according to the synchronisation operation). Hence nondiag-
nosability can be verified correctly based only on the latter.

Using the extended messages diagnosability can be decided:
Theorem 2 Fault F is diagnosable in G iff after both passes
of jointree propagation with diagnosability information, no
FSM in a jointree node has a critical path.

3.4 Iterative jointree propagation
Since the complexity of our approach results from the com-
plexity of the message propagation (and not the jointree con-
struction), the efficiency of the algorithm can further be im-
proved by limiting the scope of propagation within the join-
tree. We propose an algorithm that iteratively extends prop-
agation in the tree until a subtree sufficiently large to decide
(non)diagnosability has been processed, or computational re-
sources have been exhausted. In the latter case, our algorithm
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Algorithm 1 CHECKDIAGNOSABILITY(jointree: J)

1: Ĝ← ∅ nodes in J being considered
2: Σint ← ∅ events internal to Ĝ
3: repeat
4: v ← PickNode(J, Ĝ)

5: 〈Ĝ, Σint〉 ← AddToScope(v)

6: Propagate(Ĝ)

7: ĜΣint ← ProjectPaths(Ĝ, Σint)

8: Propagate(ĜΣint)

9: if ExistsTwinPlantWithCritPath(ĜΣint) then
10: return GetCritPath(ĜΣint)
11: end if
12: until Ĝ = J or IsDiagnosable(root)

or ¬SufficientMemory(Ĝ)

13: if SufficientMemory(Ĝ) then
14: return “F is diagnosable”
15: else
16: ω ← set of components included in Ĝ
17: if ExistsTwinPlantWithCritPath(Ĝ) then
18: return “ω has a critical path”
19: else
20: return “ω has no critical path”
21: end if
22: end if

returns a conservative approximation of the exact solution that
can help to guide further analysis of a system.

The idea is that any critical path p in the global twin plant
can be detected by looking only at those twin plants that define
events in p, since other twin plants cannot affect the path. Our
aim is it to find a critical path defined over as few events
as possible to limit the scope of the jointree that must be
processed and to lower computational effort.

We search for such a path by iteratively increasing the set of
jointree nodes (twin plants) Ĝ under consideration and limit
our search to critical paths defined over internal events Σint

in Ĝ that do not appear in the remaining jointree. If such a
path can be found, nondiagnosability has been shown and the
search terminates.

Algorithm 1 outlines our search procedure. Assume that
root denotes the root node chosen for propagation; function
PickNode returns root upon initial invocation, and a node in
J neighbouring Ĝ on subsequent invocations. Node selection
heuristics are discussed in the next section. Initially, the root
node is the only source of diagnosability information. In each
iteration a new node that has a neighbour in Ĝ is selected
(line 4), expanding the scope of our search by adding it to Ĝ
and updating event set Σint. Jointree propagation is then run
twice:

1. On Ĝ (line 6) to remove inconsistent paths. This can
lead to the removal of nondiagnosable states which
in turn may cause the root to become diagnosable
(IsDiagnosable(root) is true) and thus verify diagnos-
ability;

2. On ĜΣint (line 8), which is obtained by removing from
all twin plants in Ĝ the transitions labelled by events not

in Σint (line 7). This allows to detect if a twin plant
Ĝ ∈ Ĝ has a critical path whose global consistency can
be verified by considering only the twin plants in Ĝ, since
it does not contain any event that appears in the rest of
the tree. In this case, Algorithm 1 stops and returns the
critical path that implies nondiagnosability (line 10).

The algorithm continues until one of the following condi-
tions is satisfied:
• The root node (and hence the entire system) has been

shown diagnosable. Note that it is indeed sufficient to
check only the root node, since if the root has no nondi-
agnosable states, none of the messages it propagates and
hence no twin plant includes a nondiagnosable state.
• The entire jointree is considered, but none of the twin

plants contains a critical path; hence the diagnosability
of the system is verified (line 14). The case where root
contains a critical path is covered by line 10, since Ĝ = J
implies that Σint contains all events.
• The available resources have been exhausted (lines 16–

21). In this case the maximal subsystem ω for which the
existence of critical paths has been decided (but not yet
verified against the rest of the system) is returned.
Any critical path in ω can be interpreted as hint indicat-
ing nondiagnosability (of at least the isolated subsystem
considered so far). In case critical paths exist in ω, then
the larger this subsystem is, naturally, the more likely the
whole system is not diagnosable; otherwise the reverse
is true. Such an approximate solution is also useful in
that it implies that on-line monitoring of this particular
subsystem will not be sufficient to reliably detect faults.

Example 8 Applied to our running example, Algorithm 1
selects the jointree node containing GS in the initial it-
eration. Since the events in any critical path in ĜS are
not internal to GS , neither diagnosability nor nondiagnos-
ability can be established, and the scope of the search
must be expanded to include another subsystem. As-
sume GL is selected and added to the scope, leading
to Σint = {l : alert , r : alert , log , ready ,write}. Again,
(non)diagnosability cannot be decided since all critical paths
in the Ĝ contain either a request or a reply event shared with
ĜC . After extending Ĝ with the remaining subsystem GC ,
Σint contains the events shared byGS andGC . Now, a critical
path in ĜΣint exists and the algorithm terminates in line 10.

Had the size of the system exceeded the available resources
after the second iteration, our algorithm would have returned
that the subsystem {GL, GS} is potentially nondiagnosable
(line 18), approximating the exact result.

3.5 Node selection heuristics
The heuristics used to select a jointree node to explore next can
have considerable impact on the number of nodes necessary
to decide diagnosability. Instead of directly choosing a node,
we select nodes based on the set of events that are introduced
into Σint by a candidate node.

Let Σp denote the set of shared events appearing in a critical
path p in a twin plant Ĝ ∈ Ĝ. Our heuristic is to expand Σint
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with a new event in Σp \ Σint in the hope that p may at some
point evolve into a new critical path that contains only internal
events. To further focus the search, we only consider events in
Σp \ Σint for paths p for which |Σp \ Σint| is minimal.

Among these eligible events, we select one that appears in
the fewest nodes outside Ĝ. The idea here is to minimise the
number of nodes that need to be included in Ĝ for that event
to be internal. After choosing an event, we iteratively add to
Ĝ the neighbouring nodes containing that event.

4 Related Work
The diagnosability problem of discrete-event systems was
first addressed in [Sampath et al., 1995] by constructing a
deterministic diagnoser for the global system model. The
main drawback of this method is its space complexity that is
exponential in the number of system states.

Jiang et al. (2001) and Yoo and Lafortune (2002) proposed
different algorithms that are of polynomial complexity and
introduce the twin plant method. The question of efficiency is
also raised in [Cimatti, Pecheur, & Cavada, 2003] where the
authors propose to use symbolic techniques to test a restrictive
diagnosability property by taking advantage of efficient model-
checking tools. However, diagnosability assessment remains
exponential in the number of components, even when encoded
by means of binary decision diagrams as in [Cimatti, Pecheur,
& Cavada, 2003].

More recent work aims at establishing either diagnosability
or nondiagnosability, but not both. The work by Rintanen
and Grastien (2007) shows how to detect nondiagnosability by
searching for critical paths using SAT. If the algorithm cannot
find a critical path it does not imply that there is indeed none,
and it remains unknown whether the system is diagnosable or
not. Conversely, the decentralised approach of Schumann and
Pencolé (2007) can only establish diagnosability.

The approach of Pencolé (2004) is the closest to ours. It
is based on the assumption that the observable behaviour of
every component is live, which is more restrictive than our as-
sumption (and that of [Sampath et al., 1995]), namely that the
observable behaviour of the system (but not necessarily that of
individual components) is required to be live. This restriction
implies that it is sufficient to only search for a critical path
in the twin plant ĜF containing the fault. In [Pencolé, 2004]
this is done by iteratively synchronising ĜF with other local
twin plants until diagnosability can be decided. In comparison
to our approach this corresponds to the synchronisation of all
twin plants Ĝ considered at each iterative step of Algorithm 1.
We do not require this synchronisation but achieve consis-
tency by propagating messages with bounded event sets. If
we adopted similar liveliness restriction, it would be sufficient
to search the jointree root for critical paths and skip outward
propagation.

5 Conclusion and Future Work
We have presented a new approach to attack the diagnosability
problem that addresses the fundamental complexity bottleneck
of the classical twin plant method. By limiting our iterative
analysis to a subsystem at a time, both the construction of the

global system model as well as the synchronisation of local
twin plants for entire subsystems can be avoided. Instead,
local twin plants are made consistent by passing messages in
a jointree representing clusters of related system components
represented as finite state machines. Even with this improved
algorithm, computational resources may be insufficient to find
an exact solution and our algorithm returns an approximate
solution that may guide further analysis. As part of future
work we plan to extend our approach such that possible causes
of nondiagnosability can be isolated and to explore ways to
restore diagnosability.
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Abstract 
We present models of various elements of a plant that 
involves the transportation of lumped material. An 
application context is provided by a project on diagnosing 
disturbances in food packaging plants and, more 
specifically, bottling plants. While there exist models of 
flow of homogeneous matters, such as liquid material in a 
hydraulic system, based on simultaneous equations of 
Kirchhoff/Ohm type, in our project we need to cope with 
non-negligible transportation time of objects and capture 
phenomena like the tailback of units (if transportation is 
blocked) or the propagation of gaps in the flow of units. 
Because the application context requires compositionality of 
the model, i.e. local, context-free models of the individual 
transportation elements, we are also facing the problem that 
whether or not a single element produces an output flow (or 
accepts an input flow) cannot be determined solely by the 
model of this element, but only through modeling the 
interaction with the subsequent element, which may block 
the output (or the previous one not providing the input). 
This issue is addressed by modeling the potential of an 
existing flow distinctly from the actual occurrence of a flow, 
an idea which also can enhance models of continuous flow. 

1. Introduction 

Modeling the flow of some matter in a system is quite 
widespread in model-based systems, e.g. in model-based 
diagnosis of hydraulic or pneumatic systems. At least 
under certain simplifying assumptions, mathematical first 
principles models exist, and it appears to be 
straightforward to abstract them into adequate input to a 
model-based problem solver.  
Typically, such models assume that the flowing matter is 
continuous and homogeneous and does not have to be 
modeled as an object or in its detailed structure. And they 
usually incorporate the analogies to Kirchhoff’s and Ohm’s 
Laws, which leads to simultaneous equations that imply 
instantaneous propagation of pressure and disregard time 
needed by the matter to be transported through the system. 
There are classes of application domains that involve a 
flow of objects through a plant and, hence, suggest the use 
of some flow model, but require dropping some of the 
simplifying assumptions mentioned. One instance of this 
class is given by food packaging plants, which are subject 
to a diagnosis project we are carrying out, and, more 

specifically, by bottling plants, which we will use as an 
example in this paper. Such plants involve streams of 
objects of different types, bottles, crates, and pallets being 
the most prominent ones. On the one hand, modeling the 
transportation of individual objects is prohibitive or 
useless. On other hand, the abovementioned flow models 
of a homogeneous matter fail to capture essential features, 
such as gaps in the flow or the creation of a tailback by 
some blockage and its propagation through the plant in 
finite time. Furthermore, an inflow and outflow of a single 
transportation element of a line cannot definitely be 
predicted by a local model of this element, because they 
depend also on the supply of the previous element and the 
intake capacity of the following one, resp. As a 
consequence, we had to develop a model that  

• includes transportation times,  
• covers interrupted flows, 

• handles the exchange of flows between neighboring 
elements appropriately. 

The paper focuses on presenting a base model addressing 
the requirements (section 3), its validation through 
simulation (section 4) and a qualitative diagnosis model 
obtained from it (section 5), but does not discuss the 
diagnosis engine. 
The following section presents an application context of 
this work, namely bottling plants 

2. An Application Domain: Bottling Plants 

Food packaging at industrial scale is carried out in high 
output packaging lines consisting of specific machines and 
conveyors. There are different machines for specific 
packaging tasks, such as primary packaging of food or 
beverages (e. g. with foil packs, pouches, or containers), 
secondary packaging (boxes, multipacks, crates, etc.), and 
tertiary packaging (e. g. pallets or displays). Additionally, 
machines for de-palletizing and unpacking of returnable 
bottles, cleaning, inspection and sorting out improper 
objects may be involved. Plant constellations are 
configured using one machine of a specific type or several 
ones in parallel. Machines of different types are connected 
by conveyors. Because of the high speeds and output rates 
(up to 100.000 packages per hour), machines and 
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conveyors are failure-sensitive with an availability degree 
of 92-98 percent. 
As a specific example for packaging plants, our project 
considers bottling plants for beverages (e.g. the one shown 
in Fig 1).  
In order to fill beverages into returnable bottles, the 
material flows of pallets, crates, and bottles (plus labels, 
glue, etc.) need to be coordinated. This leads to complex 
line configurations comprised of machines that remove 
crates from pallets and bottles from crates, process, inspect, 
or sort objects, and package different types of objects (Fig. 
2 shows an abstract, but typical example). 
To prevent oxygen intake ore microbiological 
contaminations of the beverage, the filling process should 
not be interrupted. Therefore transportation by consecutive 
machines needs to be decoupled. Otherwise, each 
individual failure would inevitably cause downtime of the 
entire plant: In particular, this would stop the filling 
process and decrease the efficiency of the entire 
production. To prevent this, the conveyors of bottling 
plants are designed as transporting buffers like the abstract 
bottle conveyor shown in Fig. 3. 
Transporting buffers perform two tasks. One is to carry the 
objects from one machine to the next one. The other is to 
store objects in order to be able to compensate for a 
downtime of the upstream machine and to prevent the 
immediate propagation of a tailback in case of a downtime 
of the downstream machine. In addition, the machines 
located upstream and downstream w.r.t. the filling machine 
work with higher output rates than the filler. This enables 
full upstream buffers and receptive downstream buffers to 
compensate for short downtimes of single machines.  
These design principles help achieving a continuous 
operation of the filling machine. However, in practice, they 

cannot guarantee avoidance of unwanted idle time of the 
filler, and (unplanned) downtime of the plant can lie in the 
range of 10-30 percent. 
Machine failures of significant duration, gaps caused by a 
large number of objects being sorted out, stoppages caused 
by toppled or jammed objects, or just mistakes of the 
operators result in downtime of the filling machine and 
decrease the availability of the entire plant. Because of the 
interlaced flows of the various object types, time offsets, 
and the large scale of the plants, the reasons for such plant 
downtimes can be difficult to identify by the plant 
operators, particularly since their number has been 
progressively reduced over the past years. In consequence, 
bottle filling and packaging industries is highly interested 
in an automated diagnosis tool for their plants. 
There are a number of requirements and challenges to 
automated diagnosis raised by this application task. A 
fundamental economical condition is the fact that many of 
the potential end users, e.g. breweries, are small or medium 
enterprises, which could not afford spending many 
resources on the establishment or adaptation of a tailored 
diagnosis system for their plant. Another practical 
requirement is to cheaply accommodate frequent changes 
in the structure of the line, due to rearrangement or 
addition of machines. Both issues suggest a model-based 
solution to diagnosis, which allows performing adaptation 
by simply (re-)specifying the plant structure.  
Additional arguments for such a solution stem from the 
facts that usually a plant is a combination of machines 
from various manufacturers with different instrumentation 
and available data and that there may be temporarily 
missing data due to technical problems. This requires a 
flexible solution that derives the best diagnosis from 
whatever data is available (in contrast, for instance, to 
decision trees based on a fixed set of observables).  
Heterogeneity and changes of the set of machines also 
establishes a requirement on the model: firstly, it has to be 
machine-centered and compositional; secondly, it has to 
be stated at a level of abstraction that covers types of 
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Figure 2. Generic structure of a bottling plant for returnable 
bottles 

 

Figure 1. Conveyors of a bottling plant for returnables 

 

Figure 3. A three step transporting buffer for bottles 
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machines, independently of specificities and the 
manufacturer. 
Besides these fundamental characteristics, the model has to 
be capable of properly predicting the propagation of gaps 
in the stream of objects (potentially causing a lack in 
supply to subsequent machines) and tailbacks caused by 
blockages, as well the propagation of special features and 
deficiencies of the transported objects, which may be 
caused by improper performance of one machine (e.g. 
improper cleaning) and may affect the (mis-)behavior of 
another element downstream (e.g. an inspection machine).  
The available data is inherently incomplete and imprecise. 
Even balance equations do not necessarily hold, because 
bottles may have been removed by an operator (for 
inspection or because they blocked the flow) or simply 
have fallen off the belt.  

3. Models of Transportation Elements 

3.1 Previous Work 
The only similar work we are aware of (except for discrete-
event-simulation models used for validation of the control, 
which do not lend themselves easily to model-based 
diagnosis) is in the domain of transport of paper in a 
copier. [Gupta-Struss 95] presents a process-oriented 
model, and [Fromherz et al. 03] develop a component-
oriented model for control generation. Both models are 
compositional, but focus on the motion of individual 
sheets, rather than the more abstract perspective of flow of 
objects.  

3.2 Modeling Assumptions 
We first list the most important assumptions underlying the 
transportation models presented here, which are fulfilled in 
our project domain (under normal conditions), but should 
also apply to a much broader class of problems. 

• The transported objects are rigid bodies with fixed spatial 
extensions and are not significantly deformed through 
transportation.  

• They are transported with a fixed orientation (like crates), 
or the orientation does not affect transportation times 
significantly (e.g. due to a symmetric cross-section, as 
for bottles). 

• There is no interaction among the objects or between 
objects and the components that has a significant impact 
on the transportation process (such as bouncing). 

• Objects can move only in the direction of the motion of 
the transportation means (or not at all), although not 
necessarily with the same speed. 

3.3 A Model of a Transportation Element with 
Buffer 
In order to present the essentials of the modeling approach, 
we consider some sort of archetype of model, which can be 

specialized or extended to accommodate other kinds of 
machines. This is a machine that 

• has one input and one output with vin, vout being the 
respective speeds of the means for transportation (e.g. 
belts), 

• possibly transforms or modifies one kind of object (as, 
for instance, cleaning of bottles), but does not 
amalgamate several objects to form a new one, 

• has a buffer with a (constant) capacity C. 
The process of buffering the objects can be fairly random, 
as illustrated by the bottle conveyor in Figure 3, where 
bottles may gather in bulks. However, it is assumed, that 
(under normal behavior) no object is prevented from 
approaching the output unless it is blocked by other objects 
ahead, waiting for output. For instance, within the bottle 
conveyor, its shape and several parallel belts with different 
speeds ensure that bottles are not left in some corner, but 
pushed towards the “ ideal”  fastest belt, if there is space.  
The intuition behind the model can be best described in 
terms of three fundamental concepts and five “behavior 
rules” , each of which is first introduced informally and 
then turned into equations. As stated before, one of the 
problems to be solved stems from the fact that a local 
machine model in isolation cannot determine whether an 
actual flow occurs at its input and output. But it can and 
has to express the limits on the machine’s potential to take 
in or output objects. This is reflected by 

Concept 1 The potential input and output flow, in.qpot 
and out.qpot, represent the maximal flow the machine can 
accept or generate, dependent on its internal state. 

The actual flows are represented by two different 
variables, in.qact and out.qact. The first restriction is 
determined by 

Rule 1 The potential input flow is given by the input 
speed of the transportation element, unless the buffer is 
full. In this case, it cannot be higher than the actual output 
flow. 

In the mathematical model (see Fig. 4), this rule is 
formalized by equation 1, where d denotes the diameter of 
the object cross-section and B is the filling degree of the 
buffer (in terms of number of objects).  It involves the 
assumption that an actual outflow generates the potential 
for intake instantaneously, which is not true in practice 
and, hence, another reason for expressing tolerance 
intervals with values and time. Note that we take all speeds 
and flows as positive, as their sign is determined by their 
association with the intrinsic direction of the transportation 
element. Computing B is straightforward: 

Rule 2 The change in the total number of buffered objects 
is determined by the actual input and output flows.   

The respective equation 2 indicates that B will be 
computed by integrating the difference of the actual flows. 
Setting up the model fragments for the potential output 
flow is based on the second key idea:  
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Concept 2 Bout denotes the number of buffered output 
objects at time t, i.e. the number of objects that can 
possibly be subject to output at this time.  

Before we clarify this crucial concept, we use its intuitive 
understanding and the third concept for formulating the 
rule for the potential output flow. 

Concept 3 The minimal transportation time, td, is the 
time an object needs to get directly from the input to the 
output, i.e. if it is not delayed by other objects that are 
piling up. 

In case of the bottle conveyor, this means that the bottle 
stays on the fastest (innermost) belt. 

Rule 3 The potential output flow is determined solely by 
the output speed, if there is more than one buffered output 
object. Otherwise, it cannot be higher than the actual input 
flow at the time reduced by the minimal transportation 
time.  

One should be aware that in the second case, each single 
object may (potentially) leave the output with the speed 
vout.  However, if the input flow at the time when it entered 
was lower, there will be a gap occurring after the output of 
the object, which makes the (average) flow lower than vout. 
As a special case, the potential output flow becomes zero, 
if the actual input flow was zero at the respective time. 
Again, the respective equation 3 in Figure 4 formalizes 
this. Computing Bout also involves the minimal 
transportation time td. If an object entered the 
transportation element later than time t - td, it cannot 
possibly reach the output at time t and, hence, cannot 
become part of the buffered output objects. If it entered 
earlier, it may or may not have already left the output 
before t, depended on how the actual output flow reduced 
Bout. This consideration is captured by 

Rule 4 The change in the number of buffered output 
objects at time t is determined by the actual input flow at 
time t - td diminished by the actual outflow at time t. 

Hence, also Bout is obtained by integration according to 
equation 4, which completes the model of the 
transportation element with buffer. Note, that Bout is not 
necessarily the number of objects that form a contiguous 
pile in front of the output. It could be less, because the last 
objects that joined the pile entered later than t - td. 

3.4 Interaction of Transportation Elements 
What remains to be done is determining the actual flows 
from the potential flows of connected machines. This 
interaction is captured by a model of a generic connector 
used for connecting all types of transportation elements. 
The respective rule and equation 5 (Fig. 4) are 
straightforward: 

Rule 5 The actual output flow of a machine is limited by 
both its own potential output flow and the potential input 
flow of the following machine (and equal to the actual 
input flow of this machine). 

3.5 Other Features and Transportation Elements 
The buffer model leaves options for different use and 
specialization. Due to lack of space, we can only sketch 
some important cases, many of which are fairly 
straightforward. For instance, vin and vout could be different 
as for the entire bottle conveyor shown in Figure 3. In this 
case, the minimal transportation time td needs to be 
calculated or estimated based on varying speeds along the 
“ ideal path”. Alternatively, the same conveyor can be 
considered as an aggregation of several buffers in series 
each with one unique speed on its fastest belt, which eases 
the computation of td. Note that the speeds are subject to 
control and may vary dynamically. Therefore, in case of a 
unique speed, td is determined by the equation 

( )�
−= t

tt d
dvl ττ ,  

Transportation Element with Buffer 
State variables 
B(t)  # objects in buffer 
Bout(t)        # objects buffered for immediate output 
vin(t)         velocity of  input transportation means 
vout(t)         velocity of  output transportation means 
td(t)    minimal transportation time  

Parameters 
d0 diameter of transported object (in transportation plain) 
C  Capacity (as number of objects) 

Interface variables 
in.qpot(t)        potential inflow [objects/s] 
out.qpot(t)    potential outflow [objects/s] 
in.qact(t)      actual inflow [objects/s] 
out.qact(t)  actual outflow [objects/s] 
Equations 
(1) in.qpot(t) = vin(t) / d0         if B(t)<C  
  in.qpot(t) = min (vin(t) /d0, out.qact(t))    if B(t)=C 
(2) dB/dt = in.qact(t) - out.qact(t)  
(3) out.qpot(t)= vout(t) /d0         if Bout(t)�  1 
  out.qpot(t)= min (in.qact(t - td) , vout(t) /d0)   else 
(4) dBout(t) /dt = in.qact(t - td) - out.qact(t)  

Connector between Transportation Elements  
Interface variables 
TEn+1.in.qpot(t)     potential inflow of upstream element TEn+1 
TEn.out.qpot(t)    potential outflow of downstream element TEn 
TEn+1.in.qact(t)    actual inflow of upstream element TEn+1 
TEn.out.qact(t) actual outflow of downstream element TEn 

Equations 
(5) TEn.out.qact(t) = min (TEn+1.in.qpot(t) , TEn.out.qpot(t)) 
   TEn.out.qact(t) = TEn+1.in.qact(t)  

Figure 4. Equations of buffer and connector 
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where l is the length of the “ ideal path”  and v(t) its time-
varying speed. 
Gates may sit at the input or output of transportation 
elements and are controlled in a binary manner in order to 
block the flow entirely i f necessary. This is captured by 
multiplying the respective speed with a factor of (1 – 
stategate), if stategate is 1 for a closed gate and 0 otherwise.  
While the bottle conveyor has no fixed relation between 
the speed of the belts and the motion of the bottles, which 
may slide, other machines, such as the filler, transport 
objects by locking them to certain sockets. This is obtained 
as a specialization of the buffer model with a unique speed 
and the capacity given by the number of sockets that can be 
occupied by objects while processing them. 
Some elements, such as the bottle cleaning unit, may have 
n inputs of the same type of objects). To accommodate this 
feature in the model, we simply have to replace the actual 
input flow by the sum of several individual input flows. 
Elements having several outputs (for objects of the same 
type) usually require some modeling of the mechanism that 
distributes the objects among the various outputs, e.g. 
evenly (i f possible) or according to some criteria. An 
example for the latter case is given by inspection machines 
ejecting objects that fail to pass some test. 
Another class of machines produces an output by 
combining objects of different kinds, as for instance the 
packaging of 20 bottles in a crate. The ratio of the number 
of different objects participating in this combination is 
usually not arbitrary, but exactly specified. This ratio links 
the various potential and actual inflows and the outflow, 
which is then limited by the “slowest”  input flow (relative 
to the ratio of the respective object type).  
The counterpart to this very generic combination element 
is the separation element, with unpackers being a 
subclass, in which the slowest actual outflow of a 
decomposition result limits the potential inflow of the 
composite object. 
This set of fairly generic model types turns out to cover the 
variety of machines in a bottling plant and, more generally, 
also in the food packaging plants that we encountered. 

4. Validation of the Base Model 

In order to validate the component models described above 
we implemented them as numerical simulation models in 
MATLAB/SIMULINK® [MathWorks 08] and compared 
the simulated behavior (using the solver \ode4" (Runge-
Kutta) with a fixed-step size of one second) with the one of 
real plants. 
Every component was modeled using the equations 
introduced above and tested in isolation to check whether it 
was adequate of and stated in a context-independent 
manner, which is a prerequisite for compositionality. In a 
second step, a model of a complete plant was configured 
using the validated components. 
In testing the individual components, values of single 
parameters and variables were varied, and the response of 
the simulated behavior was monitored. For example, the 
predicted changes in the buffered material B of a 
component for different values of the input speed vin and 
the output speed vout are shown in Figure 5. It depicts that 
the buffer fills as long as the input speed is higher than the 
output speed (assuming a sufficient supply), whereas with 
the input speed reduced to its minimum 0.1 and the output 
speed being still high, the amount of buffered objects 
decreases. 
Because of the minimal transportation time, td, of the 
component, the buffer is not completely emptied, as long 
as there is input available. Furthermore, only the objects 
represented by the variable Bout determine the existence of 
an output flow. Another real characteristic behavior can be 
reproduced when increasing the input speed while 
maintaining the output speed constant. Although vin is still 
higher than vout, the buffer filling degree remains constant 
after a certain time, because it is limited by the maximum 
capacity of the component.  
Similar results were achieved by testing the other 
component type models, providing evidence that the 
models capture the features relevant to the diagnostic task 
and do not violate context-independence. 

 

Figure 5. Plots showing the changes of the buffer (lower) in 
response to variation of input and output speeds (upper) 

 

Figure 6. The structure of one of the test plants 
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The second challenge was validation by comparing the 
simulated behavior of a plant model with the behavior of a 
real plant. Several test cases were constructed, based on 
real-world downtimes scenarios of the bottling plant whose 
topology is shown in Fig. 6.  
The simulated plant consists of a primary flow of bottles 
and a secondary object flow of crates. In one test case, the 
downtime propagation of a failure of the crate washer was 
simulated and analyzed. This failure interrupts both object 
flows. After some delay, missing input occurs at the crate 
packer. Also the unpacker stops at some point, due to its 
output being blocked. The details of the propagation of 
failure depend on the capacities and filling degrees of the 
various buffers connecting the machines. For instance, if 
the crate magazine is empty and all other buffers are filled 
with a sufficient degree, the lack of crates will rapidly 
reach the crate packer. This causes a blockage of the 
labeling machine and the bottle filler (because the packer is 
not able to process the bottles) before the lack of bottles in 
the primary flow (caused by the inoperable unpacker) 
reaches the filling machine. In contrast, if the crate 
magazine is completely full, the crate packer keeps 
working for some time, and the filling machine will be 
stopped due to a lack of bottles. 
Even for this complex scenario, the simulation model 
reproduces the behavior of the real world plant. Similarly, 
the characteristics of fault propagation occurring in real 
plants were predicted for other relevant scenarios. 

5. Abstraction to Qualitative Diagnosis 
Models 

Using the model presented above directly for diagnosis is 
not appropriate. Firstly, as for all numerical models, its 
accuracy is only a pretended one in many respects, e.g. in 
assuming conservation laws to hold and in ignoring the 
imprecision in the available data, e.g. when flows are 
determined via counters or the speed of belts. Secondly, the 
diagnostic task requires the analysis of qualitative, rather 
than arbitrarily small numerical deviations from the 
nominal behavior and, hence, needs to be addressed by an 
appropriate level of abstraction in the model. 
The level of model abstraction depends on the intended 
goal of the diagnosis: we first focused on “hard”  failures 
(stop of the filling machine, that is) caused by hard faults 
(blockage of another machine), which can be based on 
distinguishing zero from non-zero flow only. For capturing 
“soft”  faults (deviating behaviors) that lead, perhaps in 
combination, to a hard failure or a non-optimal behavior, a 
different model is required. 

5.1 Sign-based Absolute Model 
The total interruption of the flow requires distinctions 
between zero and non-zero flows only.  Sign abstraction of 
the numerical model yields the qualitative constraints on 
the variables shown in Fig. 7 (we omit equations (2) and 
(4), which are difficult or impossible to exploit because 

neither B(t) nor Bout(t) can be observed properly) together with 
the respective finite relations. (Remember that flows and speeds 
cannot be negative). 
The abstraction of combination elements (such as the crate 
packer) outlined in section 3.5 will include the application 
of the three model fragments of Fig. 7 to all individual 
inflows as well as a constraint simply stating the qualitative 
equality of all inflows (the ratio of the flows drops out, 
because it is a positive number): 
 [in1.qpot(t)] = [in2.qpot(t)] = … = [ink.qpot(t)]. 
This captures, for instance, the fact that one lacking input 
will stop all other inputs, as well. The dual applies to 
separation elements. 
This model has been validated using the diagnosis tool 
RAZ’R [Raz’ r 08] on several scenarios, including the one 
described at the end of section 4, which involves a fault in 
the washer. (Because the current version of RAZ’R does 
not support the required temporal indexing of the 
predictions, the temporal information was stripped off and 
cyclic prediction was prevented in order to avoid spurious 
inconsistencies due to different values occurring at 

Transportation Element with Buffer 
(1) [in.qpot(t)] = [vin(t)]         if C-B(t) > 0 
  [in.qpot(t)] = min ([vin(t)] , [out.qact(t)])  if C-B(t) = 0 
 
   [in.qpot(t)] [vin(t)] [out.qact(t)] [C-B(t)] 
       0   0     *       + 
       +   +     *       + 
       +   +     +       0 
       0   0     +       0 
       0   +     0       0 

(3) [out.qpot(t)] = [[vout(t)]           if Bout(t)-1� 0 
  [out.qpot(t)] = min ([in.qact(t - td)] ,[ vout(t)]) if Bout(t)-1<0 
 
   [out.qpot(t)] [ vout(t)] [in.qact(t - td)] [Bout(t)-1] 
       0    0     *       0 
       0    0      *       + 
       +    +      *       0 
       +    +      *       + 
       0    0      +      - 
         0    +      0      - 
       +    +      +      - 
 

Connector between Transportation Elements  
(5) [TEn.out.qact(t)] =  
          min ([TEn+1.in.qpot(t)] , [TEn.out.qpot(t)]) 
   [TEn.out.qact(t)] = [TEn+1.in.qact(t)]  
 
   [TEn.out.qact(t)]

  [TEn+1.in.qpot(t)] [TEn.out.qpot(t)] 
      0        0      + 
         0        +       0 
         +        +       + 

Figure 7. Sign-based qualitative models of buffer and 
connector. [x]  denotes the sign of x. “ * ”  in a row represents 
“ no restriction”  and, hence, the entire row multiple tuples 
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different times). The model is consistent with a lack of 
crates for the packer, which propagates backwards to a 
potential stop of the unpacker, which in turn may be caused 
by the inoperability of the washer.  
We briefly demonstrate that the inferential power of the 
model suffices for handling the considered class of faults 
and failures despite its simplicity: assume that a 
transportation element TEn with a single speed, vin(t) = 
vout(t), produces an output, i.e. [TEn.out.qact(t)] = +,  but has 
no inflow, [TEn.in.qact(t)] = 0. Then the constraints yield: 

 [TEn.out.qact(t)] = + (5) �    [TEn.out.qpot(t)] = + 

  (3) �     [TEn.vout(t)] = [TEn.vin(t)] =+ 

 [TEn.out.qact(t)] = +  ∧  [TEn.vin(t)] = + 

  (1) �     [TEn.in.qpot(t)] = + 

 [TEn.in.qpot(t)] = +  ∧  [TEn.in.qact(t)] = 0 

  (5) �     [TEn-1.out.qpot(t)] = 0 

If TEn-1 is operational, which implies [TEn-1.vout(t)] = +, 
then  

 [TEn-1.out.qpot(t)] = 0  ∧ [TEn-1.vout(t)] = +  

  (3) �     [TEn-1.in.qact(t - td)] = 0 . 

This means, even without information about the buffers, 
the lack is propagated backwards across the models of 
correct elements (but will be consistent with a “block”  
mode, for instance) as expected.  

5.3 Qualitative Deviation Model 
The base model can also be used as the starting point for an 
abstraction that allows analyzing more subtle problems: the 
filling machines may not always be forced to stop 
operation, but, perhaps, run at reduced speed due to 
insufficient supply. For this purpose, the base model can be 
transformed into one that captures the propagation of 
deviations from some reference along the lines of [Struss 
04]). A deviation of a variable x is defined as  

 ∆ x = [xact – xref],  

i.e. the difference between the actual and some reference 
value, which may remain unspecified. Usually, the latter 
represents some optimal or nominal value. This definition 
plus the sign-based abstraction for deviation variables and 
dropping B(t) and Bout(t) transforms the base model into 
the deviation model of Fig. 8. Both the domain abstraction 
to signs and the projection that eliminates the buffer 
variables establish a true abstraction of the original model.  
Besides the analysis of reasons for suboptimal 
performance, such a model may be useful or even 
necessary for the diagnosis of filler stoppages, as well. The 
reason is that the filler may be stopped not because its 
inflow is zero for a long time interval, but because the 
available inflow is less than the flow requested by its 
speed, i.e. vin(t) /d0, and, hence, there is a gap in the supply 

and the filler is not supplied with a bottle for each socket, 
as required. 
This model has not yet been validated in the diagnostic 
setting. However, we provide again some evidence for its 
inferential power. The “soft version”  of the previous 
example states that the output and the speed of TEn do not 
deviate, but its inflow is too low. We obtain 

 ∆ TEn.out.qact(t) = 0  ∧ ∆ TEn.vin(t) = 0 

  (1) �     ∆ TEn.in.qpot(t) = 0 

 ∆ TEn.in.qpot(t) = 0  ∧  ∆ TEn-1.out.qact(t) = - 

  (5) �     ∆ TEn-1.out.qpot(t) = - 

 ∆ TEn-1.out.qpot(t) = -  ∧  ∆ TEn-1.vout(t) = 0 

  (3) �     ∆ TEn-1.in.qact(t - td) = - , 

i.e. again, the deviation is propagated upstream.  

Transportation Element with Buffer 
(1) ∆ in.qpot(t) = ∆ vin(t)  ∨ ∆ in.qpot(t) = ∆ out.qact(t) 
  
   ∆ in.qpot(t)  ∆ vin(t)  ∆ out.qact(t) 
       0     0       *    
       -     -       *  
       +     +       *   
       0     *       0  
       -     *       -  
      +      *      + 

(3) ∆ out.qpot(t) = ∆ vout(t) ∨ ∆ out.qpot(t) = ∆ in.qact(t - td) 

 
   ∆ out.qpot(t)  ∆ vout(t)  ∆ in.qact(t - td) 
       0     0       *    
       -     -       *  
       +     +       *   
       0     *       0  
       -     *       -  
      +      *      + 
 

Connector between Transportation Elements  
(5) ∆ TEn.out.qact(t) = ∆ TEn+1.in.qpot(t)  
  ∨  ∆ TEn.out.qact(t) = ∆ TEn.out.qpot(t) 
 
 ∆ TEn.out.qact(t) ∆ TEn+1.in.qpot(t) ∆ TEn.out.qpot(t) 
       0       0         *    
       -       -         *  
       +       +         *   
       0       *          0  
       -       *          -  
      +        *            + 

Figure 8. Qualitative deviation models of buffer and 
connector. ∆ x = [xact – xref]  is the qualitative deviation of a 
variable from a reference value (e.g. nominal or “ healthy”  

value). “ * ”  in a row represents “ no restriction”  and, hence, 
the entire row multiple tuples. 
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6. Summary and Outlook 

The validation has provided evidence that the models 
really capture the essential features of plant behavior we 
are interested in from a diagnostic perspective. However, 
we do not only have to cope with inaccurate values of 
quantities, such as flows, speeds etc. due to the actual 
process and the available measurements. Also the temporal 
inferences are not crisp. For instance, from zero output 
flow of a normally behaving machine during some time 
interval i1, an earlier time interval i0 can be inferred, in 
which zero input flow must have occurred. This means, in 
contrast to other temporal propagation schemes, the 
prediction cannot state that the flow was zero during the 
entire interval i0, but only that there exists a subinterval 
i’ 0⊆i0 with zero flow, which has to be taken into account in 
the consistency check. Furthermore, propagation will lead 
to progressively larger time intervals, which prompts for an 
approach that uses observations interleaved with prediction 
to narrow down the intervals.  
There are also different types of diagnostic tasks, such as 
our current focus, off-line post-mortem diagnosis (through 
analysis of stored data), on-line post-mortem diagnosis, 
and predictive diagnosis. 
Finally, the project aims at a contribution to improving the 
general conditions through standardization of the data 
acquisition. Partners of the consortium are the originators 
of an existing standard that has now been widely accepted 
for bottling plants. This has now been extended on the one 
hand regarding data relevant to diagnosis and on the other 
hand generalizing it for food packaging plants. This will 
significantly improve the conditions for effective and 
easily adaptable diagnostic solutions. 
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Abstract
The FDI approach to model-based diagnosis is con-
sidered. We present a method for residual gener-
ation that combines integral and derivative causal-
ity, and also utilizes equation system solvers and
theory of differential-algebraic equation systems.
To achieve this, a framework for computation of
variables from sets of dependent differential and/or
algebraic equations is introduced. The proposed
method is applied to a model of the gas flow in an
automotive diesel engine. The application clearly
shows the benefit of using a mixed causality ap-
proach for residual generation compared with solely
integral or derivative causality.

1 Introduction
With the rising demand for reliability and safety of techni-
cal systems, fault diagnosis has become increasingly impor-
tant. In the FDI approach to model-based fault diagnosis, a
mathematical model of the system, together with measure-
ments, is utilized to generate residuals, used to detect and
isolate faults present in the system. One residual generation
approach [Staroswiecki and Declerck, 1989] is to, by means
of structural analysis, use a part of the model, i.e. a subset
of equations, to compute a subset of the unknown variables
and then use a redundant equation as residual. The gener-
ation of a residual will thus consist of a finite sequence of
variable computations ending with an evaluation of an un-
used equation, where the computation in each step only re-
quire variables that are known, i.e. measured, or have been
computed in some previous step. Similar methods have been
used in [Blanke et al., 2003], [Cassar and M., 1997], [Ploix
et al., 2005], [Travé-Massuyès et al., 2006], and [Pulido and
Alonso-Gonzlez, 2004].

In these previous methods, the most common approach has
been to use one equation at a time to compute one single un-
known variable in each step. This has been done by using
scalar equation solvers for algebraic equations, and by apply-
ing either integral or derivative causality for differential equa-
tions.

However, complex models contain dependencies between
equations. This fact gives rise to differential and algebraic
loops or cycles, see [Blanke et al., 2003], [Katsillis and
Chantler, 1997], which corresponds to systems of dependent
differential and/or algebraic equations. Thus, it is important
that a method for residual generation is able to handle such
systems of equations. Furthermore, as illustrated in this paper,
it may be unnecessarily limiting to consider solely integral or
derivative causality.

The main contribution in this paper is a method for resid-
ual generation that utilizes equation system solvers and com-
bines integral and derivative causality into a mixed causality

∗This work was sponsored by Scania CV AB and VINNOVA
(Swedish Governmental Agency for Innovation Systems).

approach. To achieve this, we present a unifying framework
for computation of variables from sets of dependent differen-
tial and algebraic equations which utilizes theory for solving
and analyzing general differential-algebraic equations. In the
proposed method, the causality of differential equations is de-
fused and the way a differential equation is handled depends
on the context in which the variables appear, the available
tools for equation solving, the available tools for approximate
differentiation of measurements, and knowledge about initial
conditions.

The paper is organized as follows. Section 2 presents
preliminaries and some basic theory and references for
differential-algebraic equations and structural analysis. In
Section 3, a framework for computation of variables from sets
of dependent differential and algebraic equations is presented.
Sections 4 to 6 presents the proposed method. In Section 7,
an application example clearly shows the benefits of using
a mixed causality approach compared with either integral or
derivative causality. Section 8 concludes the paper. Due to
the limitation of space, proofs are omitted but can be found in
[Svärd and Nyberg, 2008].

2 Preliminaries
Consider a model M(E, X, Z) or M for short, consisting of a
set of equations E = {e1, . . . , em} relating a set of unknown
variables X = {x1, . . . , xn}, and a set of known variables
Z = {z1, . . . , zp}. Introduce a third set, D = {ẋ1, . . . , ẋn},
containing the derivatives of the variables in X. Without loss
of generality, we assume that the equations in the set E are in
the form

ei : fi (ẋ, x, z) = 0, 1 ≤ i ≤ m (1)

where ẋ, x, and z are vectors of the elements in the sets D, X,
and Z, respectively.

Define the set of trajectories of variables in Z that are con-
sistent with the model M(E, X, Z) as

O (M) = {z : ∃x; fi (ẋ, x, z) = 0, 1 ≤ i ≤ m} . (2)

The set O (M) is referred to as the observation set of the
model M. A residual generator is here formally defined as
follows.

Definition 1 (Residual Generator for M(E, X, Z)). A system
with input z and output r is a residual generator for the model
M(E, X, Z) and r is a residual if z ∈ O (M) ⇒ r = 0.

2.1 Differential-Algebraic Equation Systems
It is assumed that the model (1) contains both differential and
algebraic equations, that is, it is a differential-algebraic equa-
tion (DAE) system, or descriptor system. DAE-systems ap-
pear in large classes of technical systems like mechanical-,
electrical-, and chemical systems. Further, DAE-systems are
also the result when using physically based object-oriented
modeling tools, e.g. Modelica, [Mattson et al., 1998].
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A common approach when analyzing and solving general
DAE-systems, is to first seek a reformulation of the original
DAE into a simpler and well-structured description with the
same set of solutions, see [Kunkel and Mehrmann, 2006], and
[Brenan et al., 1989]. To classify how difficult such a reformu-
lation is, the concept of index has been introduced. There are
different index concepts depending on what kind of reformu-
lation that is sought. In this paper we will use the differential
index, which is defined as the number of times that all or parts
of the DAE must be differentiated with respect to time in order
to write the DAE as an ordinary differential equation (ODE),
see for example [Brenan et al., 1989]. The reformulation thus
aims to write the original DAE as an ODE, i.e. a system in
state-space form.

2.2 Structure of the Model
Let C ⊆ E and introduce the notations

varX(C) =
{

xj ∈ X : ∃ei ∈ C,
∂fi

∂xj
�≡ 0 ∨ ∂fi

∂ẋj
�≡ 0

}
,

varD(C) =
{

ẋj ∈ D : ∃ei ∈ C,
∂fi

∂ẋj
�≡ 0

}
.

Let G = (E, X, A) be a bi-partite graph where E and X are
the (disjoint) sets of vertices, and

A = {(ei, xj) : xj ∈ varX({ei}), ei ∈ E, xj ∈ X} , (3)

the set of arcs. We will call the bi-partite graph G = (E, X, A)
the structure of the model M(E, X, Z). Note that with this
representation, there is no structural difference between the
variable xj and the differentiated variable ẋj . An equivalent
representation of G is the bi-adjacency matrix defined as

B = {bij : bij = 1 if (ei, xj) ∈ A, 0 otherwise} . (4)

A matching Γ on the bi-partite graph G is a subset of A
such that no two arcs have common vertices. A matching with
maximum cardinality is a maximum matching. A matching is
a complete matching with respect to E (or X), if the matching
covers every vertex in E (or X).

By directing the arcs contained in a matching on the bi-
partite graph G in one direction, and the remaining arcs in the
opposite direction, a directed graph can be obtained from G.
A directed graph is said to be strongly connected if for every
pair of vertices xi and xj there is a directed path from xi to
xj . The maximal strongly connected subgraphs of a directed
graph is called its strongly connected components (SCC), see
for example [Asratian et al., 1998].

There exists a unique structural decomposition of the bi-
partite graph G = (E, X, A), referred to as the Dulmage-
Mendelsohn (DM) decomposition, [Dulmage and Mendel-
sohn, 1958], [Murota, 1987]. It decomposes G into irre-
ducible bi-partite subgraphs G+ = (E+, X+, A+), G0

i =
(E0

i , X0
i , A

0
i ), 1 ≤ i ≤ s, and G− = (E−, X−, A−), re-

ferred to as DM-components, see Figure 1. The component
G+ is the over-determined part of G, G0 =

⋃s
i=1 G0

i the just-
determined part, and G− the under-determined part. The DM-
components G0

i = (E0
i , X0

i , A
0
i ) correspond to the SCC of the

directed graph induced by any complete matching on the bi-
partite graph G0, [Murota, 1987].

3 Computability of Variables
Introduce the notation XI for the subset of X defined as
XI = {xi : i ∈ I}, where I ⊆ {1, . . . , n}. A similar
convention will be used to denote subsets of D, Z, and E.
Also, Ī will be used to denote the complement of the set I
in {1, . . . , n}, i.e. Ī = {1, . . . , n} \ I . To retrieve the indices
of a set of variables (or equations), the operator ind(·) is in-
troduced, i.e. ind(XI) = I . Now, let I ⊆ {1, 2, . . . , n} and
J ⊆ {1, 2, . . . , m}, and consider the sets XI and EJ .

X+ X 0 X -

E +

E 0

E -

0 0

0

E 1
0

E s
0

0

Figure 1: The bi-adjacency matrix showing the DM-
decomposition of G. The line along the diagonal in corre-
sponds to a maximum matching on G.

Definition 2 (Computability). The variables XI are com-
putable from the equations EJ if, given trajectories of the vari-
ables XĪ ∪ Z, trajectories of XI can be computed with the
available tools.

3.1 Tools for Computation of Variables
Computability of a set of variables from a set of equations
generally depends not only on the analytical properties of the
equations in the set, but also on the set of tools that are avail-
able for use. In this paper, three types of tools are considered:

DE Solving Tools: Tools for solving explicit ordinary differ-
ential equations;

AE Solving Tools: Tools for solving algebraic (not differen-
tial) equation systems;

Differentiating Tools: Tools for approximate differentiation
of measured (known) variables.

An AE solving tool is typically some software package for
symbolic or numerical equation solving. A differentiating tool
can for example be an implementation of a low-pass filter or
a smoothing-spline approximate differentiator, [Wei and Li,
2006]. In this paper, we assume that AE solving tools are
available through existing standard software packages like e.g.
Maple or Mathematica, and design and implementation of AE
solving tools will not be considered. We also assume that DE
solving tools are always available, i.e. that the states of an
explicit ordinary differential equation (a DAE of differential
index 0) can be computed if the initial conditions of the states
are known and consistent. This can be motivated by the fact
that there exist several efficient methods for solving ODEs,
see for example [Brenan et al., 1989]. Implementations are
available in for example MATLAB and SIMULINK. Of course
the assumption is not always valid and numerical solving of
ODEs involves difficulties and problems such as stability and
stiffness but this is not in the scope of this paper.

Proposition 1 (Computability). The variables XI are com-
putable from the equations EJ if

1. the available AE solving tools admits a transformation
of EJ into

ẋId = gd (ẋĪ , xĪ , xId , xIa , z) (5a)

xIa = ga (ẋĪ , xĪ , xId , z) , (5b)

where Id = ind(varD(EJ)) ∩ I , and Ia = I \ Id,

2. the initial conditions of the variables in XId are known
and consistent, and

3. the derivatives in varD(EJ) ∩ DĪ can be obtained with
the available differentiating tools.

Remark 1. If all equilibrium points of the system (5a) are,
or with for example state-feedback can be made, (globally)
asymptotically stable, the effect of the initial conditions are
neglectable and condition 2 can be removed, see for exam-
ple [Khalil, 2002].
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Remark 2. One alternative to differentiate unknown vari-
ables directly, is to propagate known variables through a set
of equations so that derivatives of unknown variables can be
expressed as derivatives of known, i.e. measured, variables.
Assume for example that we want to compute the derivative
ẋ1 and we also have that x1 = z1. To compute ẋ1, we use a
differentiating tool to compute ż1 and then use ẋ1 = ż1.

There are two important special cases of computability. If
the variables XI are computable from EJ and Ia = I , Id =
∅, i.e.

xI = g (ẋĪ , xĪ , z) , (6)

the variables XI are said to be algebraically computable from
EJ . Conversely, if Id = I and Ia = ∅, i.e.

ẋI = g (ẋĪ , xĪ , xI , z) , (7)

the variables XI are said to be differentially computable from
EJ . If a set of variables is algebraically computable, so called
derivative causality is used, and if a set of variables is differ-
entially computable integral causality is used, see [Blanke et
al., 2003]. Thus, if a set of variables is computed according
to (5), or if a subset of variables in a model is algebraically
computable and another subset of variables is differentially
computable, both integral and derivative causality is used, i.e.
mixed causality.
Remark 3. If the variables XĪ are regarded as known vari-
ables and the sets Id and Ia are both non-empty, (5) is equiv-
alent to a semi-explicit DAE of differential index 1. Further-
more, (6) corresponds to an algebraic equation or equiva-
lently an explicit DAE of differential index 1, and (7) to an ex-
plicit ODE or an explicit DAE of differential index 0, see [Bre-
nan et al., 1989].

3.2 Initial Conditions and Estimation of
Derivatives

The availability of initial conditions in general depends on the
knowledge about the underlying system represented by the
model. For complex physical systems, object-oriented model-
ing tools, e.g. Modelica [Mattson et al., 1998], are frequently
used to build models. Often, this leads to that differentiated
variables in the models correspond to physical quantities such
as pressures and temperatures, which makes initial conditions
known.

If the derivatives of a set of variables can be computed or
not, depends both on the available set of differentiating tools
and the quality of the measurements of the known variables.
There are several approaches for approximate differentiating,
e.g. smoothing spline approximation [Wei and Li, 2006]. An
extensive survey of methods can be found in [Barford et al.,
1999]. Derivative estimation is not in the scope of this paper,
and will not be further considered.

4 A Method for Residual Generation
One approach to residual generation for a model is to sequen-
tially compute subsets of the unknown variables from subsets
of the equations, and then use an unused equation as resid-
ual. The generation of a residual will then consist of a finite
sequence of variable computations, ending with an evaluation
of a residual equation. The computation of variables in each
step can thus only use variables that has been computed in
some previous step, and known variables. To describe which
variables that should be computed from which set of equa-
tions and in which order the variables should be computed,
we introduce the concept variable set matching.

4.1 Variable Set Matching
Assume that I = {I1, . . . , Is} and J = {J1, . . . , Jt} are
partitions of {1, . . . , n} and {1, . . . , m} respectively, and let
the corresponding induced partitions of X and E be denoted
X = {XI1 , . . . , XIs} and E = {EJ1 , . . . , EJt}.

Let Λ be a function from X to E and assume that
(XIi , EJi) ∈ Λ and (XIj , EJj ) ∈ Λ. Define the binary re-
lation ≺ on X × E such that (XIi , EJi) ≺ (XIj , EJj ) iff
XIi ∩ varX(EJj ) �= ∅
Definition 3 (Variable Set Matching). The function Λ is a
variable set matching for X on E if

1. Λ is injective,

2. for every (XIi , EJi) ∈ Λ it holds that the variables XIi

are computable from EJi , and

3. the directed graph defined by ≺ on Λ contains no di-
rected cycles.

Remark 4. The first property ensures that Λ is complete with
respect to the variable set X. The third property prevents that
computation of the variables in XIi requires the variables in
XIj , which in turn requires the variables in XIi .

Proposition 2. The variables X are computable from the
equations E if there exist partitions of X and E such that there
exists a variable set matching Λ for X on E.

The binary relation ≺ on the variable set matching Λ de-
fines a computation order for X on E. A computation order
can thus be represented as a directed acyclic graph.

4.2 Computation Sequence
If the variables X are computable from E, the variable set
matching Λ specifies which variables that should be computed
from which equations. The order in which the variables in X
must be computed is specified by the computation order ≺.
From a computation order, a computation sequence can be
obtained.
Definition 4 (Computation Sequence for X on E). A linear or-
der obtained by topological ordering of the directed (acyclic)
graph defined by ≺ on the variable set matching Λ is a com-
putation sequence for X on E.

In general, a computation sequence obtained from a com-
putation order is not unique.

Assume that the variables X are computable from E, and
that X = {XI1 , . . . , XIs} and E = {EJ1 , . . . , EJt} are the
partitions of X and E for which a variable set matching Λ ex-
ists. If we define R = {1, . . . , m}\{⋃s

i=1 Ji}, the set ER will
contain those equations that are not used in the computation
of the variables in X, and will be referred to as the redundant
equation set associated with the variable set matching Λ.

By using trajectories of the known variables in Z and the
equations in E \ ER, trajectories of all variables in X can
be computed according to the computation sequence. As
the trajectories of all variables in X are computed, we can
compute a residual from a redundant equation e i ∈ ER as
r = fi(ẋ, x, z). The equation ei will be referred to as the
residual equation. We have motivated the following proposi-
tion.
Proposition 3. A computation sequence for X on E to-
gether with an equation ei ∈ ER is a residual generator for
M(E, X, Z).

To illustrate the concepts presented above, we study a small
academic example.
Example 1. Consider the following set of equations

e1 : ẋ1 + x1x2 + x5 + z1 = 0
e2 : ẋ2 + x1 + x2 + x3 + z2 = 0
e3 : ẋ3 + x3 − x4 = 0
e4 : x3 + x4 + x5 + z3 = 0
e5 : x5 + z4 = 0
e6 : h(x1, x4, z5) = 0,

where it is assumed that neither x1 nor x4 can be com-
puted from e6. Let E = {e1, e2, e3, e4, e5, e6}, X =
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{x1, x2, x3, x4, x5}, Z = {z1, z2, z3, z4, z5}, and D =
{ẋ1, ẋ2, ẋ3, ẋ4, ẋ5}.

By first studying the equations e1 and e2, we see that
{x1, x2} can be (differentially) computed from {e1, e2}, if the
initial conditions of x1 and x2 are known and consistent, and
the available AE solving tools admit that e1 can be solved for
ẋ1 and e2 for ẋ2. We also see that if e3 can, with the available
AE solving tools, be solved for ẋ3 and e4 for x4, the equation
set {e3, e4} becomes

ẋ3 = −x3 + x4

x4 = −x3 − x5 − z3,

which is on the form (5). Thus, if also the initial condition of
x3 is known, {x3, x4} are computable from {e3, e4}. If we
assume that our AE solving tools admits that e5 is solved for
x5, {x5} is (algebraically) computable in {e5}. With X and
E partitioned as X = {{x1, x2}, {x3, x4}, {x5}} and E =
{{e1, e2}, {e3, e4}, {e5}, {e6}}, we now define the function

Λ = {({x1, x2}, {e1, e2}), ({x3, x4}, {e3, e4}), ({x5}, {e5})}
from X to E . Since {x5} ∩ varX({e3, e4}) = {x5} ∩
{x3, x4, x5} = {x5}, it holds that ({x5}, {e5}) ≺
({x3, x4}, {e3, e4}), and by similar calculations, we con-
clude that ({x5}, {e5}) ≺ ({x1, x2}, {e1, e2}), and
({x3, x4}, {e3, e4}) ≺ ({x1, x2}, {e1, e2}). The directed
graph defined by ≺ on Λ is pictured below.

({x3, x4}, {e3, e4}) �� ({x1, x2}, {e1, e2})

({x5}, {e5})

�� ����������������

Since the directed graph contains no directed cycles, the func-
tion Λ is injective, and all variables are computable in respec-
tive equations for each element of Λ, we conclude that Λ is a
variable set matching for X on E. From the directed graph, we
obtain the computation sequence

({x5}, {e5}), ({x3, x4}, {e3, e4}), ({x1, x2}, {e1, e2}). (8)

The variables in X can then be computed in the order specified
in (8). The only redundant equation in E is thus e 5, and hence
the residual is computed as r = h(x1, x4, z5).

5 Finding Computation Sequences
The problem of designing a residual generator for the model
M(E, X, Z) can be divided into the following steps

1. Find a variable set matching;
2. Obtain a computation sequence from the computation or-

der associated with the variable set matching;
3. Use a redundant equation as residual equation.

Step 2 is trivial, there are many efficient algorithms for topo-
logical ordering, see for example [Cormen et al., 2001]. Since
also step 3 is trivial, the key point is to find a variable set
matching.

5.1 Finding Variable Set Matchings
A variable set matching Λ for X on E is a function from
a partition X = {XI1 , . . . , XIs} of X to a partition E =
{EJ1 , . . . , EJt} of E, that fulfills the properties specified in
Definition 3. To be more specific, it must hold that for every
XIi ∈ X there exists EJj ∈ E such that XIi are computable
from EJj , and that the directed graph defined by the relation
≺ on Λ contains no cycles.

As said in Section 3, computability of variables from a set
of equations depends on both the analytical properties of the
equations in the set and the set of tools available for use. Nat-
urally, a necessary condition for XIi to be computable from
EJj is that XIi ⊆ varX(EJj ). Regarding the tools, we assume
the following.

Assumption 1. AE solving tools require that |EJ | = |XI |.
Assumption 2. AE solving tools prefer, for e.g. numerical
reasons, equation sets of small cardinality before equation
sets with large cardinality.

An implication of Assumption 2 is that if the variables XI
are computable from EJ , but there exists a variable set match-
ing Λ = {(XI1 , EJ1), . . . , (XIs , EJs)} for XI on EJ , it is
preferable to compute the variables XI from the smaller equa-
tion sets EJi .

Finding Equation Sets with Minimum Cardinality
Due to Assumption 2, we should find partitions of X and
E with maximum cardinality. Thus, variable set matchings
should contain equation (and variable) sets of minimum car-
dinality. However, equation sets of cardinality one can not
always be used due to dependencies between equations. The
dependencies will naturally induce cycles in the intended vari-
able set matching.

Consider the bi-partite graph G = (E, X, A), represent-
ing the structure of the model M(E, X, Z) according to Sec-
tion 2.2. Let I and J be subsets of {1, . . . , n} and {1, . . . , m}
respectively, such that the submodel M̄(EJ , XI , Z) of M is
just-determined. Let Ḡ = (EJ , XI , Ā) denote the correspond-
ing bi-partite graph representing the structure of M̄. Motivated
by the fact that the DM-components are irreducible bi-partite
subgraphs, we apply the DM-decomposition to the graph Ḡ
to obtain the DM-components Ḡi = (EJi , XIi , Āi). Since
Ḡ is just-determined, the DM-components Ḡi are exactly the
SCCs of the directed graph induced by any maximum match-
ing on Ḡ, see for example [Murota, 1987]. The following
proposition holds.

Proposition 4. Let Ḡ = (EJ , XI , Ā) be a just-determined
part of G = (E, X, A) and Ḡi = (EJi , XIi , Āi), 1 ≤ i ≤ s its
strongly-connected components. The set

Λ = {(XI1 , EJ1), . . . , (XIs , EJs)} (9)

is a variable set matching for XI on EJ if for every
(XIi , EJi) ∈ Λ, the variables XIi are computable from EJi .

A justified question is then if there exists a variable set
matching for XI on EJ , whose equation sets have less car-
dinality than the equation sets originating from the SCCs ac-
cording to Proposition 4.

Proposition 5. Let Ḡi = (EJi , XIi , Āi) be a SCC of Ḡ, then
there exist no variable set matching with elements of cardinal-
ity larger than one for XIi on EJi .

Proposition 5 implies that it is impossible to partition EJ
into blocks with less cardinality than the SCC, without ending
up with a cycle that prohibits a variable set matching.
Remark 5. SCCs are utilized in [Porté et al., 1988] and
[Katsillis and Chantler, 1997] to determine the causal or-
der [Iwasaki and Simon, 1986] of the variables in a model
consisting of algebraic and differential equations. However,
the causal order depends only on the occurrences of variables
in the equations and does not consider computability, i.e. ana-
lytical properties of the involved equations, initial conditions,
and available tools. SCCs are also used to partition sparse
systems of equations into the so called BLT-form in tools for
non-causal simulation, see for example [Fritzon, 2004].

5.2 An Algorithm for Finding Variable Set
Matchings

Proposition 4 states a sufficient condition for finding a vari-
able set matching. Motivated by this and the implication of
Proposition 5, we propose Algorithm 1 for finding a variable
set matching for XI on EJ .

The function findAllSCC in Algorithm 1 returns equa-
tion and variable sets corresponding to the SCCs of the spec-
ified just-determined equation set, with respect to the speci-
fied set of variables. There are efficient algorithms for finding
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Algorithm 1: findVariableSetMatching
Input: A just determined set of equations EJ , a set of variables

XI , a set of AE solving tools TAES, and a set of
differentiating tools TD

Output: A variable set matching Λ for XI on EJ

Λ := ∅;
S := findAllSCC(EJ ,XI);
foreach (EJi , XIi) ∈ S do

if isComputable(EJi ,XIi ,TAES ,TD) then
Λ := Λ ∪ (XIi , EJi);

else
return ∅;

end
end
return Λ;

SCCs in directed graphs, see for example [Tarjan, 1972]. The
function isComputable determines if the specified set of
variables can be computed from the specified set of equations.
This function is described in Algorithm 2, and will be further
considered in Section 6.

5.3 Connection to MSO Sets
The problem of residual generation for a given model can,
as said in beginning of this section, be divided into the three
parts: 1) find a variable set matching, 2) obtain a computation
sequence from the variable set matching, 3) use a redundant
equation as residual equation. From the discussion above, it
is clear that to find a variable set matching it is sufficient to
consider a just-determined part of the given model. Hence, to
design a residual generator it is sufficient to consider a part
of the model that consist of a just-determined part and one
redundant equation, that is, a minimal over-determined set of
equations or in the structural case, a minimal structurally over-
determined (MSO) set. The method for residual generation
outlined in the beginning of this section, can thus be refined:

1. Find a MSO set in the model;

2. Find a variable set matching in the MSO set;

3. Obtain a computation sequence from the computation or-
der associated with the variable set matching;

4. Use the redundant equation as residual equation.

There exist several efficient algorithms for finding all MSO
sets in a model, see for example [Krysander et al., 2008].

6 Analyzing Computability of Variables
Consider the variable set XI and equation set EJ . From the
development in Section 5.1, it is clear that we can limit our
analysis to the case when |XI | = |EJ |, and EJ corresponds to
a strongly-connected component.

The decomposition into strongly-connected components is
based on the structural representation of the model adopted in
Section 2. With this representation, there is no difference be-
tween a variable xj and the corresponding differentiated vari-
able ẋj . The strongly-connected components therefore con-
tains both differentiated and non-differentiated variables and
thus both differential and algebraic equations. This means
that the equation sets corresponding to SCCs are differential-
algebraic equations. One approach for further analysis of
computability of XI from EJ is then to apply methods for an-
alyzing and solving differential-algebraic equations (DAEs).

6.1 Analyzing Computability by Utilizing
Differential-Algebraic Equation Theory

Motivated by theories for analyzing and solving differential-
algebraic equation systems, we seek a reformulation, or trans-
formation, of EJ into the form (5) according to Proposition 1.
The ability to perform such a transformation, depends on
the analytical properties of the equations in EJ , as well as

the available AE solving tools. Having obtained a transfor-
mation of EJ into one differential part (5a), and one alge-
braic part (5b), it is also desirable that both the differential
and algebraic part are further decomposed into smaller just-
determined parts, due to Assumption 1 and 2. We illustrate
our approach for analyzing computability with an example.
Example 2. Consider the set of equations

e1 : ẋ1 − ẋ2 + x1x4 + x2 + x2
5 + x7x9 = 0

e2 : ẋ1 + ẋ2 + x2x3 + 2x5x
2
8 = 0

e3 : ẋ3 − x2
2x3x6 + ẋ7 = 0

e4 : x1x9 + x4 + x5 = 0
e5 : x2 + x4 − x5 + ẋ8 = 0
e6 : x2x3x5 + x6 + ẋ9 = 0,

which for simplicity contains no known variables. The
bi-adjacency matrix representing the structure of the equa-
tion set E = {e1, e2, e3, e4, e5, e6} with respect to X =
{x1, x2, x3, x4, x5, x6} is shown in (10). It is clear that E cor-
responds to a SCC of size 6.

Equation Unknown
x1 x2 x3 x4 x5 x6

e1 1 1 1 1
e2 1 1 1 1
e3 1 1 1
e4 1 1 1
e5 1 1 1
e6 1 1 1 1

(10)

First consider the equation set {e1, e2, e3}, which contains
the differentiated variables {ẋ1, ẋ2, ẋ3}. If we consider the
structure of {e1, e2, e3} with respect to {ẋ1, ẋ2, ẋ3}, we ob-
tain the bi-adjacency matrix shown in (11). We can now par-
tition {e1, e2, e3} into the equation sets {e1, e2}, and {e3},
corresponding to SCCs of size two and one, with respect to
the structure in (11).

Equation Unknown
ẋ1 ẋ2 ẋ3

e1 1 1
e2 1 1
e3 1

(11)

If our AE solving tools admits that {e1, e2} is transformed
into

ẋ1 =
1
2

(
−x2 − x2x3 − x1x4 − x2

5 − 2x5x
2
8 − x7x9

)

(12a)

ẋ2 =
1
2

(
x2 − x2x3 + x1x4 + x2

5 − 2x5x
2
8 + x7x9

)
,

(12b)

and {e3} into

ẋ3 = x2
2x3x6 − ẋ7, (13)

we have that {x1, x2} are differentially computable from
{e1, e2}, and {x3} is differentially computable from {e3} if
the initial conditions of {x1, x2} and {x3} are known and con-
sistent and the derivative {ẋ7} can be computed with the avail-
able differentiating tools.

Now instead turn to the equation set {e4, e5, e6}. From the
bi-adjacency matrix in (10), we then see that {e4, e5, e6} can
be partitioned into the equation sets {e4, e5} and {e6}, which
corresponds to SCCs of size two and one respectively. Under
the assumption that our AE solving tools admits a transforma-
tion of {e4, e5} into

x4 =
1
2

(−x2 − x1x9 − ẋ8) (14a)

x5 =
1
2

(x2 − x1x9 + ẋ8) , (14b)

Carl Svärd and Mattias Nyberg 185



and of {e6} into

x6 = −x2x3x5 − ẋ9, (15)

we see that {x4, x4} are algebraically computable from
{e4, e5} and {x6} is algebraically computable from {e6}, if
the derivatives {ẋ8} and {ẋ9} can be computed with the avail-
able differentiating tools.

We have then transformed the original set of equations E
into the form (5), with (12) and (13) corresponding to (5a),
and (14) and (15) to (5b). Thus, we have I d = {1, 2, 3},
Ia = {4, 5, 6}, and Ī = {7, 8, 9}. Hence, if the initial condi-
tions of {x1, x2, x3} are known and consistent, and the deriva-
tives {ẋ7, ẋ8, ẋ9} can be computed with the available differ-
entiating tools, the variables X are computable from E.

6.2 An Algorithm for Analyzing Computability
Motivated by Example 2 and the three conditions in Propo-
sition 1, we propose the following procedure for analyzing if
XI are computable from EJ

1. Partition I into {Ia, Id}, according to Id =
ind(varD(EJ)) ∩ I , Ia = I \ Id;

2. Determine if the initial conditions of the variables XId

are known and consistent;
3. Determine if the derivatives varD(EJ ) ∩DĪ can be com-

puted with the available differentiating tools;

4. Partition J into Ja and Jd, such that varD(EJa)∩DId =
∅;

5. Find the SCCs of Ga = (EJa , XIa , Aa). For each SCC
Ga

i = (EJa
i
, XIa

i
, Aa

i ), determine if XIa
i

can be com-
puted from EJa

i
with the available AE solving tools;

6. Find the SCCs of Gd = (EJd , DId , Ad). For each SCC
Gd

i = (EJd
i
, DId

i
, Ad

i ), determine if DId
i

can be computed
from EJd

i
with the available AE solving tools.

A complete, fully automated, algorithm can be found in Al-
gorithm 2. The function isInitCondKnown determines if
the initial conditions of the specified variables are available
and consistent. The function isAESolvable determines if
the specified variables are computable from the specified set
of equations with the available set of AE solving tools. The
function isDifferentiable determines if the derivatives
of the specified variables can be computed with the available
set of differentiating tools. The function regards propagation
of derivatives as described in Remark 2.

Given ideal AE solving tools, ideal differentiating tools,
and consistent initial conditions for the variables XId , where
Id = ind(varD(EJ) ∩ DI), Algorithm 2 returns true iff the
equation set EJ can be transformed into the form (5), possibly
with either of the sets Id or Ia empty. From this and Remark 3
it follows that with ideal AE solving tools, ideal differentiat-
ing tools, and consistent initial conditions for the variables
Xind(varD(E)), a variable set matching for X on E can be found
with Algorithm 1 iff E is just-determined and its SCCs can be
transformed to semi-explicit DAEs of differential index 1 or
explicit DAEs of differential index 1 or 0, i.e. SCCs in the
form (5), (6), or (7).
Remark 6. Although only SCCs corresponding to semi-
explicit DAEs of differential index one can be handled with
Algorithm 2, equation sets that are of higher differential index
as a whole can often be handled with the proposed method.
Consider the equation set

e1 : ẋ1 − x2 = 0
e2 : ẋ2 − x3 = 0
e3 : x1 − z1 = 0,

which is a DAE of differential index 3, taken from [Matt-
son and Söderlind, 1993]. If we assume that our AE and

Algorithm 2: isComputable
Input: A just-determined set of equations EJ , a set of variables

XI , a set of AE solving tools TAES, and a set of
differentiating tools TD

Output: True if the variables XI are computable from EJ , else
false.

Id := ind(varD(EJ ) ∩ DI);
if not isInitCondKnown(XId) then

return false;
end
if not isDifferentiable(varD(EJ ) ∩ DĪ ,TD) then

return false;
end
Ia := I \ Id;
Jd := ∅;
Ja := ∅;
foreach i ∈ J do

if varD({ei}) ∩ DI = ∅ then
Ja := Ja ∪ {i};

else
Jd := Jd ∪ {i};

end
end
Sa := findAllSCC(EJa ,XIa);
foreach (EJa

i
, XIa

i
) ∈ Sa do

if not isAESolvable(EJi ,XIi ,TAES) then
return false;

end
end
Sd := findAllSCC(EJd ,DId);
foreach (EJd

i
, DId

i
) ∈ Sd do

if not isAESolvable(EJd
i

,DId
i

,TAES) then
return false;

end
end
return true;

differentiating tools are ideal, Algorithm 1 returns the vari-
able set matching Λ = {(x1, e3), (x3, e2), (x2, e1)}, where
each element corresponds to a SCC of size 1. The associ-
ated computation sequence is (x1, e3), (x2, e1), (x3, e2) and
the variables {x1, x2, x3} can be computed from {e1, e2, e3}
as x1 = z1, x2 = ẋ1, and x3 = ẋ2. Thus, even though the
original system is a DAE of differential index 3, the proposed
method can be used to find a variable set matching since the
SCCs of {e1, e2, e3} are DAEs of differential index 1.

7 Application Example
In this section, the proposed method for residual generation is
applied to a complex model of the gas flow in an automotive
diesel engine.

7.1 The Engine Model
The modeled engine is a six cylinder Scania diesel engine
equipped with exhaust gas recirculation (EGR) and a vari-
able geometry turbocharger (VGT). The model focuses on
the gas flow in the engine and is described in [Wahlström,
2006]. To be better suited for residual generation, it was mod-
ified in [Kingstedt and Johansson, 2008]. The modified model
contains in total 50 equations, 47 unknown variables, and 11
known variables. The variables represent physical quantities
such as pressures, temperatures, and rotational speeds. The
model consists of 8 differential equations and 42 algebraic
equations, i.e. the model is a differential-algebraic equation.

7.2 Configurations of the Algorithm
For comparison, the algorithm was applied to the engine
model with three different configurations. The following pa-
rameters were used for configuration
• Availability of initial conditions;
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• Characteristics of AE solving tools;

• Characteristics of differentiating tools.

These parameters naturally influences the possibility to com-
pute variables in different ways, and thus also the possibility
to find variable set matchings.

The configurations used are shown in Table 1. With con-
figuration C1 the only way a set of variables can be computed
from a set of differential equations is algebraically since no
initial conditions are available, cf. (6). This is often referred
to as derivative causality, see [Blanke et al., 2003]. This ap-
proach for handling differential equations has been used in
for example [Izadi-Zamanabadi, 2002] and [Dustegor et al.,
2004]. With configuration C2 on the other hand, the only way
to compute a set of variables from a set of differential equa-
tions is according to (7), with the additional condition that
DĪ = ∅, since no derivatives are available. This is in the
literature referred to as integral causality, which is the way
differential equations are handled in for example [Pulido and
Alonso-Gonzlez, 2004] (still their framework supports the use
of both integal and derivative causality). Configuration C 3
thus handles both integral and derivative causality and if a set
of variables is computable from a set of equations depends
on the analytical properties of the equations in the set and the
available AE solving tools, according to Proposition 1. In all
three configurations it is assumed that the AE solving tools
only can handle equation sets with one element, i.e. SCCs of
size one.

Initial Conditions AE Sol. Tools Diff. Tools
C1 no scalar equations yes
C2 yes scalar equations no
C3 yes scalar equations yes

Table 1: Configurations of the algorithm

7.3 Results

By using an implementation of the engine model in MAT-
LAB/SIMULINK, and a MATLAB implementation of Algo-
rithm 1, the proposed method was applied to the engine
model. The implementation utilizes the fact discussed in Sec-
tion 5.3 and hence as a first step, all MSO sets are computed.
This step was achieved with the toolbox described in [Frisk et
al., 2006].

In total, 90 MSO sets were found in the engine model. In
Table 2 it is shown in which of the MSO sets a variable set
matching could be found with the different configurations of
the algorithm. With configuration C1, a variable set matching
could only be found in one of the MSO sets, with configu-
ration C2 in four of the MSO sets, and with configuration C3
a variable set matching could be found in 35 of the 90 MSO
sets.

Detailed Study of a Specific MSO Set
We will now consider one of the MSO sets where a variable
set matching could be found with configuration C 3, but not
with the configurations C1 and C2. The MSO set, referred to
as MSO set 4 in Table 2, contains 36 equations and 35 un-
known variables. Of the 36 equations, only five are differen-
tial equations. By using an equation named e36 as residual
equation, a variable set matching could be found. The struc-
ture of the corresponding just-determined part of MSO 4 is
shown in Figure 2.

The found variable set matching contains variable sets cor-
responding to 32 SCCs of size one, and one SCC of size three.
The SCCs are marked with a square in Figure 2. The SCC of
size three contains the variable set {T1, Te, xr} and equation

set {e11, e12, e13}, which are on the form
e11 : f11 (ẋr, xr, T1, Wei, pim, Wt, pem) = 0

e12 : f12

(
Ṫ1, T1, Te, xr, Tim

)
= 0

e13 : f13 (T1, Te, xr, Weq , pim, Wt, pem) = 0.

To compute {T1, Te, xr} from {e11, e12, e13}, a scalar equa-
tion solver implemented in MATLAB was used to compute
ẋr from e11, Ṫ1 from e12, and Te from e13. The equations
{e11, e12, e13} could then be written on the form (5) and since
the initial conditions of xr and T1 were known, {T1, Te, xr}
were computable from {e11, e12, e13}.

In the SCC of size one corresponding to the equation set
{e1}, the variable Wegr was algebraically computed by us-
ing the differentiated variable ṗim. The derivative ṗim was
computed with a smoothing spline approximate differentiator
implemented in MATLAB, and propagation of measured vari-
ables. In a similar way, the variables Wt and Pc were alge-
braically computed from {e2} and {e21}, respectively. This
was done by using the derivatives ṗem and Ẇt.

Since integral causality were used to compute variables
from the equation set {e11, e12, e13}, and derivative causal-
ity to compute variables from the equation sets {e1}, {e2},
and {e21}, it is clear that no residual generator could have
been created from MSO set 4, with e36 as residual equation,
if either integral or derivative causality had been used.
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Figure 2: The bi-adjacency matrix showing a just-determined
part of MSO set 4. The SCCs are marked with a square.

8 Conclusions
We have presented a mixed causality approach to resid-
ual generation, that combines integral and derivative causal-
ity and also utilizes equation system solvers and theory of
differential-algebraic equations. An important part of the pro-
posed method is a framework for computation of variables
from sets of dependent differential and/or algebraic equations.
In the mixed causality approach, the way a differential equa-
tion is handled depends on the context in which variables ap-
pear, the available tools for equation solving and approximate
differentiating of measurements, and knowledge about initial
conditions.

Complete algorithms for finding residual generators with
the proposed method, as well as analysis of computability of
variables from dependent differential-algebraic equation sys-
tems, have been presented. The algorithms have been applied
to a model of the gas flow in an automotive diesel engine. By
applying three different configurations of the algorithm, corre-
sponding to integral and derivative causality alone and mixed
causality, it has been shown that considerably more residual
generators can be found in the engine model with the mixed
causality approach.

Carl Svärd and Mattias Nyberg 187



MSO set

1 2 4 5 7 8 10 11 12 20 21 23 24 25 39 40 41 43 44 45 46 51 53 57 58 60 61 62 63 74 76 85 86 88 90

C1 x

C2 x x x x

C3 x x x x x x x x x x x x x x x x x x x x x x x x x x x x x x x x x x x

Table 2: A table showing in which of the MSO sets a variable set matching could be found with the different configurations of
Algorithm 1.
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Abstract
Several explanation and interpretation tasks, such
as diagnosis, plan recognition and image interpre-
tation, can be formalized as abductive and consis-
tency reasoning. Some proposals address the prob-
lem based on a task-independent representation of
a domain which includes an ontology or taxonomy
of hypotheses. In this paper we rely on the same
type of representation, and we address cost trade-
offs in abduction intended as an iterative process
where, like in model-based diagnosis, further ob-
servations are proposed to discriminate among can-
didates. Discrimination is performed up to an ap-
propriate level which depends on the cost of actions
(e.g. repair actions or therapy) to be taken based on
the results of abduction, and on the cost of addi-
tional observations, which should be balanced with
the benefits, in terms of more suitable actions, of
better discrimination. Abstractions have a signifi-
cant impact on this trade-off, given that the cost of
observing the same phenomenon at different levels
of abstraction may be quite different.

1 Introduction
Several explanation and interpretation tasks, such as diagno-
sis, plan recognition and image interpretation, can be formal-
ized as abductive reasoning or related forms of nonmonotonic
reasoning. A number of approaches[Chu and Reggia, 1991;
Console and Theseider Dupré, 1994; Kautz, 1991], includ-
ing recent ones[Besnardet al., 2007; Neumann and Möller,
2006], address the problem based on a representation of a
domain which includes an ontology or taxonomy of hypothe-
ses. Such a representation may have been developed inde-
pendently of the reasoning task (in perspective, it may even
be available on the Web in a shared ontology for different rea-
soning tasks), i.e., the structure reflects a natural representa-
tion of the domain, but it does not necessarily provide directly
the best structure for diagnosis or interpretation.

In this paper we adopt a similar representation, and con-
centrate on the following issues:

• Dealing with abduction as an iterative process where, as
in model-based diagnosis, further observations are pro-
posed to discriminate among candidate explanations;

• Balancing the costs of observations with (reduced) costs
or (increased) benefits of the results of abduction.

The costs/benefits associated with the results of abduction,
in a diagnostic setting, correspond to the cost of repair ac-
tions or therapy, and are expected to decrease as long as more
information is available on hypotheses; in a plan recognition
or in an interpretation task, the human or software agent us-
ing the results should similarly achieve some benefit from a
better discrimination of hypotheses or from more specific hy-
potheses, leading to a more focused action: this could either
imply a reduced cost — e.g. if hypotheses are threats to the
agent with costly defense actions — or an increased benefit
— e.g. if the agent might use the results to earn money. In all
settings, we intend that some action has to be taken based, in
general, on the remaining candidate hypotheses. If the set of
candidates is too broad or too abstract, the agent may incur
into higher action costs due to (a combination of) the follow-
ing reasons:

• more actions to be taken, to account for all possibilities,
e.g. in component-oriented diagnosis, replacing all sus-
pect components;

• selecting, for example, the action associated with the
most probable explanation, with an expected cost which
takes into account the cost of making, with a smaller
probability, the wrong action (repairing the wrong part,
taking the wrong therapy, defending from the wrong
threat); and similarly, in thebenefitcase, making an ac-
tion which will probably (but not certainly) be the right
one for achieving the benefit.

The different issues are related: discrimination may be per-
formed among hypotheses at the same level of abstraction,
but it could also involve refining hypotheses. In any case, dis-
crimination requires more observations, whose cost shouldbe
balanced with the benefits, in terms of more suitable actions,
of better discrimination.

The presence of a domain representation with abstractions
has a significant impact on this trade-off. The cost of observ-
ing the same phenomenon at different levels of abstraction
may vary significantly; in fact, it may range from subjective
information from a human (patient or user) to more or less
costly medical or technical tests, or, in an image interpretation
task, it may involve computationally complex image process-
ing, to be performed interactively with the reasoning task,as
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Alban Grastien, Wolfgang Mayer, and Markus Stumptner, Editors.
Proceedings of the 19th International Workshop on Principles of Diagnosis (DX-08),
September 22–24, 2008, Blue Mountains, NSW, Australia.



suggested in[Lammaet al., 1999].
In several settings, an observation which is itself expensive,

because it consumes resources and time to be performed, may
imply additional costs due to the delay before taking an ac-
tion: breakdown costs in diagnosing a physical system, risk
of death of the patient in medical diagnosis, taking defensive
actions too late, missing the opportunity of earning money.

Moreover, if the knowledge base has been designed inde-
pendently of the explanation/action task (e.g. diagnosis and
repair), it could therefore include a detailed descriptionof the
domain which is not necessary for the task; more generally,
the usefulness of a detailed discrimination may depend on the
specific case at hand.

By explicitly considering abstractions in the iterative ab-
duction process, we expect to reduce the observation costs
significantly, yet maintaining the ability to exploit detailed
observations and knowledge when convenient (similar advan-
tages have been shown in inductive classification with ab-
stractions, e.g.[Zhanget al., 2002]).

In the following, we first describe the knowledge we ex-
pect to be available. We then describe a basic iterative ab-
duction loop and we concentrate on the criterion for selecting
the next step in the loop: either performing a further observa-
tion at some level of detail, or stopping because the estimated
most convenient choice is performing the action(s) associated
with the current hypotheses. A later section is devoted to dis-
cussing the implications of allowing conjunctions of hypothe-
ses (and observations) to be drawn from the same taxonomy.
Finally, we summarize the contributions of the paper and con-
clude.

2 Domain Representation
The basic elements of the domain model are a set of ab-
ducibles (atomic assumptions)A = {A1, . . . , An} and a
set of manifestationsM = {M1, . . . , Mm}. Each abducible
Ai is associated with an IS-A hierarchyΛ(Ai) containing ab-
stract values ofAi as well as their refinements at multiple
levels; similarly, each manifestationMj is associated with
an IS-A hierarchyΛ(Mj). We assume that the direct refine-
mentsv1, . . . , vq of a valueV in a hierarchy (eitherΛ(Ai) or
Λ(Mj)) are mutually exclusive, and at most one of the leaf
values in a hierarchy is true in each situation, i.e. we allowat
most one instance for each abducible and observation; more-
over, for each leaf valuev of an abducible an a-priori proba-
bility p(v) is given.
The hypothesis spaceS(A) for the abduction task is the
set of all of the combinationsγ of values drawn from one
or more distinct hierarchiesΛ(Ai), while the manifestation
spaceS(M) is the set of all of the combinationsω of values
drawn from distinct hierarchiesΛ(Mj). The relationships be-
tween the values of the abducibles and the values of the man-
ifestations are defined by the domain knowledgeK ⊆ S(A)
× S(M).
Given an instance of manifestationsω ∈ S(M) and an in-
stance of abduciblesγ ∈ S(A), (γ, ω) ∈ K means thatω is a
possible observation set corresponding to hypothesis setγ.

We associate costs with the values of both abducibles and
manifestations. LetH ∈ Λ(Ai) be a value belonging to the

IS-A hierarchy ofAi; its costac(H) is the cost of the action
that has to be taken whenAi takes valueH (e.g. a repair
action ifAi represents a component andH denotes one of its
fault modes).
Leth1, . . . , hq be the children ofH in Λ(Ai), i.e. the possible
refinements of valueH . We assume that:

max({ac(h1), . . . , ac(hq)}) ≤ ac(H) ≤
q∑

k=1

ac(hk) (1)

i.e. the action that we take for a valueH of Ai costs no
less than the most expensive action for its refinements and
no more than taking the actions for all of such refinements.
As for the manifestations, letO ∈ Λ(Mj) be a value belong-
ing to the IS-A hierarchy ofMj ; its costoc(O) is the cost of
making the observation which refines valueO into one of its
childreno1, . . . , oq in Λ(Mj).

We can associate an action cost also with any instanceγ
= {H1, . . . , Hr} ∈ S(A) of abducibles simply asac(γ) =∑r

i=1 ac(Hi), i.e. we assume that independent actions are
taken for each of the abducibles values that appear inγ.
With a slightly more complex computation we can also asso-
ciate an action cost with a set of instancesΓ = {γ1, . . . , γs}
representing the cumulative action cost ifΓ is the final set
of explanations. In order to limit the cost analysis to the hy-
potheses in the current set of candidates, for each abducible
Ai, we compute a new hierarchyΛ(Ai, Γ) by considering the
portion of Λ(Ai) up to the least upper boundLUB(Ai, Γ)
that covers all of the values ofAi that appear inΓ and by fur-
ther removing from such a sub-tree all of the values that do
not appear inΓ.
In this way, it may happen that the costac(H) of a value
H ∈ Λ(Ai, Γ) is greater than the sum of the costsac(hk)
of its children, since not all of the children ofH defined in
Λ(Ai) need to appear inΛ(Ai, Γ). We therefore compute
bottom-up modified costsac∗ in Λ(Ai, Γ) which reestablish
property (1). The action cost ofΓ is then computed just as:

ac(Γ) =
s∑

i=1

ac∗(LUB(Ai, Γ))

In Figure 1 we show a fragment of a fictitious medical
domain model. On the left, there is the nosological de-
scription of some diseases, represented as three IS-A hier-
archies of abducibles (with rootsDisease1 , Disease2 , and
Disease3). For example,Disease1 .1 andDisease1 .2 are
two refinements ofDisease1 . On the right, there are possi-
ble symptoms and the possible medical examinations to be
performed, represented as three IS-A hierarchies of manifes-
tations (with rootsSymptom1 , LabTest1 , andLabTest2 ).
The a-priori probabilities of the leaves of abducibles is as-
sumed to be 1

28 , exceptp(Disease1 .1 ) = 1
27 . The ac-

tion costsac associated with each abducible are the costs
of treating the disease; the observation costsoc associated
with each internal node of manifestation hierarchies are the
costs of performing the related laboratory exam. The rela-
tionships between abducibles and manifestations are repre-
sented by rightwards dashed arrows. For example,Disease1
(and all its more specific diseases) impliesLabTest2 to be
positive; Disease1 .2 implies LabTest1 to be positive, and
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Figure 1: A (fictitious) medical domain model. The ellipses on the left represent the abducibles, i.e., the possible diseases,
arranged in IS-A hierarchies; the rectangles on the right represent the manifestations, i.e., the possible symptoms and labora-
tory exams, arranged in IS-A hierarchies. The rightwards dashed arrows represent the relationships between abducibles and
manifestations.

its refinementsDisease1 .2 .1 andDisease1 .2 .2 imply more
specific positive values ofLabTest1 . The relationK com-
pletes such explicit knowledge with negative values of tests
as default values, e.g. the hypoteses set{Disease3} pre-
dicts{Symptom1 ,LabTest1Neg ,LabTest2Neg}, and when
refinements of hypotheses do not predict refinements of ob-
servations, they are intended as compatible with all refine-
ments.

3 Iterative Abduction
We rely on the following loop for iterative explanation:

Input is a set of valuesωI = {O1, . . . , Om} representing
the initial observations, i.e. the values of the set of manifes-
tationsM = {M1, . . . , Mm}1.

Generate a setΓ of candidates (i.e. explanations ofωI).
loop

O := NextStep(Γ);
if O = STOPthen exit
else

perform observation to refineO into one of its
childrenok;
Γ := Update(Γ, ok)

end

1Without lack of generality, if no observation ofMi has been
performed,ωI contains the root ofΛ(Mi).

That is, we assume that one or more initial observations are
given; that there is a way to generate candidate explanations
based on them (see below), and to update candidates based on
additional observations; and we proceed with selecting and
performing one observation at a time, which, of course, is in
general suboptimal, as the iterative process described in[de
Kleer and Williams, 1987] for consistency-based diagnosis
and modified in[Consoleet al., 1990] for abductive diagno-
sis.

The goal of this paper is to provide a general approach to
the selection of the next step, and not to embrace a specific
semantics of abduction and implementation of the candidate
generation and update steps in the loop. Their concrete def-
inition would depend on several issues. It could involve a
mix of abductive and consistency reasoning depending on
the completeness and predictiveness of knowledge[Console
and Torasso, 1991; Theseider Dupré, 2000]. Its formulation
would also depend on the wayK is represented — in par-
ticular, what is explicitly represented and what is implicitly
intended; e.g. implicit default assumptions of normality like
in the example in this paper would probably not be suitable
for an image interpretation task.

Predictiveness of knowledge, and, in particular, whether a
set of assumptions implies a single value for an observation
or not (so that requiring abductive explanations which imply
the observed value either makes sense or is too demanding)
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is particularly relevant with hierarchies of assumptions and
observations. In general, we should accept an explanation
that implies some abstraction of the observation, rather than
the observation itself[Kautz, 1991; Besnardet al., 2007], but
we do not explicitly address this issue in this paper.

Another important issue when abstractions are involved is
the fact that abstract as well as detailed assumptions may take
part in explanations and there may be too many detailed ex-
planations of the given observations. Independent of the way
explanations are defined and computed, a general criterion
which is suitable in this setting is the preference forleast pre-
sumptiveexplanations[Poole, 1989], which generalize mini-
mal (wrt set inclusion) explanations: an explanation that (also
based on the IS-A hierarchy) implies another explanation is
not least presumptive. In the following we assume that the
candidates computed at each iteration represent the least pre-
sumptive explanations of the observations collected so far.

4 Choosing the Next Step
Let Γ be the current candidate set and letω = {O1, . . . , Om}
encode the set of observations made so far. We assume that, if
during some iteration we have observed a valueO of a man-
ifestationM and in a subsequent iteration we have observed
a refinementok of O, thenO has been replaced byok in ω;
therefore, for each manifestationM , ω contains the most spe-
cific value ofM observed so far.

The setω encodes also the set of possible next observations
to be performed, i.e. refining any non-leafO ∈ ω. Therefore,
in order to decide whether to stop or to proceed with a new
observation, we select the minimum among:

• the action costac(Γ) associated withΓ;

• for each non-leafO ∈ ω, the estimated costc(O), which
is the sum of the costoc(O) of refiningO and the ex-
pected cost of the candidate set after refiningO, i.e.:

c(O) = oc(O) +
q∑

k=1

p(ok|Γ) · c(Γk) (2)

whereΓ1, . . . , Γq are the possible candidate sets that
would result by observingO and getting values
o1, . . . , oq respectively;p(ok|Γ) is the probability of
getting valueok (computed based on current candi-
datesΓ, or the preferred candidates, as in[de Kleer
and Williams, 1987; de Kleer and Williams, 1989;
Consoleet al., 1990]); andc(Γk) is the estimated cost
of Γk as detailed in the following.

If ac(Γ) is the minimum among the costs, we stop; other-
wise we observe theO with the smallestc(O); the rationale
is that we proceed with a new observation only if we expect to
be able to (eventually) achieve a reduction in the action cost
worthy of the observation costs we expect to incur into.

Let Γk = {γ1, . . . , γs} be one of the candidate sets in-
volved in the above formula (note that each candidateγi may
contain ground as well as abstract values of abducibles) and
ac(Γk) be its action cost, i.e. the cost of stopping atΓk, which
must be compared with the estimated cost of acting after a
further discrimination and refinement.
In principle, this estimation step would require to simulate

all the possible observation sequences and outcomes and, for
each of them, to assess the point where it is convenient, on av-
erage, to stop and perform the actions; in order to avoid such
an intractable search, for the purpose of estimatingc(Γk), we
assume that the abductive process will continue as follows:
first, one of theγi ∈ Γk is isolated; then,γi is refined level by
level, up to a point where performing an action is estimated
to be convenient.

The rationale behind this heuristics is that the candidatesin
the set usually represent explanations that differ significantly
from each other, and can therefore be discriminated (rela-
tively cheaply) at the level of abstraction they are expressed
into; only then, a more fine-grained tradeoff between acting
and refining becomes worthwhile.

According to the discussion above, the estimated cost of
Γk is defined as:

c(Γk) = min(ac(Γk), ic(Γk) + rac(Γk)) (3)

whereic(Γk) is the estimated cost of isolating a singleγi ∈
Γk and rac(Γk) is the estimated additional refinement and
action cost once someγi has been isolated.

In this proposal, we estimate the costic(Γk) as follows:

ic(Γk) =
s∑

i=1

−p(γi|Γk) · log(p(γi|Γk)) · oc(γi) (4)

where−log(p(γi|Γk)) is the estimated number of observa-
tions needed for isolatingγi andoc(γi) is an estimate of the
cost of a single observation.

It is worth noting that, if we assume a model without hi-
erarchical information (i.e. eachγi is a ground candidate)
and action costs are ignored (i.e. the goal is the identifica-
tion of a single ground candidate), the expected costc(Γk) in
equation (3) is equal toic(Γk). In such a case, if also obser-
vation costs are ignored (i.e.oc(.) = 1), the formula above
for ic(Γk) becomes the well-known formula proposed for it-
erative diagnosis in[de Kleer and Williams, 1987].

We have defined the estimateoc of the cost of a single ob-
servation as a function ofγi, to possibly take into account the
level of detail of observations related withγi. In particular,
in the domain knowledgeK, candidateγi may be related just
with a subset of the manifestations and, for any such mani-
festationM , it may be related just with a small number of
refinements of values in the hierarchyΛ(M); therefore, the
cost of an observation for isolatingγi may be estimated by
the average computed just on the costs of the relevant obser-
vations.

For estimating the costrac(γi) of refining candidateγi =
{Hi,1, . . . , Hi,ri} until an action is taken, we assume that
each of the abducible valuesHi,j that composeγi is refined
independently:

rac(γi) =
ri∑

j=1

c(Hi,j)

where c(Hi,j) is the estimated cost associated withHi,j ;
then, costsrac(γi) are combined with a simple weighted sum
into rac(Γk):
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rac(Γk) =
s∑

i=1

p(γi|Γk) · rac(γi) (5)

The heuristics for computingrac(γi) is based on the fact
that, according to our model, the actions associated with the
values of an abducibleAj are disjoint from the actions as-
sociated with the other abducibles; therefore the appropriate
level of refinement for the valueHi,j of abducibleAj does
not depend on the other abducible values that appear inγi.

In case action costs do not depend on the current context
(as assumed in our model), each costc(Hi,j) can be pre-
computed offline. In particular, in this proposal we adopt a
formula similar to the one forc(Γk), i.e.:

c(Hi,j) = min(ac(Hi,j), ic(Hi,j) + rac(Hi,j))

whereic(Hi,j) is the estimated cost of isolating a single child
of Hi,j in hierarchyΛ(Aj) and rac(Hi,j) is the estimated
additional refinement and action cost once some child ofHi,j

has been isolated.
Costic(Hi,j) can be estimated with a formula similar to the
one foric(Γk):

ic(Hi,j) =
q∑

l=1

−p(hl|Hi,j) · log(p(hl|Hi,j)) · oc(Hi,j)

whereh1, . . . , hq are the children ofHi,j in hierarchyΛ(Aj),
−log(p(hl|Hi,j)) is the estimated number of observations
needed for isolatinghl andoc(Hi,j) is an estimate of the cost
of a single observation. Considerations similar to the ones
made for estimateoc(γi) apply to estimateoc(Hi,j).

The definition ofc(Hi,j) is clearly recursive, since the
computation ofrac(Hi,j) involves the weighted sum of the
estimated costsc(.) of the childrenh1, . . . , hq of Hi,j :

rac(Hi,j) =
q∑

l=1

p(hl|Hi,j) · c(hl)

The recursion stops whenHi,j is a leaf of the hierarchy: in
such a case,ic(Hi,j) = 0 (i.e. we do not need further discrim-
ination) andrac(Hi,j) is the action costac(Hi,j) associated
with leaf Hi,j in the model. This allows us to pre-compute
c(H) for each possible valueH of an abducibleA with a
bottom-up visit ofΛ(A).

Example
Let us consider the execution of the explanation algorithm on
the example in Figure 1.

Precomputation step. Since we assume that the ac-
tions do not depend on the context, the estimated costs
c(Hi,j) associated with the abducibles can be pre-computed
offline. For the leavesHi,j of the hierarchies of abducibles,
c(Hi,j) = ac(Hi,j). For the internal nodes, the estimated
costs can be precomputed as shown in Table 1. For com-
puting c(Disease1 .2 ), e.g., we take into account the chil-
drenDisease1 .2 .1 andDisease1 .2 .2 of Disease1 .2 , their
conditional probabilitiesp(Disease1 .2 .1 |Disease1 .2 ) =
p(Disease1 .2 .2 |Disease1 .2 ) = 1

2 , and the observa-
tion LabTest1Pos related with Disease1 .2 . Therefore,

c(Disease1 .2 ) = min(ac(Disease1 .2 ), ic(Disease1 .2 ) +
rac(Disease1 .2 )) = 6.

Initial observations. Let us suppose that an ini-
tial manifestation of Symptom1 is detected, i.e.,
Symptom1 ∈ ωI . The initial candidate set is
Γ = {{Disease1}, {Disease2}, {Disease3}}, repre-
senting the possible alternative diagnoses (in fact,Disease1 ,
Disease2 andDisease3 explainSymptom1 ).

First iteration. For choosing the next step, the algorithm
evaluates whether to stop the diagnostic process and perform
the treatment actions associated withDisease1 , Disease2
andDisease3 (which have costac(Γ) = ac(Disease1 ) +
ac(Disease2 )+ac(Disease3) = 35), or to perform a further
observation, by taking into account their estimated costs.The
possible observations which can be performed areLabTest1
andLabTest2 , and the algorithm evaluates the costc(O) of
each of them.

Regarding the observationO = LabTest1 , two outcomes
are possible: the test is either negative (LabTest1Neg) or pos-
itive (LabTest1Pos). For evaluating the candidate setsΓ1

andΓ2 resulting from the observation ofLabTest1 , we adopt
an approach similar to[Consoleet al., 1990]. In particular,
if the outcome isLabTest1Neg , it will be possible to exclude
Disease1 .2 , because this abducible explainsLabTest1Pos ,
which is incompatible withLabTest1Neg ; thereforeΓ1 =
{{Disease1 .1}, {Disease2}, {Disease3}}. On the other
hand, if the outcome isLabTest1Pos , the minimal candidate
setΓ2 will be composed byDisease1 .2 only, which, since
it explainsLabTest1Pos , will be part of every candidate set
(see[Consoleet al., 1990]).

Regarding the observationO = LabTest2 , if the outcome
of this observation is negative (LabTest2Neg), thenΓ′

1 =
{{Disease3}}. On the other hand, if the outcome is positive
(LabTest2Pos), Γ′

2 = {{Disease1}, {Disease2}}.
In Tables 2 and 3 we report a summary of the es-

timation of the costs of the two observations, based on
the estimated costsic of isolating a single candidate, the
estimated costsrac of refining the candidates, and the
costsac of directly treating the candidate diagnosis. For
example, the estimated costc(Γ2 = {{Disease1 .2}})
related with Γ2 is computed asmin(ac(Disease1 .2 ),
ic({{Disease1 .2}}) + rac({{Disease1 .2 }})). The isola-
tion cost ic({{Disease1 .2}}) is 0, because the candidate
set{{Disease1 .2}} is a singleton;rac({{Disease1 .2 }}) =
p({Disease1 .2 }|{{Disease1 .2}}) · c(Disease1 .2 ), where
p({Disease1 .2 }|{{Disease1 .2}}) = 1 andc(Disease1 .2 )
has been computed offline (see Table 1). Therefore,c(Γ2 =
{{Disease1 .2}}) = 6.

Finally, the estimated cost of performing the observation
LabTest1 is computed on the base of the observation cost of
LabTest1 and the estimated costs associated with the out-
comesLabTest1Neg and LabTest1Pos : c(LabTest1 ) =
oc(LabTest1 ) + p(o1 = LabTest1Neg |Γ)c(Γ1) + p(o2 =
LabTest1Pos |Γ)c(Γ2) = 17.715.

This cost must be compared with the cost of per-
forming the observationLabTest2 , i.e., c(LabTest2 ) =
oc(LabTest2 ) + p(o′1 = LabTest2Neg |Γ)c(Γ′

1) + p(o′2 =
LabTest2Pos |Γ)c(Γ′

2) = 20.991.
Since c(LabTest1 ) is the minimum cost between
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Hi,j ic(Hi,j) rac(Hi,j) c(Hi,j)

Disease1 .2 − 1
2
log( 1

2
)oc(LabTest1Pos)− 1

2
log( 1

2
)oc(LabTest1Pos) = 8 1

2
ac(Disease1 .2 .1 )+

1
2
ac(Disease1 .2 .2 ) = 4

6

Disease1 − 1
2
log( 1

2
)oc(LabTest2 )− 1

2
log( 1

2
) oc(LabTest1)+oc(LabTest2)

2
=

7.5

1
2
c(Disease1 .1 )+ 1

2
c(Disease1 .2 ) = 7 10

Disease2 − 1
2
log( 1

2
)oc(LabTest2Pos) − 1

2
log( 1

2
)oc(LabTest2Pos) =

12

1
2
c(Disease2 .1 )+ 1

2
c(Disease2 .2 ) = 7 10

Table 1: Precomputed estimated costs of internal nodes of the abducible hierarchies.Hi,j represents the internal node,ic(Hi,j)
its estimated isolation cost,rac(Hi,j) its estimated refinement and action cost, andc(Hi,j) its total estimated cost.

O ok Γk p(ok |Γ)

LabTest1 o1 = LabTest1Neg Γ1 = {{Disease1 .1 }, {Disease2 }, {Disease3}} p(LabTest1Neg |Γ) = p(Γ1)
p(Γ)

= 5
7

LabTest1 o2 = LabTest1Pos Γ2 = {{Disease1 .2 }} p(LabTest1Pos |Γ) = p(Γ2)
p(Γ)

= 2
7

LabTest2 o′
1 = LabTest2Neg Γ′

1 = {{Disease3}} p(LabTest2Neg |Γ) =
p(Γ′

1)

p(Γ)
= 1

7

LabTest2 o′
2 = LabTest2Pos Γ′

2 = Γ = {{Disease1 }, {Disease2 }} p(LabTest2Pos |Γ) =
p(Γ′

2)

p(Γ)
= 6

7

Table 2: Possible observations at the first iteration of the explanation algorithm.O represents a possible observation,ok a
possible observation outcome,Γk the related candidate set, andp(ok|Γ) the conditional probability of the outcome.

Γk ic(Γk) rac(Γk) c(Γk)

Γ1 − p(Disease1 .1)
p(Γ1)

log( p(Disease1 .1)
p(Γ1)

) · oc(Disease1 .1 ) −
p(Disease2)

p(Γ1)
log( p(Disease2)

p(Γ1)
)oc(Disease2 ) −

p(Disease3)
p(Γ1)

log( p(Disease3)
p(Γ1)

)oc(Disease3) = 3.801

2
5
c(Disease1 .1 )+

2
5
c(Disease2 )+

1
5
c(Disease3) = 10.2

min(ac(Disease1 .1 ) +
ac(Disease2 ) + ac(Disease3),
ic(Γ1) + rac(Γ1)) = 14.001

Γ2 0 1 · c(Disease1 .2 ) = 6 min(ac(Disease1 .2 ), ic(Γ2) +
rac(Γ2)) = 6

Γ′
1 0 1 · c(Disease3) = 15 min(ac(Disease3), ic(Γ′

1) +
rac(Γ′

1)) = 15
Γ′

2 − 2
3
log( 2

3
)oc(Disease1 ) − 1

3
log( 1

3
)oc(Disease2 ) = 2.656 2

3
c(Disease1 )+

1
3
c(Disease2 ) = 10

min(ac(Disease1 ) + ac(Disease2 ),
ic(Γ′

2) + rac(Γ′
2)) = 12.656

Table 3: Estimated costs at the first iteration of the explanation algorithm.Γk represents a candidate set,ic(Γk) its estimated
isolation cost,rac(Γk) its estimated refinement and action cost, andc(Γk) its total estimated cost.

O ok Γk p(ok |Γ)

LabTest1Pos o′′
1 = LabTest1+ Γ′′

1 = {{Disease1 .2 .1 }} p(LabTest1+|Γ) =
p(Γ′′

1 )

p(Γ)
= 1

2

LabTest1Pos o′′
2 = LabTest1++ Γ′′

2 = {{Disease1 .2 .2 }} p(LabTest1++|Γ) =
p(Γ′′

2 )

p(Γ)
= 1

2

LabTest2 o′′′
1 = LabTest2Neg Γ′′′

1 = ∅ 0
LabTest2 o′′′

2 = LabTest2Pos Γ′′′
2 = {{Disease1 .2 }} 1

Table 4: Possible observations at the second iteration of the explanation algorithm, after observingLabTest1Pos .

Γk ic(Γk) rac(Γk) c(Γk)

Γ′′
1 0 1 · c(Disease1 .2 .1 ) = 4 min(ac(Disease1 .2 .1 ), ic(Γ′′

1 ) + rac(Γ′′
1 )) = 4

Γ′′
2 0 1 · c(Disease1 .2 .2 ) = 4 min(ac(Disease1 .2 .2 ), ic(Γ′′

2 ) + rac(Γ′′
2 )) = 4

Γ′′′
2 0 1 · c(Disease1 .2 ) = 6 min(ac(Disease1 .2 ), ic(Γ′′′

2 )+ +rac(Γ′′′
2 )) = 6

Table 5: Estimated costs at the second iteration of the explanation algorithm.

c(LabTest1 ) and c(LabTest2 ), and it is less than the cost
ac(Γ) of treating bothDisease1 andDisease2 , the algorithm
chooses to performLabTest1 and to observe its outcome.

Second iteration. Let us suppose that the outcome of
LabTest1 is positive (i.e.,LabTest1Pos). Then, the al-
gorithm performs a further iteration withΓ = Γ2 =

{{Disease1 .2}}, in order to choose whether to stop, or to
refine the observationLabTest1Pos , or to perform the obser-
vationLabTest2 .

Let us considerO = LabTest1Pos . The possible out-
comes areLabTest1+ and LabTest1++. If the outcome
is LabTest1+, the candidate setΓ′′

1 is {{Disease1 .2 .1 }};
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if the outcome isLabTest1++, the candidate setΓ′′
2 is

{{Disease1 .2 .2 }} (see Figure 1).
As reported in Tables 4 and 5, the estimated cost

of refining the observationLabTest1Pos can be com-
puted asc(LabTest1Pos) = oc(LabTest1Pos) + p(o′′1 =
LabTest1+|Γ)c(Γ′′

1 ) + p(o′′2 = LabTest1++|Γ)c(Γ′′
2 ) =

8 + 1
24 + 1

24 = 12.
Let us considerO = LabTest2 . The possible out-

comes areLabTest2Neg andLabTest2Pos . If the outcome
is LabTest2Neg , the candidate setΓ′′′

1 will be empty, be-
cause the only (minimal) candidate diagnosisDisease1 .2
is not compatible with this outcome. If the outcome is
LabTest2Pos , the candidate setΓ′′′

2 will be {{Disease1 .2}}.
Therefore,c(LabTest2 ) = oc(LabTest2 ) + 1 · c(Γ′′′

2 ) = 14.
Sinceac(Γ) = 6 is less than both the estimated costs of

the possible observationsc(LabTest1Pos) andc(LabTest2 ),
the algorithm stops here and it does not perform further ob-
servations. Therefore, in this example, the best option is to
not continue to request further laboratory exams for refining
the diagnosis, but to treat the patient forDisease1 .2 .

5 Allowing Multiple Instances
In the discussion made so far we have assumed that at most
one of the leaf values in a hierarchy (eitherΛ(A) or Λ(M)) is
true in each situation. In particular, this implies that, for each
abducibleAj , a candidateγi can contain at most one value
Hi,j drawn from the hierarchyΛ(Aj); moreover, a candidate
γi (either mentioning multiple values of some abducibleAj

or not), should not imply two different values for the same
manifestationM .
In this section we want to discuss the implications of relaxing
this assumption, i.e. of considering the possibility that some
observations result in two different instances of a manifesta-
tion M and/or that some of these observations can only be
explained by assuming the presence of two or more instances
of Aj .
An example of this kind of situations may be a model where
the abducibles are viral infections, and the observations are
the symptoms. We may have an abducibleVI associated with
a hierarchyΛ(VI ) of viral infections and a manifestation
SYM associated with a hierarchyΛ(SYM ) of symptoms; we
can imagine situations when the patient has contracted two
different infections from hierarchyΛ(VI ), so that two differ-
ent symptoms from the hierarchyΛ(SYM ) are observed, and
they can only be explained by assuming two infections from
the hierarchyΛ(VI ).

Let us first consider the outcome of an observation which
refines a valueO of a manifestationM . Contrary to our
previous discussion, the outcome of the observation may in-
clude any subset of one or more of the childrenchld(O) =
{o1, . . . , oq} of O in the hierarchyΛ(M); let us define the set
Ω(O, Γ) as:

Ω(O, Γ) = {ωO ∈ P(chld(O)) : p(ωO|Γ) 6= 0}
whereP(chld(O)) denotes the powerset ofchld(O); the set
Ω(O, Γ) contains all the combinationsωO of one or more
of the children ofO whose probabilities are strictly positive
given that the candidate set isΓ.

Then, the formula for computing the cost ofO (i.e. equa-
tion (2)) should be generalized to:

c(O) = oc(O) +
∑

ωO∈Ω(O,Γ)

p(ωO|Γ) · c(ΓωO)

whereΓωO is the candidate set that would result by observing
O and getting the set of valuesωO. Note that, if we assume
p(ωO|Γ) = 0 for eachωO which does not contain exactly one
of the children ofO, we get back equation (2).
It should be noted that, at least given some candidate sets
Γ, the a-posteriori probability of combinationsωO contain-
ing more than one value may be relatively high (the extreme
case being that given the current candidate setΓ only non-
singleton combinations have a positive probability).

Let us now consider the computation of the probability of
a valueHi,j in a hierarchyΛ(Aj), needed in equations (4)
and (5) for computingp(γi|Γk); indeed, by assuming that
the abducibles are independent, ifγi = {Hi,1, . . . , Hi,ri} we
have that:

p(γi|Γk) = p(γi)/p(Γk) =




ri∏

j=1

p(Hi,j)


 /p(Γk)

Under our previous assumption that, ifHi,j is true, exactly
one of the childrenh1, . . . , hq of Hi,j is true, we have that:

p(Hi,j) =
q∑

k=1

p(hk)

Then, the valuesp(hk) are recursively computed by applying
the same formula, until we reach the leaves of the hierarchy,
whose probabilities are given with the model.
When the mutual exclusion assumption is relaxed, we should
consider that also combinations of two or more children can
be true. If we letΓ(Hi,j) be the powersetP(chld(Hi,j)) of
the set of children ofHi,j (excluding the empty set∅), we
have:

p(Hi,j) =
∑

γHi,j
∈Γ(Hi,j)

p(γHi,j )

where the probability of each combinationγHi,j is obtained
by multiplying the probabilitiesp(hk) of the childrenhk that
appear inγHi,j and the negated probabilities(1 − p(hk)) of
the childrenhk that do not appear inγHi,j .

However, if we assume that the a-priori probabilities given
for the leaves of the hierarchies of abducibles are very low
(as it happens, e.g., when they represent diseases or faults),
the simpler formula that assumes mutual exclusion can be a
very good approximation of the more general (but computa-
tionally expensive) formula. Indeed, in such a case the total
probability that two or more children are true may be so low
that it can be safely ignored.

Similar considerations apply to the computation of the
probabilities of candidatesγi (and therefore, indirectly, to the
computation of the probabilities of observing a combination
ωO of a valueO). Since each candidateγi is least presump-
tive, it only mentions the values of abducibles that must be
true in order forγi to explain the observations collected so
far. In this way, two candidatesγi andγj in a candidate setΓk
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are not necessarily mutually exclusive, since they may have
common extensions: if, e.g.γi = {A1} andγj = {A2},
both candidates share the explanation{A1, A2}. However,
for the same reasons discussed above, ignoring the probabil-
ity of {A1, A2} is usually safe, provided the a-priori prob-
abilities of the leaves of the hierarchies are low. In such a
case, we can use the formulas developed in section 4 as good
approximations.

6 Conclusions

In this paper we proposed an approach to selecting the next
step in an abductive explanation loop which extends previous
work on measurement selection in Model-Based Reasoning.
In fact, it is based on a representation with abstractions, and,
depending on the costs of observations and the costs of ac-
tions to be taken, a further observation may be chosen for
discriminating or refining current candidates, or the loop can
be terminated, so that actions will be taken based on the cur-
rent candidate(s). Costs of observations and actions may be
very different at different levels of abstraction.

The approach is aimed at being general, because its mo-
tivations can be found in several tasks and domains includ-
ing technical and medical diagnosis as well as interpretation
tasks. Different instances may be derived with specific ap-
proaches for representing domain knowledge and for gener-
ating and updating candidate explanations based on observa-
tions.

The complexity of the proposed algorithm is obviously
strongly influenced by such choices and, in particular, by the
complexity of the algorithms for generating and updating ex-
planations as well as by the number of candidate explanations
to be considered at each iteration. Given the similarities out-
lined before, most of the complexity analysis of the selection
of the next observation would be identical to those of the pro-
posals of[de Kleer and Williams, 1987] and[Consoleet al.,
1990], except for the specifics needed to handle the hierar-
chies and costs which, however, cannot be the cause of com-
binatorial explosion; on the other hand, by exploiting hierar-
chies, we expect on the average smaller sets of explanations
to be inspected for choosing the next step.
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Abstract
When troubleshooting malfunctioning technical eq-
uipment, the task is to locate faults and make repairs
until the equipment functions properly again. The
AO* algorithm can be used to find troubleshooting
strategies that are optimal in the sense that the ex-
pected cost of repair is minimal. We have adapted
the AO* algorithm for troubleshooting in the auto-
motive domain with limited time. We propose a new
heuristic based on entropy. By using this heuristic,
near-optimal strategies can be found within a fixed
time limit. This is shown in empirical studies on a
fuel injection system of a truck. In these results, the
AO* algorithm using the new heuristic, performs
better than other troubleshooting algorithms.

1 Introduction
The task of a troubleshooter is to locate faults and make re-
pairs in machinery and technical equipment. For example, in
the automotive domain, the troubleshooter is a mechanic that
resolves a problem on a vehicle by repairing components. To
know which components to repair, the mechanic can make
observations to locate the cause of problem. As vehicles get
more complex, the troubleshooting task becomes more diffi-
cult. An automated troubleshooter infers probabilities of com-
ponent faults given observations and aids the mechanic by re-
commending appropriate actions to perform.

If we also want to minimize the costs, the troubleshooting
task becomes an optimization problem that can be solved as a
planning problem. This problem is known to be NP-hard so
if we want the computations to be made while the mechanic
is waiting, approximate methods are needed [Vomlelová and
Vomlel, 2000].

AO* is a well known heuristic search algorithm that can
solve planning problems involving uncertainty and feedback.
It uses a heuristic function to focus its search. Provided that
the heuristic is admissible the solution found is optimal [Nils-
son, 1980]. There are heuristics that have been used with AO*
to solve the troubleshooting problem in the literature [Faure,
2001; Vomlelová and Vomlel, 2000; Raghavan et al., 1999],
but we need stronger heuristics to focus the search more to
find solutions of larger problems.

∗Both authors are affiliated with Scania CV AB.

In this paper we propose a way to use AO* to find near-
optimal solutions in a limited time. We use a new heuristic
that, in empirical experiments on a case study, is shown to
find solutions with lower costs compared to heuristics used in
[Raghavan et al., 1999; Vomlelová and Vomlel, 2000]. The
case study is from the automotive domain and it is the fuel
injection system of a truck.

In Section 2 we give the problem formulation and in Sec-
tion 3 we present the case study. In Section 4 we describe
some solution methods from the literature to the troubleshoot-
ing problem and other related problems. In Section 5 we show
how AO* is used to solve the troubleshooting problem. In
Section 6 we present the new heuristic. In Section 7 we do
an empirical evaluation of the implementation and the new
heuristic and finally we conclude in Section 8.

2 Problem Formulation
We will use the problem formulations of the troubleshoot-
ing frameworks presented in [Heckerman et al., 1995], [Vom-
lelová and Vomlel, 2000], and [Langseth and Jensen, 2002].
In the troubleshooting problem the probabilistic relationships
between component faults and observations is represented as
a Bayesian network [Jensen, 1996]. With this probabilistic
model it is possible to infer probability distributions of com-
ponent faults conditioned on the information gained from pre-
viously performed actions.

Actions that we can perform on the system are either repair
actions that successfully repair a single component or observ-
ing actions that observe the value of a node in the Bayesian
network. Each action a is associated with a cost ca. This cost
is independent of any previously performed actions. In the
Bayesian network there exists a single problem-defining node
that indicates if any component is non-functioning. The ob-
serving action that observes this node is called the function
control. The troubleshooting is said to be successful when a
successful function control is made and the problem-defining
node is observed to be non-indicating.

A troubleshooting strategy is defined as a labeled directed
tree that describes the process of performing actions until the
process terminates. The edges of the directed tree are labeled
with actions. Edges labeled with observing actions are associ-
ated with a specific outcome of the action. Branching occurs
only from nodes where each outgoing edge is labeled with an
observing action. An example of a troubleshooting strategy is
shown in Figure 1.
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Figure 1: Example of a troubleshooting strategy with repair
actions r1, r2 and observing actions o1, o2 having binary out-
comes 0 or 1.

When a troubleshooting strategy is executed, we perform
actions on the path from the root to a terminal node result-
ing from the responses of the observing actions. A terminal
node is said to be successful if the action on the last edge is
a successful function control and a successful troubleshooting
strategy is a troubleshooting strategy where all terminal nodes
are successful. This is done to validate that the problem is
resolved.

The cost of reaching a terminal node t from the root node
of a troubleshooting strategy s, CR(s, t), is

CR(s, t) =
∑

a∈P(s,t)

ca (1)

where P(s, t) is the set of all actions on the path from the root
of the strategy s to the node t and ca is the cost of the action
a.

Let T (s) be the set of all terminal nodes of the trou-
bleshooting strategy s and let ε be the current evidence rep-
resenting our accumulated knowledge of the system, i.e. the
results of all previously performed actions. When s is exe-
cuted a terminal node t ∈ T (s) is reached with a certain prob-
ability, P (T = t|s, ε), where T is a stochastic variable with
the outcome space T (s). These probabilities can be obtained
from the probabilistic model. The expected cost of repair of s
given ε, ECR(s, ε), is the expectation of the cost of reaching
any node in T (s):

ECR(s, ε) = E(CR(s, T )|s, ε)
=

∑

t∈T (s)

P (T = t|s, ε)CR(s, t) (2)

The task in the troubleshooting problem is to find a suc-
cessful troubleshooting strategy s∗ that is optimal in the sense
that it minimizes the expected cost of repair given the current
evidence ε:

s∗ = arg min
s

ECR(s, ε) (3)

3 Case Study — A Fuel Injection System
We will use an existing fuel injection system of a truck as
a case study when evaluating the here proposed algorithms.
This is a motivating and inspiring example from the real world
since it is particularly hard for the on-board diagnosis system
to isolate component faults.

The fuel injection system uses a high injection pressure to
inject diesel in the cylinders of the engine. For many me-
chanical faults on this system, the only symptom is a loss in
injection pressure. These faults can only be located by man-
ual testing. A picture of the fuel injection system is shown in
Figure 2.

Figure 2: Extreme High Pressure Fuel Injection System.
The system is modeled with 17 components (pipes, pumps,

filters, and valves) of which 7 are observable, i.e. a single
observing action can unambiguously determine if the compo-
nent is faulty. In total there are 30 binary observations that
can be made (e.g. cylinder balancing, visible leakage, and air
in fuel test). 21 of them can be accessed by observing actions.
The remaining 9 observations are generated by the on-board
diagnosis system of the truck and their values are given prior
to the troubleshooting.

The dependencies between component faults and observa-
tions are modeled with a Bayesian network. Details on how
this information was retrieved can be found in [Mossberg,
2007]. Apart from the assumption that at most one compo-
nent can be faulty at the same time there are no causal depen-
dencies between the faults. Observations are dependent on
current component faults and on themselves in the sense that
an observing action will always yield the same result when re-
peated unless any of the faults, that the observation is causally
dependent on, is repaired.

The costs of the actions are heterogeneous, but in general
the repair actions are more expensive than observing actions.
The function control is the most expensive observing action
since it requires a test drive of the vehicle.

4 Approximate and Exact Solutions to the
Troubleshooting Problem in the Literature

In this section we will describe some different approaches
to the troubleshooting problem. There are the greedy ap-
proaches mainly based on work by [Heckerman et al., 1995]
and [Langseth and Jensen, 2002] where time efficient algo-
rithms are used to find approximate solutions to the trou-
bleshooting problem. There are also various search based
methods where more accurate solutions are found by search-
ing at a higher cost in time.

4.1 Solving the Troubleshooting Problem Using
Greedy Algorithms

In [Heckerman et al., 1995] a special case of the troubleshoot-
ing problem is solved optimally in linear time using a greedy
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algorithm. We will take some time to describe this approach
since we will compare our approach with this one in Section
7.3. The problem formulation of the basic troubleshooting
problem is extended with the following assumptions:

• There can only be at most one faulty component.

• Immediately following any component repair a function
control must be made.

• When the troubleshooting starts the problem-defining
node is observed to be indicating, i.e. we know that ex-
actly one component is faulty.

• Some components are observable, i.e. an observing ac-
tion can be made that unambiguously determines if the
component is functioning or not.

• No other observing actions are available.

Under these assumptions it is proved that an optimal trou-
bleshooting strategy that minimizes the expected cost of repair
can be obtained by always performing the action correspond-
ing to the component with the highest efficiency first. The
efficiency of an observable component is defined as the ratio
of the probability that the component is faulty and the cost of
observing it. For unobservable components the efficiency is
defined as the ratio of the probability and the sum of the costs
of repairing the component and making the function control.

Let pi = P (component i is faulty|ε). Then, using (2), the
expected cost of repair using the strategy based on efficiencies
seff on a system with n components is

ECR(seff , ε) =
n∑

i=1

pi






i∑

j=1

coj


+ cri + cfc


 (4)

where coi is the cost of observing component i, cri is the cost of
repairing component i and cfc is the cost of making the func-
tion control. An unobservable component is ”observed” by
first repairing it and then performing a function control. For
these components coi is the cost of repairing the component
and making the function control and cri = −cfc so that cri and
cfc cancel each other in (4).

If any of the assumptions above are relaxed seff is no
longer guaranteed to be optimal. However, near optimal trou-
bleshooting strategies can be found by extending the strat-
egy based on efficiencies with a two step look-ahead algo-
rithm when more general observing actions also are available
[Langseth and Jensen, 2002]. The two step look-ahead algo-
rithm works by only allowing general observing actions to be
either performed immediately in this time step or in the next.

Greedy algorithms can be constructed to solve the trou-
bleshooting problem in other ways than using efficiencies.
For example, in [de Kleer and Williams, 1987; Gillblad et
al., 2006] the next action to be performed is chosen as the
one that maximizes the information gain. However, in em-
pirical tests troubleshooting printers, the two step look-ahead
algorithm is shown to find near-optimal solutions with an
error of only a few percent [Vomlelová and Vomlel, 2000;
Langseth and Jensen, 2002].

4.2 Solving the Troubleshooting Problem by
Searching

Solving the troubleshooting problem optimally is a planning
problem involving uncertainty and feedback. These types of
problems can in a natural way be formulated as AND/OR
graphs in which an optimal solution can be found by search-
ing [Ghallab et al., 2004; Bonet and Geffner, 2000]. AND/OR
graphs are often used when solving the troubleshooting prob-
lem by searching. In [Vomlelová and Vomlel, 2000] they are
used to describe and optimally solve small troubleshooting
problems and in [Raghavan et al., 1999; Olive et al., 2003]
they are used when finding optimal and near-optimal solutions
to the test sequencing problem. The test sequencing problem
is similar to the troubleshooting problem, where the goal is
to isolate the fault by performing tests to progressively gain
more information.

AND/OR Graphs
An AND/OR graph can be represented as a labeled directed
hypergraph with a single root node [Nilsson, 1980]. The edges
connect one parent node with one or more successor nodes.
An edge connecting a parent node to k successor nodes is
called a k-connector. AND/OR graphs are sometimes rep-
resented as regular directed graphs where the nodes of the hy-
pergraph are called OR nodes and k-connectors with k ≥ 2
are replaced by nodes called AND nodes with one incoming
edge and k outgoing edges. An example of an AND/OR graph
represented by a hypergraph is shown in Figure 3.

Figure 3: An AND/OR graph represented as a hypergraph.
2-connectors are shown as arrows joined with arcs.

When the AND/OR graph is used to describe the trou-
bleshooting problem, each node represents a decision point
where each outgoing connector represents an action that can
be chosen to be performed. When a repair action is per-
formed another decision point is reached. The nodes repre-
senting these decision points are connected by a 1-connector
labeled with the repair action. When an observing action with
k possible outcomes is performed, different decision points
will be reached depending on the outcome. These nodes are
connected by a k-connector labeled with the observing action.

A subgraph s of an AND/OR graph G is a solution of G
corresponding to a troubleshooting strategy if the following
conditions are true [Vomlelová and Vomlel, 2000]:

• the root of s is also the root of G.
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• if n is a non-terminal node in s, then exactly one outgoing
connector from n also belong to s.

• if c is a connector in s, then all successor nodes of c also
belong to s.

• all terminal nodes in s are leaf nodes in G.

Since a solution corresponds to a troubleshooting strategy the
cost of a solution can be defined by (2).

Algorithms for Finding Solutions in AND/OR Graphs
Describing the troubleshooting problem like this allows us to
use existing algorithms used for finding solutions in AND/OR
graphs such as Value Iteration [Bertsekas, 1995] and AO*
[Martelli and Montanari, 1978; Nilsson, 1980] to find optimal
troubleshooting strategies.

Value Iteration is a general algorithm often used for finding
optimal strategies in Markov Decision Processes. In [Cas-
sandra et al., 1998] Value Iteration is adapted to solve prob-
lems formulated as Partially Observable Markov Decision
Processes which is a problem formulation similar to AND/OR
graphs. In Value Iteration, estimates of the optimal solution
are updated sequentially for every possible state of the prob-
lem until convergence. An advantage with this algorithm is
that once a solution is found the optimal troubleshooting strat-
egy is also found for every possible initial state. However,
since an estimate needs to be assigned to every possible state
Value Iteration becomes inefficient when the state space is
large.

AO* is a search algorithm that makes use of a heuristic
function to focus the search when finding optimal solutions
in acyclic AND/OR graphs. The heuristic is used to estimate
cost-to-go in each leaf node, i.e. the cost of an optimal solu-
tion of the subproblem rooted in the leaf node. When good
heuristics are available AO* has been shown to perform better
than Value Iteration for solving AND/OR graphs [Bonet and
Geffner, 2005]. The AO* algorithms expand the AND/OR
graph node by node and keep track of the currently best par-
tial solution given heuristic estimates of the cost-to-go in each
leaf. This gives AO* the advantage that it can be stopped pre-
maturely returning a suboptimal partial solution.

A disadvantage with AO* is that it cannot handle cycles
and that it is memory intensive. However, there are variants
of AO* that handle cyclic AND/OR graphs [Hansen and Zil-
berstein, 2001], but it turns out that, for our problem, cycles
in the AND/OR graph can be prevented by forbidding certain
actions without loss of optimality. Also, there are memory
bounded variants of AO* [Chakrabarti et al., 1989] so that the
memory usage can be controlled by trading space with time.

5 Using AO* to Solve the Troubleshooting
Problem

In this section we will describe how AO* is implemented to
solve troubleshooting problem such as the one described in
Section 3. First we will give a brief overview of how the AO*
algorithm works as described in [Nilsson, 1980]. Then we
show how we do the state representation of the troubleshoot-
ing problem and how we treat this in our implementation. We
will also describe how we use AO* to search with limited
time.

5.1 Overview of the AO* Algorithm
Let G be the implicit AND/OR graph of the troubleshooting
problem and let G′ be the explicit subgraph of G consisting
of the nodes and connectors that have been explored by the
algorithm. Every node n in G′ are associated with a cost qn
and labeled with a state S ∈ S that describes the system at
a given moment where S is the state space. The cost of a
leaf node n in G′ that is not a leaf in G is given by a heuristic
function h : S 7→ R. The best partial solution is an arbitrarily
chosen solution of G′ that minimizes (2). Let this solution be
denoted ŝ.

The algorithm starts the search with ŝ consisting solely of
the root node of G. Until ŝ is also a solution of G, the node
with the highest cost of the terminal nodes in ŝ that are not
leafs in G is expanded. Whenever a node is expanded, the
currently best solution ŝ is updated. The algorithm terminates
once a solution of G is found. If the heuristic function is ad-
missible, i.e. it never over-estimates the true cost-to-go, the
solution corresponds to the troubleshooting strategy that min-
imizes (2).

5.2 State Representation
The state that we label each node with needs to contain the
information necessary to describe our knowledge of the sys-
tem at that point in the troubleshooting process. If we assume
the Markov property, we can describe our knowledge with a
belief state in accordance with [Russell and Norvig, 2003].

Let fi,k : i ≥ 1 be the event that component i is faulty at
time k and let f0,k be the event that the system has no faults
at time k. Let e1:k be the accumulated evidence from at time
k. If no new information is gained, the probability that com-
ponent i is faulty remains the same at time k + 1:

P (fi,k+1|e1:k) = P (fi,k|e1:k) (5)

Let us now assume that observations are only dependent on
current component faults. Then:

P (ek|fi,1:k, e1:k−1) = P (ek|fi,k) (6)

where ek is an observation made at time k.
If we know the probability distributions of all faulty com-

ponents given all accumulated evidence at time k− 1, we can
calculate the probability distributions of all faulty components
given the accumulated evidence at time k.

P (fi,k|e1:k) = P (fi,k|ek, e1:k−1)
∝ P (ek|fi,k, e1:k−1)P (fi,k|e1:k−1)

(5)(6)∝ P (ek|fi,k)P (fi,k−1|e1:k−1) (7)

This probability distribution is referred to as the belief state.

Definition 1. (Belief state) The belief state is a vector bk
containing the probability distribution over component faults
given the accumulated evidence e1:k at time k. Each element
bk(i) is

bk(i) = P (fi,k|e1:k) (8)

The belief state b0 at time 0 is the à priori probability distribu-
tion over component faults. 2
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When an observing action is performed the evidence ek is
gained and we can calculate a new belief state bk from the
previous belief state bk−1. For each element bk(i) in bk

bk(i) Def. 1= P (fi,k|e1:k)
(7)∝ P (ek|fi,k)P (fi,k−1|e1:k−1)
∝ P (ek|fi,k)bk−1(i) (9)

Since we assume single faults, when a repair action is per-
formed we increase the probability that the system is free of
faults with the probability that the repaired component was
faulty and then we set that probability to zero. After compo-
nent j is repaired, for each element bk(i) in bk

bk(i) =

{
bk−1(0) + bk−1(j) if i = 0
0 if i = j
bk−1(i) otherwise

(10)

5.3 Repeated Observing Actions
For the fuel injection system described in Section 3 we said
that an observing action that is repeated always yields the
same result unless any of the faults, that the observation is
causally dependent on, is repaired. This means that no new
information can be gained by that observing action. Even
though this violates the Markov property, we do not have to
change the probabilistic model if we add a small exception to
(9).

We propose to keep track of all recently made observing ac-
tions at time k in a set Ok. When a component is repaired we
remove, from the same set, all observing actions that observes
a node that is causally dependent on this component fault. Let
Ai be the set of all observing actions observing nodes that are
causally dependent on the component fault i. Then if compo-
nent i is repaired the set of all recently made observations is
updated such as

Ok = Ok−1 \ Ai (11)
and when an observing action o is performed it is updated
such as

Ok = Ok−1 ∪ {o} (12)
Let ek be the evidence gained from an observing action o.

Then instead of using (9), after o is performed we update the
belief state such that for each element bk(i) in bk

bk(i) =
{
bk−1(i) if o ∈ Ok−1

P (ek|fi,k)bk−1(i) otherwise (13)

In order to describe the state of the system at a given mo-
ment we need to have a state that includes both the belief state
and the set of recently made observations.
Definition 2. (State) A state S is a tuple containing a belief
state b and a set of recently made observing actions O:

S = 〈b,O〉 (14)

2
A goal state is a state in which the probability that no com-

ponent is faulty is one. Any node containing a goal state is a
leaf in G.

We will use the notation Sn = 〈bnOn〉 = 〈bkOk〉 for the
state description of a node n at time k meaning that the parent
node of n is labeled with the state Sk−1 = 〈bk−1Ok−1〉.

5.4 Expanding Nodes
When the algorithm expands a node, given the state a limited
amount of actions can be performed. A repair action yields
a 1-connector connected to a node labeled with a state cre-
ated from the previous state using (10) and (11). If no node
labeled with that state already exists in the explicit graph G′,
a new node is created. A binary observing action yields a 2-
connector connected to nodes labeled with states created using
(13) and (12).

When expanding, we will only consider actions that bring
the system closer to the goal of repairing the system, i.e. repair
actions that repair component faults with a probability greater
than zero and observing actions from which new information
can be gained. These actions are said to be applicable actions.
Definition 3. (Applicable Action) Let B′ be the set of re-
sulting belief states when action a is performed on the state
S = 〈b,O〉. An action a is applicable in S if there exists
b′ ∈ B′ such that b′ 6= b. 2

Remark. When a binary observing action is performed, B′
consists of two belief states, one for each possible outcome of
the observation. When a repair action is performed B′ consists
a single belief state.

5.5 Updating the Best Partial Solution
Each connector is associated with an action a and a probabil-
ity pm for each successor node m. For a 2-connector pm is
the probability of having the corresponding outcome ek given
the accumulated evidence e1:k−1:

pm = P (ek|e1:k−1)

=
∑

i

P (ek|fi,k, e1:k−1)P (fi,k|e1:k−1)

=
∑

i

P (ek|fi,k)bk−1(i) (15)

For a 1-connector pm = 1 since there is only one outcome.
The cost of a connector c, k(c), is a function of the action
cost ca and the probabilities pm for each node m in the set of
successor nodes succ(c).

k(c) = ca +
∑

m∈succ(c)

pmq(m) (16)

When the algorithm has expanded a node n, the cost qn is
updated such that

qn = min
c∈outg(n)

k(c) (17)

where outg(n) is the set of all outgoing connectors from n.
The connector c that minimizes (17) is included in a partial
solution of the subproblem rooted in n. Until a partial solution
is found for the root node, the same procedure is done for all
predecessors of n in ŝ. When this is done, the partial solution
for the root node is now the new best partial solution.

Recall that in the problem formulation in Section 2 we said
that the terminal node in a troubleshooting strategy is success-
ful only if the previous action is a successful function control.
This means that even if we believe that the system is free of
faults we still have to make the function control to complete
the troubleshooting. Let this action be a with the cost cfc .
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Then the cost qn of a node n that is terminal in the explicit
graph G labeled with the goal state S = 〈b,O〉 is

qn =
{

0 if a ∈ O
cfc otherwise (18)

Note that if have the function control a ∈ O in the goal state,
this action must have been the most recently performed action.

A terminal n node in G′ labeled with a state Sn that is not
a goal state cannot be a terminal node in G. The cost of this
node is given by a heuristic function h.

qn = h(Sn) (19)

5.6 Searching with Limited Time
Finding an optimal solution to a large AND/OR graph can-
not be done efficiently even with a fairly good heuristic. If
we want the algorithm to come up with a solution while the
user is waiting, it must finish in reasonable time. Therefore,
after a certain time T we will forbid the expansion of more
nodes. Instead, the cost of the nodes, that should have been
expanded, is set to a certain cut-off cost and the best partial
solution ŝ is returned. This makes our search incomplete and
the solution can no longer be guaranteed to be optimal. In
[Sadikov and Bratko, 2006] it is argued that an optimistic
heuristic function can degrade the result when used with in-
complete heuristic search methods. Therefore, we propose to
use a cut-off cost that gives us a pessimistic estimate of the
optimal cost-to-go. The troubleshooting strategy based on ef-
ficiencies seff described in Section 4.1 has this property. Since
seff assumes that the system is faulty, the cost of making the
function control cfc is added, if there is a non-zero probabil-
ity that the system is free of faults. If the system has a fault,
the expected cost is calculated using (4). For a node n with
the state Sn = 〈bn,On〉, let the integers a1, a2, . . . , am be the
indexes of components ordered by efficiencies in descending
order. When n is cut off the cost qn of that node is set to be

qn = dbn(0)ecfc+
(
1−bn(0)

) m∑

i=1

(
bn(ai)

(
crai

+cfc+
i∑

j=1

coaj

))

(20)
where coj and crj are action costs of observing respectively re-
pairing component j.

6 The Heuristic Function
The AO* algorithm will find the optimal solution provided an
admissible heuristic function, i.e. a function that never over-
estimates the optimal cost-to-go from a node. As concluded
in the previous section, when searching with limited time, the
solution is no longer guaranteed to be optimal. Therefore, it
is not necessary that the heuristic function is admissible. The
aim of the new heuristic function is to minimize the relative
error in the estimated cost-to-go.

In [Vomlelová and Vomlel, 2000] an admissible heuris-
tic function is used together with AO* for solving the trou-
bleshooting problem in the domain of home electronics. It
is derived from a relaxation of the troubleshooting problem
where we can make a ”perfect” observing action that points
out the true underlying component fault at no cost. The opti-
mal cost of repair of the relaxed problem is easily calculated.

It is the cost of repairing the faulty component weighted with
its probability plus the cost of a final function control. It is
well known that admissible heuristics can be acquired by solv-
ing a relaxation of the problem optimally [Russell and Norvig,
2003]. Let h1 : S 7→ R be this heuristic. For a system with n
components and the state S = 〈b,O〉, i.e.

h1(S) = cfc +
n∑

i=1

b(i)cri (21)

where cfc is the cost of the function control and cri is the cost
of repairing component i.

A problem with this heuristic is that it only considers the
cost of the repair actions. This means that, if many observing
actions are included in the optimal troubleshooting strategy,
h1 returns a value much too low. This is the case for the fuel
injection system described in Section 3. Therefore we need a
stronger heuristic.

A feature of the troubleshooting problem that is ignored by
h1, is our uncertainty of which component is faulty. The en-
tropy of the probability distribution can be used as a measure
of this uncertainty [Gray, 1990]. Let S = 〈b,O〉 be the state
of a node. Then the entropy of the probability distribution in
b, H(b), is given by

H(b) = −
n∑

i=0

b(i) log b(i) (22)

where n is the number of components.
In experiments on the fuel injection system we have mea-

sured the optimal cost-to-go q∗n and the state Sn = 〈bn,On〉
of every node n for which the optimal solution could be found
using the h1 heuristic. In Figure 4 we have plotted q∗n−h1(Sn)
against H(bn). As H(bn) grows a linear trend in the differ-
ence q∗n − h1(Sn) is visible. This is caused by the extra ob-
serving actions needed isolate component faults.

Figure 4: Plot of q∗n − h1(Sn) against H(Sn) of 4250 mea-
sured nodes. Darker areas indicate a higher density of mea-
surements.

The heuristic function that we propose exploits this linear
trend to get a better approximation of the estimated cost-to-go.
The linear trend is modeled by a parameter ĉH that describes
the estimated cost of reducing entropy. We will call this the
entropy cost. The new heuristic function h2 : S 7→ R is
defined as

h2(S) = h1(S) + ĉHH(S) (23)
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As with h1, this heuristic does not require any expensive
computation but it is not admissible and it requires a set of
training data from the problem domain so that a value of ĉH
can be assigned.

We want to keep the relative error ε(n) of the optimal cost-
to-go q∗n and the heuristic value h2(Sn) minimal for every
node n, i.e.

ε(n) =
|q∗n − h2(Sn)|

q∗n
(24)

We do this by fitting the parameter ĉH in (23) to data from
a training set of simpler problems in which q∗n is known using
linear regression. For the fuel injection system in our case
study this value was 60.3 and it is indicated by a dashed line
in Figure 4.

7 Empirical Evaluation
To evaluate the new heuristic we will study how the relative
error and the size of the search graph grows with problem
size. We will also study how the new heuristic affects the
performance of troubleshooting when we have limited time.

7.1 Relative Error
We can only measure the relative error on problems that can
be solved optimally. These problem instances are obtained by
making a series of random actions on the case study until the
remaining problem is small enough to be solved using AO*
with the admissible heuristic h1. As a measurement of prob-
lem size we use the number of applicable actions available.

We will use as a reference a heuristic that is based on an
analogy to the Huffman coding problem which is used with
AO∗ to solve the test sequencing problem [Raghavan et al.,
1999]. Let c1, c2, . . . be the costs of the observing actions that
are applicable in the state S ordered such that c1 ≤ c2 ≤ . . ..
Then the heuristic function h3 is given by

h3(S) =
bH(S)c∑

i=1

ci +
(
H(S)− bH(S)c

)
cbH(S)c+1 (25)

Since the test sequencing problem does not involve repair
actions we will combine h1 and h3 to get a more fair compar-
ison. We will call the resulting heuristic h4:

h4(S) = h1(S) + h3(S) (26)

Figure 5 shows a comparison of the relative errors of h1, h2,
and h4 on a different data set than the one used to calculate ĉH
with a problem size varying from 3 to 12.

Since the parameter ĉH is designed to minimize the relative
error, this value is the lowest for the h2 heuristic. The relative
error is approximately constant for all problem sizes in the
experiment which indicates that h2 is equally strong also for
larger problem sizes.

7.2 Size of the Search Graph
To show the difference in the ability to focus the search, we
have measured the number of created nodes G′ and the relative
error from optimum δ when the algorithm is run with different
heuristics on solvable problems with growing size. Let ECRi

be the expected cost of the solution found using the heuristic

Figure 5: Mean relative error of h1, h2, and h4 measured in
3596 solved nodes.

hi and let ECR∗ be the expected cost of the optimal solution.
Then the relative error of the heuristic hi is

δ(hi) =
|ECR∗ − ECRi|

ECR∗
(27)

Since h1 is admissible, ECR1 = ECR∗. The sizes of the
search graphs for h1, h2, and h4 are shown in Figure 6. The
relative error δ was at all times below 0.01 for both h2 and h4.

Figure 6: Mean sizes of the search graphs for 229 problems
of varying size searched using the heuristics h1, h2, and h4.

The exponential growth of the search graph is the least for
the h2 heuristic. This allows for finding near-optimal solu-
tions of larger problems.
7.3 Troubleshooting with Limited Time
When troubleshooting with limited time we will only have a
partial solution. The first action in this solution is performed
on the system and a new partial solution is calculated. In this
experiment, we will compare our version of AO* with limited
time using h1 and h2 with the greedy two step look-ahead
troubleshooting algorithm presented in [Langseth and Jensen,
2002].

We will let the troubleshooting algorithms troubleshoot the
fuel injection system with predefined hidden faults. The sys-
tem will respond to actions according to the probabilistic
model. The troubleshooting stops when the correct compo-
nent is repaired and a confirming functional control is made.
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Each algorithm is allowed 10 seconds to decide the next ac-
tion to perform. In 10 seconds the search algorithm expands
approximately 30000 nodes. The mean cost of repair is mea-
sured for 100 randomly generated problem instances. The re-
sults are shown in Table 1.

Time limited AO* using h1 556.95
Time limited AO* using h2 476.91
Time limited AO* using h4 518.52
Greedy two step look-ahead 618.57

Table 1: Comparison of the mean cost of repair for the trou-
bleshooting algorithms.

The greedy two step search found its solutions within mil-
liseconds, but since a function control always is required after
each repair action the costs became higher. The time limited
search algorithm is not constrained by this and thereby the
costs were less. The h2 measured the lowest costs. This is
mainly due to that larger parts of the search graph could be
explored during the 10 seconds.

8 Conclusions
We have shown how the AO* algorithm can be used to solve
the troubleshooting problem on a case study from the auto-
motive domain. We have shown that it can be used to recom-
mend troubleshooting actions within a fixed time limit. We
have presented a new entropy based heuristic. In the empir-
ical evaluations we have shown that, by using this heuristic,
the troubleshooting costs can be reduced compared to when
using the greedy two-step look-ahead algorithm or any of the
heuristics h1 and h4.
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Abstract

Consistency-based diagnosis approaches usually
assume that components fail independently, i.e.,
that any abnormal behavior of a component is the
consequence of an internal fault. Dependent fail-
ures occur when the behavior of a faulty component
causes the failure of other components as well. We
provide a general discussion on dependent failures
and the shortcomings of common model-based di-
agnosis approaches in systems with dependent fail-
ures. We propose a model which makes the depen-
dencies between components explicit, and we pro-
vide algorithms for computing hypotheses which
indicate the causal order of the failures.

1 Introduction
Model-based diagnosis (MBD) approaches which follow
the consistency-based diagnosis paradigm [Reiter, 1987; de
Kleer and Williams, 1987; de Kleer et al., 1992] usually as-
sume that components fail independently, i.e., that any abnor-
mal behavior of a component is the consequence of an inter-
nal fault. Although some researchers have acknowledged that
components may fail dependently (e.g., [de Kleer, 1990]),
there are very few works which have addressed this issue.

With the term dependent failure we denote cascades of fail-
ures which happen when a component, the cause of the cas-
cade (CoC), fails due to an internal fault and when this failure
causes the failure of other components as well. It is normal
that the failure of a component leads to the propagation of un-
expected values/events, which are not predicted by nominal
system behavior, throughout the system; however, in systems
with dependent failures it may happen that some components
suffer from persistent damage after unexpected occurrences
at their inputs. In physical systems, phenomena like overvolt-
ages, high pressure, heat, etc., may harm those components
which have not been designed to sustain such contingencies.

In most existing approaches the independence assumption
is reflected in at least two ways: first, the focusing criteria rely
on it; second, the multiple-fault diagnoses do not indicate any

∗This research was partially funded by the Austrian Science
Fund (FWF) under grant P20199-N15 and by the Australian Re-
search Council under grant DP0560183.

dependencies between the failures. Many approaches com-
pute the (subset-)minimal diagnoses or the minimal cardi-
nality diagnoses. This is perfectly justified in many systems
without dependent failures, as multiple independent failures
are often very unlikely; however, as we will demonstrate be-
low, in case of dependent failures those focusing criteria may
miss failed components. Even though we cannot expect to
find all component failures, we should at least seek to de-
termine all possible causes of a cascade of failures (i.e., the
CoC’s). Furthermore, the obtained results should state the
dependencies between the failures, since this information is
often essential for a successful recovery of the system.

Our main contribution is threefold. First, we provide a gen-
eral discussion on dependent failures and their consequences
(Section 2). We also investigate the notion of ”abnormality”,
which may be controversial in this context. Second, we pro-
pose to enhance the system model with an additional model,
the cascading failure graph (CFG), which explicitly captures
possible dependencies between component failures (Section
3). We provide a formalization of the semantics of this model
which also allows to ensure that the CFG is consistent with
the system description (SD). Relying on the assumption that
all multiple failures have a single cause, it is now possible
to focus only on those minimal diagnoses which may be at-
tributed to a single cause. Third, Section 4 describes an al-
gorithm which, for each of the obtained minimal diagnoses,
generates failure cascade hypotheses and evaluates which of
those hypotheses are consistent with the observations. The
main goal is to find the plausible causes for any minimal diag-
nosis and one or more consistent failure cascade hypotheses
for each of those causes. We also provide a brief discussion
on complexity issues (Section 5).

An important point is that the resulting hypotheses corre-
spond to diagnoses which may be non-(subset-)minimal, i.e.,
they may consider components as failed which are not in-
cluded in the minimal diagnoses, and they make the depen-
dencies of the failures explicit.

Our proposal is built upon Reiter’s well-known diagnosis
framework. We expect that our work can contribute to im-
prove the diagnostic results of MBD approaches which are
based on this framework when applied to systems in which
dependent failures may occur. In particular we expect that
this holds when repair is the ultimate purpose of the diagno-
sis system.
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Figure 1: Circuit with a voltage source V , a resistor R, two
switches S1 and S2, and two bulbs B1 and B2. The variables
uxx denote voltages.

2 Discussion: Dependent Failures
Figure 1 depicts a circuit which will serve us as running ex-
ample. Note that it is similar to examples in [Struss and
Dressler, 1989; Friedrich et al., 1990a]. The voltage mag-
nitudes uxx are modelled in a qualitative way, i.e., we only
distinguish between zero, norm, and high. The latter means
”higher than desired”; in particular, ubi = high indicates that
the bulbBi is exposed to a voltage which exceeds the range it
was designed for (e.g., > 230V ). The system has two inputs
sc1 and sc2, which are either on or off . They control the
state of the switches. The filaments of the bulbs are either ok
or broken. R is a series resistor which limits the voltage at
the bulbs. As usual, the logical system description SD cap-
tures the nominal behavior of components using the predicate
AB which denotes ”abnormal”:
¬AB(V )→ (uv = norm)
¬AB(R)∧ (uv = x)→ (us = x), x ∈ {zero, norm, high}
AB(R)→ (us = low)
¬AB(Si)∧ (sci = on)→ (ubi = us)
¬AB(Si)∧ (sci = off)→ (ubi = zero)
¬AB(Bi)↔ (fili = ok) [fil...”filament”]
(fili = ok)∧ (ubi 6= zero)↔ (lighti = on)
(us = low)∧ (ubi 6= low)→ ⊥
(us = norm)∧ (ubi = high)→ ⊥

(1)We also assume that there are domain closure axioms
which restrict the possible values for each variable. If ev-
ery component works correctly and both system inputs sc1
and sc2 are on, then all voltages in the model have the value
norm, and the two bulbs light. Moreover, note that a bulb
Bi also lights when its input voltage ubi is high, as long as
its filament is ok. For now we presume that the resistor has
only one possible faulty behavior: when it fails, then it ex-
hibits an extremely high resistance. The last two sentences in
(1) are physical impossibility axioms [Friedrich et al., 1990b]
expressing that the switches and bulbs are not able to produce
any additional voltage.

Now suppose that V fails in a way s.t. it produces a voltage
significantly higher than expected, i.e., uv = high. Clearly,
depending on the extent of this deviation, this will eventu-
ally destroy the bulbs, as the lifespan of a filament strongly
decreases with higher voltage. Hence, a fault in V may be
the cause of fili = broken, and consequently it may be the
cause of AB(Bi). In such a case, V is the CoC, the cause
of the cascade of failures. The model in (1) does not reflect
these facts.

The classical MBD approaches, which rely on the failure
independence assumption, do not take into account that the

abnormality of components (or more generally, fault modes
of components) may be caused by external circumstances.
This leads us to the important question whether a broken fila-
ment should always be regarded as abnormal behavior. Sup-
pose we would modify the behavior model of the bulbs:

¬AB(Bi)∧ (ubi 6= high)→ (fili = ok) (2)

This modification would mean that a bulb can be viewed as
not abnormal even if its filament is broken, given that its input
voltage is high; in other words, in this case a broken filament
is a correct (expected) behavior of a bulb. If we adopted this
view, then our notion of dependent failures would become
meaningless – what we call a dependent failure would actu-
ally be a normal reaction of a component to an unexpected
and damaging input.

In MBD a component is considered as abnormal when its
actual behavior deviates from its specification; however, it
seems that it is not always obvious what we should define as
correct behavior. We argue that the definition of correct and
abnormal behavior depends on the purpose of the diagnosis,
as diagnosis always serves some motive like repair.

When repair is the purpose, then any component which
needs to be repaired in order to restore the full system func-
tionality should be regarded as abnormal. Consequently, the
nominal behavior of a component should also state basic con-
ditions (related solely to this component) whose violation in-
dicates the persistent inability of the component to serve its
desired purpose. Note that this discussion indicates that also
the system and its expected functionality may have an impact
on the behavior models of single components. Similar argu-
ments are brought in [Struss et al., 2000].

Our work particularly aims at diagnosis applications whose
purpose is repair. Hence, it is obvious that a broken filament
should be considered as abnormal behavior of a bulb and that
the model in (1) better serves our needs than (2).

The following definition is needed for the subsequent con-
siderations. SD is the logical system description, COMP
the set of components, and OBS a set of observations [Re-
iter, 1987]:
Definition 1 (Diagnosis and Minimal Diagnosis) A diag-
nosis for (SD,COMP,OBS) is a set ∆ ⊆ COMP s.t.
SD∪OBS∪{AB(c)|c ∈ ∆}∪{¬AB(c)|c ∈ COMP \∆}
is consistent. ∆ is (subset-)minimal iff no proper subset of it
is a diagnosis.

Let us consider the following scenario: OBS = {sc1 =
sc2 = on, light1 = light2 = off, fil1 = fil2 = broken}.
Then we obtain the minimal diagnosis ∆ = {B1, B2}. Based
on this result, one may attempt to restore the system by re-
placing both bulbs with new ones (note that collecting addi-
tional measurements is often expensive or even impossible).
However, if the bulbs have failed dependently due to a fault
in V , then the new bulbs will soon fail again, as the actual
cause remains faulty; i.e., V still produces a very high and
damaging voltage.

This simple example shows that the focus on minimal di-
agnoses is questionable in systems with dependent failures.
In systems without dependent failures, the minimal diagno-
sis ∆ = {B1, B2} should be clearly preferred to the non-
minimal diagnosis ∆′ = {V,B1, B2}, as multiple indepen-
dent failures are unlikely, but this does not hold for systems
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with dependent failures, where multiple failures can often be
attributed to a single cause. In this scenario, an experienced
human, who is aware of the possible failure dependencies,
would come up with the hypothesis that V is the cause of the
cascade (CoC), and maybe perform additional measurements
to confirm or refute this hypothesis.

As we will see below, a failure cascade hypothesis states
the assumed failure dependencies using a predicateDF (”de-
pendent failure”). In this example, our approach would gen-
erate the hypothesis HV,∆ = {DF (V,B1), DF (V,B2)},
meaning that V is the CoC of the minimal diagnosis ∆ =
{B1, B2} and that B1 and B2 have failed due to V .

There are two crucial points. First, HV,∆ also considers
V as abnormal, although it is not contained in ∆; i.e., HV,∆

corresponds to a non-minimal diagnosis ∆′ = {V,B1, B2},
which is a superset of ∆. Second, HV,∆ also indicates the
failure dependencies, i.e., the causal order of the cascade of
failures. This is very important as in many systems this causal
order also influences the order in which the components must
be repaired; in particular, the CoC must often be repaired first.
Here, V should be repaired before the bulbs are replaced, be-
cause otherwise there is the risk that a new bulb is destroyed
again by the faulty voltage source. Moreover, the knowledge
that a certain component has failed due to external circum-
stances rather than an internal fault may also be useful, e.g.,
for the assessment of the reliability of components.

Now we consider the case when we have full observabil-
ity and OBS = {uv = high, fil1 = fil2 = broken, . . .}
which yields a single minimal diagnosis ∆ = {V,B1, B2}.
Although this result comprises all components which have
actually failed, it still does not indicate the failure dependen-
cies which we want to know. Finally, note that if we modified
the model as shown in (2), then we would get the two min-
imal diagnoses ∆1 = {V } and ∆2 = {B1, B2}. Neither
of these results is satisfying, as ∆1 does not contain the two
bulbs which have obviously failed and should be repaired.

The discussions above show that if knowledge about possi-
ble failure dependencies exists, the diagnosis can be improved
by an approach which takes those dependencies into account
and which is also able to provide results which state the causal
order of failures. Moreover, it should be possible to logically
refute those failure cascade hypotheses which are inconsistent
with the observations.

3 Failure Cascade Hypotheses
We propose to explicitly model the possible failure depen-
dencies in a cascading failure graph (CFG), a model which
is separated from the system description SD. This concept is
similar to the hidden interaction models for the diagnosis of
structural faults [Böttcher, 1995], which explicitly describes
unintended interactions. One advantage of this separation is
that the complexity of computing the minimal diagnoses re-
mains the same, which is an important point, e.g., if ones
follows the strategy to consider dependent failures only when
no single-fault diagnosis is found.

Definition 2 (System) A system is a tuple
(SD,CFG,COMP ). As usual, SD contains the be-
havior models of components relying on the AB predicate.
We also allow the specification of faulty behavior [de Kleer
et al., 1992].

Figure 2(a) depicts a very abstract CFG for the circuit.
The CFG is a causal model whose edges represent MAY re-
lationships, similar to those in [Console et al., 1989]. Intu-
itively, the model in this figure indicates that AB(V ) may
cause AB(B1) and/or AB(B2). As discussed in [Console
et al., 1989], the usage of MAY relationships denotes some
incompleteness of the model: we know that AB(V ) can, un-
der certain conditions, lead to AB(Bi), but either not all of
those conditions are known or we consider it inappropriate to
model at such a detailed level: abstract models allow for more
efficient reasoning, and they reduce the modelling effort.

(a) A simple CFG.

(b) A refined CFG.

Figure 2: Two cascading failure graphs (CFG’s) for the sys-
tem in Fig. 1.

Definition 3 (Cascading Failure Graph (CFG)) A cascad-
ing failure graph (CFG) is a directed acyclic graph (DAG)
whose nodes are conjunctions of literals1. Each node con-
tains at most one AB literal which must be positive. For ev-
ery component c, the literalAB(c) may occur at most once in
the CFG. Moreover, each edge is labelled with an abstracted
condition symbol α [Console et al., 1989].

The abstracted condition symbols abstract from the actual
conditions which may be very complex or even unknown. An
edge Si

α→ Sj from node Si to Sj corresponds to the logical
sentence Si ∧α→ Sj . The semantics of a CFG is formally
defined below.

The CFG in Fig. 2(a) indicates that the failure of one or
both bulbs may be caused by AB(V ). However, it does not
contain further conditions which could be compared with the
observations. Hence, the model can be refined as shown in
Fig. 2(b): uv = high is a possible consequence of AB(V ),
and it may lead to ubi = high which may further lead to
AB(Bi). The CFG is a partial description of what may hap-
pen in the course of cascades of failures. The edge α1 could
be regarded as a fault model of V , whereas α2 and α3 ab-
stract from the local behavior of the components between V
and Bi. α4 and α5 are particularly remarkable, as they em-
body all conditions which must be fulfilled so that ubi = high
destroys the bulb Bi: they abstract from the exact magnitude
of the voltage, the period of time since ubi has become high,
the age of the bulb, etc.

Also note that the literal (fili = broken) in the nodes
AB(Bi)∧ (fili = broken) is redundant, as AB(Bi) implies

1We do not distinguish between the node itself and the associated
conjunction of literals.
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(fili = broken) in the system description, but it shows that
it is possible to state additional conditions which must hold
when a component fails dependently.

A component ci,1 may directly cause the dependent failure
of a component ci,k iff there is a direct dependency path from
ci,1 to ci,k:

Definition 4 (Dependency Path) A path Si,1
αi,1→ Si,2

αi,2→
. . .

αi,k−1→ Si,k in CFG is a dependency path from ci,1 to
ci,k (k > 1) iff Si,1 contains AB(ci,1) and Si,k contains
AB(ci,k). Moreover, if no AB literal occurs in any node Si,j
with 1 < j < k, then it is a direct dependency path.
In the following we assume, for simplicity, that there is at
most one direct dependency path between two components
(the generalization to an arbitrary number is straightforward).
In Fig. 2 there are two direct dependency paths: from V to
B1 and from V to B2.
Definition 5 (Dependency Assumption) For every pair
(ci,1, ci,k) of components with a direct dependency path from
ci,1 to ci,k there is a dependency assumption DF (ci,1, ci,k),
denoting that the failure of ci,1 has directly led to the failure
of ci,k. The set of all dependency assumptions of a system is
denoted by Φ.

In our example we have: Φ = {DF (V,B1), DF (V,B2)}.
The cascading failure model (CFM) captures the semantics
of a CFG. It is automatically generated from the CFG:
Definition 6 (Cascading Failure Model (CFM )) The cas-
cading failure model (CFM ) is a set of logical sentences.
It is created as follows. For each edge Si

α→ Sj: add

Si ∧α→ Sj

to CFM . Moreover, for every pair of components (ci,1, ci,k)
with a direct dependency path Si,1

αi,1→ . . .
αi,k−1→ Si,k from

ci,1 to ci,k add

DF (ci,1, ci,k)→ Si,1 ∧αi,1 ∧αi,2 ∧ . . . ∧αi,k−1

to CFM .
Theorem 1 For every pair (ci,1, ci,k) with a direct depen-
dency path Si,1

αi,1→ . . .
αi,k−1→ Si,k from ci,1 to ci,k the fol-

lowing holds:

CFM ∪ {DF (ci,1, ci,k)} |= Si,1 ∧ . . . ∧Si,k
Proof. We proof that CFM ∪ {DF (ci,1, ci,k)} |=
Si,1 ∧ . . . ∧Si,j with 2 ≤ j ≤ k by induction over j.
Base: j = 2: DF (ci,1, ci,k)→ Si,1 ∧αi,1 ∧ . . ., and CFM
also contains Si,1 ∧αi,1 → Si,2 [see Def. 6].
Induction: we assume that CFM ∪ {DF (ci,1, ci,k)} |=
Si,1 ∧ . . . ∧Si,j holds for j < k. As CFM contains
Si,j ∧αi,j → Si,j+1, it is clear that Si,j+1 is also entailed by
CFM ∪ {DF (ci,1, ci,k)}. 2

From Theorem 1 it follows that
CFM ∪ {DF (ci,1, ci,k)} |= AB(ci,1)∧AB(ci,k)

In our example, CFM contains the following sentences:
AB(V )∧α1 → (uv = high)
(uv = high)∧α2 → (ub1 = high)
. . .
DF (V,B1)→ AB(V )∧α1 ∧α2 ∧α4

. . .

(3)

In practice the CFG will often be incomplete; i.e., it may
not contain all possible failure dependencies, and the descrip-
tions of what happens in the course of a failure cascade will
usually be incomplete, too. However, we demand that the
CFG must be consistent with SD. Intuitively, this means that
the assumption that a certain component ci,k fails due to ci,1
must be consistent with the system description:

Definition 7 (Validity of a CFG) A CFG is valid iff the fol-
lowing holds for every assumption DF (ci,1, ci,k) ∈ Φ:

SD ∪ CFM ∪ {DF (ci,1, ci,k)} 6|= ⊥

This implies that every MAY relationship Si
α→ Sj on

any direct dependency path is basically feasible, i.e.: SD ∪
{Si ∧Sj} 6|= ⊥. E.g., suppose there would be an edge
(uv = low) α→ (ub2 = high). Then the CFG would be
invalid, as (uv = low)∧ (ub2 = high) is, due to the model
for AB(R) and the impossibility axioms, inconsistent with
the model in (1).

Definition 8 (Failure Cascade Hypothesis) A failure cas-
cade hypothesis2 H ∈ 2Φ is a set of dependency assumptions
s.t. the following holds: if DF (c′, c) ∈ H , then there is no
component c′′ with DF (c′′, c) ∈ H .

This definition implies that the dependent failure of c can
be directly caused only by a single component c′. This is a
simplification which we consider appropriate for most practi-
cal purposes.

Definition 9 (Cause of a Cascade (CoC)) Given a hypothe-
sis H , a component c is a cause of a cascade (CoC) in H iff
there is at least one component c′ s.t. DF (c, c′) ∈ H and
there is no component c′′ with DF (c′′, c) ∈ H .

E.g., in H = {DF (V,B1), DF (V,B2)} there is only one
CoC, namely V . In general, a hypothesis may have multiple
CoCs.

We introduce the notation Γ(H) to denote the set Γ(H) =
{c | DF (c, ·) ∈ H or DF (·, c) ∈ H}. In other words,
Γ(H) comprises exactly those components c for which
CFM ∪ H |= AB(c) holds. E.g., for H = {DF (V,B1),
DF (V,B2)} we obtain Γ(H) = {V,B1, B2}.
Definition 10 (Consistency of a Hypothesis) A hypothesis
H is consistent iff

SD ∪ CFM ∪OBS ∪H ∪ {¬AB(c) | c ∈ Γ} 6|= ⊥

with Γ = COMP \ Γ(H).

Theorem 2 If a hypothesis H is consistent, then Γ(H) is a
diagnosis.

Proof. From Def. 10 it follows that SD ∪ OBS ∪
{AB(c) | c ∈ Γ(H)} ∪ {¬AB(c) | c ∈ COMP \ Γ(H)} is
consistent. Hence, according to Def. 1, Γ(H) is a diagnosis.
2

Corollary 3 A necessary (but not sufficient) condition for a
hypothesis H to be consistent is that Γ(H) is an (improper)
superset of a minimal diagnosis ∆.

2For brevity we will often simply write ”hypothesis”.
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Proof. Suppose that Γ(H) is not an improper superset of a
minimal diagnosis. According to [Reiter, 1987; de Kleer et
al., 1992], it follows that Γ(H) is not a diagnosis. Now we
can conclude from Theorem 2 that the hypothesis H cannot
be consistent. 2

The main question is which hypotheses should be gener-
ated and tested for consistency by a diagnosis system. We
propose to focus on hypotheses which have a single CoC; this
corresponds to the assumption that all multiple failures have a
single cause. This is similar to the focus on minimal cardinal-
ity diagnoses (e.g., [de Kleer, 1990]): in both cases, multiple
independent failures are considered very unlikely. Moreover,
the author of [Böttcher, 1995] also proposed to prefer those
multiple-fault diagnoses which can be attributed to a single
structural fault. The focus on hypotheses with a single CoC
motivates the following definition:
Definition 11 (σ-hypothesis) A σ-hypothesis Hc,∆, which
relates to a component c and a (non-empty) minimal diag-
nosis ∆, is a failure cascade hypothesis which has exactly
one CoC, namely c, and Γ(Hc,∆) ⊇ ∆.

It is important to note that a σ-hypothesis Hc,∆ may con-
sider components as failed which are not included in ∆.
Moreover, the empty set is not a σ-hypothesis. E.g., given
the CFG’s in Fig. 2, the diagnosis ∆ = {B1, B2} has exactly
one σ-hypothesis HV,∆ = {DF (V,B1), DF (V,B2)}.

We propose to compute only those minimal diagnoses
which may have a single cause, to generate σ-hypotheses for
these diagnoses, and to check the consistency of the hypothe-
ses. In general, a specific minimal diagnosis ∆ may have sev-
eral possible causes, and for each potential cause there may be
a large number of σ-hypotheses. In many applications it will
not be possible to check the consistency of all σ-hypotheses,
and so we propose the strategy to seek (at least) one consistent
σ-hypothesis for each possible cause of a minimal diagnosis.
The reason behind this strategy is the observation that finding
and repairing the ultimate cause of a cascade of failures is,
in many domains, crucial for the successful repair of the de-
pendently failed components, as we have already seen in the
circuit example.

If there is no consistent σ-hypothesis for a possible CoC c
and a minimal diagnosis ∆, then the cause c can be regarded
as refuted. Moreover, single-fault diagnoses or multiple-fault
diagnoses which have consistent σ-hypotheses are preferred
over multiple-fault diagnoses which can not be attributed to a
single cause.

4 Finding Consistent σ-hypotheses
For illustration purposes we make, for the rest of this paper,
the assumption that the component R may also fail in a way
s.t. its resistance becomes very low (e.g., this is the case when
R actually represents the internal resistance of a more com-
plex device which may have a short). I.e., we remove the
sentenceAB(R)→ (us = low) from SD and add an impos-
sibility axiom instead: (uv = low)∧ (us 6= low)→ ⊥.

Figure 3 depicts a CFG for our example circuit which now
comprises all components. It also models that R may fail
in dependence of V , and that a failure of R may lead to an
overvoltage at the switches and the bulbs. Furthermore, we
assume that an overvoltage at the switches may also cause a
failure of S1 and/or S2.

Figure 3: An extensive CFG for the circuit. The edge labels
are omitted.

We obtain 9 dependency assumptions: Φ = {DF (V,R),
DF (V, S1), DF (V, S2), DF (V,B1), DF (V,B2),
DF (R,S1), . . . , DF (R,B2)}. The subsequent exam-
ples relate to the scenario OBS = {fil1 = fil2 =
broken, light1 = light2 = off, sc1 = on, sc2 = off}.

The first step is to compute those minimal diagnoses which
may have a single cause. For COMP ′ ⊆ COMP we define
the notation:

γ(COMP ′) = {c | for all c′ ∈ COMP ′: either c′ = c
or there is a dependency path from c to c′}

(4)

Note that the dependency path may be direct or indirect.
If the diagnosis ∆ can be attributed to single causes, then
γ(∆) contains all possible CoC’s of the σ-hypotheses of ∆;
otherwise, γ(∆) is empty. E.g., γ({B1}) = {V,R,B1},
γ({B1, B2}) = {V,R}, γ({V,R,B1}) = {V }, γ({V }) =
{V }. It can be shown that the following holds:

γ(COMP ′) =
⋂

c′∈COMP ′

γ({c′}) (5)

IfD denotes the set of all minimal diagnoses, we only want
to compute the set Dσ = {∆ | ∆ ∈ D and γ(∆) 6= ∅}.

In our scenario we obtain D = {∆} with ∆ = {B1, B2}.
Moreover, γ(∆) = {V,R}, and hence Dσ = D. However,
in general Dσ ⊆ D holds. We sketch how Reiter’s Hitting
Set algorithm [Reiter, 1987] (and other algorithms following
similar ideas) can be modified to compute only Dσ instead of
D:

1. Precompile γ({c}) for every c ∈ COMP . The size of
the resulting data structure is O(|COMP |2).

2. Each time a diagnosis candidate ∆′ is logically refuted
(i.e., the consistency check as indicated in Def. 1 leads
to a contradiction) and a new candidate with ∆′′ = ∆′∪
{c̃} is created: γ(∆′′) = γ(∆′) ∩ γ({c̃}).

3. If γ(∆′′) = ∅, then discard the candidate ∆′′ and do not
create any candidates which are supersets of ∆′′.

The generation of σ-hypotheses relies on the notion of DF-
path:
Definition 12 (DF-path) A DF-path ψ from a component
ci,1 to ci,k (k > 1) is a set ψ = {DF (ci,1, ci,2),
DF (ci,2, ci,3), . . . , DF (ci,k−1, ci,k)}.

E.g., the set {DF (V,R), DF (R,B1)} is a DF-path. Obvi-
ously, a DF-path is also a hypothesis. Moreover, we observe
that a DF-path from a component ci,1 to ci,k can exist only if
there is a dependency path in the CFG from ci,1 to ci,k.
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Algorithm 1: Compute all core hypotheses related to a CoC
c and a minimal diagnosis ∆
Input: c and ∆ (note that c ∈ γ(∆))
Output: A set HY Pc,∆ comprising all core hypotheses
(1) For all c′ ∈ ∆ \ {c}:

Ψc,c′ := {ψc,c′ | ψc,c′ is a DF-path from c to c′}
(2) Generate the set HY Pc,∆ :=



Hc,∆ | Hc,∆ =

⋃

c′∈∆\{c}
ψc,c′ , ψc,c′ ∈ Ψc,c′





(3) For all Hc,∆ ∈ HY Pc,∆: if there are components
c̃, c̃′, c̃′′ (with c̃′ 6= c̃′′) s.t. DF (c̃′, c̃) ∈ Hc,∆ and
DF (c̃′′, c̃) ∈ Hc,∆: remove Hc,∆ from HY Pc,∆

The following theorem states an important property of σ-
hypotheses:
Theorem 4 Any possible σ-hypothesis Hc,∆ contains a DF-
path ψc,c′ from c (the CoC) to each c′ ∈ ∆ with c′ 6= c (i.e.,
ψc,c′ ⊆ Hc,∆).
Proof. From Def. 11 it follows that DF (c′′, c′) ∈ Hc,∆

and/or DF (c′, ·) ∈ Hc,∆ for each c′ ∈ ∆ with c′ 6= c. In
both cases, suppose there would be no DF-path from c to c′.
In the first case, this would mean that c′′ 6= c and that there is
no DF-path from c to c′′. It follows that either c′′ is a CoC in
Hc,∆, or that there is another component c′′′ 6= c which has
a DF-path to c′′ in Hc,∆ and which is a CoC. However, then
there would be more than one CoC which contradicts Def. 11.
Analogous considerations apply to the second case. 2

In order to determine all possible single causes of the fail-
ures, we seek to find, for every ∆ ∈ Dσ , (at least) one con-
sistent σ-hypothesis for each c ∈ γ(∆). We consider the core
hypotheses first:
Definition 13 (Core Hypothesis) A σ-hypothesis Hc,∆ is a
core hypothesis for c and ∆ iff it is subset-minimal, i.e., no
proper subset of it is a σ-hypothesis related to c and ∆.

E.g., for ∆ = {B1, B2} and the possible cause V there are
4 core hypotheses: HY PV,∆ = {H1

V,∆, H
2
V,∆,H

3
V,∆, H

4
V,∆}

with H1
V,∆ = {DF (V,B1), DF (V,B2)}, H2

V,∆ =
{DF (V,R), DF (R,B1), DF (R,B2)}, H3

V,∆ =
{DF (V,R), DF (V, B1), DF (R,B2)}, H4

V,∆ =
{DF (V,R), DF (V,B2), DF (R,B1)}.

Algorithm 1 computes all core hypotheses related to a CoC
c and a minimal diagnosis ∆. The resulting set HY Pc,∆
comprises all possible unions of DF-paths from c to each
c′ ∈ ∆ \ {c} s.t. the resulting set is a hypothesis. Note that
line (3) removes those sets of dependency assumptions which
are not a hypothesis.
Theorem 5 The set HY Pc,∆ which is computed by Alg. 1
consists of all core hypotheses related to the CoC c and ∆.

We omit the proof due to space reasons.
In the above example, all of the 4 core hypotheses in

HY PV,∆ are inconsistent: intuitively, all of them contain ei-
ther DF (V,B2) or DF (R,B2) and thus predict ub2 = high

Algorithm 2: Expansion of a refuted hypothesis Hc,∆

Input: Hc,∆ and a conflict set F
Output: A set HY P ′c,∆ containing the new σ-hypotheses
(1) HY P ′c,∆ := {}
(2) Fa := {c′ | ¬AB(c′) ∈ F}
(3) for all c′ ∈ Fa:
(4) Ψc,c′ := {ψc,c′ | ψc,c′ is a DF-path from c to c′}
(5) for all ψc,c′ ∈ Ψc,c′ :
(6) H ′c,∆ := Hc,∆ ∪ ψc,c′
(7) HY P ′c,∆ := HY P ′c,∆ ∪ {H ′c,∆}
(8) end
(9) end
(10) For all H ′c,∆ ∈ HY P ′c,∆: if there are components

c̃, c̃′, c̃′′ (with c̃′ 6= c̃′′) s.t. DF (c̃′, c̃) ∈ H ′c,∆ and
DF (c̃′′, c̃) ∈ H ′c,∆: remove H ′c,∆ from HY P ′c,∆

(see the CFG in Fig. 3), but they consider S2 as not abnormal.
Together with the observation sc2 = off this contradicts the
model ¬AB(S2)∧ (sc2 = off)→ (ub2 = zero).

Hence, it may also be necessary to generate and test su-
persets of core hypotheses; i.e., further components must be
considered as failed. This can be done in a conflict-directed
way:

Definition 14 (Conflict Set) A set of assumptions F ⊆
{AB(c)|c ∈ COMP} ∪ {¬AB(c)|c ∈ COMP} ∪ Φ is
a conflict set iff the following holds:

SD ∪ CFM ∪OBS ∪ F |= ⊥
Similar to [Reiter, 1987], we assume that the reasoner

which performs the consistency checks of hypotheses (see
Def. 10) is able to return a conflict set F when the tested
hypothesis is inconsistent. Using the obtained conflict set, a
refuted hypothesis Hc,∆ can be expanded; i.e., a set of suc-
cessor σ-hypotheses is generated s.t. each of them attempts to
resolve the conflict by adding an additional DF-path from c
to a component which might have failed as well. Algorithm
2 generates all successor σ-hypotheses. Note that line (10) in
Alg. 2 is similar to line (3) in Alg. 1: it removes those sets of
dependency assumptions which are not a hypothesis.

In our example, the consistency check for, e.g., H1
V,∆ =

{DF (V,B1), DF (V,B2)} would return F = {DF (V, B2),
¬AB(S2)}. By expanding H1

V,∆ we obtain 2 successor hy-
potheses: H1,1

V,∆ = {DF (V, S2), DF (V,B1), DF (V,B2)}
and H1,2

V,∆ = {DF (V,R), DF (R,S2)}, DF (V,B1),
DF (V,B2)}. Both of them are consistent.

The algorithm for finding a consistent σ-hypothesis (if one
exists) related to a minimal diagnosis ∆ with a cause c is
outlined in Alg. 3. Note that this algorithm may apply a pre-
ferrence criterion for selecting hypotheses candidates; e.g., a
probabilistic criterion. Moreover, the algorithms can be im-
proved s.t. the hypotheses are generated incrementally, hop-
ing that a consistent σ-hypothesis for (c,∆) is quickly found,
i.e., it is not necessary to create all σ-hypothesis for (c,∆).

Moreover, note that two different diagnoses ∆1 and ∆2

may share the same σ-hypotheses with a specific CoC c (i.e.,
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Algorithm 3: Search for a consistent σ-hypothesis Hc,∆

Input: c and ∆ (c ∈ γ(∆))
Output: a consistent σ-hypothesis Hc,∆ (only if one exists)
(1) Execute Alg. 1, let the set HY Pc,∆ ∈ contain the re-

sulting core hypotheses
(2) Create a queue Q, add every Hc,∆ ∈ HY Pc,∆ to Q
(3) repeat until Q is empty:
(4) Fetch any Hc,∆ from Q (note that there could be a

preferrence criterion for selecting a hypothesis)
(5) Check consistency of Hc,∆ (see Def. 10)
(6) If it is consistent: return Hc,∆ (algorithm finished)
(7) Else: call Alg. 2 for Hc,∆ and the obtained conflict

set F ; let HY P ′c,∆ contain the results
(8) For every H ′c,∆ ∈ HY P ′c,∆: check if H ′c,∆ is al-

ready in Q, if not: add H ′c,∆ to Q

HY Pc,∆1 ∩HY Pc,∆2 6= {}). It follows that the results ob-
tained for one diagnosis may be re-used for the computation
of σ-hypotheses for other diagnoses as well. We do not dis-
cuss this in more detail due to space reasons.

5 Complexity Issues
Suppose l denotes an upper bound for the length of DF-paths
in the system, i.e., |Γ(ψ)| ≤ l for all possible DF-paths ψ.
Moreover, let b denote an upper bound for the number of
components which may directly cause a failure of a com-
ponent c, i.e.: b = maxc∈COMP

{
|dc(c)|} with dc(c) =

{c′ | DF (c′, c) ∈ Φ}. Finally, suppose that |∆| ≤ m for
every minimal diagnosis ∆. Then the following holds:

Theorem 6 Given a minimal diagnosis ∆ and c ∈ γ(∆),
the set HY Pc,∆ of all core hypotheses related to the possible
cause c (the CoC) and ∆ has a worst-case size of O(bl∗m).

Proof. Between c and any c′ ∈ ∆, there are O(b(l−2)) pos-
sible DF-paths with a length ≤ l. As a core hypothesis for c
and ∆ is the union of DF-paths from c to every c′ ∈ ∆ \ {c},
the number of possible core hypotheses related to c and ∆ is
O(b(l−2)∗m) = O(bl∗m). 2

Even though this is a rough estimation, it indicates that the
number of possible core hypotheses may be huge in the worst
case, and the number of possible σ-hypotheses may be even
higher. Our approach may be intractable if l and m are large,
i.e., if the system is large and the cascades of failures prop-
agate through large parts of the system. However, even in
systems with many components our proposal may be appli-
cable provided that the possible failure propagations are lo-
cally limited and hence l ¿ n and m ¿ n. Also note that
in real systems it is often the case that b is very small (e.g.,
b = 2), or that there are many components which can not fail
in dependence of other components.

Furthermore, as we propose to seek only one consistent
σ-hypothesis for each minimal diagnosis ∆ and a possible
single cause c, it is very often not necessary to generate and
test all possible σ-hypotheses (we have already mentioned the
possibility to generate the hypotheses incrementally). Finally,
the number of hypotheses to be created can be further reduced
by applying heuristics; e.g., a troubleshooter could decide to

consider only causes within a certain distance (in the system
structure) to the components in the minimal diagnosis.

6 Related Research and Conclusion
In systems with dependent failures one could, rather than fo-
cusing on minimal or minimal cardinality diagnoses, use be-
havioral modes and focus on the most probable diagnoses as
described in [de Kleer and Williams, 1989; de Kleer, 1991].
Even though those works assume that components fail inde-
pendently, it would be theoretically possible to extend them
by representing the failure dependencies between compo-
nents as conditional probability distributions. However, this
approach would have several drawbacks:

First, in most systems the exact dependent failure proba-
bilities are not available. Although it is a common way to
use rough estimations, we expect that finding appropriate val-
ues which yield the desired diagnostic results is much more
difficult when there are dependencies between components.
Moreover, Williams and Ragno [Williams and Ragno, 2007]
present a search algorithm which is supposed to generate the
most probable candidates in an efficient way, but this work
heavily relies on the independence assumption. In general, if
n is the number of components and k the number of modes
per component, then there are O(kn) possible mode assign-
ments. Third, there is still the issue that the obtained results
should indicate the causal order of the failures (or at least the
cause of the cascade).

There is little work in the context of consistency-based di-
agnosis which explicitly addresses dependent failures. The
author of [Lucas, 2001] proposes a method for reasoning
with uncertainty in MBD which enables stochastic dependen-
cies among components; however, this work does not pro-
vide an algorithm for computing the most probable candi-
dates, and dependent failures are not considered at the log-
ical level. The authors of [Roos and Witteveen, 2005] discuss
the dependency between the health state of an agent and the
(ab-)normality of its actions; however, their notion of depen-
dent failures is quite different from ours, and their work is
tailored to the diagnosis of agent plans.

[Weber and Wotawa, 2007] is an earlier work which explic-
itly addresses the issue of dependent failures. Similar to our
new proposal, it employs a graph, the Failure Dependency
Graph (FDG), stating possible failure dependencies between
components; i.e., every node in a FDG is a component. The
earlier work lacks a deeper discussion on dependent failures,
and the semantics of the FDG is unclear. By contrast, we pro-
vide a logical semantics for our new dependency model, and
the formalization relies on the resulting logical model, the
CFM. We also provide a formal criterion for the consistency
of the CFG with the system description SD (see Def. 7). An-
other shortcoming of the approach in [Weber and Wotawa,
2007] is that, in most cases, it computes much more results
than our new approach does, hence it is computationally sig-
nificantly more complex.

The issue of dependent failures is similar to faults in the
structure of the system which lead to hidden interactions,
e.g., the bridge fault [Davis, 1984; Preist and Welham, 1990;
Böttcher, 1995; de Kleer, 2007]. In both cases a single cause
of failure may lead to multiple-fault diagnoses. However,
in case of structural faults there is a single point of failure,
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whereas in presence of dependent faults multiple components
have actually failed.

We show that the focus on minimal diagnoses is not ap-
propriate for systems with dependent failures. This issue
is linked to the notion of abnormality which, as discussed
above, is somehow controversial in this context. Moreover,
we also show that the repair in such systems often requires
knowledge about the failure dependencies; in particular, it
is important to know which component fault has caused the
cascade of failures. We propose a model which explicitly
captures possible failure dependencies. It allows one to de-
termine, for each minimal diagnosis, the possible causes of
the cascade of failures, to generate corresponding failure cas-
cade hypotheses, and to check their consistency. We propose
to compute only those minimal diagnoses which may have
a single cause. The resulting hypotheses may correspond to
non-minimal diagnoses, and they state the causal order of fail-
ures.

In many cases a troubleshooter will consider dependent
failures only if there are no single-fault diagnoses. Our ap-
proach accomodates this strategy, because the complexity of
computing minimal diagnoses remains the same.

A limitation of our current approach is the fact that it does
so far not allow for expressing cyclic dependencies because
the CFG is an acyclic graph. However, we expect that our
framework can be extended to directed graphs containing cy-
cles: it is necessary to enhance the hypothesis generator with
cycle detection capabilities s.t. the created hypotheses are
cycle-free. Note that many existing model-based diagnosis
approaches presume an acyclic system structure.

One could argue that a disadvantage of our approach is
that our dependency model is device-specific and non-local.
On the other hand, the same also holds in general for the
widely known and approved concept of physical impossibil-
ity axioms [Friedrich et al., 1990b]. Anyway, future research
should seek to generate the dependency models from local be-
havior models. This could only be achieved if very detailed
behavior models exist which completely capture the propa-
gation of failure symptoms throughout the system. Note that
such detailed models are often not available, and they are of-
ten also inappropriate for practical purposes as they are too
complex.

References
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Abstract
This work presents an on-line diagnosis algorithm
for dynamic systems that combines model based
diagnosis and machine learning techniques. The
Possible Conflicts method is used to perform con-
sistency based diagnosis. Possible conflicts are in
charge of fault detection and isolation. Machine
learning methods are use to induce time series clas-
sifiers, that are applied on line for fault identifica-
tion. The main contribution of this work is that
Possible Conflicts are used to decompose the phys-
ical system. This decomposition allows defining
the input-output structure of an ensemble of clas-
sifiers. Hence the structural knowledge provided
by the Possible Conflicts is exploited by the ma-
chine learning methods. Possible Conflict decom-
position may be used for class selection or for class
and attribute selection. Experimental results on a
simulated pilot plant show that class selection has
an important potential to increase the classifier ac-
curacy for several learning algorithms. The effect
of an additional attribute selection depends on the
kind of machine learning method, although it im-
proves the accuracy of the most precise classifiers,
especially at the first stages of the diagnosis pro-
cesses, just after a fault has been detected.

Keywords: System Decomposition, Machine Learning,
Consistency Based Diagnosis, Fault Identification.

1 Introduction
The diagnosis task has been approached using a wide variety
of techniques, being the four main approaches, [Balakrishnan
and Honavar, 1998; Narasimhan, 2007]: Knowledge Based
—including expert systems—, Case Based , Data Driven —
including machine learning—, and Model Based Reasoning.
Currently, it seems clear that no single technique is capable
to claim its success in every field. Therefore, an increasing
number of diagnosis systems have opted for mixed solutions.
In this work, we propose a combination of Model Based and
Machine Learning methods. Our approach relies primarily

∗This work was partially supported by Spanish Ministry of Edu-
cation and Culture through grant DPI2005-08498.

upon model-based diagnosis, but it has been enhanced via
machine-learning techniques to provide fault identification
capabilities.

In the Artificial Intelligence field, the DX community has
developed Consistency Based Diagnosis, CBD, as the major
paradigm for model based diagnosis [de Kleer et al., 1992].
CBD is able to perform both fault detection and localization
with just models for correct behavior, but the absence of fault
models knowledge is partly responsible of the low discrim-
inative power that CBD may exhibit [Dressler and Struss,
1996]. Usually, to solve this drawback, knowledge about fault
modes is introduced. Different proposals have been made de-
pending on the amount of knowledge used about fault modes.
In this work, we have considered the predictive approach,
which use models of fault modes to estimate faulty behavior,
as in Sherlock [de Kleer and Williams, 1989], GDE+ [Struss
and Dressler, 1989] Livingstone [Williams and Nayak, 1996]
or TRANSCEND [Mosterman and Biswas, 1999]. Based
on such estimation, non-consistent fault modes are rejected.
However, adding fault modes increase complexity. For N
components in a system, fault isolation must discriminate
among 2N modes (ok or fault). Fault identification must dis-
criminate among KN modes (for an average K behavioural
modes). The problem becomes more difficult in presence of
dynamics.

To avoid this problem, we propose to use CBD without
fault models, and include fault identification knowledge ob-
tained with machine learning techniques.

There are several systems that couple model based diag-
nosis with machine learning. In [Yu et al., 1999], from the
neural network perspective, a typology of approaches is pre-
sented. In [Console et al., 2003] a review of the compilation
approach is included. Currently, three basic approaches can
be found in literature, with some proposals in between: com-
pilation, residual classification and model learning.

The compilation method uses machine learning to induce
classifiers that model the relations from symptoms to faults.
The main objective of the compilation approach is to im-
prove the efficiency of model-based diagnosis usually to per-
form on-line diagnosis [Console et al., 2003; Murphey et al.,
2006]. Compilation approach may use simulation of the mod-
els under relevant faults or may use the model based diagnos-
tic system under relevant observations to compute the faults.
In both cases, a set of examples that associate observations
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and faults is generated using the models and the examples are
provided as input to a learning algorithm.

The residual classification method use machine learning to
induce classifiers that model the relation from residuals to
faults. The main objective of this approach is to improve
the robustness of the isolation from residuals. The residu-
als generated by a model based diagnosis system and fault
information is the input of the learning algorithm. The in-
duced model is used on line for fault isolation to obtain a
robust isolation from the residuals [Pernestal et al., 2006;
Yu et al., 1999].

The model learning method use machine learning to in-
duce models of the system. The objective of this approach
is obtain models of complex systems whose behavior is not
well known. There are two different approaches: learning
models of correct behavior or learning models of faulty be-
havior. Models of correct behavior are obtained form input
output data of normal operation to create a model of the sys-
tem. This model is used on line to generate residuals. Neural
networks have been extensively used for learning models of
correct behavior [Patton et al., 1994; Yu et al., 1999], but
others approaches are possible, like bayesian networks [Cas-
tanon et al., 2005]. Models of faulty behavior requires data
of bad operation to create models that perform fault isola-
tion from observations. Examples are the induction of chron-
icles [Dousson and Duong, 1999] or Hidden Markov Models
[Chakrabarti et al., 2007]. Bayesian networks are also a pop-
ular method, although usually the structure of the network is
given and training data are used to adjust the network param-
eters [Lerner et al., 2000].

In this work, the compilation approach is used to com-
bine consistency based diagnosis with machine learning tech-
niques, maintaining the soundness of the CBD approach.
CBD is in charge of fault detection and localization, while
machine learning is used for fault identification. The identi-
fication problem is approached as a multivariate time series
classification task and time series classifiers are induced off
line from simulated data. This approach has been previously
tested in [Alonso et al., 2007].

The main contribution of this paper is to apply the struc-
tural knowledge provided by the CBD method to define the
input-ouput structure of the classifiers. We propose to use
Possible Conflicts, PCs, [Pulido and Alonso González, 2004]
for both Fault Detection and Localization, and system de-
composition. We briefly describe the machine learning tech-
niques. Then we explain how PCs decomposition identifies
subsystems that provide fault mode selection and attribute se-
lection in a systematic way, and propose to use PCs to define
the structure of an ensemble of classifiers. This ensemble can
be easily integrated in the CBD cycle without affecting lo-
calization soundness. The approach is tested in a simulated
scenario and systematically evaluated.

2 Possible Conflicts for On Line CBD and
System Decomposition

The computation of possible conflicts is a compilation tech-
nique which, under certain assumptions, is equivalent to on-
line conflict calculation in the General Diagnostic Engine [de

Kleer and Williams, 1987], GDE, or Fault Detection and Iso-
lation using ARRs obtained through structural analysis. A
detailed description of consistency based diagnosis with pos-
sible conflicts can be found in [Pulido and Alonso González,
2004].

The main idea behind the possible conflict concept is that
the set of subsystems capable to generate a conflict can be
identified off-line, in a three steps process:

The first one represents the system as an hyper-graph,
HSD = {V,R}, where V is the set of variables of the system
and R = {r1, r2, . . . , rm} is a family of sub-sets in V , where
each rk represents a constraint in the model.

The second step looks for minimal over-constrained sub-
systems, called Minimal Evaluation Chains (MEC), Hec =
{Vec, Rec}, where Vec ⊆ V , Rec ⊆ R. Evaluation chains
are necessary conditions for a possible conflict to exist. Ad-
ditionally, each MEC identifies, by definition, a subsystem
of HSD.

In the third step, extra knowledge is added to assure that
a MEC, Hec, can be solved using local propagation crite-
rion. If it is possible, a Minimal Evaluation Model (MEM) is
defined, Hmem = {Vmem, Rmem}, with Vmem = Vec and
Rmem = {r1k1 , r2k2 , . . . , rmkm

}. riki
is a casual constraint

obtained assigning a causality to ri ∈ Rec. The set of rela-
tions of a MEC with at least one MEM is called a possible
conflict (PC).

Actually a MEM is a computational model with discrep-
ancy detection capability. Hence, the set of MEMs can be
used to perform fault detection. If there is a discrepancy be-
tween predictions from those models and current observa-
tions, the possible conflict would be responsible for such a
discrepancy and must be confirmed as a real conflict. After-
wards, diagnosis candidates are obtained from conflicts fol-
lowing Reiter’s theory.

Additionally, MEMs provide a mean to decompose the
original system, HSD = {V,R}. Each MEM is uniquely
related to one MEC. And each MEC identifies, by defini-
tion, a subsystem of HSD. Then, the set of MEM induces a
decomposition onHSD. The decomposition is not exhaustive
(some variables and relations may not be included in any sub-
system) neither exclusive (some relations and variables may
belong to various subsystems), but it is systematic because the
algorithms that compute possible conflicts find every MEC
and MEM . An important property of this decomposition is
that every found subsystem is minimal in the sense that no
proper subsystem has discrepancy detection capability. This
assures that the decomposition induced byMEMs is unique.

3 Time Series Classifiers for Fault
Identification

In this work, fault identification is approached as a prob-
lem of multivariate time series classification. This is ad-
equate for those dynamic systems where the set of avail-
able observations (measurements and systems parameters and
settings) is fixed and no new measurement is available to
refine diagnosis candidates. We restrict ourselves to dis-
crete and finite time series of real numbers. Several sys-
tems, like industrial continuous processes or autonomous
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systems, satisfy these requirements. The historic values of
each observable variable may be considered as a univari-
ate time series and the set of historic values of all the vari-
ables of interest as a multivariate time series. Therefore
diagnosis of past and current faults may be achieved ana-
lyzing the past multivariate time series, particularly induc-
ing multivariate time series classifiers. Although machine
learning has been widely used for diagnosis problems, to the
best of our knowledge, few authors formulate the problem
as a multivariate time series classification [Roverso, 2003;
Alonso et al., 2007].

To test the effect of system decomposition, we have se-
lected six machine learning techniques: Decision Trees (DT),
Naive Bayes (NB), Support Vector Machines (SVM) (with
kernels linear and perceptron), Nearest Neighbor (k-NN), and
Stacking Nearest Neighbor (Stack-k-NN).

DT, NB, SVM and k-NN are standard machine learning
techniques. Particularly, k-NN using Dynamic Time Warp-
ing, DTW, as a dissimilarity measure behaves reasonably well
for most univariate problems [Keogh and Ratanamahatana,
2005]. Although DTW may be extended to the multivariate
case, it does not behave well for this problem. As an alter-
native approach, Stack-k-NN is proposed in [Alonso et al.,
2007]. This is an ensemble method that obtain multivariate
time series classifiers from k-NN univariate time series clas-
sifiers.

Stack-k-NN is a variant of the Stacking ensemble method.
Stacking is characterized by two classification levels: level 0,
which produces different classifiers for the same data set, and
level 1, which tries to generalize from level 0 classifications.
Level 1 generalization is accomplished by inducing another
classification model from the same data set, once it has been
processed by the level 0 classifiers [Wolpert, 1992].

Stack-k-NN use the Stacking configuration shown in Fig-
ure 1. If the original multivariate time series has n variables,
it is split into its n components to obtain n univariate times se-
ries. For each time series, k-NN algorithm is used. The output
of these level 0 classifiers plus class information are arranged
in a vector and used to train the level 1 classifier through a ten
folds stratified cross validation. As level 1 learner we have
chosen Naive Bayes.

 

Time series 1 Time series 3 Time series n Time series 2 
K-neighbours DTW distance K-neighbours DTW distance 

 

K-neighbours DTW distance 
 

… 

K-neighbours DTW distance 
 

Naive Bayes 

inputs 

output 

Level 0 
Level 1 

Figure 1: Schema of Stack-K-NN ensemble method.

Experimental results have shown that Stack-k-NN outper-
forms the five standard machine learning algorithms consid-
ered on various data sets.

When necessary, the machine learning algorithms have
been adapted to provide class confidences instead of assign-
ing a single class. This feature will be used to combine the
classifiers outputs when decomposition selects more than one
classifier.

4 Attribute and Class Selection via Possible
Conflicts

In previous works, knowledge about the system to be diag-
nosed has not been used to decide the input-output structure
of the classifiers. A single global classifier, Classifier, was
constructed. Let n be the number of available observations.
Then, the input space of the classifiers is the multivariate time
series space I = TS1 × TS2 × ... × TSn, with TSi the
time series space associated to observation i. Respecting fault
modes, we assume system detectability, and only consider
fault modes that may be detected by some possible conflict,
according to the fault signature matrix of the system. Let’s
Ci be the set of fault models associated to PCi. Then, the
set of classes, C, is defined as C = ∪iCi, i = 1, 2...m, with
m the number of PCs. Therefore, the classifier Classifier,
applies I into C:

Classifier : I −→ C

Although Stack-k-NN seems to behave satisfactory with
this simple setting for a small size problem, it is not to be ex-
pected that the method may scale up to systems with hundreds
of observations and fault modes.

On practical applications, a great effort is usually done to
analyze the characteristics of the problem. It is well known
[Frank and Kramer, 2004; Li et al., 2005; Rokach, 2006]
that the induction of classifiers is increasingly difficult with
the number of classes to consider and with the number of
attributes; particularly harmful is the presence of irrelevant
and/or redundant attributes. A lot of work has been done to
automate this analysis, specially in the field of attribute selec-
tion. However, it is still claimed that a thorough knowledge
of the problem and the help of problem experts is necessary
in all but simple applications [Witten and Frank, 2005].

One obvious way of simplifying the problem is decompos-
ing the physical system, looking for subsystems where the
space I has lower dimension and the set C has lower cardi-
nality. The Possible Conflict approach provides a systematic
method to decompose a physical system.

4.1 Possible Conflict Decomposition: Class
Decomposition

We have shown in section 2 that the set of MEMs induce a
unique decomposition on the system. Because each MEMi

is only sensible to the mode faults of Ci, we have that |Ci|≤
|C|. This provides a first decomposition step that reduces
the number of classes of a classifier. If we have m Possi-
ble Conflicts, the we can replace the single global classifier,
Classifier, by m local classifiers, Classifier − Ci, where
the suffix C indicates that decomposition has been applied
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to class selection and subindex i identify the PC used. The
structure of these classifiers is:

Classifier − Ci : I −→ Ci

These local classifiers, Classifier − Ci, still work on the
same input space, but have the potential to work with less
number of classes, because Possible Conflicts are minimal.

4.2 Possible Conflict Decomposition: Attribute
and Class Decomposition

The decomposition may be carried out a further step, to the
level of the MEM subsystem. Now, the MEMs project
the input space I into m subspaces Ii, with m the number
of MEMs and Ii the space of time series associated to the
observations of MEMi, that is, the observations of Vmemi

.
The projections are not exclusive and several subspaces may
share several dimensions, that is, observations. Note also that
some dimensions of I may not be projected in any subspace.

With this ultimate level of decomposition, the original
global classifier, Classifier, is replaced by m local classi-
fiers, Classifier − ACi, where the suffix AC indicates that
decomposition has been applied to classes and observations
(attributes). The structure of these classifiers is:

Classifier −ACi : Ii −→ Ci

4.3 Possible Conflict Decomposition: Ensemble of
Classifiers

During the identification stage, several classifiers might be in-
voked for the same fault, as explained in the next section. Ac-
tually, the m local classifiers may be considered as an ensem-
ble of classifiers. We define Ensemble-C (resp. Ensemble-
AC) as the ensemble of m local classifiers Classifier − Ci

(resp. Classifier − ACi). Then, a mechanism is needed
to combine the class prediction of the local classifiers. We
use a simple average scheme. The local classifiers assign a
probability to each class of their output domain and a null
probability to the remainder classes. These probabilities are
averaged and provided as the output of the ensemble.

By definition, the family of Ci is a coverage of C, although
not a mutually exclusive one, because it is possible to have
Ci ∩ Cj 6= ® for some i 6= j. Hence some degree of over-
lapping among the set of classes is to be expected. There
is also some overlapping among the dimensions of the in-
put space of the classifiers when attribute selection is applied.
From the machine learning point of view, this is a desirable
property: we may have several classifiers providing different
confidence to the same classes. This has the potential to gen-
erate diversity, which is a much looked after property on the
ensemble methods.

5 On Line Fault Detection, Isolation and
Fault Identification

Consistency-based diagnosis automatically provides fault
isolation based on fault detection results. Using possible con-
flicts, CBD can be easily done without on-line dependency
recording. The proposed diagnosis algorithm will incremen-
tally generate the set of candidates consistent with observa-
tions. In the off-line stage, the system model is automatically

analyzed to find out every possible conflict, PCi, and its as-
sociate executable model, MEMi.

In the on-line stage, we perform a semi-closed loop simu-
lation with each executable model MEMi:

1. repeat
(a) simulate(MEMi;OBSMEMi

)→ PREDMEMi
.

(b) if |PREDMEMi
− OBSOMEMi

| > δMEMi
con-

firm PCi as a real conflict.
(c) update(set of candidates, set of activated PCs)

2. until every PCi is activated or time elapsed.

Where OBSMEMi
denotes the set of input observations

available forMEMi; PREDMEMi
represents the set of pre-

dictions obtained from MEMi; OBSOMEMi
denotes the

set of output observations for MEMi; and δMEMi
is the

maximum value allowed as the dissimilarity value between
OBSOMEMi

and PREDMEMi
.

This algorithm can be easily modified to include fault iden-
tification information from time series classifiers.

Let’s call Ensemble to any of the ensembles of local clas-
sifiers introduced in section 4, Ensemble-C or Ensemble-AC.

Let’s Ensemble(t, set of activated PCs) denote an invo-
cation of Ensemble , with a fragment of series from t to the
min(current time, t + maximum series length) and informa-
tion of the activated PCs. This information is needed to se-
lect the local classifiers that have to be used.

With this notation, the integration of the fault mode knowl-
edge in the consistency based diagnosis cycle may be simply
stated. Just add:

(d) Ensemble(t0, set of activated PCs)

to the on-line simulation loop, with t0 the starting time of
the series, prior to the first conflict confirmation. The new
algorithm provides fault isolation using CBD, and fault iden-
tification information, ordering fault modes according to the
confidence assigned to them by the ensemble of classifiers.

Note that the isolation step is sound in the sense that fault
isolation is purely consistency based. Moreover, the local
classifiers, by construction, only returns fault modes asso-
ciated with the activated PCs. Hence, although fault mode
assignment departs form the consistency based framework, it
is always coherent with the fault isolation stage, in the sense
that a fault mode is not selected if the component affected by
the fault is not a candidate.

6 A Case Study
6.1 The System to be Diagnosed
For this work, we have used the laboratory scale plant shown
in figure 2. Although a laboratory plant, its complexity is
comparable to the one encountered in several subsystems of
real processes. It is made up of four tanks {T1, . . . , T4},
five pumps {P1, . . . , P5}, and two PID controllers acting on
pumps P1, P5 to keep the level of {T1, T4} close to the spec-
ified set point. To control temperature on tanks {T2, T3} we
use two resistors {R2, R3}, respectively.

In this plant we have eleven different measurements: levels
of tanks T1 and T4 –{LT01, LT04}–, the value of the PID
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Figure 2: The diagram of the plant.
Constraints Components Estimate

PC1 t1dm, t1fb1, t1fb2 T1, P1, P2 LT01
PC2 t1fb1, t2dm, t2f T1, T2, P1 FT02
PC3 t1fb1, t2dm, r2p T1, P1, T2, R2 TT02
PC4 t1fb2, t3dm, t3f T1, P2, T3 FT03
PC5 t1fb2, t3dm T1, P2, T3 TT03
PC6 t4dm T4 LT04
PC7 t4fb T4, P5 FT04

Table 1: Possible conflicts found for the laboratory plant;
constraints, components, and the estimated variable for each
possible conflict.

controllers on pumps {P1, P5} –{LC01, LC04}–, in-flow on
tank T1 –{FT01}–, outflow on tanks {T2, T3, T4} –{FT02,
FT03, FT04}–, and temperatures on tanks {T2, T3, T4} –
{TT02, TT03, TT04}–. Action on pumps {P2, P3, P4},
and resistors –{R2, R3}– are also known.

The plant may work with different configurations and a
simple setting without recirculation —pumps {P3, P4} and
resistor R2 are switch off— has been chosen.

6.2 Possible Conflicts for the System
We have used common equations in simulation for this kind
of process:

1. tdm: mass balance in tank t.

2. tdE : energy balance in tank t.

3. tfb: flow from tank t to pump.

4. tf : flow from tank t through a pipe.

5. rp: resistor failure.
Based on these equations we have found the set of possible

conflicts shown in table 1. In the table, second column shows
the set of constraints used in each possible conflict, which are
minimal with respect to the set of constraints. Third column
shows those components involved. Fourth column indicates
the estimated variable for each possible conflict. We have
considered the fourteen fault modes shown in table 2.

6.3 Class Decomposition
Possible conflicts related to fault modes are shown in the fol-
lowing theoretical fault signature matrix shown in table 3.

Class Component Description
f1 T1 Small leakage in tank T1

f2 T1 Big leakage in tank T1

f3 T1 Pipe blockage T1 (left outflow)
f4 T1 Pipe blockage T1 (right outflow)
f5 T3 Leakage in tank T3

f6 T3 Pipe blockage T3 (right outflow)
f7 T2 Leakage in tank T2

f8 T2 Pipe blockage T2 (left outflow)
f9 T4 Leakage in tank T4

f10 T4 Pipe blockage T4 (right outflow)
f11 P1 Pump failure
f12 P2 Pump failure
f13 P5 Pump failure
f14 R2 Resistor failure in tank T2

Table 2: Fault modes considered.
f1 f2 f3 f4 f5 f6 f7 f8 f9 f10 f11 f12 f13 f14

PC1 1 1 1 1 1 1
PC2 1 1 1 1
PC3 1 1 1 1
PC4 1 1 1 1
PC5 1 1 1
PC6 1
PC7 1 1

Table 3: PCs and their associated fault modes.

It should be noticed that these are the fault mode classes
which can be distinguished for fault identification. In the
localization stage, the following pair of faults {f1, f2},
{f4, f11}, {f3, f12}, and {f10, f13} can not be separately iso-
lated.

The fault signature matrix provides the class decomposi-
tion. For each PCi, Ci includes the fault modes marked 1 on
the corresponding row. For instance C3 = {f4, f7, f11, f14}.

6.4 Attribute and Class Decomposition
The input an output observations of each possible conflict,
obtained from each MEM , are shown in table 4. Now, each
subspace Ii includes the observations marked 1 on the corre-
sponding column. For instance I3 = TSFT02 × TSLT01 ×
TSLC01 × TSTT02.

7 Experimental Evaluation
Due to the cost of obtaining enough data for a fourteen classes
classification problem from the laboratory plant, we have re-
sorted to a detailed, non linear quantitative simulation of the
plant. We have run twenty simulations for each class, adding
noise in the sensors readings. We have modeled each fault
class with a parameter in the [0, 1] range. We have made
twenty simulations for each class of fault. Each simulation
lasted 900 seconds. We randomly generate the fault magni-
tude, and its origin, in the interval [180, 300]. The sample rate
is 3 seconds. Since we just have eleven observations, then
each simulation will provide eleven series of three hundred
numeric elements.

For complexity reasons, we only consider single faults. We
also have assumed that the system is in stationary state before
the fault appears.

It is not easy to systematically evaluate the behavior of the
diagnosis algorithm presented in section 5. Hence a simpli-
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PC1 PC2 PC3 PC4 PC5 PC6 PC7

FT01 1 1
FT02 1 1 1 1
FT03 1 1 1 1
FT04 1
LT01 1 1 1 1 1
LT04 1
LC01 1 1 1
LC04
TT02 1 1
TT03 1 1

Table 4: PCs and their associated observations

fied scenario has been developed to evaluate the viability of
the Possible Conflict decomposition.

The simulation data has been used to tune the possible con-
flicts thresholds. Hence, each instance of a fault mode simu-
lation confirms the possible conflicts as indicated in the fault
signature matrix. This has the inconvenient of introducing
some bias on the evaluation method, because in a real sce-
nario a possible conflict may not be activated when a fault
mode is present. Consequently, the empirical results only
compares the behavior of the different classifiers in the ideal
case when fault detection and isolation is error free.

All the experiments have been performed on the WEKA
tool [Witten and Frank, 2005]. Error estimations and hy-
potheses testing have been obtained with the slightly conser-
vative corrected resampled t-test. Instead of standard cross
validation, we have made fifteen training-test iterations. In
each iteration, we have randomly selected 90% of available
data for the training set and 10% for the test set. This experi-
mental setting is proposed in [Nadeau and Bengio, 2003].

We have test the system for 30, 40, 50, 70, and 100% of the
time series. With 30% of the series the system is beginning
the transition to a new stationary state, that is nearly reached
with a 70%.

Table 5 shows the result obtained. The column Class (resp.
Attribute) indicates if Class decomposition has been applied
(resp. Attribute decomposition).

Without decomposition, first row of each learning method,
DT and Stack-1-NN provides the best results. Both methods
are less sensitive to irrelevant attributes, specially Stack-1-
NN.

Class selection systematically increases the accuracy of the
classifiers by an important margin, particularly at the begin-
ning of the transitory. Stack-1-NN still provides better clas-
sifiers, although it is notable the improvement of SVM with
kernel perceptron.

Class and attribute selection have diverse effect, depending
of the classifiers. SVM and DT do not benefit from attribute
selection. Stack-1-NN still improves. However, the effect of
attribute selection is clearly marked for NB and 1-NN. This
is something to be expected, because NB is sensible to redun-
dant attributes and k-NN degrades with irrelevant attributes.

Stack-1-NN with class and attribute selection provides,
systematically, the best behavior in terms of accuracy. Signif-
icance tests with 0.05 level have been performed against all
the other methods. Dots in table 5 indicate that the method
is significant worse than Stack-1-NN with class and attribute

selection. 1-NN with class and attribute selection is the only
method that stands comparison. NB with class and attribute
selection and SVM with kernel perceptron and class selection
also performs satisfactory.

The conclusion is that applying class and feature selection,
1-NN and Stack-1-NN are the preferred methods. If we take
into account the cost of training Stack-1-NN, 1-NN is an ex-
cellent option. Class decomposition seems to be desirable.
The effect of attribute decomposition is not so clear, although
significantly improves the accuracy of the most precise classi-
fiers with 30% of the series, which is important for early fault
identification. And additional benefit of attribute decomposi-
tion, not considered in this evaluation, is that it may reduce by
an important factor the training time respect to class decom-
position, because all the local classifiers works on a smaller
input space if attribute decomposition is applied.

8 Related Work
System decomposition is generally acknowledged as a pow-
erful method to reduce complexity. However, few works ad-
dress this problem in a systematic and automatic way in the
model based and data mining communities.

In the model based community, a similar idea to the Pos-
sible Conflict decomposition, Decompositional Model Based
Learning, was first proposed in [Williams and Millar, 1998]
for a different task: the use of dissents to decompose com-
plex system to facilitate parameter estimation. The main dif-
ference being that dissents computation is not complete, be-
cause cyclic configurations are avoided. Additionally, a con-
cept like Class decomposition is not applicable because of the
different nature of the task.

Possible conflict has also been proposed to identify the
structure of state observers from MEMs in [Pulido et al.,
2007]. Implicitly, it is performed the same system decompo-
sition that we exploit in this work. Again Class decomposi-
tion do not apply.

The machine learning community has dedicated a great ef-
fort to the field or feature (attribute) selection [Witten and
Frank, 2005]. Nevertheless, the approach is quite different
because the objective is to find general methods that apply to
data sets. To the best of our knowledge, there is no work that
exploit models of the system to relate classes and attributes.

Recently [Rokach, 2006] has proposed a decomposition
methodology for classification task. Attribute decomposition,
where the available set of attributes is projected on different
subspaces, is given a relevant role. Similar ideas are used for
generating ensemble classifiers [Ho, 1998]. However, these
methods are oriented towards data set manipulation, and no
knowledge of the system is used.

[Rokach, 2006] also considers intermediate concept de-
composition with two variants: concept aggregation and
functional decomposition. Concept aggregation may group
classes into subclasses or be oriented towards transforming
multiclass problems into binary classification problems [Di-
etterich and Ghulum, 1995]. However, no knowledge of the
problem is used, unless manually introduced. Functional de-
composition is closer in spirit to our approach. It recursively
decompose the target concept in sub concepts and subsets of
attributes. The decomposition may be autonomous, based on
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series length
Method Class Attribute 30% 40% 50% 70% 100%
Decision Tree No - •65.95 (8.42) •94.76 (3.79) •90.95 (5.03) •94.29 (5.19) •93.81 (5.13)
Decision Tree Yes No •84.52 (6.57) •95.71 (3.36) •94.76 (4.45) 95.95 (4.65) •95.95 (4.65)
Decision Tree Yes Yes 86.67 (5.48) •94.52 (4.02) •94.76 (4.24) •94.29 (4.00) •93.81 (4.15)
Naive Bayes No - •57.86 (4.71) •88.10 (4.99) •91.90 (4.77) •92.38 (4.84) •82.86 (5.43)
Naive Bayes Yes No •85.95 (4.37) •95.00 (3.77) •97.14 (2.77) 97.38 (2.85) 97.86 (2.63)
Naive Bayes Yes Yes •85.00 (4.52) 98.33 (2.29) 98.33 (2.29) 98.33 (2.29) 98.57 (1.81)
SVM linear No - •42.62 (5.48) •83.10 (4.15) •87.14 (4.44) •89.52 (3.69) •94.05 (3.97)
SVM linear Yes No •74.29 (7.42) •93.33 (3.27) •97.14 (2.41) 98.81 (1.74) 99.52 (1.26)
SVM linear Yes Yes •75.71 (6.22) •91.19 (2.29) •91.67 (2.58) •91.43 (2.26) •92.14 (2.77)
SVM perceptron No - •50.24 (7.33) •82.62 (4.24) •86.90 (4.61) •88.57 (4.52) •88.81 (4.24)
SVM perceptron Yes No •87.86 (4.00) 98.10 (1.84) 99.05 (1.63) 98.57 (2.26) 98.57 (2.26)
SVM perceptron Yes Yes •86.67 (3.93) •97.14 (2.41) 98.33 (1.84) 98.33 (1.84) 99.05 (1.63)
1-NN, DTW No - •48.81 (7.72) •84.52 (7.35) •85.00 (7.17) •86.67 (6.54) •87.62 (6.31)
1-NN, DTW Yes No •83.10 (4.95) •94.76 (2.98) •95.00 (4.44) •95.24 (3.97) •96.90 (2.98)
1-NN, DTW Yes Yes 92.62 (4.95) 98.33 (2.29) 98.57 (2.26) 98.57 (2.26) 99.05 (2.12)
Stack-1-NN+NB No - •63.81 (7.50) •96.67 (2.51) 97.86 (2.26) 98.10 (2.65) 99.05 (1.63)
Stack-1-NN+NB Yes No •89.05 (3.69) 98.33 (2.65) 99.05 (1.63) 98.81 (2.20) 99.76 (0.92)
Stack-1-NN+NB Yes Yes 93.10 (2.85) 99.52 (1.26) 99.76 (0.92) 99.52 (1.26) 99.76 (0.92)

Table 5: Accuracies and deviations of the methods. The symbol “•” indicates that the result is significantly worse than the
result for the last method.

analysis of the data and partitions measurements, or super-
vised, with guidance from the user [Frank and Kramer, 2004;
Zupan et al., 1999].

9 Conclusions and Further Work
This work has shown how Possible Conflicts technique may
be used to decompose a system, using the computational
models associated to each Possible Conflict, that is, its Mini-
mal Evaluation Model.

This decomposition may be used to define the input-output
structure of induced classifiers. The decomposition defines
the structure of an ensemble of classifiers that may be inte-
grated on line in the Consistency Based Diagnosis cycle, pro-
viding fault identification information. The integration relies
on the compilation approach of Machine Learning and Model
Based Diagnosis.

The proposal has been systematically evaluated on a sim-
plified scenario on various machine learning methods. Ex-
perimental results show that Class decomposition systemati-
cally improves the accuracy of the classifiers. The effect of
Attribute decomposition is not so consistent, although signif-
icantly improves the accuracy of the most precise classifiers
at the first stages of the diagnosis processes.

The major contribution of this works is that it provides a
systematic approach to define the structure of an ensemble of
classifiers for fault identification form an abstract model of
the system, using Possible Conflict decomposition.

Future work requires a thorough evaluation of the proposal
on the same pilot plant used in this paper. Data from real
faults have been collected. Also, additional simulation data
must be generated, to evaluate the behavior of the classifiers
independently of the possible conflicts detection and isolation
accuracy.

It would be interesting to evaluate the proposal with dif-

ferent levels of decomposition, because grouping attending
fault modes and/or observations might improve the classifiers
accuracy.
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J. Cantú Ortiz, Rubén Morales-Menéndez, and Ricardo
Ramı́rez. A fault detection approach based on machine
learning models. In A. Gelbukh, A. de Albornoz, and
H. Terashima, editors, MICAI 2005, volume 3789 of
LNCS, pages 583–592, 2005.

[Chakrabarti et al., 2007] Chayan Chakrabarti, Roshan
Rammohan, and George F. Luger:. Diagnosis using a
first-order stochastic language that learns. Expert Systems
with Applications, 32(3):832–840, 2007.

[Console et al., 2003] Luca Console, Claudia Picardi, and
Daniele Theseider Dupre. Temporal decision trees:
Model-based diagnosis of dynamic systems on-board.
Journal of Artificial Intelligence Research, 19:469–512,
2003.

[de Kleer and Williams, 1987] J. de Kleer and B.C.
Williams. Diagnosing multiple faults. Artificial In-
telligence, 32:97–130, 1987.
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V. Puig, and T. Escobet. Analyzing the influence of tempo-
ral constraints in possible conflicts calculation for model-
based diagnosis. In in Procs. of the 18th International
Workshop on Principles of Diagnosis, DX’07, pages 186–
193, 2007.

[Rokach, 2006] Lior Rokach. Decomposition methodology
for classification tasks: a meta decomposer framework.
Pattern Anal Applic, 9:257–271, 2006.

[Roverso, 2003] D. Roverso. Fault diagnosis with the al-
addin transient classifier. In System Diagnosis and Prog-
nosis: Security and Condition Monitoring Issues III,
AeroSense2003, Aerospace and Defense Sensing and Con-
trol Technologies Symposium, 2003.

[Struss and Dressler, 1989] P. Struss and O. Dressler. Phys-
ical negation: Introducing fault models into the general
diagnostic engine. In Eleventh International Joint Confer-
ence on Artificial Intelligence (IJCAI-89), Detroit, Michi-
gan, USA, 1989.

[Williams and Millar, 1998] B.C. Williams and B. Millar.
Decompositional model-based learning and its analogy to
diagnosis. In Proceedings of (AAAI-98), 1998.

[Williams and Nayak, 1996] B.C. Williams and P.P. Nayak.
A model-based approach to reactive self-configuring sys-
tems. In Proceedings of AAAI, pages 971–978, Val Morin,
Quebec, Canada, 1996.

[Witten and Frank, 2005] I. Witten and E. Frank. Data Min-
ing: Practical Machine Learning Tools and Techniques
(Second Edition). Morgan Kaufmann, 2005.

[Wolpert, 1992] D.H. Wolpert. Stacked generalization. Neu-
ral Networks, 5(2):241–260, 1992.

[Yu et al., 1999] D.L. Yu, J.B. Gomm, and D. Williams. Sen-
sor fault diagnosis in a chemical process via rbf neural net-
works. Control Engineering Practice, 7:49–55, 1999.

[Zupan et al., 1999] B. Zupan, M. Bohanec, J. Demsar, and
I. Bratko. Learning by discovering concept hierarchies.
Artificial Intelligence, 109:211–242, 1999.

222 Machine Learning and Model Based Diagnosis using Possible Conflicts and System Decomposition

Alban Grastien, Wolfgang Mayer, and Markus Stumptner, Editors.
Proceedings of the 19th International Workshop on Principles of Diagnosis (DX-08),
September 22–24, 2008, Blue Mountains, NSW, Australia.



Distributed Consistency-Based Diagnosis without Conflicts

Vincent Armant and Philippe Dague and Laurent Simon
Univ. Paris Sud (LRI)& CNRS - INRIA (Saclay)

4 rue Jacques Monod, Parc Club 91400 Orsay

Abstract
Some methods exist to locate errors and incorrect
answers in a distributed framework, where all peers
work together for the same purpose, under the same
protocol. For instance, one may limit them by re-
plication of data and processes among the network.
However, with the emergence of web services, the
willing for privacy, and the constant growth of data
size, such a solution may not be applicable. For
some problems, failure of a peer has to be detec-
ted and located by the whole system. In this paper,
we propose an approach to diagnose abnormal be-
haviors of the whole system by extending the well
known consistency-based diagnosis framework to a
fully distributed inference system, where each peer
only knows the existence of its neighbors. Contras-
ting with previous works on model-based diagno-
sis, our approach computes all minimal diagnoses
in an anytime way, without needs to get any conflict
first.

1 Introduction
Model-Based Diagnosis has been introduced in the late

eighties by [Reiter, 1987; de Kleer and Williams, 1987], and
has since been widely used in many successful works. With
this formalism, a logical theory describes the normal (and,
optionally, abnormal) behavior of a physical system, and in-
consistent observations are used to derive hypotheses over
components reliability (called diagnoses), that explains fai-
lures. Even if stronger logic may be used, it is often the case
where propositional logic is chosen to model the system. In
this context, diagnosing the system with respect to observa-
tions can be expressed as a classical – and heavily studied –
knowledge based compilation problem : restricted prime im-
plicants [Darwiche and Marquis, 2002].

Recent years have seen an increasing number of AI works
pushing forward the power of Distributed system, for instance
by adding semantic layers [Adjiman et al., 2005]. In such net-
works, all systems (or “peers”) are running the same algo-
rithm, and are working for the same purpose. The framework
may however describe two kinds of settings. One which al-
lows any peer to communicate with any other peer (generally
by means of distributed hash tables, [Stoica et al., 2001]) or

the other where peers only know their neighbors, which is
closer to social networks, circuits, and web services compo-
sition. In the latter formalism, reasoning is based on the decla-
ration of logical equivalence of variables between peers (the
shared variables), which locally defines subsystems acquain-
tances.

In this paper, we investigate the problem of diagnosing dis-
tributed systems defined by peers acquaintances. Each peer
only knows its neighborhood, and has a logical model of its
normal and abnormal behavior with respect to its observa-
tions and its shared variables with its acquaintances. The chal-
lenging problem is to build a set of global diagnoses of the
whole system. Our solution directly computes diagnoses (in-
cluding all minimal ones, either for set inclusion or for car-
dinality) without conflicts analysis, a very hard task which
is generally the first step – and the first bottleneck – of all
previous model-based diagnoses engines, even when efficient
algorithms are used [Simon and del Val, 2001].

In our approach, we focus on “static” settings of distributed
systems, in order to easily ensure that diagnoses and observa-
tions are consistent. If the static behavior is not possible in a
fully peer-to-peer setting, it is more realistic in a distributed
setting, for instance web services composition, embedded cir-
cuits, and social networks. In many cases, additional layers,
like memory of past events and counters, can even simulate
the “static” hypothesis.

In the next section, we recall the principles of model based
diagnosis and introduce our notations. In section 2, we ex-
tend model-based diagnoses to formulas in Disjunctive Nor-
mal Form and, section 3, we introduce our fundations of dis-
tributed reasoning for diagnoses. In section 4, we present the
distributed algorithm and then we report related work and
conclude.

Example 1 (Three steps web-payment certification) We
illustrate the paper by an example of a web-payment certification,
figure 1. The order validation service (OVS) asks to an eshopping
service (ES) for a hire purchase approval (hpPurch). In order to
maximize its sales opportunity, (ES) waits for the customer bank
approval (bkAprvl) or a loan agency approval (laAprvl). The bank
hire purchase service (HPS) and the loan agency service (LAS)
both check the customer credit card validity (valCC) by a call to the
credit card service (CCS). In the following, we restrict the system
to (HPS) and will refer to its “global description” as the conjunction
of the Transaction Approval (TA), the Solvability Checking (SC)
and the Option Checking (OC).
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FIG. 1 – 3 steps web-payment certification

2 From CNF Diagnosis to DNF Diagnosis
We assume familiarity with the standard literature on pro-

positional reasoning and resolution. A literal is a variable v
or its negation ¬v. Given a set L of literals, we denote by L
the set of its opposite literals. A Conjunctive Normal Form
formula (CNF) is a conjunction of disjunctions of literals. A
Disjunctive Normal Form formula (DNF) is a disjunction of
conjunctions of literals. For simplicity, we identify a formula
with a set of sets of literals. We denote by T∧ (resp T∨) the
set of sets of literals corresponding to a CNF (resp DNF).

A model is a set of literals that, when assigned to true, al-
lows the evaluation of a given formula to true. We say that a
formula f is satisfiable (or consistent), denoted by f 6|= ⊥,
if there exists a model for f . Let f1, and f2 be two formu-
las, if all the models of f1 are also models of f2, which is
noted f1 |= f2, then f1 is called an implicant of f2 and f2 is
called an implicate of f1. The minimal (with respect to the or-
der relation induced by inclusion of sets of literals) implicate
clauses (resp. implicant products) of a formula are called the
prime implicates (resp. prime implicants) of this formula. The
set of prime implicates is expressed in CNF whether the set
of prime implicants is in DNF. Given a formula f and a sub-
set V of its variables, the restriction of f on V is denoted by
f |V and corresponds to recursively apply on f the Shannon
decomposition operator on all variables x of f that do not ap-
pear in V . This operation, known as forgetting in Knowledge
Compilation, is well known to be a NP-Hard problem. Howe-
ver, when f is expressed as a DNF, the restriction operator is
simply a vocabulary restriction of all products of f . The res-
triction of T∨ on a set of literals L can be defined as T∨|{L}
= {IL | ∃I ∈ T∨ s.t. IL = I ∩ L}, which is no more a hard
task.

2.1 Centralized Model-Based diagnosis
Like many other works, we adapt the model-based diagno-

sis framework from [de Kleer and Williams, 1987; de Kleer
et al., 1992] to the propositional case. Initially, an observed
system is a triple (SD, COMPS, OBS) where SD is a first or-
der logical formula describing the system behavior, OBS is
a formula describing the observations (that boils down fre-
quently to values assignment to observable variables) and
COMPS is the set of monitored components, that appear as
arguments of the predefined predicate Ab() in SD (Ab(Ci)
denoting that component Ci is abnormal). In propositional
logic, we may merge the whole into a single theory T , with

the naming convention : all variables okCi (called mode va-
riables) encode the correct behavioral modes of the compo-
nents Ci, i.e. ¬Ab(Ci). We note F the set of negative mode
literals {...,¬okCi,...} representing faulty components. For a
(boolean) observable coded by a variable v, the elementary
observation v = a is coded by v if a equals 1 and ¬v if a
equals 0.
Example 2 (Modeling the system) A correct behavior of TA
(okTA) will approve a hire purchase (bkAprvl) if the customer is
solvent (solv) and fulfills the condition (eOpt) of OC. The rule for
TA is rewritten as f(TA) : okTA⇒ (solv∧eOpt⇔ bkAprvl). A
normal functioning of SC (okSC) will consider a customer solvent
(solv) if he does not exceed his overdraft limit (¬exOvLine). We
obtain f(SC) : okSC ⇒ (¬exOvLine ⇔ solv). A correct be-
havior of OC (okOC) will satisfy (eOPt) if the customer asked
for hire purchases by internet (ePurch) and his credit card is va-
lid (valCC). There are only two possible failures for OC : when
ePurch keeps its default value whereas the customer asked for
this option, and when the customer card is believed invalid whe-
reas it is. The Option Checking system can thus be encoded by
f(OC) : okOC ⇒ (ePurch ∧ valCC ⇔ eOpt) ∧ (¬okOC ⇒
¬valCC ∨ ¬ePurch). The behavior of HPS is the conjunction
f(HPS) : f(OC) ∧ f(SC) ∧ f(TA).

The theorem 3 of [de Kleer et al., 1992] states that the
minimal diagnoses are the prime implicants of the conjunc-
tion of minimal conflicts, where the minimal conflicts (called
minimal conflict sets in [Reiter, 1987] and minimal positive
conflicts in [de Kleer et al., 1992]) are the prime implicates
of the formula SD ∧ OBS, restricted to the mode literals in
F . Intuitively, a minimal conflict refers to a set of compo-
nents containing at least a faulty one. Minimal diagnoses are
thus the smallest conjunctions of faulty components that can
explain all the faults, according to observations.

Definition 1 (Minimal Diagnoses) Let T be the theory that
describes an observed system, F the consistent set of all ne-
gative mode literals of the system.

4 ⊆ F is a diagnosis for T iff T ∪4 ∪ {F \ 4} 6|= ⊥
We write Diag(T ) the set of diagnoses of T and
min⊆(Diag(T )) the set of its minimal diagnoses.

Intuitively, this definition states that, given any minimal
diagnosis4 of the observed failure, one may suppose that all
components C ′ that do not appear in 4 are correct. We may
also notice that, because we can restrict the set of possible
failures ((¬okOC ⇒ ¬valCC ∨ ePurch) in the previous
example), a diagnosis may not be extended by supposing all
components C ′ incorrect (two negative mode literals exten-
ding a diagnosis may be however mutually exclusive).
Example 3 (Conflicts and Diagnoses on Scenario 1) Let’s
suppose the following scenario : the bank approved a hire purchase
for an operation whereas the customer exceeds his overdraft limit.
He had a valid credit card but asked to stop internet purchasing. In
this case the bank service does not fulfill its expected behavior.

We thus look for the minimal subsets of { TA, OC, SC } that
may be faulty. This will be expressed by minimal conjunctions of
literals from {¬okTA,¬okOC,¬okSC}, which are consistent with
the formula f(HPS) and the observations {exOvLine, valCC,
¬ePurch, bkAprvl }. The minimal conflicts are (¬okSC ∨
¬okTA) and (¬okOC ∨ fV ∨ ¬okTA). The minimal diagnoses
that satisfy these conflicts are : (¬okTA) and (¬okSC ∧ ¬okOC).

224 Distributed Consistency-Based Diagnosis without Conflicts

Alban Grastien, Wolfgang Mayer, and Markus Stumptner, Editors.
Proceedings of the 19th International Workshop on Principles of Diagnosis (DX-08),
September 22–24, 2008, Blue Mountains, NSW, Australia.



Most of previous work on diagnosis compute first the set
of conflicts, restricted to mode literals. Then, only when this
first stage is over, diagnoses can be computed. These methods
are hopeless for building an anytime diagnostics engine as all
conflicts have to be known before the first diagnoses can be
returned. They are nevertheless motivated by the fact that mo-
dels of real-world are supposed to be close to CNF. If needed,
new variables are usually added to practically contain the po-
tential blow-up when translating to CNF. However, a DNF
representation of a circuit is from great interest : If we ensure
that the set F of mode variables is consistent, which means
that no variables are both positively and negatively in F , then,
if T∨ is the description of an observed system, each product
of the restriction T∨|{F} is a diagnosis (not necessarily mini-
mal).

Lemma 1 Let T∨ be a DNF description of an observed sys-
tem, and F a consistent set of mode literals, then

∀I ∈ T∨, I|{F} ∈ Diag(T )

Sketch of Proof For each I ∈ T∨, I is an implicant of T which is
trivially consistent with T . Let us consider {F \ I|{F}}, which does
not contains any literals from I|{F}. Thus, T ∪ I|{F}∪{F \ I|{F}}
is consistent with T and by definition I|{F} is a diagnosis.

Consequently, if we compute at least one implicant of T ,
we obtain at least one diagnosis without waiting for conflicts.
In practice, our requirement about DNF representation of T
can be weakened without loss : implicants can be incremen-
tally computed by an efficient SAT Solver or even dedu-
ced from a compact, compiled, representation of T that al-
lows efficient production of models [Darwiche and Marquis,
2002]. However, on small systems, or on large – but distribu-
ted – systems, the direct translation from CNF to DNF can be
done. The following theorem states that minimal diagnoses
are contained in any DNF description encoding the observed
system.

Theorem 1 Let T be the description of an observed system,
and F a consistent set of mode literals :

min⊆(Diag(T )) = min⊆(T∨|{F})

Sketch of Proof 1) Let 4 be a minimal diagnosis, by the de-
finition 1, 4 ∪ {F \ 4} is consistent with the observed system.
Moreover, for any DNF formula of the system, there exists an im-
plicant I consistent with 4 ∪ {F \ 4}. Since I is consistent with
4∪{F \ 4}we have I|{F\4} = ∅ and thus I|{F} =I|{4}. Because
we know that I|{F} is a diagnosis and4 is a minimal one we have
I|{4} = 4.
2) Let I|{F} ∈ min⊆(T∨), I|{F} is a diagnosis, suppose that it is
not a minimal one. Then there exists a diagnosis4,s.t.4 ⊂ I|{F}.
Consequently, there exists l in I|{F} s.t. l not in 4 In this case
4 ∪ { F \ 4} ∪ I is contradictory. But since 4 ∪ { F \ 4} is
consistent with T∨, then there exists I ′ 6= I s.t.4∪ { F \ 4} ∪ I ′

is consistent and I ′|{F} ⊆ 4. We deduce that I ′|{F} ⊆ 4 ⊂ I|{F}.
It is the contradiction with the fact that I|{F} ∈ min⊆(T∨|{F}).

Example 4 (Finding Diagnoses in DNF) Let FHBS =
{¬okTA, ¬okOC, ¬okSC} be the set of mode literals and T∨HBS

the DNF formula of the description with observations.

T∨HBS =

(¬okTA ∧ ¬okSC ∧ ¬eOpt ∧ okOC)∨
(¬okTA ∧ ¬okSC ∧ ¬okOC)∨
(¬okTA ∧ ¬solv ∧ ¬okOC)∨
(¬okTA ∧ ¬okSC ∧ ¬eOpt)∨
(¬okTA ∧ ¬solv ∧ ¬eOpt)∨
(¬okSC ∧ ¬okOC ∧ eOpt ∧ solv)

For simplicity, we omitted, on each product, the conjunction of
observed literals exOvLine∧valCC∧¬ePurch∧kAprvl. Finally,
after restriction on FHBS and subsumption elimination, we obtain
the two diagnoses {¬okTA, (¬okSC ∧ ¬okOC)}.

By the lemma 1 we know that each implicant contains a
diagnosis. By the theorem 1 we states that all DNF descrip-
tion of the observed system contains the set of minimal diag-
noses. Now, suppose that we monitor and diagnose a distri-
buted system consists of diagnosis engine which gradually
compute local implicants from the monitored subsystem. A
consistent composition of locals implicants from each diag-
nosis engine is also an implicant for the global system. We
note that, as soon as each diagnosis engine return it first im-
plicant, we can start the composition task. In the next section
we precise the notion of distributed system which differ from
the usual notion of system in Diagnosis by taking into ac-
count the shared and local acquaintance of a subsystem. We
take advantage of this characterization for forgetting symbols
and optimize the composition task.

3 Direct Diagnosis of Distributed Settings
We formalize our distributed model based diagnosis fra-

mework by means of Peer-to-Peer Inference Systems (P2PIS)
proposed by [Halevy et al., 2003], and extended in [Adjiman
et al., 2005] for distributed reasoning. In a P2PIS, a so-called
“inference peer” has only a partial knowledge of the global
network (generally restricted to its acquaintance) and may
have local information, only known by itself. In our work, an
inference peer will for instance model the expected behavior
of a real peer, a web service, or a subcircuit, of a distribu-
ted system. Let us denote by T the description of the global
observed system. T is the (virtual) conjunction of all local
theories Tp of peers p. Of course, in our framework, T will
never be explicitly gathered and privacy will be ensured on
local knowledge. T is built on the global vocabulary V (ex-
cluding mode variables), which can be partitioned into shared
variables Sh and local variables Loc

– Sh = {v|∃p, p′s.t. v appears both in Tp and in Tp′}
– Loc = V \ Sh
In addition to this partition, we have to add mode variables

in order to be able to diagnose the system. We denote by F the
set of all mode variables of the system. Obviously in order to
built global diagnoses, exchange of mode variables between
peers has to be possible. Thus, the network will allow for-
mulas build on variables from SH ∪ F to be sent from peer
to peer. We denote by Vp, Shp, Locp, Fp the vocabulary, the
shared variables, the local variables and the mode variables
symbols of any inference peer p.

3.1 A network of DNF models
In the previous section, we assumed that we were able to

work directly on the DNF of T . Because T here is a conjonc-
tion of formula, we may push this hypothesis to all Tp. If the
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first hypothesis may not be considered as a realistic one, at
te opposite small peers will admit relatively small DNF en-
coding, and thus the second one is of a practical interest. If
all Tp are in DNF, then writing T in DNF can be done by the
distribution property of ∧ over ∨. More formally, we use the
following operator for this purpose :

Definition 2 (Distribution (⊗))
T∨1 ⊗ T∨2 = {I1 ∧ I2|I1 ∈ T∨1 , I2 ∈ T∨2 , I1 ∧ I2 6|= ⊥}

One may notice that inconsistent products are deleted, and,
if the result is minimised, then this operator is exactly the
clause-distribution operator of [Simon and del Val, 2001], but
applied to DNF and products.

Because of privacy, and for efficiency purpose, let us intro-
duce the following lemma stating that instead of distributing
all theories before restricting the result to mode variables, one
may first restrict all theories to shared and mode variables wi-
thout loss.
Lemma 2 Let T∨ be a description of an observed P2P sys-
tem, F a consistent set of mode literals :

(⊗T∨p )|{Sh,F} = ⊗(T∨p |{Shp,Fp})

Sketch of Proof Let I (resp. I ′) implicant of T∨p , (resp. T∨p′ ), local
symbols from I does not appear in I ′, thus inconsistencies between
I and I ′ can only come with shared symbols.

With this lemma and the first theorem we can show that
minimal diagnoses can be computed with shared and mode
literals only.

Theorem 2 Let T∨ be a description of an observed P2P sys-
tem, F a consistent set of mode literals :

min⊆(Diag(T )) = min⊆((⊗(Tp|{Shp,Fp}))|{F})
Sketch of Proof Let T be a the global description of an ob-
served system s.t. T∨ ≡ T . By theorem 1 we know that
min⊆(Diag(T )) = min⊆(T∨|{F}). We have T∨|{F} =
T∨|{Sh,F}|{F} since the restriction of T∨ on shared and faulty
symbols do not delete any faulty symbols. Moreover, because
T∨ ≡ ⊗T∨p we deduce by the lemma 2 that min⊆(Diag(T )) =
min⊆((⊗Tp|{(Shp,Fp)})|{F}).

3.2 Distributions with Trees
We now focus on the distribution of consistent diagnoses

between diagnostics engines. Here we consider that any peer
may be able to initiate a diagnosis and may ask its neighbo-
rhood to help him for this. When receiving a request for a
diagnosis by an initiator, a peer will also query its acquain-
tances, according to its observation values and will begin to
answer to its initiator as soon as possible. Thus, the initial re-
quest will flood into the network top-down and answers will
converge to the initial peer with a bottom-up traversal of the
network. Implicitly, for a given request for a diagnosis, all
peers will maintain who was its local initiator, and thus an
implicit tree will be built in the network for each request.

We use this tree to efficiently compute the distribution of
peers theories. Let us denote by Ap the subtree rooted in p
and child(Ap, Ap′) a relation between Ap′ Ap s.t. Ap′ is a
subtree of Ap. We note by ShAp the variables shared by Ap

and any other peer in the distributed system. We note TAp the

theory defined as the conjunction of all peers occurring in the
the subtree rooted in p.

TAp =





T∨p |{Fp,Shp}, if 6 ∃p′s.t.child(Ap, Ap′) is set.

(T∨p |{Fp,Shp} ⊗
⊗

{Ap′ |child(Ap,Ap′ )}
TAp′ )|{ShAp ,FAp}

otherwise
The next theorem shows that we can compute global diag-

noses by gradually forgetting shared acquaintance which cor-
respond to local acquaintance of a subtree.

Theorem 3 Let T be the global description of an observed
system, Child(Ap, Ap′) a relation defining a Tree on T roo-
ted in r. then :

min⊆(Diag(T )) = min⊆(TAr )

Sketch of Proof We use the theorem 2 and inductively prove that
∀p, T Ap = ( ⊗

q∈Ap

T∨q |{Shq,Fq})|{ShAp ,FAp}. Concerning the root

r, we note ShAr =∅, consequently min⊆(T Ar ) only contains the
set of minimal diagnosis.

Thus, intuitively, as soon as we know that a given variable
cannot imply any inconsistencies in other parts of the tree, we
remove it. As answers will go back to the root, peers will filter
out useless variables, and, hopefully, will reduce the number
and the size of possible answers.

4 Algorithm
In this section, we present our message-passing algo-

rithm M2DT, standing for “Minimal Diagnoses by Distribu-
ted Trees”, algorithm 1. We call neighbor of p a peer that
shares variables with p. As previously, A stands for the dis-
tributed cover tree, dynamically built by the algorithm. We
write Ap the subtree of A rooted in p. For a tree A and a
peer p, p’s parents and p’s children will be included, by
construction, in p’s neighborhood. Let us recall that TAp is
defined as the theory of the observed subsystem defined by
the conjunction of all peers occuring in the whole subtreeAp.
We call r-implicant of TAp a restriction of one implicant of
TAp on its mode variables and shared vocabulary.

4.1 A bird’s eye on M2DT
At the beginning, a given peer, called starter, broadcasts a

request of diagnosis (reqDiag) to its neighborhood. When a
peer receives its first reqDiag, it sets the sender as his parent
and broadcasts the request to its remaining neighbors, in or-
der to flood the network. This first stage of the algorithm aims
at building a distributed cover tree : as the request goes along
the network, the relationship (parent, p) is set and defines the
distributed cover tree A. As soon as one peer knows that it is
a leaf inA, it answers by sending its r-implicants (respDiag)
to its parent and thus begins the second stage of the algorithm.
When an intermediate nodes receives r-implicants from its
children, there are two cases. If it already knows the role of
all its neighborhood (parent, direct children and peers that can
either occur deeper in the current subtree or elsewhere in the
cover tree), it extends all new r-implicants by distributing it
over its own r-implicants and those received from all other
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children. It then filters out useless variables and send all re-
sulting implicants to its parent. If it doesn’t knows the role
of all its neighborhood, it stores the received r-implicant for
a future use. With this algorithm, global diagnoses converge
to the starter peer. When a peer has received all termination
messages from all its children, its sends its termination mes-
sage to its parent(third and last stage of the algorithm). When
the starter peer receives the termination message, we are sure
that it already received the set of minimal diagnoses from all
its children.

4.2 Structures and algorithm
A message can be a request of diagnosis reqDiag, a res-

ponse respDiag or a notification of termination endDiag.
The structure of a message msg is the following one :

msg.Type : takes its values in {reqDiag, respDiag,
endDiag}, matching the three stages of the algorithm.

msg.Desc : defined only when msg.Type = respDiag. re-
presents the descendants of the sender of the message
that participated in building the considered implicant.

msg.rImpl : defined when msg.Type = respDiag is a r-
implicant of the subtree rooted in the sender of the mes-
sage.

A peer p sets its parent to the first peer in its neighbo-
rhood that sent it a reqDiag message. For all other reqDiag
messages that p may receive, it adds the sender to the set
NotChild. This set stores all peers that are not direct children
of p (peers that can occur deeper in the subtree rooted in p or
that do not occur in this subtree). All peers p′ that send to p at
least one respDiag message are stored in Child. The array
TChild, defined in each peer p only for its direct children, as-
sociates a peer p′ with a DNF theory TChild[p′]. TChild[p′]
stores all r-implicants received so far from p′. This set will be
known to be complete when p will receive a endDiag mes-
sage from p′. In order to detect additional useless variables,
p also stores in Desc all known descendant of p (peers oc-
curing in the subtree rooted in p). All local variables of all
peers are already deleted by the algorithm, but one may now
consider as “local” a variable that is guaranteed to occur only
in the current subtree and not elsewhere. This is the case for
shared variables that are shared only by peers that occur in
the current subtree.

To detect and notify termination, p maintains a list of
peers from which messages are still waited. This list is called
waitEnd and initially sets to all neighbors (Neighborhood).
A peer leaves the list if it is the father, if it is not a direct des-
cendant or if it is a direct child that notified termination.

4.3 Primitives of M2DT
checkEnd (waitEnd, p′) Checks and propagates the termi-

nation. First, it removes p′ from the waitEnd list of p.
If waitEnd is empty, it sends the termination message
and terminates.

extends (I, T∨p , TChild,Desc) Extends the implicant I
from p′ by distributing it on the local theory T∨p and all
set TChild[p”] that are defined and different from p′.

Algorithm 1 Peer p receives a message msg from peer p′

1: switch msg.Type
2:
3: case : reqDiag /* and p 6= starter*/
4: /*A distributed tree is built*/
5: if parent is not set then /* Flooding alg.*/
6: parent← p′

7: send to all p neighborhood\p′ : msg [reqDiag]
8: else /* p’ is not a direct child */
9: NotChild← NotChild ∪ p′

10: end if
11: /* Flush all stored implicants when the subtree is known */
12: if {parent}∪Child∪NotChild = Neighborhood
13: Π← flush(T∨p , TChild,Desc)
14: for all I ∈ Π
15: send to parent msg [respDiag,I ,Desc ∪ p]
16: end for
17: end if
18: /* p′ is either our father or not a direct child*/
19: checkEnd(waitEnd, p′)
20:
21: case : respDiag
22: /* Stores the diag, or extends and propagate it */
23: Child← Child ∪ p′
24: Desc← Desc ∪msg.Desc
25: TChild[p′]← TChild[p′] ∪msg.rImpl
26: /* Extend msg.rImpl only if the subtree is already known */
27: if {parent}∪Child∪NotChild = Neighborhood
28: Π← extends(msg.rImpl, T∨p , TChild,Desc)
29: for all I ∈ Π
30: send to parent msg [respDiag,I ,Desc ∪ p]
31: end for
32: if p is the starter
33: Tresult← min⊆(Tresult ∪Π)
34: end if
35: end if
36:
37: case : endDiag
38: /* Notify termination of this child, and propagate if needed*/
39: checkEnd(waitEnd, p′)
40: end switch

This primitive, which is only called when the local sub-
tree is entirely known, computes
(T∨|{Fp,Shp} ⊗ I ⊗

p”6=p′
TChild[p”])|{ShAp ,FAp}

One may notice that ShAp is not directly known. It is
deduced from Desc : we associate each shared variable
with the unique identifiers of all peers that share it. Thus,
one may check if all peers that share a given shared va-
riables are “local” (i.e. inDesc) to the subtree, only with
the help of the set Desc.

flush (T∨p , TChild,Desc) Sends the distribution of all
implicants stored in the TChild arrays and the local
theory. This primitive is called only when the local
subtree is known to be complete for the first time with a
reqDiag message. which means that the last unknown
neighbor sent us a message “I’m not your direct child”.
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We thus have to flush all previously stored (if any) to
our father. This primitive computes
(T∨|{Fp,Shp} ⊗

p”6=p′
TChild[p”])|{ShAp ,FAp}

One may notice that this primitive will be called for all
leaves of the distributed tree A.

4.4 Properties
In the following we assume a FIFO channel and no lost

message. The acquaintance graph is logically connected and
the global theory is satisfiable. messages processing is consi-
dered as “atomic”, which simply means that messages are
treated one by one by each peer.

Let us first emphasize some observations.

Lemma 3 If a peer, p, sends a reqDiag to one of its neigh-
bors, p′, this message is the only one from p to p′.

Proof A peer broadcasts the reqDiag to each of its neighbors (wi-
thout the parent) just after having set as a parent the sender of the
first received reqDiag. Because of the condition line 5, p does not
have the opportunity to sent other reqDiag. Concerning respDiag
and endDiag they are sent to the parent only.

If we now focus on the first event caries out by each peer :

Lemma 4 All peers, except starter, will receive a first event,
which will be a reqDiag message.

Proof To receive a respDiag or a endDiag, p have to be a parent
of some peer. But to become a parent, p must send a reqDiag to
at least one peer, and thus p would have to receive reqDiag first.
Consequently, since the acquaintance graph is connected, and be-
cause a peer broadcasts reqDiag to its neighbors, then each a peer
will receive a first reqDiag (we rely on the well known flooding
algorithm in a graph to ensure this).

With these lemmas we have the following property :

Property 1 (Distributed cover Tree) The relation
(parent,p), built when p receives its first reqDiag, de-
fines a distributed cover tree over the distributed system.

Sketch of Proof Let n be the number of peers, req1(p) be the
reception of the first diagnosis request by p. Since the peer starter
does not gets a parent, by the previous lemma we know that flooding
reqDiag will build n-1 connections (parent,p). Suppose a cycle is
defined by these connections and an order < s.t. req1(p) < req1(p

′)
if req1(p) is former than req1(p

′). Let us take p in the cycle, there
exists p′ in the cycle s.t. p′ got p as parent then req1(p) < req1(p

′).
If we follows the "parent" connection in the cycle, we have by transi-
tivity that req1(p

′) < req1(p). Consequently, we cannot have cycle
by the "parent" connection.

Now we know that a distributed cover tree will be built but,
at this point, a peer p will only know its parent, but not its
direct children. This can be deduced by the respDiag mes-
sages, when all children of p will send him their r-implicants.
respDiag messages are only sent when the state of all neigh-
bors of p are known (Parent, Child, NotChild).

Lemma 5 Let p be a peer, p′ be one of its neighbors. If p′
does not get p as father, p will receive a reqDiag from p′.

Sketch of Proof Let p′ a neighbor of p that does not accept p as
its father. When p sent to it a reqDiag, p′ already had a parent in

order to refuse p as its parent. Consequently p had also sent to p′ a
reqDiag.

With this lemma, we can easily show the main property :

Property 2 LetAp be the subtree rooted in p and built by the
algorithm, TAp , the theory ofAp as previously defined, p will
send to its parent the r-implicants of TAp .

Sketch of Proof Let us recursively show this property with the
maximal depth, dmax, of the subtree Ap, rooted in p. If dmax=0, p
is a leaf, none of its neighbors gets it as parent. Nevertheless, with
the previous lemma, we know that each of them will send a reqDiag
to it. Consequently p will know the state of its neighbors and satisfy
the condition (Father ∪ Child ∪ NotChild = Neighborhood).
Then p will send all r-implicants of T∨p computing by the primi-
tives flush. If dmax ≥ 0, suppose the property true for all children
p′ of p : we thus guarantee that p will receive from each of them
their r-implicants and will store them in its TChild arrays. Concer-
ning the other neighbors (NotChild), p will receive from them a
reqDiag. Consequently, p will know the state of all its neighbo-
rhood and satisfy the condition (Father ∪ Child ∪ NotChild =
Neighborhood). Since the global theory is satisfiable p will be able
to build at least one r-implicant of T Ap either by the method extends
or by the method flush.

Since TResult is minimized, the peer starter will save in it
the minimal diagnoses. The correction, the completeness and
the termination of the algorithm is a direct consequence of the
previous property. The termination is shown by this property :

Property 3 The last event carried out by a peer is sending
the endDiag message to its parent.

Sketch of Proof Similarly to the previous theorem, we can recursi-
vely show this property by the maximal depth, dmax. If dmax = 0, p
will receive a reqDiag from all its neighbors and the set waitEnd
will be empty . Then p will send the message end after the set of
r-implicants of T∨p . If dmax ≥ 0, since p will receive reqDiag
from peers in NotChild and endDiag from its children. Then, the
set waitEnd will be empty. As soon as possible, it will send r-
implicants to its parents. p will send endDiag as its last message.

hPurch

(CCS)
¬ valCC

(LAS)
¬ okLAS             !
¬laAprvl              !
valCC " laAprvl

(ES)
¬okES " hPurch   !
laAprvl " hPurch   !
bkAprvl " hPurch 

(OVS)
hPurch " …!

…

(HPS)
valCC " bkAprvl                     !
bkAprvl " ¬okOC                   !
¬okTA                                    !
¬bkAprvl                                !
¬valCC " bkAprvl " ¬ okOC

¬ valCC
¬ valCC " ¬ bkAprvl

bkAprvlvalCC

laAprvl

¬ okLAS

…

¬ okLAS " hPurch

…

FIG. 2 – M2DT algorithm

Example 5 (M2DT Illustration) A customer has made a hire
purchase by internet whereas his credit card was not valid : the
service CCS observed ¬valCC and the service ES observed
hPurch. OV S starts the analysis and sends a diagnosis request to
ES. ES begins the computation of T∨ES |{ShES ,FES} and forwards
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the request to its neighbors HPS and LAS. HPS and LAS receive
the diagnosis request from ES and both forward a diagnosis request
to CCS. CCS receives the request from HPS then forwards it to
LAS. When LAS receives request from CCS it has already re-
ceived one from ES, so it does not answer. At this step, LAS has
received a message from all its neighborhood, then it starts to send
its implicants to ES. When CCS receives the request from LAS, it
does not answer and sends its implicant ¬valCC to HPS. Simul-
taneously, ES gets ¬laAprvl from LAS and HPS gets ¬valCC
from CCS. At this step, ES did not received any message from any
of its neighbors, unlike HPS, which can send to ES the implicant
¬bkAprvl ∧¬valCC built from the 4th implicant of its theory and
¬valCC. At this step, ES received a message from its neighbors. It
builds ¬okLAS∧¬bkAprvl∧hPurch∧¬valCC from its theory
and its received implicants. ES removes ¬bkAprvl and ¬valCC
which are shared variables only occuring in the subtree rooted in
ES and send ¬okLAS ∧hPurch to OV S. At this step OV S have
its first diagnosis.

5 Related Works
Our approach has been preceded by many pieces of work.

Methods from [Masson and Johnson, 1989] and [Beckstein et
al., 1993] extend the ATMS principles of [de Kleer, 1986] in
order to incrementally computes the set of conflicts in a distri-
buted framework. However, those methods have still to wait
for all conflicts before having a chance to get the first diag-
noses. Many other works try to take advantage of the system
topology, for instance by using decomposition properties of
the model [Darwiche, 1998; Provan, 2002]. Similarly [Kurien
et al., 2002] search a set of diagnosis into a partitioned graph
by assigning values for shared variables and maintaining a lo-
cal consistency. The global diagnosis is thus distributed in all
local diagnoses. This method however do not guarantee the
minimality and suppose a global system description, which is
not our case. Some work [Biteus et al., 2006] synchronizes lo-
cal diagnosis from each agent (peer) such that it will contain a
compact representation of global diagnoses at the end. The al-
gorithm search for the set of minimal diagnosis with minimal
cardinality whereas we look for the set of all minimal diag-
nosis. In [Roos et al., 2003], agents update their sets of local
diagnoses in order to be consistent with a global one. Ho-
wever, the algorithm cannot guarantee that any combination
of agent local minimal diagnoses are also a global minimal
diagnosis.

6 Conclusion
We proposed a distributed algorithm to compute minimal

diagnoses of a distributed setting in anytime, with the help of
a distributed cover tree of the acquaintance graph of peers.
Our algorithm takes advantage of the DNF representation of
local theories of peers in order to compute global diagnoses
without conflicts. However, one has to notice that in practice,
peers don’t have to rewrite their local theories in DNF. They
may compute answers to requests “on the fly” and thus allow
our algorithm to work on CNF encoding of peers. Our ap-
proach have many other advantages : we never compute the
set of conflicts before computing the diagnoses, we take ad-
vantage of the natural structure of the network, which can be
decomposed by the small number of shared variables, we take

advantage of the distributed cpu power of the whole network
and, and last, we restrict the vocabulary of diagnoses as soon
as possible.
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Abstract
In this paper we propose a modeling framework
aimed at hybrid systems diagnosing. In this frame-
work, the behavior of the hybrid system is mod-
eled by a hybrid automaton that describes system
transitions between operating nominal and faulty
modes. After a fault occurrence, the system behav-
ior is modeled by an anticipated fault mode with
associated continuous dynamics. Control actions
in fault modes may be used to perform active diag-
nosis. The proposed diagnosis framework allows to
abstract the continuous dynamics changes in terms
of discrete events. A hybrid language that contains
natural discrete events and events capturing contin-
uous dynamics is hence defined. Based on this lan-
guage, the diagnoser approach is used and allows
to perform on-line diagnosis. The active diagno-
sis problem is formulated as a conditional planning
problem. From an ambiguous state of the diagnoser
the plan defines how to find a controllable paths
leading to a non ambiguous states. Search of ac-
tive diagnosis actions is guided by the observable
response of the system.

1 Introduction
On-line diagnosis is often approached as a passive task that
takes as input the available observations provided by the sen-
soring devices instrumenting a physical system and returns an
estimation of its state, often interpreted in terms of the status
of each of the components. However diagnosis is originally
defined as a process [Hamscher et al., 1992] that interlinks the
determination of a belief state and the proposal of new tests
that provide additional information allowing the diagnoser to
refine the belief state and ultimately end with a non ambigu-
ous state estimation. This way to go is quite common for
solving post-mortem diagnosis problems, and the diagnosis
is often formulated as a test sequencing problem or related in
some way to testing [Struss, 1994] [Abramovici et al., 1999]
[Nicolaidis and Zorian, 1998]. The proposed tests can take
the following forms or a mixture of them:
• new variable to be sensored
∗This work is supported by Thales Alenia Space, France.

• new input pattern defined by specific values or signals to
be applied to the system
• configuration in which the system should be put

Referring to on-line diagnosis, there are very few works
putting diagnosis and testing together. There are two main
reasons for that : the first one is that measurements are gener-
ally limited to small number defined by the available sensors,
and the second is that the system’s inputs are used to achieve
the normal operation tasks of the system. Nevertheless, in-
terlinking diagnosis and test on-line, i.e. performing active
diagnosis, is possible and may be necessary in some appli-
cation domains, particularly those requiring autonomy. This
is the case in the space domain in which the new architec-
tures proposed for satellites are designed for giving the sys-
tem self-properties. Although the constraints about on-board
sensoring capabilities remain, what is different in this domain
is that:
• time constraints for achieving the operating tasks are not

severe and one can consider to use momentarily the in-
puts for diagnosis purposes.
• embedded electronic controllers acting on physical sys-

tems impose discrete switches that result in numerous
configurations (or operating modes) that are as much
possibilities for active diagnosis.

On the other hand, active diagnosis is dictated by reliability
and availability requirements. Reconfiguration actions can
indeed be dangerous if the belief state is too ambiguous.

This paper presents preliminary ideas to achieve active di-
agnosis in a hybrid system framework. Starting with an am-
biguous belief state, our method calls for diagnosability anal-
ysis results to determine a new system configuration in which
fault candidates can be discriminated. The command inputs
to be applied to the system to drive it into this configura-
tion are then determined, paying attention to avoid states that
could be dangerous for the system.

Existing works are first surveyed in section 2 in the frame-
work of discrete event systems (DES) and continuous sys-
tems (CS). Our hybrid modeling framework is then presented
in section 3, followed by the background results that are used
by the active diagnosis approach in section 4. The active di-
agnosis problem and the proposed active diagnosis scheme
are detailed in section 5. Illustrative example is presented in
section 6. Finally section 7 concludes the paper.
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2 Problem Assessment and Related Work
There are very few works dealing with active diagnosis un-
derstood as active excitation of the system through its inputs
to achieve diagnosis. [Sampath et al., 1998] can be men-
tioned as one of the only works proposing an approach for
active diagnosis of Discrete Event Systems (DES). A DES
is modeled by a finite state machine, and active diagnosis is
formulated as a supervisory control problem [Ramadge and
Wonham, 1989]. The novelty of the paper is to devise the
controller so that specific actions that may drive the system
into non diagnosable regions are forbidden. The system is
hence ”actively” diagnosable, allowing non ambiguous diag-
nosis to be performed.
In the field of continuous systems (CS), [Niemann, 2006] and
[Niemann, 2005] are certainly the most representative works.
An approach for Active Fault Diagnosis (AFD) of parametric
faults is proposed for closed loop continuous systems. Auxil-
iary signals are introduced and a fault signature matrix in con-
nexion with parametric faults is defined. This fault signature
matrix is used for fault detection and isolation. When diagno-
sis based on the structure of the fault signature matrix is not
possible, active diagnosis is performed thanks to the auxiliary
inputs. Auxiliary input signals are designed so that the effect
on system performance is minimized, but it becomes possi-
ble to detect/isolate parametric faults in the system. Through
the above examples, it comes that active diagnosis must be
seen as an integrated control and diagnosis problem. The di-
agnosis objectives must be superposed to the normal opera-
tion control objectives. The system’s operation is required, in
the worst case, to remain safe and, in the best case, to pre-
serve normal performances when specific inputs are applied
to drive the system into state space regions that exhibit the
appropriate symptoms.
Our objective is to achieve active diagnosis for systems that
show continuous and discrete dynamics, namely hybrid sys-
tems. In this framework, both continuous and discrete control
actions can be used, in an interlinked way, to perform active
diagnosis. These interlinked actions ultimately act by putting
the system in a goal configuration, i.e. a goal behavioral
mode, by driving it through a selected sequence of intermedi-
ary behavioral modes. This paper presents some preliminary
work towards an approach to solve this problem.

3 Hybrid Framework Modeling
A hybrid system is modeled as a hybrid automaton [Hen-
zinger, 1996], S = (ζ,Q,Σ, T, C, (q0, ζ0)), where:

• ζ is the set of continuous variables, which includes ob-
servable and non observable variables. The set of ob-
servable variables is denoted by ζOBS

1.

• Q is the set of discrete system states. Each state qi ∈ Q
represents a behavioral mode of the system. It includes
nominal and anticipated fault modes. An unknown mode

1We assume that the set of system observable variables is unique
in all system modes. This assumption is generally verified when
the set of system’s sensors is permanent, and do not depend on the
system mode.

can be added to model all the non anticipated faulty sit-
uations.

• Σ is the set of events. Events correspond to discrete con-
trol inputs, spontaneous mode changes and fault events.
Events corresponding to spontaneous mode changes are
triggered upon guards that depend on continuous vari-
ables.
Σo ⊆ Σ is the set of observable events.
Σuo ⊆ Σ is the set of non observable events. Without
loss of generality, we assume that fault events are unob-
servable (otherwise, these faults are obviously diagnos-
able ).
Σ = Σuo ∪ Σo

• T is the transition function, T : Q× Σ→ Q.
• C is the set of system constraints linking continuous

variables. It represents the set of differential and alge-
braic equations modeling the continuous behavior of the
system.

• (ζ0, q0) ∈ ζ × Q, is the initial condition of the hybrid
system.

The discrete part of the hybrid automaton, given by M =
(Q,Σ, T, q0), is a discrete automaton that describes the dis-
crete dynamics of the system, i.e. the possible evolutions be-
tween behavioral modes of M .
The continuous behavior of the hybrid system is modeled by
an underlying continuous system Ξ = (ζ,Q,C, ζ0) that de-
scribes the whole continuous behavior of the system. Notice
that in Ξ transitions between modes are implicit and conse-
quently not constrained in any way. We hence call this system
a multimode system.
The underlying continuous behavior in each mode qi is mod-
eled by a set of constraints Ci.
The hybrid behavior is the result of the contribution of the
underlying continuous system Ξ and the underlying discrete
event system M .

4 Background
[Bayoudh et al., 2008b] and [Bayoudh et al., 2008a] propose
an approach for hybrid systems diagnosis and diagnosability
analysis, respectively. They use a hybrid modeling that is
consistent with the one presented in section 3. This paper
relies on the established results that are recalled below.

4.1 Mode Signature
To check the consistency of the system model with respect
to observations, a set of consistency indicators is linked with
every operating mode qi of the system. A set of constraints
Cobsi linking only observable continuous variables is com-
puted from Ci. Constraints of Cobsi

can be evaluated from
observable variables. They are satisfied when the system
evolves in mode qi. A consistency indicator called residual
is associated to each constraint Ck

obsi
∈ Cobsi and denoted

rik. The residual is a boolean indicator. It is zero when the
constraint Ck

obsi
is satisfied, otherwise it is equal to 1.

Definition 1 Mode Signature
Given the tuple Rqi = [ri1, ri2, ..., riNr(qi)

] of system resid-
uals in mode qi, where Nr(qi) is the number of residuals in
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mode qi. The qi-mirror signature of mode qj is given by
the vector Sj/i = [s1j/i

, ..., sNr(qi)j/i
]T = [Rqi(ζOBSqj

)]T ,
where ζOBSqj

denotes the value of observable variables when
the system mode is qj .
The signature of a mode qj is the vector obtained by the
concatenation of all the mirror signatures of qj , Sig(qj) =
[ST

j/1, S
T
j/2, ..., S

T
j/j , ..., S

T
j/m]T , where m is the number of

system modes 2.

Abstraction of the continuous dynamics in terms of
discrete events
Let us assume that the dynamics of the discrete control
inputs are slower than the dynamics of residual generators
(mode signatures establish between two consecutive discrete
events).
The function fCS DES associates an event issued from the
continuous domain that represents the change of the mode
signature, to each discrete transition of the underlying DES .
This function aims to define ΣSig , as the set of discrete
events issued from the abstraction of continuous dynamics of
the multimode system.

fCS DES : Q× T (Q,Σ) −→ ΣSig

(qi, qj) 7−→
{

Roij ∈ ΣSig
o if Sig(qi) 6= Sig(qj)

Ruoij ∈ ΣSig
uo if Sig(qi) = Sig(qj)

• ΣSig
o is a set of observable events, generated when the

mode signature of the source mode is different from the
mode signature of the destination mode.

• ΣSig
uo is a set of unobservable events generated when the

mode signature of the source mode is equal to the mode
signature of the destination mode.

• ΣSig is defined as ΣSig
o ∪ ΣSig

uo .

4.2 Hybrid Language and Hybrid Trajectories
The abstraction of the continuous dynamics changes in terms
of discrete events allows us to define the language of the hy-
brid system, which describes the evolution of the system be-
havior. We denote by Σhybrid = Σ ∪ ΣSig the alphabet that
contains ”natural” discrete events and events modeling signa-
ture switches. We model the behavior of the hybrid system
as a prefix closed language L(S) ⊂ Σ∗

hybrid over the event
alphabet Σhybrid, where Σ∗

hybrid denotes the set of all finite
strings of elements of the set Σhybrid including the empty
string (Σ∗

hybrid is called the Kleene Closure of Σhybrid [Ra-
madge and Wonham, 1989]). A trajectory of the hybrid sys-
tem is represented by a string of events of the hybrid alphabet
Σhybrid.
The hybrid language L(S) can be generated by its finite state
generator representation [Ramadge and Wonham, 1989]. In
this paper, this automaton is called the behavior automaton
(denoted BA(S)) and mixes both ”natural” discrete events
and signature switches.

2In our approach, nominal and fault modes have the same status
and the signature of a given mode anticipates how it should be seen
in terms of the indicator tuples of the different modes of the system
(including itself).

4.3 Hybrid system diagnosability
This paper is based on diagnosability definition for hybrid
systems proposed in [Bayoudh et al., 2008a] given as follows:

Definition 2 A fault event f is diagnosable if its occurrence
can always be detected after a finite set of continuous and
discrete observations i.e. after a finite sequence of observable
events and a finite set of continuous variable observations.
The system is said to be diagnosable if and only if all the
anticipated faults are diagnosable.

This definition provides the following result in the hybrid lan-
guage framework :

Proposition 1 The hybrid system is diagnosable if ∀fi,
∃ni ∈ N such as: ∀sFit ∈ L(S), such that sFi ends
with the occurrence of fi, and t ∈ L(S) is a continua-
tion of sFi , ||t|| ≥ ni ⇒ (∀w ∈ L(S) : PΣhybrido

(w) =
PΣhybrido

(sFi
t) ⇒ fi ∈ w), where PΣhybrido

is the projec-
tion operator on the set of observable events of Σhybrid i.e.
Σhybrido = Σo ∪ ΣSig

o .

[Bayoudh et al., 2008a] provided the following result that re-
lies on the diagnoser approach of [Sampath et al., 1995]. The
diagnoser Diag(BA(S)) = (QDiag,ΣDiag, TDiag, q0 Diag)
is a deterministic finite state machine built from the behavior
automaton BA(S).

• q0Diag = {(q0, {∅})} is the initial state of the diagnoser.

• ΣDiag = Σo is the set of observable events of the sys-
tem.

• QDiag is the set of states of the diagnoser: QDiag ⊆
2Q×2ΣF or QDiag ⊆ P(Q × P(ΣF )), where P(E)
denotes the power set of E. The states of the diag-
noser provide the set of diagnosis candidates as a set
of couples whose first element refers to the state of
the original system and the second is a label providing
the set of faults on the path leading to this state. For
example, when the state of the diagnoser of figure 6
is {(1F1, {f1}), (1F2, {f2}), (1F3, {f3})}, it means that
the system is in the state 1F1 after the occurrence of f1
or in 1F2 after the occurrence of f2 or in 1F3 after the
occurrence of f3.

• TDiag is the diagnoser transition function built by a re-
cursive process that consists in computing all the reach-
able states from the diagnoser initial state and by prop-
agating the diagnosis information. For more details see
[Sampath et al., 1995].

Proposition 2 The hybrid system S =
(ζ,Q,Σ, T, C, (ζ0, q0)) is not diagnosable iff

• the associated diagnoser computed from the correspond-
ing behavior automaton contains an uncertain cycle, i.e.
a cycle in which there is at least one Fi-uncertain diag-
noser state for some Fi.

• the states of the behavior automaton involved in the dif-
ferent diagnoser cycling states also define a cycle in the
behavior automaton.
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5 Active Diagnosis of Hybrid Systems
Let us assume that a hybrid system as described in section
3 is continuously monitored and that its state is tracked fol-
lowing, for instance, the approach proposed in [Bayoudh et
al., 2008b]. Assume that the current belief state returned by
the diagnoser is faulty and ambiguous, i.e. several faults are
candidate. This is the starting point of an active diagnosis
session.
In contrast to [Sampath et al., 1998] that forbids non diagnos-
able regions with appropriate control actions, our approach
is based on driving the system towards diagnosable regions.
These regions correspond to non ambiguous states of the hy-
brid system diagnoser.
What is important to notice is that even when the conditions
for non diagnosability as sated by proposition 2 hold, there
may be a way to enforce a sequence of transitions to drive
the system towards a non ambiguous state of the diagnoser.
Indeed, an uncertain cycle of the diagnoser (and the corre-
sponding behavior automaton) only indicates that the system
may get stuck in the cycle. It is hence a worst case analysis.
The conditions for active diagnosis are weaker.

5.1 Controllable and induced controllable events
Active diagnosis requires to define the notion of controllable
events. Let us call Σc ⊆ Σ the set of controllable events.

Definition 3 (Controllable event) Controllable events fall
in one of the categories below:

• discrete control events

• events corresponding to spontaneous mode changes
when the departure mode continuous dynamic model is
controllable in the sense of [Terrell, 1999]. This means
that there always exists a continuous control law that
leads to the occurrence of such event.

The set of possible transitions outgoing fault modes repre-
sents all the control actions that can be done to perform active
diagnosis. The set of allowed control actions is different for
the different fault modes, and is a mean to account for safety
constraints.

Definition 4 (Induced controllable event) Events whose
occurrence always follow the occurrence of a controllable
event are called induced controllable events and form the set
Σic.

Induced controllable events model the observable system re-
sponse after a control action (applying a discrete input event
or a continuous input signal). Induced controllable events are
a subset of ΣSig . Indeed, Rij ∈ ΣSig are associated to mode
signature changes. Rij is an induced controllable event, noted
Rc

ij , if the mode change is controlled by a controllable event.
Controllable events are those that provide means to act on the
system. Induced controllable events are those that manifest
the reaction of the system and allows us to discriminate am-
biguous situations. Given Σuc ⊆ Σ the set of non controllable
events, we have Σ = Σuc ∪ Σc ∪ Σic.

Definition 5 (Controllable path) Consider the hybrid sys-
tem behavior automaton and its associated hybrid language

Σhybrid as defined in 4.2, a controllable path is a string of
controllable and induced controllable events.
A controllable path in the behavior automaton corresponds to
a controllable observable path in the corresponding diagnoser.

5.2 Active diagnoser
Our idea is to use the diagnoser to guide the search for the
sequence of actions that will desambiguate a belief state.
However in order to suit active diagnosis purposes, the
diagnoser must be modified into an Active Diagnoser. Indeed
the control actions that appear in the diagnoser are supposed
to be observed but not applied. In particular, a control event
associated to a transition outgoing an ambiguous state only
is observed in at least one of the underlying faulty states. In
our case, we want to actively apply the control event, which
means that it must be applicable in all the underlying faulty
states, otherwise it means that the control is forbidden and
may be dangerous in some underlying situations.
The diagnoser is hence modified accordingly. Given an
ambiguous state of the diagnoser, outgoing transitions
associated with controllable events are removed if there is no
corresponding transition outgoing from all the corresponding
states of the behavior automaton.

5.3 Search of an active diagnosis plan
Active diagnosis consists of exciting the hybrid system to ex-
hibit additional observations. Given an uncertain state of the
active diagnoser, the active diagnosis problem is how to find
a controllable path leading to a certain state. From the un-
certain state the active diagnosis is performed by applying a
control action, observing the system reaction, and deciding
about the next control action. This action depends on the last
observed induced controllable event. This problem can be
formulated as a conditional planning problem [Bertoli et al.,
2001] [Jimenez and Torras, 2000]. The active diagnoser can
be seen as a AND-OR graph, and a MINIMAX algorithm can
be applied to resolve a conditional planning problem.

uncertain
state

control inputs

induced control lable events

certain
state

uncertain
state

certain
state

certain
state

control inputs

induced control lable events

uncertain
state

target target

target

Figure 1: The active diagnosis seen as a planning problem

• ”OR” nodes correspond to control actions

234 Towards Active Diagnosis of Hybrid Systems

Alban Grastien, Wolfgang Mayer, and Markus Stumptner, Editors.
Proceedings of the 19th International Workshop on Principles of Diagnosis (DX-08),
September 22–24, 2008, Blue Mountains, NSW, Australia.



• ”AND” nodes correspond to induced controllable events
(it guaranties that an active diagnosis plan corresponds
to a controllable path)

• Actions: controllable actions

• Target states: certain states

6 Illustrative Example
Consider a hybrid system consisting of a three tanks of water,
T1, T2 and T3. Valves V 1 and V 2 allow the flow transfer
between tanks. Valves are controlled by discrete control
inputs openV1 , openV2 , closeV1 and closeV2 .
The system is equipped with two level sensors that measure

h1 h2

f1 f2

V2

f3

V1
h3

Figure 2: The three tank system

the level of water in each tank. Hence, water levels h1, h2

and h3 are observable.
The behavior of the system in nominal modes (no fault) is
described in figure 3. Every nominal mode in figure 3 models
a configuration of the system as shown in table 1.

closeV1

closeV1

openV1

openV1

N1

N3

N2

N4

closeV2
openV2

closeV2
openV2

Figure 3: Mode automaton of the nominal behavior of the
three tanks system

NiF1 NiF2 NiF3

f3
N i

f1 f2

closeV1

closeV1

openV1

openV1

N1Fj

N3Fj

N2Fj

N4Fj

closeV2
openV2

closeV2
openV2

Figure 4: Anticipated fault modes of the three tank system

Fault events f1, f2 and f3 model leaks that may occur re-
spectively in tanks T1, T2 and T3. A fault event fj , 1 ≤ j ≤
3 may occur in any nominal mode N1, N2, N3 and N4 and
leads respectively to anticipated fault mode 1Fj, 2Fj, 3Fj
and 4Fj. This is shown in figure 4.

nominal mode V1 V2
N1 opened opened
N2 closed opened
N3 closed closed
N4 opened closed

Table 1: The system configuration in nominal modes

The observable continuous behavior in every mode (nomi-
nal or faulty) is described by constraints linking observable
variables given in table 2. Boolean consistency indicators

N1, N2, N3, N4 dh1
dt = 0, dh2

dt = 0, dh3
dt = 0

1F1, 1F2, 1F3 dh1
dt < 0, dh2

dt < 0, dh3
dt < 0

2F1, 3F1 dh1
dt < 0, dh2

dt = 0, dh3
dt = 0

2F2, 2F3 dh1
dt = 0, dh2

dt < 0, dh3
dt < 0

3F2 dh1
dt = 0, dh2

dt < 0, dh3
dt = 0

3F3, 4F3 dh1
dt = 0, dh2

dt = 0, dh3
dt < 0

4F1, 4F2 dh1
dt < 0, dh2

dt < 0, dh3
dt = 0

Table 2: Set of continuous constraints in each operating mode

(residuals) are associated to every constraint and allow one
the check the consistency between observations and system
model (see table 3). For sake of clarity, shared constraints are

dh1
dt = 0⇔ r1 = 0 dh1

dt < 0⇔ r4 = 0
dh2
dt = 0⇔ r2 = 0 dh2

dt < 0⇔ r5 = 0
dh3
dt = 0⇔ r3 = 0 dh3

dt < 0⇔ r6 = 0

Table 3: The consistency indicators

considered only once in the mode signatures of the system.
Given [r1, r2, r3, r4, r5, r6] the vector of all system residuals,
mode signatures are obtained by evaluate this vector using
system observations in every mode. The mode signatures of
the system are given in table 4.
Abstraction of the continuous behavior in terms of discrete
events:
Let’s consider the case when the fault event (f1, f2 or
f3) occurs in the nominal mode N1. The correspond-
ing behavior automaton is shown in figure 5. Events
Rc

o1, R
′c
o1, R

c
o2, R

′c
o2, R

c
o3, R

′c
o3, R

c
o4 and R′c

o4 (table 5) corre-
spond to the observable switches of mode signatures that
follow control inputs. They belong to the set of induced
controllable events Σic. Rof corresponds to the observable
switch of mode signature after the occurrence of a fault event
(f1, f2, f3 or f4). For sake of clarity, non observable events
of ΣSig

uo are not represented.
The diagnoser of the three-tank system is computed from

the behavior automaton. Let focus on the part of the di-
agnoser shown in figure 6. The occurrence of the fault
event f1, f2 or f3 is detected by the observation of the
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Sig(N1) = Sig(N2) = Sig(N3) = Sig(N4) =

0
BBBBB@

0
0
0
1
1
1

1
CCCCCA

Sig(1F1) = Sig(1F2) = Sig(1F3) =

0
BBBBB@

1
1
1
0
0
0

1
CCCCCA

, Sig(3F2) =

0
BBBBB@

0
1
0
1
0
1

1
CCCCCA

Sig(2F1) = Sig(3F1) =

0
BBBBB@

1
0
0
0
1
1

1
CCCCCA

, Sig(2F2) = Sig(2F3) =

0
BBBBB@

0
1
1
1
0
0

1
CCCCCA

Sig(3F3) = Sig(4F3) =

0
BBBBB@

0
0
1
1
1
0

1
CCCCCA

, Sig(4F1) = Sig(4F2) =

0
BBBBB@

1
1
0
0
0
1

1
CCCCCA

Table 4: Mode Signatures of the three tank system

1F1 1F2 1F3

  N1

12F1  12F2  21F3

 2F1 2F2 2F3

 21F3 12F3 21F3

11F1 11F2 11F3

f1 f3
f2

Rof Rof Rof

closeV1
closeV1 closeV1

openV1 openV1
openV1Ro1

o2
Ro2

c
c

c

Ro1
c R’o2

c
R’o2
c

23F2 32F3

3F2 3F3

32F3  23F3

closeV2

openV2 openV2Ro3 Ro4
c c

R’o4
c

R’o3

c
closeV2

R

Figure 5: A part of the behavior automaton of the three-tank
system

Departure mode Arrival mode Associated event
N1 {1F1, 1F2, 1F3} Rof

1F1 2F1 Rc
o1

{1F2, 1F3} {2F2, 2F3} Rc
o2

2F2 3F2 Rc
o3

2F3 3F3 Rc
o4

2F1 1F1 R′c
o1

{2F2, 2F3} {1F2, 1F3} R′c
o2

3F2 2F2 R′c
o3

3F3 2F3 R′c
o4

Table 5: observable events associated to mode signature
changes

observable event Rof . The presence of the uncertain cycle
[{({2F2, {f2}), (2F3, {f3})}, {({21F2, {f2}), (21F3, {f3})},
{({1F2, {f2}), (1F3, {f3})}, {({12F2, {f2}), (12F3, {f3})}]
(cycle defined by red transitions in figure 6) proves (propo-
sition 2) that the language of the hybrid system is not diag-
nosable.
The non diagnosability of the system language is due to the
non diagnosability of faults f2 and f3 pointed out by the
uncertain cycle shown in figure 6. However, we show that
performing active diagnosis allows us to diagnose the sys-
tem with certainty. The active diagnosis consists of searching
a conditional plan that permits to leave the uncertain state
of the diagnoser and reach a certain state. Consider the ac-
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Figure 6: The active diagnoser of the three tank system

tive diagnoser. The active diagnosis define the set of plans to
leave uncertain states. These uncertain state may be crossed
by uncertain cycle cycle ( {({2F2, {f2}), (2F3, {f3})} ) or
not ( {(1F1, {f1}), (1F2, {f2}), (1F3, {f3})}). Diagnosabil-
ity property w.r.t active diagnosis must be considered.
In our approach, the active diagnoser is seen as a AND-
OR graph with control inputs in AND nodes and induced
controllable events in the OR nodes. From the uncertain
state of the diagnoser the active diagnosis plan is given
by the MINIMAX algorithm. An active diagnosis plan de-
fines a set of controllable paths from the uncertain state of
the diagnoser to a certain state. Given the system diag-
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noser, the occurrence of a fault event f1, f2 or f3 is de-
tected by the observable events Rof and puts the diagnoser in
the uncertain state {(1F1, {f1}), (1F2, {f2}), (1F3, {f3})}.
From this uncertain state the active diagnosis plan is:
[closeV1 , if Ro2 closeV2 Else [ ] ].

7 Conclusion
This paper deals with the problem of diagnosing hybrid sys-
tems that exhibit continuous and discrete event dynamics.
The abstraction of the continuous dynamics in terms of dis-
crete events allows one to use discrete event techniques to
perform diagnosis. Based on these results, the diagnoser ap-
proach is used to perform on-line diagnosis. When the di-
agnoser is blocked in an ambiguous state, the active diagno-
sis process is needed. Concepts of controllable path, con-
trollable induced events and active diagnoser are introduced
and allows us to formulate the active diagnosis as a condi-
tional planning problem. From an ambiguous state, the active
diagnosis consists of defining a controllable path leading to
certain a state. The choice of a control action depends on
the observed response of the system after the previous action.
Several problems remain. In particular, it is not clear when
it is better to wait for more events to occur that may discrim-
inated an ambiguous situation or to start an active diagnosis
session. Finally, given an ambiguous diagnosis, conditions
of the existence of the active diagnosis will be studied in fu-
ture works, and diagnosability definition w.r.t active diagnosis
must be considered.
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Abstract
A method for determining (diagnosing) the opera-
tional mode of a hybrid dynamical network using
model based diagnosis is presented. This method-
ology unifies discrete diagnosis capabilities with
the continuous time dynamics of hybrid dynam-
ical networks. This method is novel in that the
diagnosis is not performed on the output trajec-
tory of the network but rather on the fundamen-
tal governing dynamics of the network. This nov-
elty allows for the diagnosis of arbitrary switching
events in the network. The chosen methodology
can be partially decentralised and provides opti-
mal diagnoses even when only a portion of the net-
work can be observed. This offers performance and
implementation benefits for large distributed net-
works. Computational results are presented for the
case where the mode changes are purely structural.
That is, where only the interconnection structure of
the network is changing. The results indicate that
this methodology has some benefits for the fault-
tolerant control of hybrid dynamical networks.

1 Introduction
Effectively controlling dynamical networks (systems where
there are very many constituent components physically linked
together) poses many challenges. These challenges are some-
what more significant in the presence of faults within the
network. Faults drastically alter the fundamental governing
dynamics (how the constituent systems or components are
linked together and affect each other) of the network ren-
dering the original, fault-free control methodology severely
degraded or useless.

We thus require that an effective network controller be able
to detect that a fault has occurred and change control strat-
egy accordingly. Choosing an appropriate control strategy
for a given configuration is achievable and has been the fo-
cus of extensive work in the field of control theory [Khalil,

∗Lachlan Blackhall is with The Research School of Information
Sciences and Engineering (RSISE).

†Priscilla Kan John is with National Information and Communi-
cations Technology Australia (NICTA) and The Research School of
Information Sciences and Engineering (RSISE).

2002]. Additionally these control strategies can usually be
computed off-line. What is lacking is a systematic on-line
methodology to automate the process of detecting the occur-
rence of a fault(s) and choosing the most appropriate control
strategy. Additionally we wish to minimise the fault moni-
toring required to still achieve the global performance objec-
tives. Allowing the fault detection and recovery strategy to
run in a distributed manner would be an additional benefit.

The discrete diagnosis community has undertaken consid-
erable work in the area of fault diagnosis and we propose to
apply these diagnosis methods to detect and recover, in real
time, from faults experienced in hybrid dynamical networks.
The unification of the discrete diagnosis capability and con-
tinuous time operation of dynamical networks is discussed in
depth in Section 3.

Much of the previous work focuses on detecting faults by
measuring deviations of a dynamical system (a subset of a
hybrid dynamical network) from the ideal or nominal trajec-
tory. In [Blanke, 2006] a residual generating transfer func-
tion is created that forces the residual to become non-zero in
the presence of a fault. In [Narasimhan et al., 2000] a sim-
ilar approach is used. Both works categorise faults through
analysis of the system output, requiring that faults be man-
ifest in the residual error between the system output and a
nominal trajectory. In dynamical networks, where there are
many interconnected systems, it is theoretically and practi-
cally challenging to determine a nominal trajectory for each
system and the network as a whole. Our diagnosis methodol-
ogy rather focuses on operational mode changes that can be
determined by changes in the fundamental governing dynam-
ics of the network.

In [McIlraith et al., 2000] the authors approach diagnosis
as a model selection problem. An initial set of qualitative
candidate diagnoses are conjectured and then refined using
parameter estimation and model fitting techniques. The as-
sumptions that controller actions are responsible for all events
and the inability to deal with multiple sequential faults lim-
its the applicability of this work to dynamic networks where
these assumptions are not always valid.

Other work has focussed on the prediction and selection
of the dynamical mode that generates the trajectory that best
describes the output of the dynamical system. In [Hofbaur
and Williams, 2002] the modeling framework proposed is
a probabilistic hybrid automata (PHA). These merge hidden
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Markov models (HMM) with continuous dynamical system
models to achieve diagnosis. In [Lerner et al., 2002] sys-
tems are modelled as dynamic Bayesian networks (DBN).
This representation is, in principle, able to deal with multi-
ple simultaneous failures and is robust to parameter drift. In
both approaches tracking a number of trajectories becomes
intractable and they are required to use heuristics to reduce
the computational burden.

Model-based diagnosis is concerned with determining the
sequence of operational modes of a discrete system, where it
is assumed that the occurrence of a fault could cause changes
in the operational mode of the system. Model-based diagno-
sis assumes that the modes and events can be deterministi-
cally related via a model (e.g. an automata). Thus, by using
observations of the system in question it is possible to make a
diagnosis (determine the operational mode) that is consistent
with the observations. Where multiple systems have common
faults, it is possible to synchronise the diagnoses to achieve
a global diagnosis. In a dynamic networks where there are
many systems, often with interacting faults this synchronisa-
tion can be become computationally intractable. Recent work
by [Kan John and Grastien, 2008] allows this challenge to be
overcome by providing distributed methods that achieve glob-
ally consistent diagnoses using only local diagnosis compu-
tations.

In this paper, we propose a diagnosis approach for dynam-
ical hybrid networks with partial observations based on the
detection of changes in the fundamental dynamics of the net-
work. Our approach is both distributed and model-based, re-
quiring only local diagnosis calculations to ensure global con-
sistency.

2 Preliminaries
2.1 Graphs and Networks
Networks have emerged as a way of describing and analysing
large numbers of individual elements or agents that interact.
Understanding the interaction of these elements is of consid-
erable interest in order to better understand the collective op-
eration of the whole. We begin with a preliminary definition
given in [Diestel, 2005].
Definition 2.1 (Directed Graph). A directed graph G =
(V,E) is a pair (V,E) of disjoint sets and two maps,
init(E) : E → V and ter(E) : E → V , that assign to
each edge an initial and terminal vertex respectively, where
E ⊆ V × V . In this way a given edge is said to be directed
from init(E) to ter(E). To avoid ambiguities we assume
that V ∩E = ∅. We thus have that the elements of V are ver-
tices and the elements ofE are edges that represent a directed
relationship between two vertices.

From these basic definitions we are now able to define a
network.
Definition 2.2 (Network). A network is the directed graph
formed by the interconnection of a set of nodes (N ) through
the set of links (L) by the maps init(L) : L → N and
ter(L) : L → N , that assign to each edge an initial and ter-
minal vertex respectively and will be written as Gnetwork =
(N,L).

Dynamical Networks
Having defined networks generally we now focus specifically
on dynamical networks. In order to properly define a dynam-
ical network we need a few preliminary definitions which we
present now.
Definition 2.3 (Dynamical Node). A dynamical node (Ndyn)
is a system whose operation, in isolation, is governed by a set
of dynamical equations that describe implicitly how the state
of the system changes with time. Dynamical nodes are given
by the general form:

ẋk(t) = fk(xk(t)) + gk(xk(t),uk(t))
yk(t) = hk(xk(t))

(1)

where ẋ is the time derivative of the node state vector x ∈ Rn

that contains the quantities needed to describe the operating
condition of the node. u ∈ Rm is the local control vector
that gives the values of the local control inputs used to con-
trol the operation of the dynamical node. y ∈ Rp is the local
output that gives the values of the measurable output of the
dynamical node. f(x) : Rn → Rn, g(x) : Rn × Rm → Rn

and h(x) : Rn → Rp are the internal, control and output
functions respectively that determine how the local states and
control inputs cause the internal and output states of the dy-
namical node to evolve.
Definition 2.4 (Interconnection). An interconnection (Lkj) is
a directed physical or information theoretic link between two
dynamical nodes (Nk) and (Nj), where init(Lkj) : Lkj →
Nk and ter(Lkj) : Lkj → Nj . We define the value of an
interconnection between two dynamical nodes (Nk) and (Nj)
as (lkj(xk,yj) : Rnk × Rpj → Rnk )

With this framework we are now able to define a dynamical
network.
Definition 2.5 (Dynamical Network). A dynamical network
Gnetdyn

= (Ndyn, L) is a network where the set of nodes
(N ) and the set of interconnections (L) are as given pre-
viously (cf. Def 2.3 and Def 2.4 respectively). We write
Gnet = (N,L) to represent the dynamical network Gnetdyn

where we have dropped the dynamical subscript. Mathemat-
ically a dynamical network consists of nodes (Nk) with a
set of internal states (xk ∈ Rnk ), a set of local control in-
puts (uk ∈ Rmk ), and a set of measurable outputs given by
(yk ∈ Rpk ). We also have an associated set of internal dy-
namics (fk(xk) : Rnk → Rnk ), an associated set of control
dynamics (gk(xk,uk) : Rnk×Rmk → Rnk ) and output func-
tion given by (hk(xk) : Rnk → Rpk ). Furthermore each dy-
namic node is connected to other dynamic nodes through non-
linear interconnections (lkj(xk,yj) : Rnk × Rpj → Rnk ).
This gives the dynamical model of the k-th dynamical system
in a dynamical network as:

ẋk = fk(xk) + gk(xk,uk) +
∑

j

lkj(xk,yj)

yk = hk(xk)
(2)

Hybrid Dynamical Networks
Hybrid dynamical networks allow the continuous time opera-
tion of a single node or link to be broken into discrete operat-
ing modes. An operating mode of a hybrid system is a distinct
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type of behaviour which is governed by a set of dynamics that
is different from other modes of the system. In this way we
are able to partition the operation of the dynamical nodes into
discrete modes. This provides an elegant way of abstracting
the continuous time dynamics of the network into a form that
allows faults and other changes in the network dynamics to
be accurately modelled. We proceed using definitions similar
to those in [Zhao and Hill, 2008].

Definition 2.6 (Hybrid Dynamical Network). A hybrid dy-
namical network is a dynamical network where the dynamical
nodes (N ) and interconnections (L) have a hybrid character-
istic which can be represented in the form:

ẋk = fkσk
(xk) + gkσk

(xk,ukσk
) +

∑

j

lkjσk
(xk,yj)

yk = hkσk
(xk)

(3)

for k ∈ 1, 2, · · · ,K where σk is the switching signal taking
values in:

Mk = {1, 2, · · · ,mk}
Mk is the set of operating modes of the system. Additionally,
xk ∈ Rnk is the state vector of the system, ukσk

∈ Rmkσk

is the input control vector to the system and yk ∈ Rpk is the
output vector of the system. fkσk

, gkσk
and hkσk

are continu-
ous.

The switching signal (σk : R+ → Mk) for the k-th hybrid
system can be characterised by the switching sequence:

Σk = {(ik0 , tk0), (ik1 , tk1), · · · , (ikz , tkz )|ikz ∈Mk, z ∈ Z}
where xk0 , tk0 are the initial system state and time respec-
tively of the k-th system and Zk is the set of nonnegative inte-
gers. We note that t1 = t2 = · · · = tK = t, that is all systems
have the same time. When tk ∈ [tkz

, tkz+1), σk = ikz
, we say

the ikz
-th subsystem of system k is active and the trajectory

of the switched system (xk(t)) is defined as the trajectory of
the system (xkik

(t)) with switching signal ik ∈Mk.

When there is only a single system in the network we re-
cover the usual definition for a single hybrid dynamical sys-
tem. We assume that the state of the system is continuous
and thus does not exhibit abrupt changes at the instant of
switching. The entire internal, control and network dynam-
ics of the network at time t can be characterised by a K-tuple
([σ1(t), σ2(t), · · · , σK(t)] ∈ {M1 ×M2 × · · · ×MK}).
Hybrid Dynamical Modes
We present here some definitions and concepts relevant to the
representation of hybrid dynamical nodes as graphs in order
to more clearly define what we mean by the modes of a hybrid
dynamical network.

Definition 2.7 (Set of States). The set of states (X) of a
dynamical node is a discrete set composed of the functions
(xi : R+ → R) that for each t ≥ 0 returns the value of the
node state defined by the function xi.

Definition 2.8 (Set of Outputs). The set of outputs (Y ) of a
dynamical node is a discrete set composed of the functions
(yi : R+ → R) that for each t ≥ 0 returns the value of the
node output defined by the function yi.

Definition 2.9 (Set of Controls). The set of controls (U ) of
a dynamical node is a discrete set composed of the functions
(ui : R+ → R) that for each t ≥ 0 returns the value of the
node controls defined by the function ui.

We now define our dynamical node as a graph progressing
in a similar but slightly more general way than was presented
in [Boukhobza et al., 2007].
Definition 2.10 (Dynamical Node Graph). A dynamical node
graph is a directed graph representing the internal intercon-
nection of the set of states, controls and network inputs and
outputs of a dynamical node (N = X ∪ U ∪ Y ) through the
set of links (L = LXX ∪ LUX ∪ LY X ∪ LXY ) by the maps
init(L) : L → N and ter(L) : L → N , that assign to each
edge an initial and terminal vertex respectively.

The set of links defined above is formally defined as:
Definition 2.11 (Set of Links). The internal interconnec-
tion links between states for the k-th dynamical node is
given by LXXk

= {(xki
, xkj

)|∂xkj

∂xki
6= 0}, ki, kj ∈

1, · · · , nk. The internal interconnection links between con-
trol inputs and states for the k-th dynamical node is given by
LUXk

= {(uki , xkj )|
∂xkj

∂uki
6= 0}, ki ∈ 1, · · · ,mk, kj ∈

1, · · · , nk. The internal interconnection links between states
and outputs for the k-th dynamical node is given by: LXYk

=
{(xki

, ykj
)|∂ykj

∂xki
6= 0}, ki ∈ 1, · · · , nk, kj ∈ 1, · · · , pk

and the interconnection links between all the network out-
puts and internal states for the k-th dynamical node is
given by LY Xk

= {(ykK
, xkj

)| ∂xkj

∂ykK
6= 0}, kK ∈

1, · · · ,∑k mk, kj ∈ 1, · · · , nk where (v1, v2) denotes a
directed edge from node v1 ∈ N to node v2 ∈ N .

We also define the capacity of a structural dynamic graph
as a measure of the magnitude of each of the non-zero links
defined in the link sets above.
Definition 2.12 (Capacity of a Dynamical Node Graph). The
capacity of a structural dynamic graph is a set CL that as-
signs to each link Li ∈ L a measure of the capacity of that
link. For the link sets defined in Def. 2.11 we have the fol-
lowing capacity sets for the k-th dynamical node: CLXXk

=

{∂xkj

∂xki
|(xki , xkj ) ∈ LXXk

}, CLUXk
= { ∂xki

∂ukj
|(ukj , xki) ∈

LUXk
}, CLXYk

= { ∂yki

∂xkj
|(xkj , yki) ∈ LXYk

} and CLY Xk
=

{∂xki

∂ykj
|(ykj

, xki
) ∈ LY Xk

}
From these definitions we are able to very precisely define

the concept of a change in mode and this is the topic of the
next section.

Mode Changes
A change in mode is a change of the fundamental governing
dynamics and we can see this as follows. For the switching
sequence of the k-th node in a hybrid dynamical network,
Σk = {(ik0 , tk0), (ik1 , tk1), · · · , (ikz

, tkz
)|ikz

∈ Mk, z ∈
Z} we take Likz

= LXXikz
∪ LUXikz

∪ LY Xikz
∪ LXYikz

to be the total link set in the time interval [tkz , tkz+1) and
CLikz

= CLXXikz

∪ CLUXikz

∪ CLY Xikz

∪ CLXYikz

to be
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the equivalent total capacity set in the same interval. A mode
change implies that for any z ∈ Z, Likz

6= Likz+1
and/or

CLikz
6= CLikz+1

. That is the change in mode forces the
link and/or capacity sets to change, meaning a fundamental
change in the fundamental governing dynamics. It should be
noted that determining the link and capacity sets is possible
using a variety of parameter and system identification meth-
ods, however, these methods are beyond the scope of this pa-
per. With these concepts fully defined we are now able to
understand how we can unify hybrid dynamical networks and
discrete diagnosis.

2.2 Model Based Diagnosis
Diagnosis is the problem of determining what possibly hap-
pened on a system given some observations of its behaviour.
In model-based diagnosis, we assume that we have a model
that describes the discrete transitions between modes in the
system (i.e. given an operational mode the model describes
the possible transitions that will result in a new operational
mode). The model is an abstraction of the system transitions
and is often represented by an automaton.

2.3 Diagnosis of Discrete Event Systems
We outline the diagnosis of discrete event systems in order to
apply this approach to the diagnosis of hybrid dynamical net-
works. Essentially, we perform an abstraction on the discrete
part of a hybrid system to obtain a model on which we can
perform diagnosis. More details are given in section 3.2.

We consider the discrete evolution of a system. The set
of all possible behaviours of the system is a language de-
noted Mod over the set of events Σ that could possibly oc-
cur on the system. In our work, we assume that observa-
tions we make are on the modes of a given system (in contrast
to more commonly used event-based observations [Largouet
and Cordier, 2000]). We denote these observations (a set of
possible modes) on the system by a language Obs. The diag-
nosis of the system can be computed as

∆ = Mod⊗Obs. (4)

where ⊗ is the projection of the model onto the observa-
tions. The diagnosis ∆ essentially determines the current op-
erational mode consistent with the observations. In this way,
we are able to refine the original mode estimates in Obs. The
strict definition of languages in this context and operations on
them are presented in [Kan John and Grastien, 2008].

2.4 Distributed Diagnosis
It is possible to use diagnosis techniques to overcome the
problem of diagnosing large and complex systems which is
of considerable interest. We make use of distributed diagno-
sis algorithms on which one of the authors is working [Kan
John and Grastien, 2008] to minimise the computational com-
plexity in large diagnosis problems.

In a distributed diagnosis approach [Pencolé and Cordier,
2005], [Cordier and Grastien, 2007], [Su and Wonham,
2005], [Kan John and Grastien, 2008] we only consider lo-
cal computations. Rather than considering the diagnosis on
the whole network, we only compute diagnoses locally (on

each node). The problem is then to make sure that the local
sets of diagnoses are globally consistent.

Global Consistency
We consider a network S of interconnected nodes S =
{S1, S2, . . . , Sk}. The diagnosis of Si is given by

∆i = Modi ⊗Obsi. (5)

The diagnosis ∆ of S is said to be globally consistent if the
overall diagnosis agrees with the diagnosis at each node. A
strict definition of global consistency is presented in [Kan
John and Grastien, 2008].

Local (pairwise) consistency does not normally ensure
global consistency. However, we can transform the topolog-
ical graph of the whole network into a form (in our case a
junction tree) which will ensure that local consistency leads
to global consistency [Kan John and Grastien, 2008]. We
then have groups of nodes as clusters of the tree. Diagno-
sis is performed locally on each cluster and local consistency
is applied until a fixpoint is reached.

3 Unifying Discrete Diagnosis and Hybrid
Dynamical Networks

We explain in this section the method by which hybrid dy-
namical networks and discrete diagnosis may be unified. We
first discuss some of the assumptions that we are making dur-
ing this analysis.

3.1 Analysis Assumptions and Discussion
The assumptions used in this analysis are ideally kept to a
minimum to maximise the real-world applications of this ap-
proach. Importantly these assumptions do not restrict the
method by which a mode changes. It is reasonable to as-
sume that an event may be due to a fault, a change in environ-
mental conditions, the effects of a control choice in a given
mode or a variety of other reasons. By looking at the out-
come of the event rather than the source of the event we are
better placed to use this methodology for dealing with many
of the challenges faced in modern dynamical networks. Our
assumptions also allow faults to occur in succession provided
they do not occur instantaneously. This is also advantageous
as it allows us to deal with cascading type faults which are
of significant concern in modern hybrid dynamical networks.
The following assumptions are made during the analysis.

Mutual Exclusivity of Modes
We assume that the modes (Mk) of a system are mutually
exclusive. That is a system (Sk) in the dynamic network can
only be in one mode at any time. That is if σk = mi ∈ Mk

for tk ∈ [tki
, tki+1) and σk = mj ∈ Mk for tk ∈ [tki

, tki+1)
then mi = mj . This is a natural assumption that ensures any
events cause the system to move into one of a discrete set
of modes and that one and only one mode is responsible for
describing the dynamic evolution of a system in the network
at a given time.

Timing of Events
We assume that between two observations only one event can
occur. This further implies that for any finite T > t0, there
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exists a positive integer KT , which may depend on T , such
that during the time interval [t0, T ] each dynamical node (Eq.
1) switches no more than KT times. This ensures that it is
practically possible to diagnose a system as the sequence of
observations will have information about all the faults that
occur in the system.

Controller Laws
We are assuming that for a given operational mode it is pos-
sible to compute an appropriate controller off-line [Khalil,
2002]. The methods for achieving this are too many and var-
ied to enumerate and cover the span of classical and modern
control for a period of almost a century. For this reason we fo-
cus purely on the method of choosing an appropriate control
strategy when the fault occurs. A simple justification of this
can be seen in that if the operating mode of each dynamical
node can be chosen independently there are:

∏

k

mk (6)

K-tuples that characterise the operating condition of the hy-
brid dynamical network. In networks with large numbers of
systems and internal modes this rapidly becomes computa-
tionally intractable.

In the majority of dynamical networks a single event or
fault will effect a number of systems in the network and thus
using diagnosis methodologies allows this number to be dras-
tically reduced so that the off-line computation of controllers
is actually feasible. Furthermore if we consider networks
where only a subset of the systems are directly observed then
without the relationships stored in the diagnosis algorithm it
would be impossible to diagnose and control for the effects
of those unobserved systems.

Mode Determination
Again, the ability to determine the modes is beyond the scope
of this paper and covers methodologies in system and param-
eter identification [Ljung, 1999] [Blackhall and Rotkowitz,
2008] over the last half century or so. The authors believe
strongly that it is a more than valid assumption that modes
can be determined with high accuracy in the majority of sce-
narios.

3.2 Diagnosis of Hybrid Dynamical Networks
In diagnosis terms we consider a hybrid dynamical network
S of interconnected dynamical nodes S = {S1, S2, . . . , Sk}.
This means that each node has a defined operating mode and
each transition causes a change in mode that redefines the
continuous behaviour of the system.

We can think of each system in S as having a
continuous behaviour captured by a tuple Skcont =
〈xk, ukσk

,yk, fkσk
, gkσk

, lk1σk
, · · · , lkKσk

〉 where the ele-
ments of the tuple have been defined previously.

We also make an abstraction on the discrete behaviour of
each dynamical node using an automaton. Thus the automa-
ton representing the discrete behaviour of a system can be
given by the tuple Skdisc

= 〈Mk,Ωk, Tk, σk0〉.
• Mk is the finite set of system modes

(m1,m2, · · · ,mK).

• Ωk is the set of events (ω1, ω2, · · · , ωl) which determine
switching between modes.

• Tk is the transition function that maps an event and mode
into a new mode, T : Ωk ×Mk →Mk.

• σk0 is the initial mode of each system.

Using the diagnosis methods defined previously in sections
2.3 and 2.4 it is possible to compute a diagnosis of the dis-
crete behaviour of each dynamical node. As each discrete be-
haviour has a corresponding continuous behaviour we have
thus shown that it is possible to perform diagnosis of a con-
tinuous hybrid dynamical network using the discrete model
based diagnosis methodology.

3.3 Algorithmic Considerations
We outline two methods in which distributed diagnosis can
be used in maintaining a fault tolerant network. Algorithm
1 presents a global optimal approach. Algorithm 2 utilises
the power of the junction tree technique to address the time
criticality issue that often arises in large hybrid dynamical
networks to try and avoid cascading failures.

We consider a hybrid dynamical network S =
{S1, . . . , SK} each of which has an automaton model. We
thus have a set of models Mod1, . . . ,ModK available. We
have a set C = {C1, . . . , Cr} of controllers that can be used
on the system. At a given time t, we have observations
Obs1, . . . , ObsK on the system where each Obsk is a set of
estimates of the mode of a given component Sk at t obtained
from parameter estimation and system identification. In Al-

Algorithm 1 Global Optimal Algorithm for diagnosis and
control of a hybrid dynamical network

1: At time tobs

2: input {Mod1, . . . ,ModK}, {Obs1, . . . , ObsK}, C
3: for all tobs ∈ t0, · · · , tfinal do
4: do ∆tobs

:= Modtobs
⊗Obstobs

5: end for
6: Run consistency algorithm (returns globally consistent

network)
7: for all tobs ∈ t0, · · · , tfinal do
8: pick a control strategy C from C
9: end for

gorithm 1, we pick the best control strategy over a globally
consistent network. Provided that the diagnosis and global
consistency can be performed fast enough, this provides the
global optimal solution. However, in a large network, time
is often a critical factor in the occurrence of cascading type
faults. If we can choose a locally optimal controller after per-
forming local consistency, this could help prevent other dy-
namical nodes in the system from failing as a potential fault
is captured and dealt with as soon as possible. This approach
is outlined in Algorithm 2.

3.4 Diagnosis under partial observations
The problem with large networks is that it is not always possi-
ble or practical to obtain observations on all dynamical nodes.
However, because components share common events, it is
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Algorithm 2 Optimal Time Critical Algorithm for diagnosis
and control of a hybrid dynamical network

1: At time t
2: input {Mod1, . . . ,ModK}, {Obs1, . . . , ObsK}, C
3: for all tobs ∈ t0, · · · , tfinal do
4: do ∆i := Modi ⊗Obsi

5: end for
6: while not globally consistent do
7: Perform local consistency with neighbours
8: pick a control strategy C from C
9: end while

still possible to diagnose unobserved nodes by using the di-
agnosis of the observed ones. For an unobserved component,
we take Obs to be the set of all possible modes. We then
refine the diagnosis when performing local consistency with
other components.

4 Numerical Example
We will use the fault diagnosis methodology developed to di-
agnose and recover from failures on a four node complex net-
work (Fig. 1). Complex networks (described for example in
[Li et al., 2004]) have emerged out of the biological and social
sciences and are an attempt to explain the behaviour of large
interconnected groups. From a dynamical and systems the-
oretic perspective complex networks consist of independent
dynamical nodes connected together. We use the following
representation:

ẋi = f(xi) + c
∑

j

aijΓ(xj − xi) + εi(s(t)− xi) (7)

where it is clear that this complex network is in the dynami-
cal network form presented in Eq. 2. We have x ∈ Rn is the
state vector, f(x) : Rn → Rn is the unique internal dynam-
ics, aij determines the interconnections in the network and
is symmetric. As such aij = aji = 1 if node i and node j
are connected together and zero otherwise. Γ is the feedback
connectivity matrix that determines how the difference vec-
tor (xj − xi) effects the internal state and c is the scalar gain
that determines the magnitude of this effect. We also have the
control input εi(s(t)− xi) where s(t) is the desired equilib-
rium state of the dynamical node and the network as a whole
and εi ∈ {0, ε}. That is only some nodes have a local feed-
back control applied with control gain ε. This is referred to
in the literature as pinning control [Li et al., 2004]. In com-
plex networks the control problem becomes ensuring that the
network will synchronise, where synchrony is defined as:

x1 = x2 = · · · = xn → s(t)

such that ẋ(s(t)) = f(s(t)) is the solution of the isolated
nodes.

It is well known in the complex networks community that
the ability of the network to synchronise is dependent on the
value of c chosen as well as the location and magnitude of
the pinning control that is applied to the network. Whilst an
arbitrarily large c and pinning control gain (ε) can always be

Figure 1: The four node, six link complex network analysed
in this example.

chosen this is often physically impossible as well as being in-
efficient as much more control authority is being commanded
than is necessary to achieve the desired synchrony.

In our example we choose f(xi) = −x2
i + 5xi, Γ = I ,

the four dimensional identity matrix and the network is glob-
ally connected. With c = 1.5 we can see the resultant state
trajectory in Fig. 2, where synchrony is rapidly achieved.

We consider faults that effect the structure of the network
(similar to [Kim and Hill, 2008]). That is we consider a net-
work where the value of aij = aji changes when a fault
occurs, thus representing the hybrid component of the dy-
namical network presented in Eq. 7. This further implies
that only the link sets change when a fault occurs (Likz

6=
Likz+1

). That is the fault causes a fundamental change in
the network dynamical structure. The capacity sets do not
change(CLikz

∩ CLikz+1
⊆ CLikz+1

) and thus networks of
this type are said to be capacity invariant. Even in this sim-
ple network the possible structural dynamical fault modes are
substantial. We consider ten possible events, four due to node
removal and six due to link removal. In the case of node re-
moval we assume that all the links between the removed node
and the network are also removed simultaneously. These fault
modes correspond to the typical faults found in complex net-
work operation. We consider two possible fault scenarios in
this example:
• The network link L5 becomes disconnected.
• The network system N4 becomes disconnected.
We assume that we only have partial observations on the

network and thus we are only able to monitor the modes of
systems N1 and N2. The two faults outlined are important
because it is only when we use the diagnosis algorithm, and
the observations from both nodesN1 andN2, that we are able
to exactly determine the fault that occurred and implement an
appropriate control strategy.

While we can always assume that we can increase the con-
trol effect on the nodes in the case of a fault, this is an in-
appropriate action as it is known that when network link L5

becomes disconnected no additional control action is required
to ensure network synchrony. Conversely, when network sys-
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Figure 2: The state trajectories of each system in the network
when the network is globally connected.

tem N4 becomes disconnected we must apply local control
to system N1 to ensure the network achieves the desired syn-
chrony. In the latter case we apply the local controller de-
scribed previously using a controller gain of ε1 = 2.5 about
the equilibrium point x1 = x2 = x3 = x4 = 0.

The dynamics are simulated in MATLAB and the sys-
tem is started each time at the states ([x1, x2, x3, x4] =
[−6.5,−3,−4.95, 6]) and the fault occurs at t = 0.1s. We
make observations of the system every ∆tobservations =
0.4s. We assume that the internal dynamics of the system
are well characterised and thus we are able to measure the
network dynamics in isolation. We assume that any inaccu-
racies in our measurement of the network dynamics can be
modelled as zero mean, i.i.d. gaussian noise (η). On this ba-
sis our measurement model is:

yiobservation
= c

∑

j

aijΓ(xi − xj) + η (8)

To determine the dynamical structure of the system we
are interested in determining all the values of aij . This is
a special case of regression known as sparse regression, more
details of which can be found in [Blackhall and Rotkowitz,
2008]. We use the algorithm from [Blackhall and Rotkowitz,
2008] to determine the values of all the aij , thus allowing us
to determine the link set and thus the modes of the dynamical
nodes N1 and N2. We re-initialise the algorithm after every
observation to ensure we can determine when the dynamical
structure of a node changes, thus allowing rapid determina-
tion of fault occurrence in the hybrid dynamical network.

We always assume the initial mode to be fault free and
when we induce the first of our faults and the network link
L5 becomes disconnected the diagnosis algorithm is capable
of determining that this is the fault that has occurred by syn-
chronising the observations of systemN1 and systemN2. We
observe in the resultant state trajectories (Fig. 3) that the sys-
tems take longer to achieve synchrony but are still able to do
so. Although the performance of the network is reduced (in
terms of achieving synchrony) there is no need to inject addi-
tional control as the objective is still achieved in a reasonable
time as compared to the normal network operation (Fig. 2).

When the second of the faults is introduced and the net-
work system N4 becomes disconnected we can see the resul-
tant trajectory that would occur in the absence of diagnosis

Figure 3: The state trajectories of each system in the net-
work when the network link L5 becomes disconnected due to
a fault. The diagnosis algorithm is used here to determine the
fault that has occurred and that no additional control input is
required to achieve network synchrony.

Figure 4: The state trajectories of each system in the network
when the system N4 becomes disconnected from the network
due to a fault. The diagnosis algorithm is not running and we
do not initiate any external control.

and thus external control being applied (Fig. 4). Alternatively
when we use the diagnosis approach, the algorithm again ac-
curately determines the fault that has occurred through the
observations of the two nodes N1 and N2. In this case the
network begins to move rapidly away from equilibrium but is
arrested by a local controller that has been switched in when
the diagnosis algorithm determines that the nodeN4 has been
completely disconnected from the network, removing a major
stabilising component of the network.

We can take a number of key insights from this example.
Firstly the importance of being able to accurately and rapidly
determine dynamical structure. If this were not possible then
it is unlikely we would be able to accurately determine the
fault in such a short period of time and switch in appropri-
ate control strategies to ensure synchrony is achieved. Sec-
ondly, although this may appear like a simple example there
are many possible faults that can occur in the network and
it is only by having a diagnosis algorithm that we are able
to accurately identify and recover from a chosen fault. Al-
though in both cases the fault that occurs is related to system
N4 through observing and controlling system N1 and system
N2 we are able to achieve the desired results. This is a major
accomplishment as it removes the necessity for local observa-
tions and control at every node in the network and still allows
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Figure 5: The state trajectories when the node N4 becomes
disconnected from the network due to a fault. The diagno-
sis algorithm detects the fault and switches in a local control
input on node N1 to ensure network synchrony.

the network performance objectives to be achieved. The op-
timal location of observation and control is still an area of
active research.

5 Conclusion and Future Work
In this paper we have shown how it is possible to use model
based diagnosis to create a fault tolerant dynamical network.
We have outlined the method by which the two concepts can
be unified and motivated the development of this algorithm
by showing how this algorithm will offer a substantial im-
provements in the fault diagnosis and recovery of dynamical
networks. Furthermore we have shown how this particular
approach will result in the ability to do globally consistent
distributed diagnosis. We believe that this methodology is an
important advance in the unification of the study of hybrid
dynamical networks and advanced, computationally feasible
analysis tools. This paper is intended to lay the ground work
for the development of advanced algorithms capable of being
used in real world scenarios.

The most important area of future work is the implementa-
tion of this algorithm with real systems and data. It is likely
that implementations will focus on electricity networks as this
represents the most urgent need for algorithms and method-
ologies of this type.
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Abstract
Most approaches to model-based diagnosis focus
on isolating defective component(s) by performing
additional measurements on the defective system.
Sometimes internal measurements are expensive to
make and it is much less costly to change system
inputs and observe how outputs change. In digi-
tal circuits this is called test-vector generation. Of
particular interest are Max-Fault Min-Cardinality
(MFMC) observation vectors which result in the
maximum number of faults in the minimal cardi-
nality diagnosis. Prior approaches to MFMC gen-
eration either used sampling (which is incomplete)
or exhaustively enumerate all possible observa-
tion vectors (which is computationally impossible).
This paper presents a new direct approach to de-
termining MFMC vectors which shows 4-5 orders
of magnitude performance improvement over prior
algorithms.

1 Introduction
This paper provides a new approach to identifying Max-Fault
Min-Cardinality (MFMC) observation vectors as defined in
[Feldman, Provan, & van Gemund, 2007]. Identifying such
vectors has widespread applicability to analyzing the diag-
nosability of systems and evaluating the scalability of diag-
nostic algorithms. Most existing algorithms work best with
single or double faults, but do not scale well to higher cardi-
nalities. MFMC observation vectors can easily yield minimal
diagnoses of size 20 and above. The main result of this pa-
per is that MFMC observation vectors can be generated with
familiar algorithms and well-known circuit properties at 4-5
orders of magnitude performance over prior algorithms.

We first explain the concepts intuitively in an example.
Consider the circuit illustrated in Figure 1. The digial circuit
consists entirely of NAND gates. Figure 2 presents the truth
table for a NAND gate.

Suppose the inputs are observed to be I1=1, I2=0, I3=0,
I4=0 and I5=0. Given those inputs the outputs must be O1=1
and O2=0. Consider the subset of the circuit consisting of G3,
G4 and G6. Given I3=0, G3 drives N3=1. Given I5=0, drives
N4=1. Given both inputs to the NAND gate G6 are 1, it drives
its output to O2=0. Suppose O2=1 is observed. This can only

G1

G3 G6

G5
G2

G4

I1

O1

N3

N4

N2N1

O2

I2

I3

I4

I5

Figure 1: The simplest circuit, c17, from the ISCAS-85 test
suite. Inputs are labeled “In,” outputs “On,” gates “Gn,” and
corresponding internal nodes “Nn.” All 6 gates are NAND
gates.

A

B

C

A B C

0 0 1

0 1 1

1 0 1

1 1 0

Figure 2: Truth table for NAND gate.
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be explained by at least one of G3, G4 and G6 being faulted.
Consider the subset of the circuit consisting of G1, G2 and
G5. Given I2=0, G1 drives N1 to 1. Given both N1 and I1 are
1, G2 drives N2 to 0. If one input to a NAND is 0, the output
is driven to 1 (O1). Suppose we observe O1=0. Then at least
one of G1, G2 or G5 is faulted. The combined observations
can only be explained by a double fault (consisting of one of
G1,G2 and G5 combined with one of G3, G4 and G6). These
are all minimal diagnoses. The observation is an MFMC vec-
tor as no other observation has a larger min-cardinality diag-
nosis. (This will be shown later.)

Prior approaches to identifying MFMC observations
utilized either importance sampling, simulated anneal-
ing or exhaustive search of the entire space. The first
two approaches are not exhaustive and cannot produce
absolute bounds. Exhaustive search is impractical for
all but the smallest circuits because the complexity is
2|INPUTS|+|OUTPUTS|+|COMPS|. This paper proposes an
alternative approach to analyze the circuit structure to greatly
lower this complexity. This approach has been completely
implemented and is based on the GDE implementation and
prime implicate algorithms described in [Forbus & de Kleer,
1992]. The result significantly outperforms the previous ap-
proach. In future work, we propose to use a more efficient ap-
proach outlined in [de Kleer & Williams, 1989] from which
we expect further dramatically improved performance.

In this paper we draw all our examples from digital cir-
cuits. However, the concepts apply to any system which can
be modeled using discrete signals and having distinguished
inputs and outputs.

2 Formal Framework
We adopt the framework of [de Kleer & Williams, 1987]
which we briefly summarize.

Definition 1 A system is a triple (SD,COMPS, OBS) where:
1. SD, the system description, is a set of first-order sen-

tences.
2. COMPS, the system components, is a finite set of con-

stants.
3. OBS, a set of observations, is a set of first-order sen-

tences.

Definition 2 Given two sets of components Cp and Cn de-
fine D(Cp,Cn) to be the conjunction:

[ ∧

c∈Cp

AB(c)
]
∧

[ ∧

c∈Cn

¬AB(c)
]
.

Where AB(x) represents that the component x is ABnormal
(faulted).

A diagnosis is a sentence describing one possible state of
the system, where this state is an assignment of the status
normal or abnormal to each system component.

Definition 3 Let ∆ ⊆COMPS. A diagnosis for
(SD,COMPS,OBS) is D(∆, COMPS − ∆) such that
the following is satisfiable:

SD ∪OBS ∪ {D(∆, COMPS −∆)}

Definition 4 An AB-literal is AB(c) or ¬AB(c) for some c
∈ COMPS.

Definition 5 An AB-clause is a disjunction of AB-literals
containing no complementary pair of AB-literals.

Definition 6 A conflict of (SD,COMPS,OBS) is an AB-
clause entailed by SD ∪ OBS.

Definition 7 A minimal conflict of (SD,COMPS, OBS) is
a conflict no proper sub-clause of which is a conflict of
(SD,COMPS,OBS).

Theorem 1 Suppose that Π is the set of minimal conflicts of
(SD,COMPS,OBS), and that ∆ is a minimal set such that,

Π ∪ {
∧

c∈COMPS−∆

¬AB(c)}

is satisfiable. Then D(∆, COMPS −∆) is a minimal diag-
nosis.

The lemma forms the basis of most model-based diagnosis
algorithms: (1) compute the minimal conflicts, (2) compute
the diagnoses. For the purposes of MFMC computation we
are only interested in minimal diagnoses:

Definition 8 A diagnosis D(∆, COMPS − ∆) is a min-
imal diagnosis iff for no proper subset ∆′ of ∆ is
D(∆′, COMPS −∆′) a diagnosis.

We also assume the usual axioms for equality and arith-
metic are included in SD. For this paper, we assume weak
fault models or the Ignorance of Abnormal Behavior prop-
erty.

3 Representing Component Behaviors as
Propositional Clauses

An inverter can be modeled by:

INV ERTER(x)→[
¬AB(x)→ [in(x) = 0 ≡ out(x) = 1]

]
.

A particular inverter G is thus modeled by the formula

¬AB(G)→ [in(G) = 0 ≡ out(G) = 1],

which is modeled by the following clauses (prime impli-
cates):

AB(G) ∨ out = 0 ∨ in = 1,

AB(G) ∨ out = 1 ∨ in = 0.

The NAND gate G5 (of Figure 1) with inputs N2 and N3
and output O1 is modeled by the clauses:

AB(G5) ∨N2 = 0 ∨N3 = 0 ∨O1 = 0,

AB(G5) ∨N2 = 1 ∨O1 = 1,

AB(G5) ∨N3 = 1 ∨O1 = 1.
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4 MFMC definitions
Following [Feldman, Provan, & van Gemund, 2007] we de-
fine:

Definition 9 The cardinality of diagnosis D(∆, COMPS−
∆) is |∆|.
Definition 10 A diagnosis D(∆, COMPS − ∆) is a
minimal cardinality diagnosis iff for no other diagnosis
D(∆′, COMPS −∆′) is |∆′| < |∆|.

Clearly all minimal cardinality diagnoses are minimal di-
agnoses. However, the converse does not hold.

Definition 11 MaxCard(SD) is the maximum cardinality of
all possible minimal cardinality diagnoses for all possible
OBS.

Definition 12 An MFMC observation is any OBS such
that the minimal cardinality diagnosis is equal to
MaxCard(SD).

In this paper we will assume the usual definitions of
well-formedness (system forms a DAG, only one component
drives any node, all component inputs are driven, components
have at least one input and at most one output).

We can now state the analysis of the circuit of Fig-
ure 1 more formally. COMPS = {G1, G2, G3, G4, G5}.
OBS = {I1 = 1, I2 = 0, I3 = 0, I4 = 0, I5 = 0, O1 =
0, O2 = 1}. There are 3 minimal conflicts:

AB(G4) ∨AB(G5) ∨AB(G6),

AB(G1) ∨AB(G2) ∨AB(G5),
AB(G3) ∨AB(G4) ∨AB(G6).

One of the minimal diagnoses is:

¬AB(G1) ∧ ¬AB(G2) ∧AB(G3)∧
¬AB(G4) ∧AB(G5) ∧ ¬AB(G6).

5 Two Bounds on MaxCard
There are two important upper bounds on MaxCard. The
first is obvious, but important:

Theorem 2 MaxCard(SD) is bounded by |COMPS|.
More importantly:

Theorem 3 MaxCard(SD) is bounded by the number of
outputs of SD.
Proof sketch. In a well-formed circuit, every possible input
combination is possible. Thus any conflict must involve at
least one component driving an output. So the conjunction of
all output components faulted will always be a diagnosis. It
may not be minimal and thus the number of outputs is only
an upper bound on MaxCard(SD).

The “converse” is not true: MaxCard(SD) is not
bounded by the number of inputs. Unfortunately,
MaxCard(SD) may be far less than the number of
outputs. Nevertheless, this second bound is critical to the
efficiency of the algorithm described later: when searching
for possible MFMC observations, those with a number
of incorrect outputs less than the current best estimate of
MaxCard(SD) can be skipped.

obs MC obs MC
11111 0 01111 1
11110 1 01110 0
11101 1 01101 2
11100 2 01100 1
11011 2 01011 0
11010 1 01010 1
11001 1 01001 1
11000 0 01000 2
10111 2 00111 0
10110 1 00110 1
10101 1 00101 1
10100 0 00100 2
10011 1 00011 2
10010 2 00010 1
10001 0 00001 1
10000 1 00000 0

Table 1: Minimimum cardinality for each possible observa-
tion vector for subtractor circuit. Each obs =[x, y, p, b, d].

6 Sources of Complexity
A brute force approach to determining MaxCard(SD) is to
use a diagnosis engine to compute a minimal cardinality di-
agnosis for each possible observation. Consider the subtractor
circuit of Figure 3 [Feldman, Provan, & van Gemund, 2007]
having 7 components, 3 inputs and 2 outputs. Table 1 lists the
minimum cardinality for the given observation vector. The
MaxCard(SD) for the circuit is 2 which is the upper bound
stipulated by Theorem 3.

h2
d

h6

y

p h1

h3

h4j

i

h5

h7

x

m

k

b

l

Figure 3: Subtractor with inputs x, y and p and outputs d and
b. h1 and h2 are exclusive-or gates, h3 and h5 are OR gates,
h4 and h7 are AND gates, and h6 is an inverter.

Although C17 has fewer components it is more compli-
cated for a brute force algorithm. It has 5 inputs, 2 out-
puts, and 6 gates. The space to be searched for identifying
MaxCard(c17) is 25+2+6 = 8192 cases.

7 Reducing the number of components
The complexity of searching for MaxCard(SD) is expo-
nential in the number of components. Therefore, any re-
duction in number of components which does not affect

3

Johan de Kleer 249

Alban Grastien, Wolfgang Mayer, and Markus Stumptner, Editors.
Proceedings of the 19th International Workshop on Principles of Diagnosis (DX-08),
September 22–24, 2008, Blue Mountains, NSW, Australia.



MaxCard(SD) provides significant computational advan-
tage. Consider again the circuit of Figure 1. Gates G2 and G5
can be combined into one gate G2-G5 with one output O1 and
three inputs I1, N1 and N3. This combination corresponds to
the top dashed region of Figure 4. The only other combin-
able components is the bottom region. No other combination
is possible.

The intuition why G2 and G5 can be combined is as fol-
lows. The internal node N2 is not observable. Therefore, any
conflict involving G2 will necessarily involve G5 as well.
If I1=1 and N1=1, then if G2 and G5 were operating cor-
rectly O1=1. Observation O1=0 yields the conflict {G2, G5}.
(Notice that G2 does not necessarily occur in every con-
flict involving G5. If N3=0, observing O1=0, yields the con-
flict {G5}.) The same pattern arises in every possible con-
flict involving G2. Therefore, for the purposes of calculating
MaxCard(SD), one can replace G2 and G5 with one com-
posite component thereby reducing the complexity of search-
ing for MaxCard(SD).

In the case of stuck-at faults, there are many algorithms to
collapse faults [Bushnell & Agrawal, 2000]. In general:

Theorem 4 Any connected subset of components of SD hav-
ing only one output can be replaced by a single compos-
ite component with equivalent behavior without changing
MaxCard(SD).

Identifying all such subsets is typically too expensive. For-
tunately, many such equivalent subsets can be identified very
quickly:

Theorem 5 If component A drives internal node n and that
node is an input into only one component B, thenA,B and n
can be replaced with a single composite component with logi-
cally equivalent behavior without changingMaxCard(SD).

Proof sketch. By construction, the input-output behavior of
the circuit remains unchanged with the replacement. As no
other component is connected to n every conflict involving A
must also include B. Therefore, B would appear in any diag-
nosis in whichA appears. Thus replacingA andB with a sin-
gle composite component does not change MaxCard(SD).

For example component G2, node N2 and component G5
of Figure 4 can be replaced with a single component with
inputs I1, N1 and N3 and output O1.

By iteratively applying the preceeding theorem the number
of components can be signficantly reduced without changing
MaxCard(SD).

The combined G2-G5 (G) component is described by the
following 4 clauses (a single NAND gates is encoded by 3
clauses):

AB(G) ∨N1 = 1 ∨N3 = 0 ∨O1 = 0,

AB(G) ∨ I1 = 1 ∨N3 = 0 ∨O1 = 0,

AB(G) ∨N1 = 0 ∨ I1 = 0 ∨O1 = 1,

AB(G) ∨N3 = 1 ∨O1 = 1.

Table 2 lists the reduction in component count after ap-
plying the reduction rule. The circuits are commonly known

G1

G3 G6

G5
G2

G4

I1

O1

N3

N4

N2N1

O2

I2

I3

I4

I5

Figure 4: Outlined regions are combinable components.

Table 2: Reduction in component count using the Prime Im-
plicate reduction rule.

circuit original reduced
7485 33 15

74181 73 20
74182 19 6
74283 36 14

c17 6 4
c432 160 59
c499 202 58
c880 383 77

c1355 546 58
c1908 880 160
c2670 1193 169
c3540 1669 353
c6288 2416 1456
c7552 3512 545

74nnn circuits or are from the ISCAS 85 [Brglez & Fuji-
wara, 1985] benchmarks. We use the prime implicate algo-
rithm from [Forbus & de Kleer, 1992] on the clausal form of
the component models.

The cones formulation of [Siddiqi & Huang, 2007] yields
an analogous reduction in components. We cannot compare
the timings of the underlying diagnostic algorithms or the re-
sulting algorithms to compute MFMC vectors directly. Our
current algorithm cannot complete the MFMC computation
for any of the non-trivial ISCAS benchmarks. However, we
do know lower bounds on all the benchmarks from partial
runs and they typically scale with the number of outputs. For
example, C2670 has 140 outputs and an MFMC of at least 20
(probably much higher).

8 Reducing the Number of Inputs and
Outputs

Important properties which improve running time dramati-
cally on many circuits are:

• Suppose SD can be divided into two SD1 and SD2 such
they share no internal nodes. In this case, MaxCard
calculation is greatly simplified: MaxCard(SD) =
MaxCard(SD1) +MaxCard(SD2).

4
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Table 3: The columns are: cicuit, original complexity, Max-
Card(SD), our wall time, cited wall time reported. Timings
are on Common Lisp and a multi-core 3GHz PC and include
prime implicate construction time.

circuit complexity MC time cited
7485 1.4× 1014 3 1ms 196.9s

74181 4.0× 1028 7 60m impossible
74182 8.6× 109 5 1ms 53.4s
74283 1.1× 1015 5 40ms 371.9s

c17 8.2× 103 2 2ms not given

• Let SD|i=x represent the system SD with input i
set to x and the resulting circuit simplified by re-
moving irrelevant components. MaxCard(SD) =
Max(MaxCard(SD|i=0),MaxCard(SD|i=1)).

• If all of the inputs of a components are fed directly from
the inputs (and no other component is driven by those
inputs), then this set of inputs can be reduced to one and
the component replaced by a buffer.

• Under many conditions, inputs can be discarded with-
out affecting MaxCard(SD). For example, I1 can be
discarded from c17 and G2 replaced by an inverter.

9 Basic Algorithm
The algorithm is based on the Common Lisp code of [For-
bus & de Kleer, 1992] and exploits all the prior concepts de-
scribed earlier.

1. Inputs and outputs are reduced.

2. The number of components is reduced by replacing sub-
sets of components with their prime implicates (unless
the number of prime implicates exceeds the number of
clauses in the original circuit which can happen for the
larger ISCAS circuits).

3. Of the resulting system(s), an exhaustive search is made.
With two important modifications: (1) only consider
those observations whose number of incorrect outputs
is greater than the current best estimate of MaxCard,
and (2) cache the ATMS conflicts of prior observations.

Table 3 presents the performance compared to those re-
ported in [Feldman, Provan, & van Gemund, 2007].

The algorithm presented in [Feldman, Provan, & van
Gemund, 2007] is based on a GDE-like LTMS-based algo-
rithm. The algorithm of this paper is a version of GDE using
a convential ATMS. Initial indications are that GDE benefits
significantly from the caching capabilities of the ATMS.

The current algorithm based on [Forbus & de Kleer, 1992]
constructs all minimal conflicts and then constructs the mini-
mal diagnoses from the minimal conflicts. This approach con-
structs far more conflicts than are necessary to find one min-
imal diagnosis. If there are a large number of minimal di-
agnoses, most of this is useless work. C6288 can never be
analyzed by this approach as it yields an exponential number
of minimal conflicts. These result from its inherently parallel
structure illustrated in Figure 5.

Figure 5: The most difficult to analyze circuit from the
ISCAS-85 test suite. It is a 16 by 16 bit parallel multiplier
built out of half and full adders.

Table 4: Distribution of observation vectors for each minimal
diagnosis cardinality for 74182. 480 are MFMC observation
vectors.

cardinality MFMC count
0 512
1 2592
2 5184
3 5120
4 2496
5 480

Total 16384

10 Constructing the MFMC Observation
Once MaxCard(SD) has been identified, the full observa-
tion is constructed by inverting the simplifications described
earlier. This is always very fast.

One reason MFMC observations are difficult to find is that
there are not that many of them. Table 4 lists the number
of observation vectors for each minimal cardinality. For the
74182 only 3 % are MFMC observations.

11 Conclusions and Future Work
The approach in this paper has been completely implemented
and built upon the Common Lisp code described in [For-
bus & de Kleer, 1992]. It outperforms previous approaches
and we expect further improvements when implemented with
a more modern efficient model-based diagnosis algorithm
which does not compute all minimal diagnoses. As this task
is easily parallelizable (e.g., using MapReduce [Dean & Ghe-
mawat, 2004]) we plan to use a cluster for future results.

Combining the ATMS-based GDE with the stochastic
search could enable finding high cardinality observation vec-
tors for large circuits relatively quickly. Such high cardinality
observation vectors are important has they provide high fault
coverage for ATPG applications.
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Abstract
Test selection in diagnosis is a procedure suggest-
ing tests to be executed when trying to answer the
query “What is the diagnosis for this problem?”.
However, other queries, such as “Is h the diagno-
sis for this problem?”, are relevant as they can in-
volve faster test selection algorithms and they can
result in a lower test execution cost. Usually, a
one step lookahead entropy minimization strategy
is adopted to implement the test selection proce-
dure. However, we show that this strategy can be
arbitrarily bad and therefore, it is important to con-
sider several strategies to solve a query. Each strat-
egy taking a different position in the tradeoff com-
putation time vs test execution cost. In this paper,
we consider a query-based approach where test se-
lection is justified and driven by a user’s specific
query. We also study different strategies, optimal
and approximate, for test selection. Finally, we il-
lustrate how the operating system discovery (OSD)
problem can be solved using a diagnosis framework
and how it benefits from a query-based approach.

1 Introduction
In [Gagnon et al., 2007], we developed a new approach to
operating system discovery (OSD), i.e., finding which oper-
ating system is running on a remote computer by analyzing
its communication behavior. It soon became clear that our
approach can be modeled as a diagnosis system. More pre-
cisely, candidate generation helped us in developing the pas-
sive module, i.e., computing the set of possible OS based on
available communication sessions. However, candidate elim-
ination was not as helpful when it came to developing the
active module, i.e., probing the computer to generate specific
communication sessions in order to eliminate some OS. Can-
didate elimination has simply received far less attention than
candidate generation. Candidate elimination uses a test se-

∗Contact author: François Gagnon at The Department of Sys-
tems and Computer Engineering, Carleton University, 1125 Colonel
By Drive, Ottawa, Ontario, Canada, K1S 5B6
E-Mail: fgagnon@sce.carleton.ca
Tel: 1 613 520-2600 x.3548 Fax: 1 613 520 5727

lection procedure suggesting tests that will provide the miss-
ing information to answer the traditional query: “What is the
actual diagnosis?”. However, the focus on that single query
is inconvenient since other queries, such as “Is h the actual
diagnosis?”, are relevant. Some queries support faster test se-
lection algorithms and others can be solved at a much lower
test execution cost.

It has been claimed, e.g., [de Kleer and Williams, 1987],
that the computation time required to minimize the number
of executed tests is prohibitive compared to the cost of exe-
cuting a few extra tests. As a consequence, the only strategy
for test selection discussed in the diagnosis literature is based
on a one step lookahead entropy minimization. Obviously,
this strategy can lead to executing more tests than necessary.
However, it was not clear whether the entropy minimization
strategy guarantees to provide a solution close to the optimal
solution, i.e., the one using a minimal number of tests, or if
it can be arbitrarily bad. This paper provides a proof that
the one step lookahead entropy minimization strategy can be
arbitrarily bad. We believe that minimizing the number of
tests is an important factor in some domains, e.g., in medicine
where tests are very costly (both in terms of money and time
required to obtain the results). Our approach is thus to pro-
vide the user with a spectrum of algorithms, each focusing
on different resources (e.g., computation time or test execu-
tion cost), and give him the freedom to select which strategy
should be used to solve his query.

This paper presents a query-based approach to diagnosis in
which the use of candidate elimination is driven by a specific
user’s query (e.g., “What is the actual diagnosis?” or “Is h
the actual diagnosis?”). The basic idea is that some queries
will intrinsically require fewer tests than others. Moreover,
different test selection algorithms to solve one specific query,
i.e., “Is h the actual diagnosis?”, are studied; each algorithm
concentrates on different factors (test selection time vs test
execution cost).

The paper is structured as follows. Section 2 introduces OS
discovery and explains how it can be seen as a diagnosis task.
Section 3 introduces the query-based approach and presents
some particularly relevant queries. Section 4 details the im-
plementation of candidate generation in our OSD tool. Sec-
tion 5 presents several test selection strategies to solve one
of the queries under different conditions and with different
optimization concerns, focusing on the OSD domain.
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2 Operating System Discovery as Diagnosis
In this section, we first introduce operating system discovery
and discuss the limitations of the classical approaches. Then,
we explain how OSD can be modeled as a diagnosis task and
how this model helps addressing the limitations of current
OSD tools.

2.1 Operating System Discovery
Operating system discovery addresses the problem of finding
out which OS is running on networked computers by ana-
lyzing their communication behavior. This can be done by
exploiting the fact that communication protocols are ambigu-
ously specified, leaving to OS constructors the task to imple-
ment details as they see fit. For instance, the Windows fam-
ily operating systems enable the don’t fragment (DF) bit in
their TCP SYN packets while the OS in the Net BSD family
disable it. In the same way, other fields allow to distinguish
between operating systems of the same family. Below, we in-
troduce the passive and active approaches to operating system
discovery and discuss their limitations.

Passive OS Discovery
In passive OS discovery, one only listens on the network and
reasons from the packets available. From the (partial) infor-
mation gathered, one has to guess the OS running on the ma-
chine.

The main problem with this approach is that information
may not be available when needed as observations cannot be
generated on demand. From a diagnosis point of view, this
corresponds to a diagnosis system without any tests (sensing
actions). Also, in passive OS discovery, only packets from
valid communication sequences will be gathered. Usually,
more information can be deduced from carefully engineered
(and possibly abnormal) stimulus-response sequences. Al-
though passive tools should be monitoring the network and
updating their knowledge base on a continuous basis, they
turn out to be memoryless and simply analyze each packet in-
dividually, i.e., regardless of any other information that could
have been known beforehand. Thus, for each packet they pro-
vide a guess or two for the operating system (not the set of all
possible OS). In diagnosis terms, this corresponds to guessing
the actual diagnosis for each observation, disregarding previ-
ous observations.

Active OS Discovery
In active OSD, one can directly probe a machine to deduce
its operating system based on the reaction of the target to the
synthesized stimuli.

The main problem with active OS discovery is the large
amount of traffic generated in order to discover the OS. There
are several factors why active tools are too noisy. First, active
tools usually execute all available tests, regardless of whether
a test is relevant or not in this specific situation. Moreover,
active tools do not take advantage of packets freely available
on the network; they only analyze the packets generated by
their own tests. Furthermore, active tools are designed to find
out the actual OS running on a machine (i.e., finding the ac-
tual diagnosis). Thus if we simply want to know if the OS is
Windows 2000 Sp1, we still have to execute all the tests. Fi-
nally, active tools often generate abnormal traffic which can

interfere with other network components, e.g., an intrusion
detection system.

2.2 Diagnosis
Inspired from [Reiter, 1987], we consider a diagnosis system
to be a quadruple 〈CONST,OBS,SD,TEST〉 where:
CONST: is the set of explanatory constituents available to

build a diagnosis (corresponds to COMP in [Reiter,
1987]). See Section 2.3.

OBS: is the set of observations that can possibly be made on
the system. See Section 2.4.

SD: is the system description or, more generally, the descrip-
tion of the system behavior. In our case, we consider a
rule-based representation of the behavior so SD contains
rules associating causes (explanatory constituents) and
symptoms (observations). See Section 2.5.

TEST: is the set of tests that can be used to generate obser-
vations. See Section 2.7.

Below, we consider individually each of the above compo-
nents for operating system discovery.

2.3 Explanatory Constituents (CONST)
For operating system discovery, CONST is the set of possible
operating systems. By analogy with medical diagnosis, we
will say that the disease (operating system) of a specific pa-
tient (computer) is, for instance, chicken pox (Windows 2000
Sp1). Moreover, we consider only single-fault diagnosis. As
a consequence, our hypothesis space, from which we select
possible diagnosis, is H = CONST . A diagnosis candi-
date ∆ is thus a single element of CONST , i.e., a single OS.
We can interpret ∆ = c as the conjecture that the computer
is running the OS represented by c and, obviously, it is not
running any of the other operating systems.

There is one case where it would be interesting to consider
multiple-fault diagnosis for OSD: when several computers are
hidden behind a network address translator (NAT). In such a
case, the traffic coming from those machines will appear to
come from the NAT, but it will represent different OS behav-
ior (for the different hidden computers). This NAT situation
will pose a problem to our single-fault model (no hypothesis
can explain the observations generated by a NAT), but could
be addressed nicely with a multiple-fault model. Neverthe-
less, we decided to use a single-fault model since we want
to end up with an empty set of diagnosis candidates when a
single OS is not sufficient to explain the observations. This
happens, for instance, when we gather observations from an
unknown OS or when a user changes the OS of his computer
(or with a NAT). Moreover, NAT are not that common in net-
works and they pose a problem for active OSD (testing) any-
way.

2.4 Observations (OBS)
Observations in OSD are network events. For simplicity, we
consider here that an observation is a packet. But it could also
be a more abstract network event such as 3 ARP requests with
a delay of 6 seconds in between or a stimulus-response pair
of packets (e.g., TCP SYN and TCP SYN/ACK). In practice,
a network event never contains more than a few packets.
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2.5 System Description (SD)
As mentioned above, we use a rule-based approach for OSD.
This is quite natural, since we could hardly build a model
of the underlying system. It is not even clear what is that
system. One of the main critics against rule-based diagnosis
is its close relationship to expert systems in which the rules
are provided by experts in a very ad hoc manner. However, as
it will be discussed in Section 4.2, OSD does not suffer from
this drawback. Rules will be generated in a mechanical way
from the result of rigorous experiments that can be considered
complete.

The rules composing SD will have the form

c1 ∨ c2 ∨ . . . ∨ cn ← o (1)

where ci ∈ CONST and o ∈ OBS. That is, for each obser-
vation (network event), we have the complete set of possible
causes (operating system) that can explain it.

o← c (2)

We could have used the rule format advocated by [Poole et
al., 1987], see (2); however, we believe rules like (1) to be
better suited for our task. We based on decision on the fol-
lowing arguments:
• The meaning of (1) is more intuitive than the meaning

of (2). (1) means that if o is observed, then at least one
of the ci in the consequent must be true, i.e., one of the
ci is the cause explaining the observation. This is ex-
actly the intended meaning of such a rule, assuming we
know everything (i.e., we know every possible cause for
observation o). This assumption is made in the diagno-
sis process anyway, thus (1) simply make the assump-
tion explicit. On the other hand, (2) logically means that
whenever c is true (i.e., the patient has disease c), then
we observe symptoms o. Unfortunately, this is not the
intended meaning of such a rule. The intended mean-
ing is more something like c “could” cause observation
o, but the notion of “could” is not captured by the logi-
cal implication. To circumvent this semantics problem,
rules like (2) have to be used in an abductive reasoning
mechanism.
• There is a problem with unanticipated observations and

(2). As mentioned in [Poole, 1985], if we obtain an ob-
servation that does not appear in any rule of SD when
using rules like (2) and abductive reasoning, then the
set of diagnosis candidates is empty. We have to avoid
this problem in OSD, since the space of observation is
quite large and we expect to gather unanticipated obser-
vations. With (1), unanticipated observations pose no
problems; they simply cannot be used to refute any hy-
pothesis.
• Encoding our knowledge with rules like (1) will allow

the use of very simple, intuitive, and fast algorithms to
compute the set of diagnosis candidates for OSD. This
will be discussed in Section 4.1.

2.6 Diagnosis Candidate
Based on the previous discussions, we can now provide a def-
inition for diagnosis candidates.

Definition 2.1 (Diagnosis Candidate). Given a set of obser-
vations θ, ∆ ∈ H (recall that H = CONST) is a diagnosis
candidate for θ iff

SD ∪ θ ∪ {∆} ∪ {¬c|c ∈ CONST \ {∆}}
is consistent.

From there, we can easily define the set of diagnosis can-
didates for observations θ, noted Γθ, as:

Γθ = {∆ ∈ H|∆ is a diagnosis candidate for θ}
The use of consistency-based reasoning is justified by the

form of the rules in SD (1), see the discussion in [Poole,
1994].

2.7 Tests (TEST)
A test in OS discovery consists of sending a stimulus to a
computer and analyzing the response. Tests can always be ex-
ecuted, thus they do not have any pre/post conditions. More-
over, there are no state altering actions in OSD, thus we con-
sider only tests and not actions in general.

From a diagnosis point of view, a test t is represented by
a prediction function Pt : H → ℘(OBS). That is, given a
hypothesis h, we know the observations that will be gathered
if we were to execute the test t in a situation were h is the
actual diagnosis1.

For instance, one OSD test consists of sending a TCP SYN
packet on a closed port of the target computer and analyzing
the TCP RST/ACK packet it will produce as a response. We
call this test the rst test and its prediction function is partially
given here:
• Prst(Windows 2000 Sp1) = {tcp(yes, rstack, 255)}
• Prst(MacOS 10.1.4) = {tcp(no, rstack, 64)}
• etc.

This basically means that if we send a SYN packet on a closed
port of a computer running Windows 2000 Sp1, then it will
respond with a RST/ACK packet in which the don’t fragment
(DF) bit is enabled and with a time-to-live (TTL) of 255. This
is different from the behavior of MacOS, which would disable
the DF bit and use a TTL of 64.

3 Query-Based Diagnosis
In Section 2.1, we saw two approaches to OS discovery: ac-
tive and passive. The main idea of using diagnosis to solve the
OSD problem is to unify these two approaches into a hybrid
tool that will not suffer from the drawbacks of the existing
tools, see [Gagnon et al., 2007].

To do so, we propose a query-based approach to diagnosis,
see Figure 1, where test selection is driven by a user’s query.
More precisely, every time n observations are made (step 1
in Figure 1), the candidate generation process is launched to
update the current set of diagnosis candidates (steps 2 and
3). Thus the information conveyed by observations (network
packets in our case) analyzed earlier is conserved by the set of
diagnosis candidates, while the observations themselves are

1We impose the following restriction on the prediction function
of a test t: h ∈ ΓPt(h).
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Figure 1: Query-Oriented Diagnosis

discarded. When the user makes a query (step 4) that cannot
be answered directly with the current state of knowledge (step
5), the tool will perform relevant tests (steps 6, 7, and 8) until
it can answer the query (step 9). The tests selection is based
on the query and on the diagnosis candidates available, as
provided by the observations analyzed so far.

As a result, the hybrid approach to OSD addresses the main
drawbacks of the classical approaches. The lack of informa-
tion of the passive technique is addressed by executing tests
when we are unable to answer a given query. The lack of
memory of the passive approach is addressed by keeping a
summary of the previous observations, this is the set of diag-
nosis candidates. The large amount of traffic generated by the
active technique is addressed by considering passively gath-
ered information. Another way of reducing the traffic gener-
ating is to execute tests to answer a specific query instead of
executing tests to find out the exact OS.

For OSD, we consider the following queries:

• Single-candidate query: given a hypothesis h ∈ H, is
h the actual diagnosis? This is interesting, for instance,
to know if a computer needs to be patched when a new
patch for a given OS is made available (h will represent
that OS).

• Multiple-candidate query: given a subset of the hypoth-
esis space H ⊆ H, does the actual diagnosis belong to
H? We might want to know if the computer targeted
by an attack is vulnerable, thus H represent the set of
operating systems vulnerable to this attack.

• Classical query: what is the actual diagnosis? This is
interesting when we need to know the actual OS.

These queries are also meaningful in other domains. In a
medical domain we might want to focus on a single disease
(e.g., to rule out a possible relapse for a patient) or on a par-
ticular set of diseases (e.g., rule out the possibility of a conta-
gious disease). In an engineering domain, we might want to
focus on a single component (e.g., to determine if a very rare
and expensive component is broken) or on a particular set of
components (e.g., to determine if a given part, consisting of
several components, has to be replaced). Note that the single-
candidate query seems to be more interesting in single-fault
diagnosis while the others are interesting in both single and
multiple-fault diagnosis.

We could answer the new queries by answering the clas-
sical query and then interpreting the result in terms of the
other queries. For instance, to answer the single-candidate
query, one can first answer the classical query and com-
pare the actual diagnosis ∆ with h. Moreover, the single-
candidate query with h is simply a special case of the
multiple-candidate query with H where H = {h}. We dis-
tinguish between these two queries because we believe the
single-candidate query to be computationally easier to solve
optimally (by using as few tests as possible) than the multiple-
candidate query in some cases (notably in OSD). The idea
behind the new queries is that they can sometimes (hopefully
often) be solves by executing fewer (hopefully much fewer)
tests than the classical query, see Proposition 3.1 and Exam-
ple 3.1 below.

Proposition 3.1. To know if h ∈ H is the actual diagnosis,
solving the single-candidate query with h requires at most as
many tests as solving the classical query.
Proof:
The same set of tests used to solve the classical query can be
used to solve the single-candidate query. 2

Example 3.1. Consider the n tests t1, t2, . . . , tn and the n
hypotheses h1, h2, . . . , hn. Assume each test ti has two pos-
sible outcomes:

• refutes only hi or

• confirms only hi, i.e., refutes every hypothesis except hi

Starting from Γ = {h1, h2, . . . , hn}, we can solve the single-
candidate query for any hi with a single test, namely ti. On
the other hand, we need n− 1 tests to be guaranteed to solve
the classical query. Thus, solving the classical query can re-
quire drastically more tests than solving the single-candidate
query.

4 Candidate Generation
Here, we present an algorithmic solution to the candidate gen-
eration problem for the case of operating system discovery,
Section 4.1. We also explain, in Section 4.2, how the rules of
SD are automatically generated, thus avoiding the need for
an expert to create and update SD.

4.1 Computing Candidates
Let’s consider an alternative syntactic form for the rules in
SD. Instead of the purely logical form used in (1), we use the
following form:

{c1, c2, . . . , cn} ← o (3)

conserving the same meaning. We also assume, as it is the
case in OSD, that SD is such that any given observation o ∈
OBS appears in at most one rule. Finally, recall that we are
looking for single-fault explanations only.

Note that with the rule format (3), {c1, c2, . . . , cn} is one
conflict set 2 of θ ⊆ OBS iff o ∈ θ. This will be the basis of
our candidate generation algorithm.

2A conflict set for θ ⊆ OBS is C ⊆ CONST such that SD ∪
θ ∪ {¬c|c ∈ C} is inconsistent, see [Reiter, 1987].
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CanGen(SD,CONST, Γ,θ)
Provides the diagnosis candidates for θ
Input: SD: the set of rules “{ci, c2, . . . , cn} ← o”

CONST: the set of explanatory constituents
Γ: the current set of diagnosis candidates sorted
θ: the set of observations to explain

Output: The set of diagnosis candidates
—————————————————–

1. C ← conflict sets of SD and θ O(|θ| log |θ|+ |SD|)
2. FORALL C ∈ C O(|θ|)
2-1. Γ← Γ ∩ C O(|θ| × |CONST)
3. RETURN Γ O(1)

Figure 2: Candidates Generation Algorithm

With this in mind, we can now provide an algorithm to
compute the set of diagnosis candidates for the observations
θ ⊆ OBS. The algorithm is shown in Figure 2 and explained
below.

The algorithm works as follows. First, compute the col-
lection C of conflict sets of θ (step 1.) and then compute
the minimal hitting sets3 of C (steps 2. and 2-1.). As men-
tioned in [Reiter, 1987], each minimal hitting set is a mini-
mal diagnosis candidate. But since we are only interested in
single-fault explanations, those minimal hitting sets will be
singletons. Now if S is a singleton hitting set of C, it means
that S ∈ ∩Ci∈CCi. The converse is also true, any element
of ∩Ci∈CCi is a singleton hitting set of C. Thus the intersec-
tion of all our conflict sets will provide the diagnosis candi-
dates. Since we are only interested about the candidates that
were previously possible diagnosis candidates, we restrict our
search to Γ, the previous set of diagnosis candidates (initially,
Γ = H).

Before getting into the analysis of this algorithm, consider
the following. The important parameters for the time com-
plexity will be |SD|, |CONST| and |θ|. In a specific tool,
only |θ| will vary from one run to the other4. To have an idea
of the size of those parameters, in our current OSD tool, we
have 433 rules in SD (|SD| = 433) and 208 different OS
(|CONST| = 208). Note that we consider different release
of an OS to be distinct, e.g., Windows 2000 Sp1 is different
from Windows 2000 Sp4. Note also that we can control the
size of θ by triggering the candidate generation procedure ev-
ery time |θ| reaches a threshold. In our tool, we use 100 for
that threshold. After a run of candidate generation, the ob-
servations are discarded; only the diagnosis information they
convey is kept by remembering the resulting set of diagnosis
candidates (and using it for the next run of candidate genera-
tion). The analysis of the algorithm is as follows:

1. We first compute the collection of conflict sets for θ.
This can be done in O(|θ| log |θ| + |SD| + |θ|) in the fol-

3A hitting set for a collection of sets C is a set S ⊆ ∪Ci∈CCi

such that S ∩ Ci 6= ∅ for every Ci ∈ C.
4However, in the case of OSD, |SD| and |CONST| can vary from

one version of the tool to the other, as new OS are released every
year.

lowing way. Consider the rules of SD to be sorted according
to their antecedent, with some complete order over the ob-
servations. This sorting can be done once, off line, and thus
is not considered in the computation time. Start by sorting
the observations in θ according to that same order, this re-
quires O(|θ| log |θ|). Now we only need to traverse SD and
θ once, simultaneously to see which rules are triggered by θ
and gather the conflict sets, this requires O(|SD|+ |θ|).

2. We consider every conflict set individually. Since each
observation in θ can contributes to at most one conflict set5,
there are at most |θ| conflict sets. We also have at most |SD|
conflict sets, but |θ| is considered smaller than |SD|.

2-1. We keep only the diagnosis candidates of Γ that ex-
plain every observation in θ, i.e., those that cover every hit-
ting set. This is done by intersecting Γ with each conflict set.
Since the intersection is on two sets of size at most |CONST|,
it can be done in O(|CONST|2). If we assume that both Γ
and C (a conflict set) are sorted, then the intersection can be
done in O(|CONST|). Each rule of SD can be such that its
consequent (the conflict set to be) is sorted, this is done off
line when SD is created and thus does not contribute to the
complexity of the candidate generation algorithm. The fact
that Γ is also sorted is discussed below.

3. Finally, we return Γ, the set of (single-fault) diagnosis
candidates which might be possibly empty (if it is not possi-
ble that a single OS generated all the observations). Γ also
has to be sorted, since the Γ returned here will be used as
the input of the next call to the candidate generation proce-
dure. Assume Γ is sorted when calling candidate generation,
it is easy to keep its updated version (updated by intersection)
sorted as well. Thus the Γ we return at after computing the
candidates is sorted. Initially, Γ = H and we simply have to
to pre sort this particular set.

The final analysis of the candidate generation above is:
O(|θ| log |θ| + |SD| + |θ| × |CONST|), a very reasonable
result for a practical application.

4.2 Automatic Generation of SD
One of the difficulties of rule-based diagnosis is to come up
with the rules. Traditionally, the rules are provided by an
expert in an ad hoc manner. Since the items of interest for
us are operating systems, we can consider the possibility of
installing every available OS on distinct machines and study-
ing their behavior in a systematic way. However, such an
approach would be expensive due to the physical resources
(several computers) and the tedious operations (manipulating
each computer to generate traffic) required.

To circumvent this problem, we created a virtual network
experiment controller in which we can specify experiments
that will be executed in a virtual environment using VMWare
virtual machines. The specification language allows us to
both select the virtual machines (VM) involved in an experi-
ment and the actions to be performed by each of them.

With this environment, we can for instance tell the con-
troller to open two VM, a traffic recorder and the studied OS.
Then the studied OS is to perform some actions (e.g., open
a web browser and a FTP connection to generate TCP SYN

5Recall that each o ∈ OBS appears in at most one rule.
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packets). The traffic is recorded and later analyzed. From
this traffic, it is easy to see what is the behavior of an OS
(e.g., does it enable the DF bit or not). Finally, the rules in
SD are easily generated from this analysis.

This process is fully automated, except for the creation of
the virtual machines. Once a new operating system is re-
leased, we simply need to build a new VM with this OS and
launch the experiment to analyze its behavior and update SD.

5 Candidate Elimination - Test Selection
The literature on test selection in diagnosis is divided into two
trends:
• the specification of tests, see [McIlraith, 1994], from

which our specification is inspired, and [Struss, 2005].
• the use of an entropy minimization heuristic to find the

actual diagnosis, see [de Kleer and Williams, 1987].
We believe that a broader spectrum of strategies to solve the
queries should be studied. In that perspective, we study sev-
eral strategies to solve the single-candidate queries.

In this section we address the problem of test selection:
which tests should be performed next to allow us to answer a
query. We focus on the single-candidate query case, but we
discuss different strategies for test selection (minimizing the
number of executed tests, minimizing the test selection effort)
under different conditions (cost of tests, prior probabilities).
But first, we explain how to reason about the outcome of tests.

5.1 Test Outcome Interpretation
Given our definition of tests, we can predict the observations
generated by a test for a specific hypothesis. However, this
is of limited use for reasoning on the impact of executing a
specific test, as observations need to be interpreted to provide
possible candidates. Here we discuss the interpretation of a
test to provide the necessary tools for reasoning.
Definition 5.1 (Interpretation). The interpretation of a test
outcome Pt(h) is ΓPt(h), i.e., the set of diagnosis candidates
explaining the observations Pt(h).

Note that the notion of interpretation depends on the rea-
soning mode to compute diagnosis candidates. However, un-
like [McIlraith and Reiter, 1992], it provides a level of ab-
straction such that test selection algorithms are not affected
by changing the reasoning mode (abduction, consistency-
based or both [Console and Torasso, 1991]).

Informally, we consider a state as being a set of diagnosis
candidates. The current state is the set of diagnosis candidates
we currently consider. The initial state in OSD is H, i.e., the
set of all hypotheses.
Definition 5.2 (Possible Interpreted Outcomes). The set of
possible interpreted outcomes of a test t, denoted PIO(t,Γ)
is the set of states we could end up in after executing t in state
Γ. More formally,

PIO(t,Γ) = {Γ ∩ ΓPt(h)|h ∈ Γ} (4)

With the notion of possible interpreted outcomes of a test,
we can now reason about performing a test in a given state and
thus we are in a good position to select tests with respect to

different preference criteria and/or to build plans (sequences
or branching sequences of tests) in order to achieve a goal
(i.e., answer a query).

5.2 Single-Candidate Query
Here we provide algorithmic solutions to answer the single-
candidate query for operating system discovery. In OSD, the
tests are uniquely supporting, see Definition 5.3 below.
Definition 5.3 (Uniquely Supporting Test). A test t uniquely
supports a hypothesis h if it has only one outcome Γ′ ∈
PIO(t,Γ) such that h ∈ Γ′, i.e., t has only one outcome
confirming (supporting) h. A test is uniquely supporting if
it uniquely supports every hypothesis.

Note that our notion of uniquely supporting test is stronger
than the notion of discriminating test from [McIlraith, 1994],
in the sense that every uniquely supporting test is also a
discriminating test. However, a uniquely supporting test is
weaker than an individually discriminating test from [McIl-
raith, 1994], because after the execution of a uniquely sup-
porting test we may still not know whether a particular hy-
pothesis is true or not.

Note also that a uniquely supporting test can never fail. We
can represent tests that may fail by adding the outcome ∅ to its
set of possible outcomes. Since a possible outcome generates
no observations, this particular outcome changes nothing to
the set of diagnosis candidates.

The impact of considering only uniquely supporting tests
for the single-candidate query for h is quite interesting: when
executing a test t in state Γ, there is only one resulting state
Γ′ that will still consider h as a candidate. Thus we only need
to focus on Γ′, since every other outcome will refute h (the
answer to the query would then be “no”). As a consequence,
we can easily characterize the concept of a solution to the
single-candidate query.
Definition 5.4 (Solution). Assuming that all tests are
uniquely supporting, a solution to the single-candidate query
for h in state Γ0 is a sequence6 of tests T = [t1, t2, . . . , tn]
such that Γn = {h} where Γi = Γi−1∩ΓPti

(h). That is, after
the execution of the tests in T we are guaranteed to have an
answer to the query.

A solution is optimal if there is no solution of lower cost,
where the cost of a solution is the sum of the costs of its indi-
vidual tests.

Given a sequence T of tests, we can check if T is a
solution to the single-candidate query for h in state Γ in
O(|T | × |CONST|). An intersection over two subsets of
CONST (this can be done inO(|CONST|) if they are sorted)
is performed for every test in T .

Minimizing the Number of Executed Tests
Let us first assume that all tests have an equal cost and that
we are interested in minimizing the number of executed tests.
We can come up with a simple brute force algorithm to find
an optimal solution for the single-candidate query: For every
subset of TEST of increasing size, check if that subset is a
solution and if it is, return it as the optimal solution. In the

6The order of tests is irrelevant here, since we do not have any
pre/post conditions with the tests.
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worst case, we will test every subset of TEST to see if it
is a solution. This will require, in the worst case, a time in
O(|CONST| × 2|TEST|), see (5).

∑

T⊆TEST

|CONST| × |T | = |CONST| ×
|TEST|∑

i=0

C
|TEST|
i (5)

Although this algorithm guarantees to return an optimal so-
lution, it may require exponential time in the number of tests
available. Thus, the test selection time can be quite high.
Next, we consider alternative strategies where the concern
is not necessarily about minimizing the number of executed
tests.

Minimizing Test Selection Effort
Let us now focus on a strategy to minimize the test selection
effort. An obvious solution is simply to execute all tests or
to randomly select which test to perform until the query can
be answered. This strategy requires no test selection effort,
as it can be done in constant time. However, it will produce
arbitrarily bad solutions compared to the optimal one. Surely,
we can have something in between: approximate the optimal
solution without too much effort on test selection.

A Simple Greedy Approximation
Ideally, we would want a strategy that provides good solu-
tions (not optimal but not arbitrarily bad either) without re-
quiring too much effort on test selection. We can adapt and
simplify the entropy minimization strategy, see [de Kleer and
Williams, 1987], for the single-candidate query for h in state
Γ with equiprobable hypotheses. Until Γ allows to answer
the query (i.e., either Γ = {h} or h 6∈ Γ), select the test from
TEST with the highest discriminant power for h with respect
to Γ (see Definition 5.5 below) and execute it to update Γ with
the resulting observations.
Definition 5.5 (Discriminant Power). Given a test t, a set of
diagnosis candidates Γ and a specific hypothesis h, the dis-
criminant power of t for h with respect to Γ is the number
of candidates from Γ that are eliminated by the outcome of t
which confirms h. That is, |Γ| − |Γ ∩ ΓPt(h)|

That last algorithm requires going through the set of re-
maining tests each time we need to select the “best” test. As
the number of tests to consider decreases as tests are executed,
the algorithm as a worst case of O(|TEST|2), if we have to
execute every test. Sorting is not useful here, because each
time we perform a test the set of diagnosis candidates will
change and the discriminant power of a test is relative to the
current set of candidates.

Although this algorithm is simple and fast, it can be shown
that its solution can be arbitrarily bad. Below is an example
where the optimal solution requires only two tests, but we
can force the greedy approximation to use as many tests as
we want (by doubling the size of the hypothesis space and
adding one tests)
Example 5.1. Consider a situation where Γ0 =
{h0, h1, . . . , h2k} and the single candidate query for
h0 in state Γ0. Consider also the following k + 1 uniquely
supporting tests:

Table 1: Discriminant Power
Tests Γ0 Γ1 Γi−1 Γk−1 Γk Γk+1

ta 2k−1 2k−2 2k−i 2 1 1
tb 2k−1 2k−2 2k−i 2 1 0
t1 2 2 2 2 0 0
t2 4 4 4 0 0 0
tk−i 2k−i 2k−i 2k−i 0 0 0
tk−2 2k−2 2k−2 0 0 0 0
tk−1 2k−1 0 0 0 0 0

ta: Pta
(h) = {h0} ∪ {hi|i is odd}

tb: Ptb
(h) = {h0} ∪ {hi|i is even}

t1: Pt1(h) = {h0} ∪ {h1, h2} ∪ {h5, . . . , h2k}
t2: Pt2(h) = {h0} ∪ {h1, . . . , h4} ∪ {h9, . . . , h2k}
ti: Pti

(h) = {h0} ∪ {h1, . . . , h2i} ∪ {h2i+1+1, . . . , h2k}
tk−1: Ptk−1(h) = {h0} ∪ {h1, . . . , h2k−1}
The optimal solution is [ta, tb] and has size 2. The solution
provided by the greedy algorithm would be of size k + 1 (it
includes all tests). In state Γ0, three tests (ta, tb, tk−1) have
the highest discriminant power (see Table 1); assume7 the
greedy algorithm selects tk−1. In the resulting state, Γ1 again
three tests have the highest discriminant power; assume the
greedy algorithm selects tk−2. This process will go on un-
til Γk = {h0, h1, h2} and ta and tb are the only tests that
have not been executed. The greedy approach will then select
successively ta and tb to finally provide a solution.

The key idea of Example 5.1 is that increasing the value of
k by one increases the size of the greedy solution by 1, while
the optimal solution remains the same. Thus, we can build an
instance where the greedy solution is arbitrarily bad.

Tests with Costs
Assume now that we consider the tests to have different costs.
This is the case in OSD as some tests produce more packets
than other and some tests produce abnormal packets. The
brute force algorithm discussed previously still works in find-
ing an optimal solution, except we cannot stop as soon as we
find a solution, since a solution of higher cardinality might be
less costly. The complexity remains the same.

For the greedy approximation, selecting the test with max-
imal discriminant power or the one with minimal cost would
be bad strategies. Selecting the test with the maximal (dis-
criminant power)/(cost) ratio seems a much better approach.
Obviously, the time complexity remains as before. Unfor-
tunately, the solution returned by this algorithm can also be
arbitrarily bad, since Example 5.1 is a special case of the new
greedy algorithm for tests with costs (where each test has a
cost equal to one).

Prior Probabilities for Hypotheses
So far, we assumed a uniform distribution of prior probabili-
ties for the hypothesis space. In some cases, we might need

7We could easily build an example where ta and tb never have
the highest discriminant power until they are the only tests left. It
would simply be longer and more tedious.
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to consider distinct prior probabilities for each hypothesis. It
is the case in OSD, since a computer is more likely to be run-
ning Windows 2000 Sp4 than Open BSD 1.2.1. Dealing with
prior probabilities requires some modifications in our repre-
sentation. We want Γ : H → [0, 1] to be a function associ-
ating with each hypothesis its probability of being the actual
diagnosis. Thus, the candidate generation algorithm needs to
update those probabilities. Now the greedy algorithm consists
of selecting the test that will minimize the resulting entropy.
We have to adapt the notion of entropy to the single-candidate
query. The entropy of a state Γ is then:

E(Γ) =
{

0 if Γ(h) = 0
−∑

h∈H Γ(h) log Γ(h) otherwise (6)

Although [de Kleer et al., 1992] provided an example where
this one-step lookahead strategy performs very well8, it
should not come as a surprise that the solution returned by this
greedy algorithm based on entropy minimization can, once
again, be arbitrarily bad. Example 5.1 is a special case where
prior probabilities of hypotheses are equal.

6 Conclusion & Future Work
In this paper, we first presented how operating system dis-
covery can be seen as a diagnosis task. The resulting tool
for OSD definitely has an edge over other existing tools, as
the results of experiments in [Gagnon et al., 2007] demon-
strate. Second, since the focus on test selection for candidate
elimination has always been on finding out what the actual di-
agnosis is, we proposed a query-based approach to diagnosis.
This approach provides more flexibility to the user and can
result in significantly fewer tests being executed, when ask-
ing easier queries. Finally, we studied different test selection
strategies to solve the single candidate query in the context
of OSD, i.e., with uniquely supporting tests. Of particular in-
terest is the result that elementary approximation algorithms
can provide arbitrarily bad solutions. This is the case, for
instance, with the popular entropy minimization algorithm.

The work presented here can be extended in several direc-
tions. First, since the approximation algorithms are all arbi-
trarily bad, it seems important to continue the search for better
approximation algorithms, hopefully finding one guaranteed
to provide a solution close to the optimal one.

Since we studied test selection only for the single-
candidate query with the assumption that tests are uniquely
supporting, the next important step is thus to study test selec-
tion for the other queries. This will be a challenge since the
notion of optimal solution is not easily defined in those cases.
Without a notion of optimal solution, discussing approxima-
tion algorithms is not very meaningful, since we have no idea
how good (or bad) those approximations are.

The queries we proposed here are from the OSD domain.
We believe that other diagnosis domains could provide differ-
ent queries or different ways of interpreting our queries. For
instance, finding the actual diagnosis in a domain with prob-
abilistic hypotheses does not mean refuting every hypothesis
but one. The objective there is to decrease the probability of
every hypothesis but one below a threshold.

8[de Kleer et al., 1992] focused on finding the actual diagnosis.

Finally, the notion of tests as defined here, mainly the pre-
diction function, is not general enough. Currently, the out-
come of a test is deterministic with respect to a hypothesis,
i.e., we know the exact observations that will result from exe-
cuting a test. But this will not always be the case. Moreover,
the prediction function must be defined for every element of
H. In the multiple-fault case, this will be tedious. It would
be preferable to define it over CONST and to predict the out-
come for a multiple-fault hypothesis by composing the pre-
diction for the underlying explanatory constituents. Different
composition operators (e.g., union, intersection, etc.) will be
required for different domains.

References
[Console and Torasso, 1991] Luca Console and Pietro

Torasso. A Spectrum of Logical Definitions of Model-
Based Diagnosis. Computational Intelligence, 7(3):133–
141, 1991.

[de Kleer and Williams, 1987] Johan de Kleer and Brian C.
Williams. Diagnosing Multiple Faults. Artificial Intelli-
gence, 32(1):97–130, 1987.

[de Kleer et al., 1992] Johan de Kleer, Olivier Raiman, and
Mark Shirley. Readings in model-based diagnosis, chap-
ter One Step Lookahead is Pretty Good, pages 138–142.
Morgan Kaufmann Publishers, 1992.

[Gagnon et al., 2007] Francois Gagnon, Babak Esfandiari,
and Leopoldo Bertossi. A Hybrid Approach to Operating
System Discovery Using Answer Set Programming. Pro-
ceedings of the 10th IFIP/IEEE Symposium on Integrated
Management (IM’07), pages 391–400, 2007.

[McIlraith and Reiter, 1992] Sheila McIlraith and Raymond
Reiter. Readings in Model-Based Diagnosis, chapter On
Tests for Hypothetical Reasoning, pages 89–95. Morgan
Kaufmann, 1992.

[McIlraith, 1994] Sheila McIlraith. Generating Tests using
Abduction. Proceedings of the 4th International Confer-
ence on Principles of Knowledge Representation and Rea-
soning (KR’94), pages 449–460, 1994.

[Poole et al., 1987] David Poole, Randy Goebel, and Romas
Aleliunas. The Knowledge Frontier - Essays in the Repre-
sentation of Knowledge, chapter 13 - Theorist: A Logical
Reasoning System for Defaults and Diagnosis, pages 331–
352. Symbolic Computation. Springer-Verlag, 1987.

[Poole, 1985] David Poole. Normality and Faults in Logic-
Based Diagnosis. Proceedings of the 11th International
Joint Conference on Artificial Intelligence (IJCAI’85),
pages 1304–1310, 1985.

[Poole, 1994] David Poole. Representing Diagnosis Knowl-
edge. Annals of Mathematics and Artificial Intelligence,
11(1-4):33–50, March 1994.

[Reiter, 1987] Raymond Reiter. A Theory of Diagnosis from
First Principles. Artificial Intelligence, 32(1):57–95, 1987.

[Struss, 2005] Peter Struss. Automated Test Reduction. Pro-
ceedings of the 16th International Workshop on Principles
of Diagnosis (DX’05), 2005.

260 A Query-Based Approach for Test Selection in Diagnosis – Operating System Discovery as a Case Study

Alban Grastien, Wolfgang Mayer, and Markus Stumptner, Editors.
Proceedings of the 19th International Workshop on Principles of Diagnosis (DX-08),
September 22–24, 2008, Blue Mountains, NSW, Australia.



A Comparison of Two Methods for Fault Detection:
a Statistical Decision, and an Interval-based Approach

Esteban R. Gelso‡, Gautam Biswas¦, Sandra M. Castillo‡, and Joaquim Armengol‡
‡IIiA - Universitat de Girona, Campus de Montilivi, Girona, E-17071, Spain

{esteban.gelso,sandra.castillo,joaquim.armengol}@udg.edu
¦Institute for Software Integrated Systems (ISIS)

Dept. of EECS, Vanderbilt University, Nashville, TN 37237, USA
gautam.biswas@vanderbilt.edu

Abstract
This paper compares two methods for robust
model-based fault detection. The first method is
based on the use of an Extended Kalman filter
for tracking dynamic system behavior and a Z-test
for robust detection on non zero residual signals.
The second method combines interval methods and
constraint satisfaction techniques for consistency-
based fault detection. Both of them were applied to
an example to show the influence of the choice of
parameter values on the detection performance.

1 Introduction
Diagnosis can be approached from different perspectives ac-
cording to the nature of the knowledge available about the
system and faults that occur in the system. The so-called
model-based diagnosis (MBD) approaches use an explicit
model of the system to be diagnosed [Cordier et al., 2004].
Fault occurrences in the sensors, actuators, and the physical
process are defined by discrepancies between observed be-
havior and that predicted by the model.

The goal of diagnosis is to detect faults early, so corrective
actions can be taken before the system fails. Early detection
of non-zero residual signals is complicated by the presence
of, noise in the measured data, inaccuracy of the sensors, dis-
turbances to the system, and modeling errors.

This is especially true because one has to avoid missed
alarms and false positives (alarms) in diagnosis tasks that are
directed to real world applications. A “false alarm” occurs
when the fault detection system returns a wrong result, i.e.
it indicates a fault while in reality no fault has occurred. A
“missed alarm” occurs when there is a fault but it can not be
detected. In all the methods, there is a trade-off between the
false alarm rate, which may be attributed to overly sensitive
detection, and the missed alarm rate or detection delay, which
may be attributed to lack of sufficient sensitivity in the de-
tection mechanism. Too many false alarms make the system
operation unreliable, but trying to reduce the number of false
alarms by increasing the detection threshold typically results
in an increased probability of missed detection [Chowdhury
et al., 2006].

Different approaches for fault detection using mathemati-
cal models have been developed in over the last two decades.

Plant

Observer

u(t)

y(t)

y(t)

r(t)+

-

Fault Detector Fault Isolation

~

^

Figure 1: Block diagram of the observed-based fault diagno-
sis approach.

These methods are based, e.g., on parameter estimation, par-
ity equations or state observers. A general survey of supervi-
sion, fault detection and diagnosis methods is given in [Iser-
mann, 1997; 2005].

Accuracy of the dynamic model plays a big role in de-
termining the reliability of the detection scheme. However,
modeling errors and disturbances in complex engineering
systems are unavoidable and, hence there is a need to develop
robust fault diagnosis algorithms. The goal of robustness is
to minimize the false and missing alarm rates due to the ef-
fects that modeling uncertainty and unknown disturbances
will have on the residuals. This can be achieved in several
ways, e.g., by statistical data processing, averaging, or by
finding and using the most effective threshold.

This paper compares two approaches for robust fault detec-
tion. The first one (see Fig. 1) is based on (i) a robust observer
to track the nominal system dynamics, and (ii) a fault detector
which monitors the difference in the observed and expected
behavior (residual) using a statistical testing method. The ob-
server is implemented as an Extended Kalman filter [Gelb,
1996]. Model uncertainty and measurement noise are im-
plemented as white, uncorrelated Gaussian distributions with
zero mean. The second approach (see Fig. 2) represents un-
certainties in the system model and measurements by an inter-
val model, i.e., a model in which the parameters take interval
values. The fault detection problem is represented as a con-
straint satisfaction problem and the resolution of this problem
can be performed by combining interval methods and con-
straint satisfaction techniques.

The paper is organized as follows. Section 2 presents the
two approaches for robust fault detection. In Section 3, an
application example is described, and fault detection results
are presented. Finally, some conclusions are given at the end
of the paper in Section 4.
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Figure 2: Block diagram of the interval-based fault diagnosis
approach.

2 Fault detection
In this section, two methods for robust fault detection are pre-
sented and main differences between them are noted. Both
approaches assume that the system dynamics can be modeled
in the discrete-time nonlinear form:

{
xxx(k + 1) = ggg(xxx(k),uuu(k), θθθ) +www(k)
yyy(k) = hhh(xxx(k),uuu(k), θθθ) + vvv(k) , (1)

where:

¦ uuu(k) ∈ <nu , yyy(k) ∈ <ny , and xxx(k) ∈ <nx are the input,
output, and state vector, respectively.

¦ www(k) ∈ <nw and vvv(k) ∈ <ny are noise or perturbation
vectors, as they are described for each method (see Sec-
tion 2.1 and 2.2).

¦ θθθ ∈ <np is a vector of the model parameters that describe
system behavior.

¦ The non-linear function g relates the state at the time step
k+1 to the current time step k, and the non-linear func-
tion h relates the state xxx(k) to the measurement yyy(k).

2.1 Extended Kalman Filter and Z-test
Fault detection, as performed in the TRANSCEND sys-
tem [Mosterman and Biswas, 1999; Biswas et al., 2003;
Roychoudhury et al., 2006], includes two modules: (i) the
observer, and (ii) the fault detector.

The observer, implemented as an Extended Kalman filter
(EKF) [Gelb, 1996], takes as input the input signals and sen-
sor measurements, and estimates the state xxx as well as out-
puts, of a discrete-time system that is governed by a non-
linear stochastic difference equation such as Eq. 1.

The random variableswww(k) and vvv(k) represent the process
modeling errors and measurement noise, respectively. They
are assumed to be independent, white and with normal prob-
ability distribution p(w) ∼ N(0, Q) and p(v) ∼ N(0, R),
where the process noise covariance Q and measurement co-
variance R matrices are assumed to be constant. The process
covariance matrix captures the effect of modeling errors and
unknown input disturbances to the system. The measurement
covariance matrix models sensor discrepancies and measure-
ment noise.

Because the EKF linearizes estimation around the current
time point of the tracking and estimation process, the results
obtained are solutions of the linear approximation and are ex-
pected to be an approximation of the solution of the nonlinear
problem. This approximation may not work well in the pres-
ence of strong nonlinearities.

The fault detector monitors the measurement residual,
r(k) = ỹ(k) − ŷ(k), at every time step, where ỹ is the mea-
sured value, and ŷ is the expected system output, determined
by the observer. Ideally, any non-zero residual value implies a
fault, which should trigger the fault isolation scheme. In most
real systems, the measured values are corrupted by noise, and
the system model (thus the prediction system) is not perfect.
Therefore, statistical techniques are required for reliable fault
detection.

The fault detector uses a sliding window scheme to com-
pute the residual signal value at time step k, i.e.,

µ̂N2(k) =
1
N2

k∑

i=k−N2+1

r(i), (2)

where N2 is the predefined window size.
A hypothesis testing scheme based on the Z-test is em-

ployed to establish the significance of the deviation. To per-
form the Z-test, the variance of the measurement residual
must be known. We estimate the variance of the signal us-
ing Eq. 3, but from a larger data sample of size N1, i.e.,
N1 >> N2 (Fig. 3). The considered VarDelay guarantees
that the variance is computed using data from the system un-
der normal working conditions.

σ̂2
N1

(k) =
1

N1 − 1

k∑

i=k−N1+1

(r(i)− µN1(k))
2 (3)

We assume the variance of the signal remains unchanged
after fault occurrence.

time

Variance

estimation

Mean

estimation
VarDelay

N2N1

r(t)

time

Variance

estimation

Mean

estimation
VarDelay

N2N1

r(t)

Figure 3: Scheme of the fault detection using the Z-test.

The Z-value has distribution N(0,1):

Z =
µ̂

σ/
√
N2

(4)

The confidence level, defined by α (see Fig. 4), defines the
bound [z−, z+]:

P (z− < z < z+) = 1− α (5)

For example, for a given confidence level of 95% we get:

0.95 = 1− α = P (z− < z < z+) = P (−1.96 < z < 1.96)

This bound can be transformed to another bound [µ−, µ+]
using Eq. 4, and the approximation σ ∼= σ̂N1 :

µ− = z−σ̂N1/
√
N2

µ+ = z+σ̂N1/
√
N2 (6)
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Figure 4: Confidence level defined by α.

The Z-test is employed in the following manner:

µ− < µ̂N2 < µ+ ⇒ No Fault

otherwise ⇒ Fault

To accommodate measurement noise, inaccuracies in the
model and sensitivity of the detection scheme one has to
trade-off false alarm generation versus detection delays. Sta-
tistical hypothesis testing schemes help to reduce the false
alarm rate, but introduce a delay between the time of occur-
rence and detection of faults [Roychoudhury et al., 2006].

2.2 Interval-based Consistency Technique
Another way to represent the uncertainties in the model and
measurements is by means of an interval scheme, where the
parameters and measurements take on values within defined
intervals. In some situations, we can say about the values of a
variable, x is bounded by values [x, x], x ≤ x with certainty
but the distribution within this interval may be unknown [Fer-
son et al., 2007]. This situation occurs often in measurement
practice when, for a sensor, the only information we may have
are the bounds on its error values.

Many engineering problems (e.g., parameter and state es-
timation, robust control design problems) can be formulated
in a logical form by means of some kind of first order predi-
cate formulas: formulas with the logical quantifiers (universal
and existential), a set of real continuous functions (equalities
and inequalities), and variables ranging over real interval do-
mains.

As defined in [Shary, 2002], a numerical constraint satis-
faction problem is a triple CSP = (V,D, C(x)) defined by

1. a set of numeric variables V = {x1, . . . , xn},
2. a set of domains D = {D1, . . . , Dn} where Di, a set of

numeric values, is the domain associated with the vari-
able xi,

3. a set of constraints C(x) = {C1(x), . . . , Cm(x)} where
a constraint Ci(x) is determined by a numeric relation
(equation, inequality, inclusion, etc.) linking a set of
variables under consideration.

The fault detection problem can be represented by a CSP
similar to the one presented in [Jaulin, 2002], which deals
with the problem of nonlinear state estimation. In other
words, the task is to solve for the values of the state vari-
ables, xxx(k), 1 ≤ k ≤ n, given xxx(0), input uuu(k), 1 ≤ k ≤ n,
and output yyy(k), 1 ≤ k ≤ n,

Starting with a discrete-time nonlinear dynamic system
like the one described by Eq. 1, where:

¦ www(k) ∈ <nw and vvv(k) ∈ <ny are the perturbation and
measurement noise vectors, which are unknown but
bounded. The perturbation vector takes into account, for
instance, unmodeled dynamics of the actual plant, un-
known inputs, or an error due to the discretization pro-
cedure.

¦ θθθ ∈ <np is a vector of interval bounded parameters, where
the parameters values can be considered as time variant
or invariant, but always within fixed bounds.

the CSP corresponding to the dynamic system can be rep-
resented as:

V = {θθθ, ỹ̃ỹy(1), . . . , ỹ̃ỹy(k), x̂̂x̂x(1), . . . , x̂̂x̂x(k+1), ũ̃ũu(1), . . . , ũ̃ũu(k)

www(1), . . . ,www(k), vvv(1), . . . , vvv(k)}
D = {ΘΘΘ, Ỹ̃ỸY (1), . . . , Ỹ̃ỸY (k), X̂̂X̂X(1), . . . , X̂̂X̂X(k+1), Ũ̃ŨU(1), . . . , Ũ̃ŨU(k)

WWW (1), . . . ,WWW (k),VVV (1), . . . ,VVV (k)}
C = {x̂̂x̂x(2) = ggg(x̂̂x̂x(1), ũ̃ũu(1), θθθ,www(1))

ỹ̃ỹy(1) = hhh(x̂̂x̂x(1), ũ̃ũu(1), θθθ) + vvv(1)

...
x̂̂x̂x(k + 1) = ggg(x̂̂x̂x(k), ũ̃ũu(k), θθθ,www(k))

ỹ̃ỹy(k) = hhh(x̂̂x̂x(k), ũ̃ũu(k), θθθ) + vvv(k)}.

Note that the CSP problem (contracting the domains for the
variables involved) becomes larger as the time step advance.
Every time step requires an additional vector xxx to be solved,
and a number of additional constraints to satisfy. Therefore,
the computational complexity of the solution increases with
time. An alternative for overcoming this problem is the use of
a sliding time window. The time interval from the initial time
point to the current one is called time window ω [Armengol
et al., 2001], Fig. 5.

Figure 5: The interval-based technique checks the consis-
tency between the model and all the measurements within a
window of length ω.

Consistency techniques can be used to contract the do-
mains of the involved variables by removing inconsistent
values [Collavizza et al., 1999; Benhamou et al., 1999;
Cruz and Barahona, 2002]. In particular for the fault detec-
tion application, they are used to guarantee that there is a fault
when there is no solution that can be found for the CSP prob-
lem, i.e. the observed behavior and the model are inconsis-
tent. The algorithms that are based on consistency techniques
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are actually ”branch and prune” algorithms, i.e., algorithms
that can be defined as an iteration of two steps [Collavizza et
al., 1999]:

1. Pruning the search space by reducing the intervals asso-
ciated with the variables until a given consistency prop-
erty is satisfied.

2. Generating subproblems by splitting the domains of a
variable

These techniques can be applied to nonlinear dynamic sys-
tems, and their results are not sensitive to strong nonlinear-
ities or nondifferentiabilities in the dynamic system [Jaulin,
2002].

Most interval constraint solvers are based on either hull-
consistency (also called 2B-consistency) or box-consistency,
or a variation of them [Benhamou et al., 1999]. Box-
consistency tackles the problem of hull-consistency for vari-
ables with many occurrences in a constraint. The aforemen-
tioned techniques are said to be local: each reduction is ap-
plied over one domain with respect to one constraint. Better
pruning of the variable domains may be achieved if, comple-
mentary to a local property, some global properties are also
enforced on the overall constraint set.

In this paper, the solution of the fault detectionCSP is per-
formed by using the solver RealPaver [Granvilliers and Ben-
hamou, 2006]. BC4 consistency is used for fault detection.

2.3 Summary of main differences
The primary differences between the two approaches are pre-
sented in Table 1.

Not sensitive to strong

nonlinearities or
nondifferentiabilities

in the dynamic system.

The filter may not always

converge, because of the

linearization approximation

Model

EKF and Z-test
Interval-based Consistency

Techniques

Uncertainty

(hypothesis)

Process and measurement

noise are assumed to be

Gaussian with zero mean

Unknown but bounded.
Intervals take into account,

sensor inaccuracies,

measurement noise,

unmodeled dynamics, errors

in the model, uncertainty in

the parameters.

Fault

Detection

Mean value of the residuals

within a window is out of a

threshold (defined by a

confidence level)

When no solution is found in

the CSP

Not sensitive to strong

nonlinearities or
nondifferentiabilities

in the dynamic system.

The filter may not always

converge, because of the

linearization approximation

Model

EKF and Z-test
Interval-based Consistency

Techniques

Uncertainty

(hypothesis)

Process and measurement

noise are assumed to be

Gaussian with zero mean

Unknown but bounded.
Intervals take into account,

sensor inaccuracies,

measurement noise,

unmodeled dynamics, errors

in the model, uncertainty in

the parameters.

Fault

Detection

Mean value of the residuals

within a window is out of a

threshold (defined by a

confidence level)

When no solution is found in

the CSP

Table 1: Main differences between both techniques.

Regarding the computational complexity, it could be said
that the EKF and Z-test are simpler computationally than the
interval-based approach. Moreover, the first approach pro-
vides a sign corresponding to the direction of change of the
observation that may be useful for the fault isolation task
[Mosterman and Biswas, 1999].

3 Application Example
An example of a dynamic system based on two intercon-
nected water tanks will be used to compare both techniques.

Fig. 6 shows a schematic drawing of the system, which is
composed of two tanks, T1 and T2, each having an outflow
pipe for draining the tanks P1 and P2, respectively. The first
tank also has a source of flow, fin, for filling the tank.

Figure 6: The two tank system schematic.

3.1 Model equations
The discrete time model obtained from the mass balance con-
siderations is composed of the following discrete time equa-
tions:

x̂1(k+1) = x̂1(k)+ Ts
s1

“
fin(k)−k1

p
x̂1(k)−

−k12sgn(x̂1(k)− x̂2(k))
p
|x̂1(k)− x̂2(k)|

”
+ w1(k)

x̂2(k+1) = x̂2(k)+ Ts
s2

“
−k2

p
x̂2(k)+

+k12sgn(x̂1(k)− x̂2(k))
p
|x̂1(k)− x̂2(k)|

”
+ w2(k)

f̃1(k) = k1

p
x̂1(k) + v1(k)

f̃2(k) = k2

p
x̂2(k) + v2(k)

(7)

The terms fin, f1, f2, and f12 denote the volumetric flows,
and x1 and x2 are the heights of the water in tanks T1 and T2,
respectively. The variables f12, x1, and x2 are unknown, and
f̃1, and f̃2 are known variables obtained from sensors. k1,
k2, k12, s1, and s2 are the constant parameters of the system.
wi(k) is the perturbation vector at time k, and it takes into
account, for example, an error due to the discretization pro-
cedure. vi(k) is the measurement noise of the interval mea-
surement f̃i. The sample time, Ts, is equal to 1 second.

For the EKF scheme, a matrix of partial derivatives (the Ja-
cobian) is computed. At each time step the Jacobian is eval-
uated with current predicted states. This process essentially
linearizes the non-linear model around the current estimate.
When the height of the tank T1 is greater than the height of
the tank T2, x1(k) > x2(k), the state transition and observa-
tion matrices are defined to be the following Jacobians:

Fk =
∂f

∂x

˛̨
˛̨
x̂k−1|k−1

(8)

=

"
1+ Ts

s1
(− k1

2
√

x1
− k12

2
√

x1−x2
) Ts

s1

k12
2
√

x1−x2
Ts
s2

k12
2
√

x1−x2
1+ Ts

s2
(− k2

2
√

x2
− k12

2
√

x1−x2
)

#

Hk =
∂h

∂x

˛̨
˛̨
x̂k|k−1

=

"
k1

2
√

x1
0

0 k2
2
√

x2

#
(9)
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Note that for simplicity in the notation the time step sub-
script k, in variables x1 and x2, are not used in the previous
matrices, but they are different at each time step.

The fault detection problem of the two tank system can be
represented by a CSP. The set of variables is

V = {k1, k2, k12, s1, s2, f̃1(k−w), . . . , f̃1(k), f̃2(k−ω)

. . . , f̃2(k), x̂1(k−ω), . . . , x̂1(k−1), x̂2(k−ω)

. . . , x̂2(k−1),www(k−ω), . . . ,www(k−1), vvv(k−ω), . . .

vvv(k−1)}

the set of domains is

D = {K1, K2, K12, S1, S2, F̃1(k−ω), . . . , F̃1(k), F̃2(k−ω)

. . . , F̃2(k), X̂1(k−ω), . . . , X̂1(k−1), X̂2(k−ω)

. . . , X̂2(k−1),WWW (k−ω), . . . ,WWW (k−1),VVV (k−ω), . . .

VVV (k−1)}

where

X̂1(.) = [0.00, 0.60]

X̂2(.) = [0.00, 0.60]

Ŵ1(.) = [−0.001, 0.001]

Ŵ2(.) = [−0.001, 0.001]

and the set of constraints is

C = {f̃1(k−ω)=k1

q
x̂1(k−ω) + v1(k−ω)

f̃2(k−ω)=k2

q
x̂2(k−ω) + v2(k−ω)

x̂1(k−ω+1)= x̂1(k−ω)+
Ts

s1

„
fin(k−ω)−k1

q
x̂1(k−ω)−

−k12sgn(x̂1(k−ω)− x̂2(k−ω))
q
|x̂1(k−ω)− x̂2(k−ω)|

«
+

+w1(k−ω)

x̂2(k− ω +1)= x̂2(k−ω)+
Ts

s2

„
−k2

q
x̂2(k−ω)+

+k12sgn(x̂1(k−ω)− x̂2(k−ω))
q
|x̂1(k−ω)− x̂2(k−ω)|

«
+

+w2(k−ω)

...

x̂1(k)= x̂1(k−1)+
Ts

s1

„
fin(k−1)−k1

q
x̂1(k−1)−

−k12sgn(x̂1(k−1)− x̂2(k−1))
q
|x̂1(k−1)− x̂2(k−1)|

«
+

+w1(k−1)

x̂2(k)= x̂2(k−1)+
Ts

s2

„
−k2

q
x̂2(k−1)+

+k12sgn(x̂1(k−1)− x̂2(k−1))
q
|x̂1(k−1)− x̂2(k−1)|

«
+

+w2(k−1)

f̃1(k)=k1

q
x̂1(k) + v1(k)

f̃2(k)=k2

q
x̂2(k) + v2(k) }.

3.2 Simulation results
The scenario considered in this paper deals with a clogging
in the output pipe of the tank T2. The fault occurs at time
200s. Two different fault profiles are considered: incipient
and abrupt. For the abrupt case, two magnitude deviation
are used, a small (5%) change, and the other a larger change
(10%) from the nominal value.

White noise (zero mean and standard deviation equal to
1.5% or 3% of the measured signal) was added to the mea-
surements. One hundred runs were conducted for each noise
level, fault size, and tuning parameter combination of both
(the statistical decision and the interval-based) approaches.

Table 2 lists the parameter values that were used to test the
fault detection performance. These parameter values were
chosen to show the trade-off of between fault detection and
false alarm rate. In the EKF, the process noise covariance
matrix Q was varied, and consequently, the gain of the ob-
server, permitting that the actual measurements are “trusted”
more and the predicted measurement are trusted less, or the
opposite. In the Z-test, the window length N2 was varied be-
tween 5 to 9 samples and the confidence level from 2.6σ to
3σ. Similarly, in the interval-based technique, the measure-
ment intervals and the window length were varied.

Measurement Covariance R=constant

Process Noise Covariance Q =

{0.003,0.0003,0.00003}*I2

BC4 consistency technique (local)

used

VarDelay = 100

Parameter intervals and perturbation

vector Wi between ± 0.1% … ± 1%

Window Length N1 = 50

Measurement Intervals Vi =

{±2.6?, ±2.8?, ±3.0?}

Confidence level z+ = {2.6,2.8,3.0}

Window length w = {5,10,15,20,25}Window length N2 = {5,7,9}

Interval-based Consistency

Technique

EKF and Z-test

Measurement Covariance R=constant

Process Noise Covariance Q =

{0.003,0.0003,0.00003}*I2

BC4 consistency technique (local)

used

VarDelay = 100

Parameter intervals and perturbation

vector Wi between ± 0.1% … ± 1%

Window Length N1 = 50

Measurement Intervals Vi =

{±2.6?, ±2.8?, ±3.0?}

Confidence level z+ = {2.6,2.8,3.0}

Window length w = {5,10,15,20,25}Window length N2 = {5,7,9}

Interval-based Consistency

Technique

EKF and Z-test

Table 2: Fault Detection system design parameters.

Fig. 7 and 8 show the fault detection results for both tech-
niques, for an incipient clogging fault in the output pipe P2.

In the statistical decision approach, the tuning parameters
for this figure are N2 = 9, z+ = 3.0, and Q = [0.00003]I2.
The vertical lines, in both residuals, indicates the time instant
when the fault was detected. In the interval-based approach,
the window length is equal to 25, and the interval for the mea-
surement intervals is ±3.0σ.

The mean values of the fault detection times (including the
standard deviation in parentheses), the false alarm rates, and
the missed alarm rates are reported in Tables 3 and 4.

Interval-based consistency technique
When the confidence interval of the noise increases, then
False Alarm (FA) rate decreases, and Fault Detection (FD)
time or Missed Alarm (MA) rate increases. These relation-
ships can be seen in Fig. 9 and 10 (incipient fault), and
Fig. 11 (abrupt fault), where there is a trade-off between FD
time/MA rate and the FA rate varying the noise interval.

For incipient faults, increasing the window length ω, de-
creases the time to FD. In Fig. 12, the results indicate that
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Figure 7: EKF and Z-test fault detection. N2 = 9, z+ = 3.0,
and Q = [0.00003]I2.
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Figure 8: Interval-based fault detection. ω = 25, and Vi =
±3.0σ.

as the noise level in the measurements increase, the FD time
increases.

Extended Kalman Filter and Z-test
Similarly to the previous technique, there is a trade-off be-
tween FD time/MA rate and the FA rate, when varying the
noise confidence interval of the Z-test, as can be seen in Figs.
13 and 14.

If the window lengthN2 used to compute the mean residual
increases, then the FA rate decreases (more smoothing).

Comparing both approaches, the detection times are simi-
lar, and regarding the incipient and the abrupt case:
• Incipient fault. By looking at the results of both methods

with similar FA rates, similar FD times can be achieved
but with window length ω much greater than the window
length N2. This is because the EKF stores information
from the past, whereas for the interval-based technique,
the consistency is checked within a window.

• Abrupt fault. EKF and Z-test is more sensitive to smaller
magnitudes than the interval based technique, in which
the fault is masked by the uncertainty of the model and
measurements.
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Figure 9: False alarm rate using the interval-based technique.
Incipient clogging fault in the output pipe P2.
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Figure 10: Fault detection times using the interval-based
technique. Incipient clogging fault in the output pipe P2.
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Figure 11: Missed detection rate (dark surface) and False
alarm rate (light surface) using the interval-based technique.
Abrupt clogging fault in the output pipe P2.
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Figure 12: Faut detection times with different noise levels
using the interval-based technique: 1.5% solid line and 3%
dashed line. Incipient clogging fault in the output pipe P2.
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w FA % MA % MA % MA %

5 28 0 337 (43) 20 201 (55) 0 201 (0,1)

10 30 0 274 (27) 10 203 (17) 0 201 (0,1)

15 30 0 252 (19) 4 204 (17) 0 201 (0,1)

20 30 0 242 (15) 3 204 (16) 0 201 (0,1)

25 30 0 238 (14) 3 204 (16) 0 201 (0,2)

5 6 0 368 (35) 38 208 (30) 0 201 (0,0)

10 7 0 291 (23) 23 207 (27) 0 201 (0,0)

15 7 0 263 (18) 18 207 (26) 0 201 (0,0)

20 7 0 252 (14) 17 207 (26) 0 201 (0,0)

25 7 0 246 (13) 17 207 (26) 0 201 (0,1)

5 2 0 391 (34) 64 202 (01) 0 201 (0,0)

10 2 0 307 (18) 46 202 (01) 0 201 (0,0)

15 2 0 275 (16) 39 203 (03) 0 201 (0,0)

20 2 0 260 (14) 39 203 (03) 0 201 (0,0)

25 2 0 252 (12) 39 203 (03) 0 201 (0,0)

[-2.6σ,+2.6σ]

(99.07%)

[-2.8σ,+2.8σ]

(99.49%)

[-3.0σ,+3.0σ]

(99.73%)

Abrupt Fault 5% Abrupt Fault 10%

FD(s) FD(s) FD(s)

Confidence

Interval

Interval-based Consistency Technique

Incipient Fault

N2 Q FA % MA % MA % MA %

5 1 1 0 404 (33) 6 203 (0,9) 0 202 (0,5)

7 1 0 0 391 (31) 17 204 (1,7) 0 203 (0,5)

9 1 0 0 387 (25) 31 205 (2,5) 0 203 (0,4)

5 2 4 0 378 (40) 5 202 (1,0) 0 202 (0,5)

7 2 0 0 371 (35) 10 204 (1,7) 0 202 (0,5)

9 2 0 0 366 (30) 13 205 (2,5) 0 203 (0,4)

5 3 26 0 245 (24) 0 203 (1,1) 0 202 (0,5)

7 3 10 0 242 (19) 0 203 (1,8) 0 202 (0,5)

9 3 1 0 241 (17) 0 204 (2,5) 0 202 (0,2)

5 1 0 0 423 (34) 10 203 (0,8) 0 202 (0,4)

7 1 0 0 411 (30) 31 204 (1,5) 0 203 (0,5)

9 1 0 0 399 (26) 51 205 (2,3) 0 203 (0,5)

5 2 1 0 403 (35) 5 203 (0,9) 0 202 (0,5)

7 2 0 0 389 (32) 13 204 (1,6) 0 203 (0,5)

9 2 0 0 383 (26) 27 205 (2,5) 0 203 (0,4)

5 3 12 0 260 (30) 0 203 (0,9) 0 202 (0,5)

7 3 4 0 256 (23) 0 203 (1,7) 0 202 (0,5)

9 3 0 0 251 (19) 0 204 (2,2) 0 203 (0,3)

5 1 0 2 437 (36) 18 204 (0,8) 0 203 (0,3)

7 1 0 0 427 (29) 44 204 (0,8) 0 203 (0,4)

9 1 0 0 414 (27) 66 206 (1,0) 0 203 (0,5)

5 2 0 0 420 (34) 9 204 (0,8) 0 202 (0,4)

7 2 0 0 408 (29) 29 204 (1,0) 0 203 (0,5)

9 2 0 0 396 (26) 44 205 (1,3) 0 203 (0,5)

5 3 5 0 273 (31) 1 203 (0,8) 0 202 (0,4)

7 3 1 0 269 (28) 0 204 (1,1) 0 202 (0,5)

9 3 0 0 263 (23) 0 204 (1,4) 0 203 (0,5)

Abrupt Fault 10%

EKF and Z-test

FD (s) FD (s) FD (s)

Incipient Fault Abrupt Fault 5%

Confidence

Interval

[-2.6σ,+2.6σ]

(99.07%)

[-2.8σ,+2.8σ]

(99.49%)

[-3.0σ,+3.0σ]

(99.73%)

Table 3: Results with different fault magnitudes and noise
level equal to 1.5%.
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Figure 13: Fault detection times using a statistical decision
approach. Incipient clogging fault in the output pipe P2.

4 Conclusions
The EKF and Z-test are designed for tracking and fault detec-
tion in systems where it is reasonable to capture measurement

N2 Q FA % MA % MA % MA %

5 1 3 71 452 (62) 74 204 (1,2) 5 203 (0,9)

7 1 0 66 473 (23) 91 206 (1,9) 13 204 (1,7)

9 1 0 45 474 (26) 96 209 (1,9) 26 205 (2,4)

5 2 6 11 392 (44) 41 204 (1,1) 1 203 (0,8)

7 2 1 6 434 (19) 62 205 (1,7) 3 203 (1,0)

9 2 0 4 431 (33) 79 206 (2,1) 3 204 (1,5)

5 3 86 0 226 (35) 0 205 (8,1) 0 203 (0,7)

7 3 67 0 226 (20) 0 207 (1,7) 0 203 (0,8)

9 3 48 0 226 (20) 0 206 (2,2) 0 203 (0,8)

5 1 0 86 460 (55) 83 204 (1,2) 8 203 (0,9)

7 1 0 77 476 (50) 94 206 (2,3) 29 204 (1,6)

9 1 0 70 476 (39) 99 210 (0,0) 47 205 (0,0)

5 2 4 34 399 (56) 53 203 (1,2) 1 203 (0,9)

7 2 0 28 445 (41) 79 205 (1,3) 4 204 (1,3)

9 2 0 10 454 (34) 88 207 (2,6) 5 204 (1,9)

5 3 68 0 233 (60) 0 207 (4,1) 0 203 (0,7)

7 3 43 0 229 (32) 2 205 (1,7) 0 203 (0,8)

9 3 26 0 229 (30) 1 206 (2,3) 0 203 (0,8)

5 1 0 94 458 (14) 90 204 (1,3) 16 204 (1,0)

7 1 0 88 479 (10) 95 207 (1,7) 41 204 (1,7)

9 1 0 82 481 (09) 99 210 (0,0) 65 205 (0,0)

5 2 1 56 426 (14) 68 205 (1,2) 3 203 (0,9)

7 2 0 51 464 (12) 86 205 (1,6) 6 204 (1,4)

9 2 0 33 458 (10) 90 208 (2,3) 7 205 (2,0)

5 3 43 0 237 (16) 1 206 (4,0) 0 203 (0,7)

7 3 24 0 236 (13) 2 207 (1,9) 0 203 (0,8)

9 3 15 0 234 (12) 3 206 (2,3) 0 204 (0,8)

EKF and Z-test

FD (s) FD (s) FD (s)

Incipient Fault Abrupt Fault 5% Abrupt Fault 10%

Confidence

Interval

[-2.6σ,+2.6σ]

(99.07%)

[-2.8σ,+2.8σ]

(99.49%)

[-3.0σ,+3.0σ]

(99.73%)

w FA % MA % MA % MA %

5 40 1 399 (62) 66 323 (97) 15 213 (18)

10 43 0 317 (43) 58 307 (95) 0 203 (1,5)

15 46 0 285 (33) 52 296 (94) 0 202 (1,1)

20 47 0 270 (28) 50 293 (94) 0 201 (1,1)

25 47 0 259 (23) 50 293 (94) 0 201 (1,1)

5 12 17 438 (55) 89 291 (87) 28 211 (18)

10 13 0 348 (37) 83 278 (82) 9 204 (1,6)

15 14 0 310 (29) 79 274 (81) 1 204 (1,7)

20 14 0 288 (25) 74 262 (77) 0 204 (1,8)

25 14 0 277 (23) 74 261 (78) 0 204 (1,7)

5 4 39 456 (46) 96 258 (66) 49 205 (0,9)

10 4 0 371 (32) 95 248 (62) 24 204 (1,5)

15 4 0 328 (28) 94 242 (57) 11 202 (2,0)

20 4 0 304 (22) 93 243 (52) 9 203 (2,5)

25 4 0 291 (19) 93 243 (52) 9 203 (2,5)

FD(s)

[-2.6σ,+2.6σ]

(99.07%)

[-2.8σ,+2.8σ]

(99.49%)

[-3.0σ,+3.0σ]

(99.73%)

Confidence

Interval

Interval-based Consistency Technique

Incipient Fault Abrupt Fault 5% Abrupt Fault 10%

FD(s) FD(s)

Table 4: Results with different fault magnitudes and noise
level equal to 3%.
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Figure 14: False alarm rate using a statistical decision ap-
proach. Incipient clogging fault in the output pipe P2.

noise and modeling errors as Gaussian processes. In some sit-
uations, when the distributions are not Gaussian [Orlov, 1991]
or when the only available information can be expressed as
uncertainty bounds (in, e.g., measurements, parameters, and
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perturbation), interval-based techniques can be used.
Computational complexity of EKF and Z-test technique is

lower than in the case of interval-based technique, in which
bisections have to be performed to obtain less overestimation
of the solution.

In general, comparing the performance parameters of the
fault detection, both techniques yielded similar fault detec-
tion results for a proper combination of tuning parameters. In
both techniques, a compromise between false alarms, missed
detections and detection delays can be made varying the noise
confidence interval.

Finally, in future we intend to also extend this compar-
ison to other fault detection methods as, for example, de-
scribed in [Niemann et al., 1999; Manders and Biswas, 2003;
Baseville and Nikiforov, 1993]. We will perform a formal
computational analysis of the false alarm rate to link the pa-
rameters of the fault detector for the Z-test with the interval
size in the constraint analysis detection method.
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Abstract
Classical methods for fault detection in indus-
trial automated systems are based on a consistency
check between the system behavior and its nominal
behavior using the mathematical model. Noise and
disturbances acting on the system are often mod-
eled by probability distributions. However, it is
not always possible to acquire information on noise
and disturbances. The modeling in a bounded-error
context can be a solution.
This paper concerns the fault detection in an aero-
nautic test bench in a bounded-error context. The
serviceability of the test bench is estimated from a
comparison between the measured system outputs
and predicted outputs by model, where the uncer-
tainties of modeling and the measurement noise are
supposed bounded.

1 Introduction
One of the major challenges of monitoring and supervision
systems consists in increasing the safety and the availability
of the industrial installation. Early detection of any behavior
deviation of a machine compared to the nominal one is the
necessary first step for the implementation of preventive and
corrective actions. Indeed, these processes introduce a high
level of difficulty for control/monitoring because of their
dynamical character, of the high number of variables to be
dealt with and of the complexity of their analytical represen-
tation [Karim et al., 2007]. This complexity is accentuated
by signal noise, disturbances, incomplete knowledge and
parameters uncertainties. Complex systems are often subject
to uncertainties that make awkward the modeling step. These
uncertainties can be unstructured when the equations of
the system are not entirely known or structured when the
equations are known but not the values of their parameters.
In both cases, it is particularly difficult to get an accurate

∗Center of Studies and Research in Industrial and Applied Tech-
niques.

model of the perturbations and noise acting on the system.
This may turn the usual stochastic framework inappropriate
[Benazera et al., 2002], [Williams and Nayak, 1999].

Model-based detection in a bounded-error context is an
interesting alternative to stochastic model based detection
when uncertainties, perturbations and noise are assumed to
be bounded but otherwise unknown. Tools set computation
were developed in frame of interval arithmetic [Moore,
1966]. In automatic control community, they are used to
solve problems of state and/or parameters estimation in a
bounded-error context. These methods are now subject of a
growing interest in various communities and are applied to
many tasks, for example [Berz and Makino, 1998], [Corliss,
1994], [Raissi et al., 2004], [Sigla, 1999], [Ramdani, 1995]
or [Ribot et al., 2007]. However, they still suffer from
two main drawbacks: uncertainty propagation is difficult
to manage and the resulting algorithms are often of high
complexity.

In this paper the mean of detection is performed in a
bounded-errors context. We consider model-based fault
detection of the process in which the parameters are de-
scribed by a set of bounded variables. This class of systems
have outputs described by an acceptable domain includ-
ing all possible normal behaviors. Interval arithmetic is
used to describe the whole continuous range of behaviors
represented by an interval model. The main idea of the
proposed approach is to apply the model to provide the
bounded behavior of a given interval parameter and to use
it in the fault-detection system as a residual generator. In
this way, the model outputs are insensitive to the influence
of disturbances and uncertainties. With this modeling
approach we can represent the system behavior with a
certain degree of abstraction. Thus we will have more robust-
ness and better adequacy with the requirement of supervision.

The article is organized as follows. The next section pro-
vides an overview of interval analysis, its original purpose
and its use for fault detection. In the third section, the case
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study is presented: we describe the aeronautic test bench and
we explain why the faults must be detected in real-time. The
application and the obtained results are analyzed. Finally
some conclusions are outlined in the last section.

2 Fault detection using intervals
The interval analysis has been introduced by R. Moore
[Moore, 1966]. The main idea is to reason about intervals
instead of real numbers. The intervals can be used with
consideration to uncertainties on measured values or on
model parameters. The aim is firstly to guarantee results by
calculating a set which contains the effective solution and
secondly to provide the adequate bounds of the solution.
These results are then guaranteed. The width of the set and
the result precision, may be chosen according to various
criteria among which response time or computation cost
[Neumaier, 1990], [Rihm, 1994].

In the following section, we present some basics tools of
interval analysis.

2.1 Basic tools of intervals analysis
Basic definitions – A real interval [x] = [x,x] is a closed,
bounded and connected subset of R and it is denoted:

[x] = [x,x] = {x ∈ R | x≤ x≤ x},
where x represents the lower bound of [x] and x represents

the upper bound. The set of all real intervals of R will by
denoted by IR.

The width of an interval [x] is defined by w([x]) = x− x,

and its midpoint by m([x]) =
(x+ x)

2
. Two intervals [x]and

[y] are equal if and only if x = y and x = y.

Interval Vector – An interval vector (or box) [X ] is a vector
with interval components and may equivently be seen as a
cartesian product of scalar intervals:

[X ] = [x1]× [x2]...× [xn].

The set of n−dimensional real interval vectors is denoted by
IRn.

An interval matrix is a matrix with interval components.
The set of n×m real interval matrices is denoted by IRn×m.
The width w(.) of an interval vector (or of an interval matrix)
is the maximum of the widths of its interval components:

w([X ]) = maxi(xi− xi), i = 1, · · · ,n.
The midpoint m(.) of an interval vector (resp. an interval

matrix) is a vector (resp. a matrix) composed of the midpoint
of its interval components:

m([X ]) =
(

(x1 + x1)
2

, · · · , (xi + xi)
2

, · · · , (xn + xn)
2

)
.

Interval arithmetic – The arithmetical operations
{+,−,∗,/} can be extended to intervals [Jaulin et al.,
2001].

Arithmetic operations on two intervals [x] and [y] can be
defined by:

◦ ∈ {+,−,∗,/}, [x] ◦ [y] = {x◦ y | x ∈ [x], y ∈ [y]}.
It is easy to prove that the set of real compact intervals is
closed with respect to these operations.

The following rules hold:

[x]+ [y] = [x+ y,x+ y],

[x]− [y] = [x− y,x− y],

[x]∗ [y] = [min(xy,xy,xy,xy),max(xy,xy,xy,xy)],

[x] / [y] =
{

[x]∗ 1
[y] , if 0 /∈ [y],

[−∞,∞], else.

All these operations are inclusion monotonic [Moore, 1979].
It means that:

i f [x̂]⊂ [x] and [ŷ]⊂ [y], then [x̂]◦ [ŷ]⊂ [x]◦ [y].
Extension to interval vectors and interval matrices is trivial.

Inclusion function – Classical operations for interval vectors
(resp. interval matrices) are direct extensions of the same op-
erations for punctual vectors (resp. punctual matrices).

Let f :Rn→Rm, the range of the function f over an inter-
val vector [u] is given by:

f ([u]) = { f (x)|x ∈ [u]}.
The interval function [ f ] from IRn to IRm is an inclusion func-
tion for f if:

∀[u] ∈ IRn, f ([u])⊆ [ f ]([u]).

An inclusion function of f can be obtained by replacing each
occurrence of a real variable by its corresponding interval and
by replacing each standard function by its interval evaluation.
Such a function is called the natural inclusion function. In
practice the inclusion function is not unique, it depends on
the syntax of f .

2.2 Fault detection in a bounded-error context
Fault detection on industrial processes is usually solved in
a stochastic framework in which the measurement noise and
disturbances are modeled by a priori known probability laws.
On the contrary, in the proposed approach, measurement and
modeling errors are supposed unknown, but varying between
bounded that are known or, at least, a priori acceptable.

In this work the normal behavior is obtained by a real-time
simulation of the interval model that consider the uncer-
tainties in the model parameters and sensor measurements.
Some model parameters are supposed varying between upper
and lower bounds [Bernard and Gouzé, 2004],[Rapaport and
Dochain, 2005],[Gouzé et al., 2000]. Thus, the predicted
output Ym also belongs to an interval noted [Ym].

The detection occurs naturally on the comparison between
the interval predicted behavior obtained from a representation
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Figure 1: system and model

model (normal functioning model) with the presence of un-
certainties and the behavior of the real system in which faults
can occur.

The experimental measurements Yexp are related to the cor-
responding predicted behavior from the interval model [Ym]
by the following relation:
• Case of normal functioning: Yexp ∈ [Ym],
• Case of abnormal functioning: Yexp /∈ [Ym].

the interval model as represent the system adequately while
taking into consideration the uncertainties and noise, they
would signified the non-existence of the solution outside the
bounds of interval solution.

3 Case study
Our case study is an aeronautic test bench whose goal is to
simulate the aerodynamic efforts and mechanical frictions
during the deployment operation of an aircraft actuator. In
doing so, we want to check their aptitude to withstand the
important constraints undergone during the flight.

3.1 System description
The bench consists of several distinct parts. A schematic
drawing of the system is presented in Figure 2. The bench
is constituted of the following parts:

• A mechanical frame: Its structure will be modeled, sim-
ulated and calculated to resist to the maximum efforts
produced by the actuators (finite element method);

• A Trolley has been realized. Its translations are guided
by rails and ball-bearings. This system is pulled by the
aircraft actuator;

• A load system composed of one servo-jack (hydraulic
actuators) under effort control, reproducing the aerody-
namic efforts applied to the aircraft actuator system;

• The sensors: Effort, velocity, pressure, displacement,
flow (the number of sensors could be increased);

• Power components (electric and hydraulic generation)
needed to provide the energy required by the test rig;

• A data-processing and controller part for control, mea-
surements and acquisition.

The aircraft actuator system ensuring the displacement of
the moving body (trolley), the main goal of the bench is to

Figure 2: synoptic of aeronautic test bench

recreate the aerodynamic effort. The specific load profiles to
each operational mode must be tracked by the actuator load.

3.2 Physical modeling
The development of an accurate dynamic model for an aero-
nautics test bench is important for understanding the sys-
tem and for developing a robust model-based fault detec-
tion. This step is strongly based on the modeling software
Matlab R©/Simulink R©, which allow a systematic generation
of standalone application on a real time computer by using
RTW R©/xPCTarget R© (Real-Time kernel).

As a first step, the dynamic model is used as a support for
analysis, test and validation of the detection approach in a vir-
tual environment. It will be used in the second step to finalize
the implementation on the test bench. To this end, a descrip-
tion of the dynamics for the servovalve, the hydraulic cylinder
and the mechanical frame (stiffness and mass of mechanical
frame) is required.

Servovalve
A servovalves provide closed loop flow or pressure response
to an electronic control signal. It is used to control the
position, velocity, or force of a hydraulic actuator load. This
is including a sliding spool that receives the linear motion
of the torque motor, which is modeled as a second order
system with a specified frequency and damping. The spool
displacement Xs modulates the orifice area, which in turn
affects the output dynamic flow, and is controlled by an input
current command.

The relationship between dynamic flow characteristics
of an electro-hydraulic servovalve, spool displacement
and pressure supply (variable pressure pump), have been
determined from the nonlinear equations.

For Xs ≥ 0 :

Q1 =
√

2
ρξ K Xs

√
|Pal−P1| sign(Pal−P1),

Q2 =
√

2
ρξ K Xs

√
|P2−Pr| sign(P2−Pr).

(1)

For Xs < 0 :

Q1 =
√

2
ρξ K Xs

√
|P1−Pr| sign(P1−Pr),

Q2 =
√

2
ρξ K Xs

√
|Pal−P2| sign(Pal−P2).

(2)

Jawad Karim, Carine Jauberthie, and Michel Combacau 271

Alban Grastien, Wolfgang Mayer, and Markus Stumptner, Editors.
Proceedings of the 19th International Workshop on Principles of Diagnosis (DX-08),
September 22–24, 2008, Blue Mountains, NSW, Australia.



In Eqs. (1-2), Xs is the spool displacements, Q1 (respec-
tively Q2) is the flow control output ports 1 (respectively 2),
K is the flow coefficient depending on the orifice area, ξ is
the hydraulic damping factor, ρ is the density. The variables
Pal ,Pr are respectively supply pressure and outlet pressure; P1
and P2 are the pressure in cylinder chambers.

Hydraulic cylinder
The hydraulic cylinder is ¡¡double-acting¿¿, double rod. This
kind of cylinder gets its power from pressurized hydraulic
fluid and generates the same effort following a two-way lin-
ear displacement. It consists of a rod; a circular piston could
slide into a cylindrical body. The piston separates the body
into two cylinder chambers; an inflow in a chamber entails
moving piston and rod, and creates a return flow from the
second chamber.

The hydraulic actuator model is characterized by three dy-
namic states (the load actuator displacement xla, the velocity
vla and the force between rod and aircraft actuator), two in-
puts (flow control from servovalve), and one output (the hy-
draulic force Fhyd acting on the mechanical frame).

Dynamic equation:

Mẍla = (P1−P2)S− (2 fs1 +2 fs2)sign(ẋla)
−(2 fµ1 +2 fµ2)ẋla.

(3)

Flow control equations:

Q1 = Sẋla +
V01

B
dP1

dt
+Q f int . (4)

Q2 = Sẋla−
V02

B
dP2

dt
+Q f int . (5)

Hydraulic force:

Fhyd = (P1−P2)S = ∆P S . (6)

In Eqs (3-6), fs1 and fs2 ( fµ1 and fµ2) are respectively
the dry friction (viscous friction) between piston/body and
rod/piston. Q1 and Q2 are the inflow/outflow in the cylinder
chambers, P1, P2 are the pressure cylinder chambers, B is the
fluid bulk modulus, V01, V02 are respectively the load actu-
ator volume in chamber 1 and 2. Q f int is the leakage flow
between the two chambers, S is the load actuator area and M
is the moving mass of the load actuator.

Mechanical frame
We have put in a simplified form the stiffness of aircraft real
inertia. We have also taken into account the distributed mass
on the mechanical elements, stiffness between aircraft actua-
tors and load actuator.

The expression of dynamic stiffness is given by the follow-
ing equations:
• Side actuator load:

dFla

dt
= kla(Vla−Vm). (7)

• Side aircraft actutor:
dFsc

dt
= ksc(Vm−Vsc), (8)

where kla and ksc are respectively the load actuator stiffness
side and actuator aircraft stiffness side. Fla and Fsc are the

force acting on the mechanical frame by actuator load and
aircraft actuator, Vla,Vm,Wm and Vsc are the velocity in the
several parts.

The expression of dynamic inertia:

Vm =
Wm

rla
=

Wm

rsc
. (9)

I
dWm

dt
=

Fla

rla
− Fsc

rsc
, (10)

with rla and rsc representing the lever arm attached to me-
chanical frame inertia.

3.3 Results analysis
In general, either normal or abnormal behavior of process
can be modeled using elementary analytical relations derived
from physics. To take the uncertainties of the system into
account, we have represented all the variables and the param-
eters by intervals. The bounded values are based on the spec-
ifications given by the suppliers.

The fault detection of the proposed model-based fault de-
tection method is evaluated on the full emulation process.
The emulator is a model of the bench on which we can easily
simulate the occurrence of faults.

The resulting output trajectories are given in figures 3 and
4. In these figures, the plain lines represent the measured
force and the dotted lines represent the reconstruction of this
force by using the interval model. The test duration is set to
3 seconds.

In figure 3, the system is simulated without any failure.
Indeed, the obtained envelopes for state variables show that
uncertainty is appropriately controlled by the interval model.
The fault the most difficult to be detected on a hydraulic cylin-

1.5 2 2.5 3
6

7

8

9

10

11

12

13

14

15

16

Temps [s]

E
ffo

rt
 [K

N
]

 

 

Borne SUP
Borne INF
Mesure (effort)

Figure 3: The force reconstruction defined by the error-
bounded envelopes

der is an internal leakage (defect of piston ring). To prove the
effectiveness of this method over the others, a faulty scenario
involving a slow additive leakage flow in the hydraulic cylin-
der between the two chambers is simulated. The fault begins
at 2.5 seconds. Figure 4 illustrates the obtained detection:
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Figure 4: Fault detection using model based in bounded-error
context.

The consistency between the interval model and the mea-
sured value is checked by the error-bounded estimates of the
band, and therefore, a fault is detected when the measurement
does not between the external estimates. The fault is detected
at 2.55 s.

The tests show good results for detecting a fault. This al-
gorithm is very efficient because it is based on checking the
deviations between the actual value of a measure and the pre-
dicted envelopes obtained by interval tool. Moreover, the use
of the model interval analysis guarantees that this method re-
duces the number of false alarms and the occurrence of grad-
ual faults.

4 Conclusion
In this work, fault-detection results on an aeronautic test-
bench are presented. The proposed approach for fault detec-
tion is based on interval analysis which provides guaranteed
results in an error bounded context.

The advantage of the interval approach is to obtain the con-
sistency between a model and a system.
The first results are promising. Future works will be devoted
to fault diagnosis. Indeed, when the fault is detected, the
measurement is either larger or smaller than the estimated
bound. This information, combined with qualitative infor-
mation from the model, can be used for diagnosis.
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Abstract

Control software of autonomous mobile robots
comprises a number of software modules which
show very rich behaviors and interact in a very
complex manner. These facts among others
have a strong influence on the robustness of
robot control software in the field. In this pa-
per we present an approach which is able to
automatically derive a model of the structure
and the behavior of the communication within
component-orientated control software. Such
a model can be used for on-line model-based
diagnosis in order to increase the robustness
of the software by allowing the robot to au-
tonomously cope with faults occurred during
runtime. Due to the fact that the model is
learned form recorded data and the use of the
popular publisher-subscriber paradigm the ap-
proach can be applied to a wide range of com-
plex and even partially unknown systems.

1 Introduction

Control software of autonomous mobile robots comprises
a number of software modules which show very rich be-
haviors and interact in a very complex manner. Be-
cause of this complexity and other reasons like bad de-
sign and implementation there is always the possibility
that a fault occurs at runtime in the field. Such faults
can have different characteristics like crashes of modules,
deadlocks or wrong data leading to a hazardous decision
of the robot. This situation can occur even if the soft-
ware is carefully designed, implemented and tested. In
order to have truly autonomous robots operating for a
long time without or with limited possibility for human
intervention, e.g., planetary rovers exploring Mars, such
robots have to have the capability to detect, localize and
to cope with such faults.

In [Steinbauer and Wotawa, 2005; Steinbauer et al.,
2006] the authors presented a model-based diagnosis
framework for control software for autonomous mobile
robots. The control software is based on the robot con-
trol framework Miro [Utz et al., 2002; Utz, 2005] and

∗The authors are listed in alphabetical order.

has a client-server architecture where the software mod-
ules communicate by exchanging events. The idea is
to use the different communication behaviors between
the modules of the control software in order to moni-
tor the status of the system and to detect and localize
faults. The model comprises a graph specifying which
modules communicate with each other. Moreover, the
model has information about the type of a particular
communication path, e.g., whether the communication
occurs on a regular basis or sporadically. Finally, the
model includes information about which inputs and out-
puts of the software modules have a functional relation,
e.g., which output is triggered by which input. The
model is specified by a set of logic clauses and uses
a component-based modeling schema [Friedrich et al.,
1999]. Please refer to [Steinbauer and Wotawa, 2005;
Steinbauer et al., 2006] for more details.

The diagnosis process itself uses the well known
consistency-based diagnosis techniques of Reiter [Reiter,
1987]. The models of the control software and the com-
munication were created by hand by analyzing the struc-
ture of the software and its communication behavior dur-
ing runtime. Because of the complexity of such control
software or the possible lack of information about the
system it is not feasible to do this by hand for large or
partially unknown systems.

Therefore, it is desirable that such models can be cre-
ated automatically either from a formal specification of
the system or from observation of the system. In this pa-
per we present an approach which allows the automatic
extraction of all necessary information form the recorded
communication between the software modules. The al-
gorithm provides all information needed for model-based
diagnosis. It provides a communication graph show-
ing which modules communicate, the desired behavior
of the particular communication paths and the relation
between the inputs and outputs of the software modules.

These model learning approach was originally devel-
oped for and tested with the control software of the
Lurker robots [Kleiner and Dornhege, 2007] used in the
RoboCup rescue league. This control software uses the
IPC communication framework [Simmons, 1994], which
is a very popular event-based communication library
used by a number of robotic research labs worldwide.
However, the algorithm simply can be adapted to other
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event-based communication frameworks, such as for in-
stance Miro. The next section describes in more detail
how the model is extracted from the observed communi-
cation.

2 Model Learning

Control systems based on IPC use an event-based com-
munication paradigm. Software modules which want to
provide data are publishing an event containing the data.
Other software modules which like to use this data sub-
scribe for the appropriate event and get automatically
informed when such an event is available. A central
software module of IPC is in charge for all aspects of
this communication. Moreover, this software module is
able to record all the communication details. It is able
to record the type of the event, the time the event was
published or consumed, the content of the event, and
the names of the publishing and the receiving module.
The collected data is the basis for our model learning
algorithm. Formally an event is defined as following:

Definition 1 (Event) An event e is a tuple
(l,tP ,tC ,d,P,C) where:

• l is the label or name of the event e

• tP is the time the event was published

• tC is the time the event was consumed

• d is the data or payload of the event

• P is the publisher of the event

• C is the consumer of the event

Please note that if an event is consumed by multi-
ple consumers for each consumption such an event is
recorded.

Figure 1 depicts such collected data for a small ex-
ample control software comprising only 5 modules with
a simple communication structure. This example will
be used in the following description of the model learn-
ing algorithm. The control software comprises two data
path. The one is the path for the self-localization of the
robot. The two modules in the path Odometry and Self-
Loc provide data on a regular basis. The other is the
path for object tracking. The module Vision provides
new data on a regular basis. The module Tracker pro-
vides data only if new data is available form the module
Vision. The figure shows when the different events were
published. Based on this recorded communication we
extract the communication model step by step.

2.1 The communication graph
At a first step the algorithm extract a communication
graph from the data. The nodes of the graph are the
different software modules. The edges represent the dif-
ferent events which are exchanged between the modules.
Each event is represented by at least one edge. If the
same event is received by multiple modules, there is
an edge to every receiving module originating from the
publishing module. Figure 2 depicts the communica-
tion graph for the above example. This graph shows the

communication structure of the control software. More-
over, it shows the relation of inputs and outputs of the
different software modules because each node knows its
connections. Such a communication graph is not only
useful for diagnosis purposes, but it is also able to ex-
pressively visualize the relation of modules of larger or
partially unknown control software.

Formally the communication graph can be defined as
following:

Definition 2 (CG) A communication graph (CG) is a
directed graph with the set of nodes M and the set of
labeled edges C where:

• M is a set of software modules sending or receiving
at least one event.

• C is a set of connections between modules, the di-
rection of the edge points from the sending to the
receiving module, the edge is labeled with the name
of the related event.

Please note that the communication graph may con-
tain cycles. Usually such cycles emerge from acknowl-
edgement mechanisms between two modules.

The algorithm for the creation of the communication
graph can be formalized as following:

computeGraph
Input: a set of recorded events E
Output: a set of nodes M and edges C

1. Let M be the empty set.
2. Let C be the empty set.
3. For all e ∈ E:

(a) If p(e) /∈ M add p(e) to M .
(b) If c(e) /∈ M add c(e) to M .
(c) If (p(e), c(e), l(e)) /∈ C add (p(e), c(e), l(e)) to

C

4. Return M and C.
The algorithm starts with an empty set of nodes M

and edges C. The algorithm iterates trough the set E of
all recorded communication events. If either the sender
or the receiver is not in the set of the nodes the sender
or the receiver is added to the set. If there is no edge
pointing form the sending to the receiving node with the
proper label a new edge with the appropriate label is
added between the two modules. The functions p(e),
c(e), l(e) return the publisher, the consumer and the
label of an event c.

Moreover, we define the two functions in : CO 7→ 2C

and out : CO 7→ 2C which return the edges pointing to
and from a node.

2.2 The communication behavior
In a next step the behavior or type of each event con-
nection is determined. For this determination we use
the information of the node the event connection comes
from, and the recorded information of the event related
to the connection, and all events related to the sending
node.
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Figure 1: Recorded communication of the example robot control software.
The peaks indicate the occurrence of the particular event.
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Figure 2: Communication graph
learned from the recorded data of
the example control software.

We can distinguish the following types: triggered
event connection (1), periodic event connection (2),
bursted event connection (3) and random event connec-
tion (4). In order to describe the behavior of a connec-
tion formally we define a set of connection types

CT = {periodic, triggered, bursted, random}
and a function

ctype : C 7→ CT

which returns the type of a particular connection c ∈ C.
The type of an event connection is determined by tests

like estimations on the mean and the standard deviation
of the time between the occurrence of the events on the
connection, and comparison or correlation of the occur-
rence of two events. The criteria used to assign an event
connection to one of the four categories are summarized
below:

triggered A triggered event only occurs if its publish-
ing module recently received a trigger event. In oder
to determine if an event connection is a triggered event
connection, the events on connection c ∈ out(m) are cor-
related to the events on the set of input connection to
the software module I = in(m). If the number of events
on connection c, which are correlated with an event on a
particular connection t ∈ in(m), exceed a certain thresh-
old, connection t is named as trigger of connection c. The
correlation test looks for the occurrence of the trigger
event prior the observed event. Note each trigger event
can only trigger one event. If connection c is correlated
with at least one connection t ∈ in(m) connection c is
categorized as a triggered connection. Usually, such con-
nections are found in modules doing calculations only if
new data are available.

periodic On a periodic event connection the same
event regularly occurs with a fixed frequency. We calcu-
late from the time stamps of the occurrence of all events
a discrete distribution of the time difference between two
successive events. If there is high evidence in the distri-
bution for one particular time difference, the connection
is periodic with a periodic time of the estimated time dif-
ference. For a pure periodic event connection one gets
a distribution close to a Dirac impulse. Usually, such
connections are found with modules providing data at a
fixed frame rate, such as a module sending data from a
video camera.

bursted A bursted event is similar to the periodic
event but its regular occurrence can be switched on and
off for a period of time. A event connection is classified
as bursted if there exist time periods where the crite-
ria of the periodic event connection hold. Usually, such
connections are found with modules which do specific
measurements only if the central controller explicitly en-
ables them, e.g., a complete 3d laser scan.

random For random event connections none of the
above categories match and therefore no useful infor-
mation about the behavior of that connection can be
derived. Usually, such connections are found in modules
which provide data only if some specific circumstance
occur in the system or its environment.

In the case of the above example, the algorithm cor-
rectly classified the event connections odometry, objects
and pose as periodic and the connection velocity as trig-
gered with the trigger objects.

It has to be noted that the quality of the classification
of the communication behavior depends on parameters
like thresholds. Currently, these parameters are tuned
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by hand. In the future a more systematic evaluation of
the influence of the parameters has to be done.

2.3 The observers
The algorithm instantiates an observer for each event
connection in order to be able to monitor the actual be-
havior of the control software. The type of the observer
is determined by the type of the connection and its pa-
rameters, estimated by the methods described before.
An observer raises an alarm if there is a significant dis-
crepancy between the currently observed behavior of an
event connection and the behavior learned beforehand
during normal operation. The observer provides as an
observation O the atom ok(l) if the behavior is within
some tolerance and the atom ¬ok(l) otherwise. Where l
is the label of the corresponding edge in the communi-
cation graph. The observations of the complete control
software OBS are the union of all individual observa-
tions

OBS =
n⋃

i=1

Oi

Where n is the number of observers.
The following observers are used:

triggered This observer raises an alarm if within a
certain timeout after the occurrence of a trigger event
no corresponding event occurs or if the trigger event is
missing prior the occurrence of the corresponding event.
In order to be robust against noise, the observer uses a
majority vote for a number of succeeding events, e.g., 3
votes.

periodic This observer raises an alarm if there is a sig-
nificant change in the frequency of the events on the ob-
served connection. The observer checks if the frequency
of successive events does vary too much from the speci-
fied frequency. For this purpose, the observer estimates
the frequency of the events within a sliding time window.

bursted This observer is similar to the observer above.
It differs in the fact that this observer starts the fre-
quency check only if events occur and does not raise an
alarm if no events occur.

random This is a dummy observer which always pro-
vides the observation ok(l). This observer is imple-
mented for completeness.

2.4 The system description
The communication graph together with the type of the
connections is a sufficient specification of the commu-
nication behavior of the robot control software. This
specification can be used in order to derive a system de-
scription for the diagnosis process. It is a description of
the desired or nominal behavior of the system. In order
to be able to be used in the diagnosis process, the sys-
tem description is automatically written down as a set
of logical clauses. This set can easily be derived from

the communication graph and the classification of the
behavior of the connections.

The algorithm to derive the system description can be
formalized as following:

computeSD
Input: the communication graph with nodes M and connec-
tions C
Output: a set of clauses

1. Let SD be the empty set.

2. For all c ∈ C:
If host(p(c)) 6= host(c(c))

(a) If ctype(c) = triggered add

¬AB(p(c))
^

t∈trigger(c)∧t∈in(p(c))

ok(t)∧

∧¬AB(host(p(c))) ∧ ¬AB(host(c(c))) → ok(c)

to SD
Else add

¬AB(p(c)) ∧ ¬AB(host(p(c))) ∧ ¬AB(host(c(c)))

→ ok(c)

to SD

Else

(b) If ctype(c) = triggered add

¬AB(p(c))
^

t∈trigger(c)∧t∈in(p(c))

ok(t) → ok(c)

to SD
Else add

¬AB(p(c)) → ok(c)

to SD

3. For all m ∈ M :
Add ^

c′∈out(m)

ok(c′) → ¬AB(m)

to SD

4. Return SD.

The functions p(c) and c(c) returns the publishing and
receiving module of an event connection c. The func-
tion host(m) returns the host a particular module m is
running on. The algorithm starts with an empty set
SD. For every event connection in two steps, clauses
are added to the system description. In the first step, a
clause for forward reasoning is added. The clause speci-
fies if a module works correct and all related inputs and
outputs behave as expected. Depending on the type of
the connection, we add the following clause to SD. If
connection c is triggered, we add a clause that states that
if the module and all related inputs work as expected,
also the output has to work as expected. Otherwise a
clause is added that states if the module works as ex-
pected also the output has to work as expected (see Line
2). ¬AB(m) means that the module m is not abnormal
and the module works as expected. The atom ok(c) spec-
ifies that the connection c behaves as expected. More-
over, if the hosts of the sending and receiving module of
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a connection c are different a fact that the network in-
terfaces of these modules have to work correct is added,
e.g., ¬AB(host(p(c)).

In a second step, a clause for backward reasoning is
added. The clause specifies if all output connections c′

of module m behave as expected, the module itself has
to behave as expected (see Line 3).

Figure 3 depicts the system description obtained for
the above example control software.

3 Model-based diagnosis
For the detection and localization of faults we use the
consistency-based diagnosis technique of [Reiter, 1987].
A fault detectable by the derived model causes a change
in the behavior of the system. If such an inconsistency
between the modeled and the observed behavior emerges
a failure has been detected. Formally, we define this by:

SD ∪OBS ∪ {¬AB(m)|m ∈ M} |=⊥
. The latter set expresses the fact that we assume that
all modules work as expected.

In order to localize the module responsible for the de-
tected fault we have to calculate a diagnosis ∆. Where
∆ is a set of modules m ∈ M we have to declare as faulty
(change ¬AB(m) to AB(m)) in order to resolve the
above contradiction. We use our implementation1 of this
diagnosis process for the experimental evaluation of the
models. Please refer to [Steinbauer and Wotawa, 2005;
Steinbauer et al., 2006] for the detail of the diagnosis
process.

4 Experimental Results
In order to show the potential of our model learning ap-
proach, the approach has been tested on three different
types of robot control software. We evaluated whether
the approach is able to derive an appropriate model re-
flecting all aspects of the behavior of the system. The
derived model was evaluated by the system engineer who
has developed the system. Moreover, we injected artifi-
cial faults like module crashes in the system, and eval-
uated if the fault can be detected and localized by the
derived model.

4.1 A small example control software
The example software from the introduction comprises
five modules. The module Odometry provides odometry
data at a regular basis. This data is consumed by the
module SelfLoc, which does pose tracking by integrating
odometry data, and providing continuously a pose esti-
mate to a visualization module User. The module Vision
provides position measurements of objects. The module
Tracker uses these measurements to estimate the velocity
of the objects. New velocity estimations are only gener-
ated if new data is available. The velocity estimates are
also visualized by the GUI. Figure 1 shows the recorded
communication of this example. Figure 2 depicts the
communication graph extracted from the recorded data.

1The implementation can freely be downloaded at
http://www.ist.tugraz.at/mordams/.

It correctly represents the actual communication struc-
ture of the example, and shows the correct relation of
event producers and event consumers.

Moreover, the algorithm correctly identified the type
of the event connections. This can be seen by the system
description the algorithm has derived which is depicted
in Figure 3. It also instantiates the correct observer for
the four event connections. A periodic event observer
was instantiated for odometry, objects and pose, and a
triggered event observer was instantiated for velocities.

1. ¬AB(Vision) → ok(objects)
2. ¬AB(Odometry) → ok(odometry)
3. ¬AB(Tracker) ∧ ok(objects) → ok(velocities)
4. ¬AB(Selfloc) → ok(pose)
5. ok(objects) → ¬AB(Vision)
6. ok(odometry) → ¬AB(Odometry)
7. ok(velocities) → ¬AB(Tracker)
8. ok(pose) → ¬AB(Selfloc)

Figure 3: The system description automatically derived
for the example control software.

Figure 3 depicts the extracted system description.
Clauses 1 to 4 describe the forward reasoning. Clauses
5 to 8 describe the backward reasoning. Clause 3 states
that the module Tracker works correctly if a velocity
event occurs only after a trigger event. For instance,
Clause 6 states that if all output connections of module
Odometry work as expected, consequently the module it-
self works correct. This automatically generated system
description was used in some diagnosis tests. We ran-
domly shutdown modules and evaluate if the fault was
correctly detected and localized. For this simple example
the faults were always proper identified.

4.2 Autonomous exploration robot Lurker
In a second experiment we recored the communication of
the control software of the rescue robot Lurker [Kleiner
and Dornhege, 2007] while the robot was autonomously
exploring an unknown area. The robot is shown in Fig-
ure 4.

Figure 4: The autonomous rescue robot Lurker of the
University of Freiburg.

The control software of this robot is far more complex
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as in the example above since it comprises all software
modules enabling a rescue robot to autonomously ex-
plore an area after a disaster. Figure 5 shows the com-
munication graph derived from the recorded data, clearly
showing the complex structure of the control software.
The numbers in the labels of the edges denote the aver-
age frequency of events on the connections. Please note
that a frequency of 0 Hz means the actual frequency is
below 1 Hz. That is just a reduction of the resolution
for presentation purpose.

From the communication graph and the categorized
event connections a system description with 70 clauses
with 51 atoms and 35 observers was derived. The ex-
traction of the model from recorded data with a size of
87 MByte took 28 s on a computer equipped with a dual-
core CPU running at 1.8 GHz and 1 GByte of memory.
After a double check with the system engineer of the
control software it was confirmed that the automatically
derived model maps the behavior of the system.

4.3 Teleoperation Telemax robot.
In a final experiment we record data during a teleoper-
ated run with the bomb-disposal robot Telemax. The
robot Telemax is shown in Figurer 6.

Figure 6: The teleoperated robot Telemax.

Figure 7 depicts the communication graph derived
from the recorded data. It clearly shows that the con-
trol software for teleoperation shows a far less complex
communication structure than in the autonomous ser-
vice. From the communication graph and the catego-
rized event connections a system description with 44
clauses with 31 atoms and 22 observers was derived.

5 Related Research

There are many proposed and implemented systems
for fault detection and localization in autonomous sys-
tems. The Livingstone architecture by Williams and col-
leagues [Muscettola et al., 1998] was used on the space
probe Deep Space One to detect failures in the probe’s
hardware and to recover from them.

Model-based diagnosis also has been successfully ap-
plied for fault detection and localization in digital cir-
cuits and car electronics and for software debugging of
VHDL programs citefsw99.

In [Micalizio et al., 2006] the authors show how model-
based reasoning can be used for diagnosis for a group of

robots in the health care domain. The system model
comprises interconnected finite state automata.

In [Grosclaude, 2004] a model-based approach for
monitoring of component-based software was presented.
The behavior of software components were modeled by
Petri nets. Places in the net represent the state of a com-
ponent. Transitions model the interactions with other
components. These interactions, sending and receiving
of messages, were used to locate misbehaviors in a soft-
ware component.

Verma and colleagues [Verma et al., 2004] used par-
ticle filter techniques to estimate the state of the robot
and its environment. These estimations together with a
model of the robot were used to detect faults. The ad-
vantage of this approach is that it accounts uncertainties
of the robot’s sensing and acting and in its environment
because the most probable state is derived from unreli-
able measurements.

6 Conclusion and Future Work

In this paper we presented an approach which allows
the automated learning of communication models for
robot control software. The approach uses recorded
event communication. The approach is able to auto-
matically extract a model of the behavior of the commu-
nication within component-orientated control software.
A clear benefit of the approach is the fact that it is
able to derive a communication model even if the in-
formation about the system design is missing or incom-
plete. Moreover, the approach is able to derive a system
description which can be used for model-based diagno-
sis. The approach was successfully tested on IPC-based
robot control software like the rescue robot Lurker. IPC
is a widely used basis for robot control software. There-
fore, our approach is instantly usable on many different
robot systems. Moreover, the approach can be used for
model learning for any component-based software using
an event-based publisher-subscriber mechanism for com-
munication.

Currently, we are working on a port for Miro-based
systems. This even will increase the number of potential
target systems of our approach. Moreover, we work on
the recognition of the behavior of additional connection
types in order to enrich the generated models.

Moreover, we believe that the consideration of the con-
tent of the events will lead to significantly better models
and diagnosis. For the modeling the techniques of Qual-
itative Reasoning seam to be promising. But it is an
open question how such qualitative models can be auto-
matically learned from recorded data.
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Abstract
Fault adaptive control is an indispensable element
in the design of robust devices. Often, however, the
question arises, whether it is possible to add fault
adaptive control to existing devices with minimal
additional costs. We report our experiences learned
when integrating self reasoning capabilities with an
industry supplied prototype embedded system.
The self reasoning capabilities added to the device
rely on a rule set that stores all possible behavior
and includes information about unexpected faults,
the number of times a certain rule was activated,
and preferred behavior. At runtime the reasoning
engine tries to find sequences of rules that trans-
form the current system state to a goal state as spec-
ified in the rule set. We show how the rules that
form the system model can be extracted from ex-
isting C code and discuss the immediate gain in ro-
bustness on the basis of a real hardware fault.

1 Introduction
"Survival of the fittest", due to Spencer, still drives our econ-
omy. Companies that need to prevail in this highly competi-
tive environment are always searching for innovations so they
can outclass their competition. One main area of separation
thereby is product quality: Being able to offer the better prod-
uct at a similar or even lower price is what companies are
constantly trying to achieve.

For a company in the embedded systems domain, one pos-
sible piece in the puzzle is to offer products that feature a very
high degree of durability and robustness. If this can be com-
bined with maintainability and extendibility, the company has
a good starting position to keep an edge over the competition.

Robustness is a platform attribute, so every part of the
product design adds to the overall rating. For example, ro-
bust devices need a certain level of functional redundancy to
compensate for permanent component faults. Taking the Ar-
tificial Intelligence (AI) aspect from the bouquet of necessary
techniques, we quickly end at the problem of robust planning,
diagnosis, and repair. These aspects are complemented by the
business needs of preserving existing investments (i.e. exist-
ing code), low (better none) additional costs in order to use

AI techniques, and, very important, a flat learning curve of
newly introduced techniques.

We report of our experiences learned when integrating AI
techniques, fostering robustness, with an industry supplied
prototype embedded system. In particular the topics covered
are

• We describe the runtime engine used to control the de-
vice.

• We present the structure of the original control program,
written by an industry expert.

• We discuss how a model of the prototype was created
from the original code.

• We compare the two firmware versions, showing that the
runtime based version adds a significant level of robust-
ness.

• Finally, we give a discussion of experiences learned.

The main contribution of this paper is twofold: First, we
show how reasoning techniques can be introduced in an in-
dustry supplied product as evolutionary step. Evolutionary
thereby means to preserve the original firmware as much as
possible and to work with unchanged hardware. Second, we
show how the reasoning technique improves the system’s ro-
bustness even in very simple scenarios. One of the presented
scenarios thereby is a go/no-go one, meaning that the origi-
nal device would have suffered a complete functionality fail-
ure, while the device with added reasoning techniques still
provides most of the requested services. Finally, we add a
discussion of the difficulties encountered and the experiences
learned.

The paper is organized as follows: We start by presenting
the prototype system that was provided by our industry part-
ner and successively used to evaluate the integration of rea-
soning techniques. We need to give a brief overview of the
system architecture and the most important hardware compo-
nents, so that the implications of a component’s malfunction
can be anticipated. After laying out the basic architecture, we
introduce the chosen format of the system model and explain
how the reasoning engine on board the device uses the sup-
plied model to decide which action sequence to take. Having
sketched the hardware requirements and the runtime environ-
ment (i.e. reasoning engine), we discuss the process of cre-
ating a suitable system model from the existing firmware. In
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a next-to last section we evaluate the approach and discuss
related research. Finally, we conclude the paper.

2 System Architecture
In this section we give an overview of both, the software and
hardware architecture of the original device. In essence, we
describe the starting point of our efforts to improve the de-
vice’s reliability by including self reasoning capabilities. The
device, as sketched in this section, also serves as the sparring
partner for our advanced version: In Section 5 we’ll compare
the two versions of the device, which only differ in the pres-
ence of the reasoning engine.

The hardware design of the device is fairly straight forward
and simple. Because the device has to act autonomously, one
of the most important system components is a power mod-
ule: An accumulator is fed with electrical energy drawn from
a solar-cell array. At the same time, the accumulator also
feeds the main system with electrical power. In order to react
to dangerous battery conditions, some simple current moni-
toring circuit is present in the power module: In addition to
measuring the current flowing in (or out) of the accumulator,
the monitoring circuit also measures the accumulator voltage.
Via I2C bus the power-monitor is connected to the main sys-
tem.

The mentioned I2C bus also connects other peripheral
components with the main controller: Most notably are a
small display, a real time clock and an acceleration sensor.

While the power module is a very important subsystem,
the heart of the device still is a Microchip PIC 18F micro-
controller. The PIC runs the main control program that coor-
dinates all hardware modules, determining the device’s over-
all behavior. This also means that the micro controller is the
master on the I2C bus. Apart from the I2C bus, two UARTs
provide a direct connection to a GSM and a GPS module re-
spectively.

The main purpose of the device is to transmit informa-
tion about the current position to some remote terminal: The
preferred operation mode is to acquire position information
by using the GPS-component and send it by issuing a GSM
call. Relying on the GSM/GPS components alone, however,
is dangerous because a hardware defect in one of them poten-
tially renders the whole device useless. So an intelligent de-
vice should know about other (probably less preferred) ways
of how to transmit position information and choose among
them according to the situation it is in. This brings us to the
topic of the system software architecture.

Like any operating system, the firmware of the controller
has to run forever. If written in C, as in our case, it is therefore
reasonable to expect a while(true) loop in the main function.
Indeed, when inspecting the source code, which was provided
alongside the prototype, we immediately could identify the
main function looking as expected. Within a loop, some flags
are checked and the program flow branches accordingly. Con-
ceptually, this code represents a big switch-case statement.

For the further discourse, we have to mention that the PIC
micro-controller features two different priority levels of in-
terrupts. Semantically, this gives the device three priority
layers: If no interrupt occurs, the micro controller, simply

speaking, runs the main function (program). If a low priority
interrupt occurs, the controller interrupts the main program
and continues execution at the low priority interrupt vector
address. When servicing a low priority interrupt, or when
running the main program, a high priority interrupt will in-
terrupt the execution and the micro controller will continue
execution at the high priority interrupt vector address. Clever
use of priority management in connection with the timer in-
terrupt gives the system programmer a cheap way of doing
multi-programming.

Further inspection of the provided C code showed that the
industry expert relied on exactly the discussed pattern to im-
plement essentially two "threads" and an additional interrupt
layer: The main program is responsible for the GSM com-
munication, which, due to immanent timing constraints, has
lowest priority. The timer interrupt periodically starts another
task, thereby interrupting the main program. This second task
essentially calculates the position information and does some
I2C communication. Managing the UART buffers is done via
high priority interrupts.

This already concludes the description of our prototype
system. In the next section, we present our rule-set based
approach to add self reasoning capabilities to the device.

3 Self Reasoning

Because we’re working with an autonomous, embedded de-
vice, we cannot afford storing an overly complex system
model on-board: Reasoning about the system must be pos-
sible with bounded memory and bounded time. At the same
time we need a model that is high-level enough to allow easy
modification of behavior. In a first version, we settled for a
rule based system, because it has a flat learning curve and it
fits quite well to the hypothesis of the main program being a
big-switch-case construct (see previous section). Moreover,
extracting the conditions of this virtual switch statement for
inclusion in the rule set can well be supported by automated
techniques ([Wotawa and Krenn, 2007]).

We present a refined version of our system model that is
more explicit and has an easier to understand semantics be-
hind. The model is based on propositions that hold the cur-
rent believe state of the system. Observations of the outside
world are mapped by setting propositions true or false at fixed
times. Besides these propositions, rules are a central element
of our model: Rules interconnect different propositions and
also describe valid action sequences the system can trigger in
order to move the system to a valid goal state. Goals, thereby,
are simply specially treated rules. Whenever there are several
rules that "turn on" a proposition, we use a weight function to
determine the precedence.

3.1 Rule-Base

We need to give a few definitions in order to present the se-
mantics of the proposed rule based system. We start by defin-
ing the sets the system operates on:
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Propositions P

Memory M ⊆ P
Labels L

Rules R

Actions A

P contains all possible propositions. If a proposition is
believed to hold in the current world state then it is element
of the memory, hence M is a subset of (or equal to) P .
Definition (Rule). We define a rule as n-tuple:

Rule r = (label : l ∈ L,
guard :

∧

pi

pi ∈ P,

action :
∧

ai

ai ∈ A,

postcond : {
∧

op1(pi)

pi ∈ P,

pi occur only once, op1 ∈ Ops1∧

op2(li)

li ∈ L, op2 ∈ Ops2}

activity : a ∈ [0, 1]
damping : d ∈ [0, 1]
weight : w ∈ [0, 1]
max : m ∈ [0, 1]
profile : α : [0, 1] 7→ [0, 1])

op1, op2 denote an operation from the following sets:

Ops1 ={add(p ∈ P ) : M 7→M,

remove(p ∈ P ) : M 7→M}
Ops2 ={incweight(l ∈ L) : [0, 1] 7→ [0, 1]

decweight(l ∈ L) : [0, 1] 7→ [0, 1]}
Note that we restrict ourselves to post-conditions that only

have one add operation.
If the guard (including actions) of a rule holds, the sys-

tem guarantees the state described by the post-condition. The
activity factor (activity) is a number representing how fre-
quently the rule was chosen. The damping factor (damping)
indicates how frequently action predicates failed, when the
guard was satisfied. Note that this situation should never hap-
pen. If it does, the runtime system will run a repair action
that has to report success. The activity profile function α is
used for mapping the activity value activity of a rule to some
value in the interval [0,1]. The max value may be obtained
from α: In that case it represents the input value which causes
α to return a maximum value.
Definition (Activity Maximum). As already said, max can
be calculated from α, in which case we introduce a function

Max : ([0, 1] 7→ [0, 1]) 7→ [0, 1]

that takes a function α and returns the input value where α
becomes maximal. We need max for weight calculation, as
can be seen in the next definition.
Definition (Weight Function). Each rule gets assigned a
weight which is calculated by some function

γ : [0, 1]× [0, 1]× [0, 1]× ([0, 1] 7→ [0, 1]) 7→ [0, 1]

that calculates the weight as

γ(activity, damping,max, α) =

α′(activity) ·Abs(max− activity) · (1− damping)
We assume max = Max(α).
In order to be self contained, we briefly recapitulate the

rationale behind the weight model in the next subsection of
the paper. For more information we refer the interested reader
to [Krenn and Wotawa, 2007b]. However, before we discuss
the weight model in greater detail, we give the definition of
the interpretation of a rule.
Definition (Interpretation). A rule r is run by some function
I : M ×R 7→M defined as

I(M, r ∈ R) = M ′ with

M ′ =
{

M if guard(r) 6⊆M
M ∪ {p|add(p) ∈ postcond(r)}\
{p|remove(p) ∈ postcond(r)}

if guard(r) ⊆M
∧ action(r)

and

weight(r)′ = γ(activity(r), damping(r), profile(r))
and

weight(x)′ = weight(x) + c, ∀x ∈ R, l ∈ L :
(label(x) == l ∧ incweight(l) ∈ postcond(r))
and

weight(x)′ = weight(x)− c, ∀x ∈ R, l ∈ L :
(label(x) == l ∧ decweight(l) ∈ postcond(r))

Note that activity and damping factors, as outlined in the next
section, get updated by the system too. The constant c stands
for a user defined increment/decrement step.

When an action fails, M depends on the repair action func-
tion not discussed in the paper and commonly provided by the
developer. It is reasonable to assume M ′ = M in this case.

The power set of all rules Paths = 2Rules, if ordered
and understood as set of sequences, gives all possible paths
through the rule set. One path is a sequence of rules
(r1, r2, ..., rn). Running such a rule sequence means succes-
sive evaluation of each rule and, hence, a stepwise system-
state modification.

I(M, {r1, r2, ..., rn}) = I(I(M, r1), {r2, ..., rn})
I(M, {}) = M

Overly simplified, our reasoning engine constantly loops
through all goals, sorted by weight, and searches for a se-
quence of rules that transforms the current system state into
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the goal state, as specified by the guard of the goal. Whenever
the system has to decide between two different rules that add
the requested proposition to the memory, it uses a local-best
strategy and tries the rule with the highest weight first.

Having said that, failures during action execution influence
the future behavior of the device because failures increase the
damping factor. The damping factor, in turn, is used to calcu-
late the rule weight that is used to select between rules. The
next subsection presents the weight model in more detail.

3.2 Weight Model
After presenting the semantics of the rule logic in the preced-
ing section we need to give a more detailed explanation of
the weight function. Weight calculation, which is also pre-
sented in [Krenn and Wotawa, 2007b], is based on a quantita-
tive model taking past experiences, activity, and user’s pref-
erences into account. Thereby weight is calculated by γ(· · · )
and defined over the interval [0...1] with a saturating behav-
ior. Following parameters are needed by γ for weight calcu-
lation: (A) The current activity (activity) of a rule, (B) ex-
periences learned from past runs of the rule (damping), (C)
some max-activity point (max) and (D) some user-supplied
function α(activity) that takes the current activity of the rule
as input parameter. As already mentioned in the previous sec-
tion, we define:

γ(activity, damping,max, α) =

α′(activity) ·Abs(max− activity) · (1− damping)
where α′(activity) is the first derivative of α(activity).

α must not have arbitrary slope as α′(activity) · (max −
activity) has to be smaller than or equal to 1 in order for
γ to stay within bounds. Abs(max − activity) returns the
distance to the user-defined maximum activity in a linear way.
Finally, the last part of γ deals with experiences gained from
past runs of the rule. It uses a damping factor (damping)
which is a counter of failed attempts to execute the rule after
all conditions within the rule were determined to be true. As
already indicated, damping is defined on the range [0 · · · 1]
and we say 1− damping to be the desirability.

Both, the damping and the activity factor of a rule get de-
termined by the system during runtime in a predefined way.
Function α and the maximum activity max for a rule have
to be provided by the rule designer and serve the purpose of
influencing rule selection in two different ways: The maxi-
mum valuemax is used to specify how often a rule should be
selected over a given time frame whereas α is used to "cor-
rect", i.e. boost, the weight over a specified (user-selected)
activity range. Thereby α helps deciding between differ-
ent rules reaching the same goal in case max of both rules
has the same value. (α allows the developer to change the
slope of max − activity over a certain range.) We do not
especially demand for α to have its maximum at the place
of max but we demand a slope >= 1 until the specified
max. As already mentioned, the additional requirement is
that α′(activity) · (max − activity) <= 1 in order for γ()
to stay within bounds. (As we also stated that γ is saturated,
place-wise breach of this requirement won’t harm.)

After we have shown how to calculate the weight of a rule,
we give the rationale behind. It is assumed that all rules stored

void timer_isr(void)
{

WriteTimer0(15610);

runDBGTask(); // loop uart queue
runTIMTask();
runGSMTask();
runDBGTask(); // loop uart queue
runGPSTask();
runLEDTask();
runDBGTask(); // loop uart queue
runI2CTask();
runDISTask();
runRTCTask();
runACCTask();
runZIGTask();
runSIMTask();
runM2MTask();
runDBGTask(); // loop uart queue

INTCONbits.TMR0IF = 0;
}

Figure 1: Timer Interrupt Service Routine

within the knowledge base are considered to help the system
advance to a "good state". In other words, if the guard of a
rule is satisfied it is beneficial for the system to choose the
rule and run it1. The assumption is made here that after the
guard is satisfied all actions possibly attached to the rule will
carry out without error. The system monitors action execu-
tion and will increase the damping factor if it encounters an
unexpected error while executing the selected rule. This way
transient faults (and permanent ones) are masked from oc-
curring too often. Note that the system also will decrease a
damping factor, when a rule is run without failure and the
damping factor of the rule is greater than zero.

We belief that most of the time the developer has different
levels of activity in mind for different rules. In our system
we use user supplied max values to implement this behavior:
Depending where the user puts the maximum, the system will
run the associated rule with a given frequency. We want to
emphasize that no rule can be totally blocked from execution
in order to prevent the system to run out of run-able rules.

After sketching the system model, we discuss on basis of
an example how to derive the system model from existing C
code. For more rigorous discussion of the weight model, see
[Krenn and Wotawa, 2007b].

4 Bridging Two Worlds
One of the most important points in our work was to preserve
the existing firmware as much as possible and to match the
existing behavior of the system.

Figure 1 shows an excerpt of the original control program,
namely the low-priority timer interrupt service routine. It can
be seen that the supplied source code is well structured and
that different behavior is encapsulated very well. Unfortu-
nately, though, on closer inspection, we observed that in a few
tasks that are called from the timer interrupt routine, global
variables are decremented until zero. If a variable reaches
zero, some calculation is performed and the global variable is

1Provided that the rule is needed to reach a goal.
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again set to some value greater than zero: This pattern is used
to stretch the timer frequency for a particular task. In order
to use any runXtask function as action within the rule set, it
is necessary to separate the timer code from the code doing
the calculation. This is unfortunate, because it requires slight
changes to the existing C code.

An even bigger problem than the one described is the fact
that our rule based system, which was designed before we
had access to the final version of the prototype, did not take
the concept of multi-programming by using the timer inter-
rupt into account. As such it is not designed to emulate the
preemptive semantics that the interrupt offers. In fact the run-
time system does not know anything about interrupts because
a main idea of the design is that asynchronous events are sig-
naled by adding a proposition to memory. As the runtime
system is constantly trying to reach all goals it will - at some
point in time - pick up the new situation and react accordingly.
Of course we are aware of the fact that we cannot provide any
hard real-time semantics that way but we figured that we did
not need to provide any in the domain of tracking devices.
That said, our runtime offers a more flexible way of "schedul-
ing" the tasks than can be found in the original firmware.

Translating the code found in Figure 1 into a rule base is
quite straight forward: Each task (except for the DBG and
the GSM tasks) gets its own goal within the rule base. As
the developer can use γ and/or some proposition to tell the
system how often the goal should be reached, we can emulate
the timer-semantics found in the original version. As already
indicated, it is not possible to use this design pattern for the
GSM task: The reason is the use of concurrency as explained
below.

Figure 2 shows the main function of the original firmware.
As expected, we see some code doing the system initializa-
tion and a while(true) loop that keeps calling runM2M for-
ever. As already mentioned the main program runs at lowest
priority and is responsible for GSM communication to the re-
mote data terminal. Inside the runM2M subroutine we find
code like the following:

sendGSMData(m2mDialString);

m2mTimer = 10 * TICKS_PER_SECOND;
while (m2mTimer && !getGSMEvent(GSM_EVENT_CONNECT));

The major point here is that this code - in order to work
as expected - relies on a preemptive scheduler: The function
getGSMEvent polls a flag set from the runGSMtask function.
In addition, m2mTimer also is decremented by the timer in-
terrupt service routine. Consequently, the call to runGSMtask
has to occur while runM2M is running; otherwise, runM2M
won’t exit the shown while-loop. Because our rule base has to
work with existing code, we cannot help but preserve the orig-
inal behavior, which means that we cannot include runGSM-
task in the rule set. (RunGSMtask is not re-entrant safe.)

So the first task when creating a system model from exist-
ing code is to determine which functions are to be included in
the rule set. Due to several reasons (one shown) this cannot
be done fully automatically. The second task then is to derive
conditions under which these functions get called in the orig-
inal code. In [Wotawa and Krenn, 2007] the authors propose
a simple algorithm that helps deriving such conditions auto-
matically. In addition, the proposed algorithm also provides

void main (void)
{
OpenTimer0(...);
RCONbits.IPEN = 1;
INTCON2bits.TMR0IP = 0;
INTCONbits.GIEL = 1;
INTCONbits.GIEH = 1;

openGPSUart();
openGSMUart();

printROMLine(helloMessage);
printROMLine(versionMessage);
printCRLF();

initDBGTask();
initTIMTask();
initGSMTask();
initGPSTask();
initLEDTask();
initI2CTask();
initDISTask();
initRTCTask();
initACCTask();
initZIGTask();
initSIMTask();
initM2MTask();

printCRLF();

initM2M();

while (1)
{
runM2M();

}
}

Figure 2: Main Program

"glue code" where necessary. In the course of extracting an
initial rule set from the supplied C code we used a tool im-
plementing the particular algorithm to double check findings
manually derived.

Figure 3 shows the simple rule set - omitting the timing
information for clarity - we derived from the existing code.
Without going into too much detail about the rule syntax,
one can see that all functions found within the timer inter-
rupt service routine (except for runDBGtask and runGSM-
task) ended up being separate goals in the rule set. We
did not include runM2M directly but instead two subrou-
tines runM2M is calling: makeActiveCall and makePassive-
Call add the propositions "makeActiveCall" and "makePas-
siveCall" respectively. One of these two is sufficient to satisfy
the guard of the goal "goalDoGSMCom", making the system
reach the goal.

Finally we end up with a very simple and intuitive rule set
that, when presented to developers can be easily understood.
In fact it is so simple that one might be tempted to ask what
kind of advantage it brings? The first answer is a lot of flexi-
bility and at the same time a concise high level description of
what the system is supposed to do. What’s not so obvious is
increased robustness, as we’ll show in the next section.

5 Evaluation and Discussion
As probably everyone can imagine, systems in a prototype
stage have a life of their own. In our case, we were lucky be-
cause the system running the original firmware stopped work-
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/*timer interrupt translates to:*/
goalGpsTask: <= Do(System.runGPSTask);
goalLedTask: <= Do(System.runLEDTask);
goalI2CTask: <= Do(System.runI2CTask);
goalDisTask: <= Do(System.runDISTask);
goalRtcTask: <= Do(System.runRTCTask);
goalAccTask: <= Do(System.runACCTask);
goalZigTask: <= Do(System.runZIGTask);
goalSimTask: <= Do(System.runSIMTask);
goalM2MTask: <= Do(System.runM2MTask);

/*run M2M translates to:*/
makePassiveCall

<= Test(GSM_EVENT_RING) & Do(System.makePassiveCall);
makeActiveCall

<= !Test(m2mReportTimer) & Do (System.makeActiveCall);

goalDoGSMCom:
<= Reach(makePassiveCall) | Reach(makeActiveCall);

Figure 3: Rule Set

ing from one day to another. Commonly, this is quite a bad
situation but in our case it gave us a "real" hardware fault for
free.

While the supplied prototype was running fine for a while
it stopped operating at once. Judging from outside, the sys-
tem was a total loss, because it did not do anything. Using the
usual tools for in-circuit debugging, we quickly managed to
pin down the problem to the I2C bus. Technically speaking,
the system blocked within the runRTCtask function inside the
low-priority interrupt service routine when reading from I2C
bus. Going one level closer to hardware and by using an os-
cilloscope, we made the observation that one line of the I2C
bus was low all time. Simply speaking, a line stuck at zero
on the I2C bus means that the complete bus is locked all time
and no data can be transmitted anymore. Of course there are
lots of reasons why this can happen, but basically we got the
impression that one chip was pulling down the line. So we
had to find out which of the devices attached to the bus was
responsible for the bus malfunctioning. It turned out that the
power module was to blame: On close inspection we revealed
a faulty solder joint. As a direct consequence, the micro-chip
responsible for I2C communication and current/voltage me-
tering of the power module was not connected to supply volt-
age. After fixing the solder joint, however, the chip remains
dead and still pulls down the I2C bus. We hypothesize this
is because the chip was exposed to full accumulator voltage
without being connected to supply.

In summing up, a single component failure brought down
the whole system. Even worse, the error occurred in a not
very important part of the system: The hardware used for
sending and acquiring position information, that is the main
purpose of the device, was still working flawlessly!

Now we come back to our simple system model derived
from C code (shown in Figure 3) and give an additional an-
swer to the ’What for’ question. The main difference of hav-
ing a model of the intended behavior of the system and the
implicit representation in C code is evident: Calling the run-
RTCtask function for the self reasoning system is just one
possible behavior. The device anticipates that any action it
starts may return with an error or result in a timeout. It does

Prog. Memory Data Memory
original Firmware 8494 bytes 1528 bytes
model based FW 47996 bytes 3294 bytes

Table 1: Needed Memory

not expect that it can achieve all goals and switches behavior
accordingly if there is a problem running a particular action.
This means, for example, that in future iterations the system
will use another action (if available) to reach the goal. Hence,
it adapts to the fault. For further details and experiments re-
garding behavior switching, see [Krenn and Wotawa, 2007a].

In contrast, behavior created by running the original C code
does not possess this flexibility. In the worst case, as perfectly
demonstrated by our prototype, a minor defect may render
the whole device useless. Fixing this shortcoming directly
in code is tedious and error-prone. Having a high level de-
scription of the system’s correct behavior is by far the better
solution: The rule set can easily be extended and the new be-
havior of the device can be tested within a simulator before
loading it into the hardware.

In a second scenario, we tested the reactivity of our device
by issuing a GSM call. In the presented system model one
can see the test for the proposition "GSM_EVENT_RING".
When integrating our runtime with the provided C code, we
modified an existing function to set the proposition whenever
a ring event occurs. Although the response time of the system
was not as good as with the original firmware version, it was
good enough not to miss the event. Hence, the response time
is acceptable for the end-user. Unfortunately, though, because
of the sequential approach of doing one goal after another and
then updating the propositions, it is possible for the device to
miss a call in the worst case. This, however, occurs only if one
action surprisingly blocks and the system experiences a time-
out condition, which would be equal to the original firmware
version also blocking.

Table 1 compares the two different firmware versions in
size. Because the PIC micro-controller uses a Harvard archi-
tecture, it has separate program and data memory. That said
it is possible to use the program memory to store read-only
data, so a good part of the additional memory used in the
model based firmware is spent for representing the rule set.
Note that our implementation is not optimized and that our
firmware adds a real time operating system (RTOS) too. We
need the RTOS in order to terminate actions after a timeout.
Most of the added code and data comes from ready-to-use
components or is automatically generated from the provided
model. Areas left are:
• code necessary for interfacing the original C code
• code necessary for setting propositions in memory on

external events
• repair functions that the runtime will call in case an ac-

tion did not succeed
A more detailed overview of how much changes to the

original source code were necessary provides Table 2. As
can be seen, most of the changes are minor and related to the
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File Name +/- Lines Comment
acc_task.c 4/1 timer interrupt decrement
dbg_task.c 0/0 identical
dbg_uart.c -/- ext. changes due to RTOS
dis_task.c 0/0 identical
gps_data.c 0/0 identical
gps_fake.c 0/0 identical
gps_task.c 0/0 identical
gps_uart.c 0/0 identical
gsm_fake.c 0/0 identical

gsm_if.c 2/1 add GSM_EVENT_RING
gsm_task.c 0/0 identical
gsm_uart.c 0/0 identical
i2c_task.c 4/1 timer interrupt decrement
led_task.c 4/1 timer interrupt decrement

m2m.c 30/1 timer; add. extracted glue code
main.c -/- ext. changes (interrupt)

pwr_task.c 4/1 timer interrupt decrement
report.c 0/0 identical

rtc_task.c 5/2 timer interrupt decrement
sim_task.c 0/0 identical
tim_task.c 0/1 deleted sync. with interrupt
zig_task.c -/- empty file, identical

Table 2: Necessary Code Changes

timer interrupt decrement problem as discussed in Section 4.
In addition following changes were made: In dbg_uart.c we
added critical sections in order to avoid race conditions. To be
able to add the event GSM_EVENT_RING to the world state,
we changed the file gsm_if.c. Furthermore, we added auto-
matically extracted glue code to m2m.c. The main.c file had
to be modified in the area of interrupt handling, and we had
to out-comment the main function. All files of the original
firmware distribution (with listed modifications) are re-used
in our intelligent runtime.

As can be seen, adding self reasoning capabilities to em-
bedded devices increases computational cost. However, by
having a declarative knowledge base and a safety net in form
of a fault tolerant control layer, the developer does not have
to think about fault tolerance when implementing low level
functions which eases the developer’s task. Another property
of the declarative knowledge base is that the developer can
easily change the behavior of the device without having to
touch a single line of C code. These facts combined with an
easy to understand rule based model and a small execution
layer make the proposed solution a very good candidate for
adoption.

6 Related Research
Fault adaptive control is a major research area and therefore
it has been used in a multitude of systems (e.g. [Williams
and Nayak, 1997; Williams et al., 1998; Dearden et al., 2004;
Biswas et al., 2003]). Since so much research has been done
in that area, a lot of different techniques for robust planning,
and robust execution have been proposed. Most relevant to
our approach are [Saffiotti et al., 1995] and [Nilsson, 1994].

Multi-valued logic is used in [Saffiotti et al., 1995] to con-
trol intelligent agents. The authors also use weights to decide
between alternatives. In particular, degrees of truth of for-
mulas describing contextual (environmental) conditions are
used to weight the preferences of different coordinated activ-
ities, e.g., following a corridor. The authors also introduce
behaviors and goals and "relate behaviors to goals by defin-
ing the notion of goodness of a behavior for a goal." Behav-
iors are coordinated activities combined with contextual con-
ditions and object descriptors. They can be combined and,
thus, standard planning techniques can be used to generate
combinations of behaviors to satisfy given goals. Our pre-
sented approach as well as [Saffiotti et al., 1995] use weights
to select between alternatives. The biggest difference prob-
ably is that our approach wants to create a behavior (seen
from outside) by combining the effects of running all stored
(independent) goals from the knowledge base. Thereby γ de-
termines the number of runs of a goal. In difference to desir-
ability functions of [Saffiotti et al., 1995], γ is given by the
system developer. The damping factor is a measure for desir-
ability but it ignores the state the system is currently in and is
inferred from the past.

Our approach to fault adaptive control can also be com-
pared to TR-programs [Nilsson, 1994]. The biggest differ-
ence between our approach and TR-programs is in action
selection and real-time capability: Our approach relies on
γ functions and discrete time steps. It does not guaran-
tee real time capabilities while TR-programs (consisting of
TR-sequences) have a fixed priority order and real-time, cir-
cuit semantics. TR-programs also feature durative actions
while our approach is based on finite actions we need in
order to simplify repair. Nevertheless it is entirely possi-
ble to extend our approach to cope with durative actions by
e.g., introducing new predicates "StartAction(<action>)" and
"StopAction(<action>)". TR-programs always evaluate all
conditions. This is different to our approach, as we have dis-
crete evaluation points. It is possible to hierarchically com-
pose TR-sequences. While we cannot directly compose rule
sets, we can compose a system that comprises several runtime
systems.

7 Conclusion

We gave an overview of our approach to fault adaptive control
in embedded systems. In particular we showed how to extend
traditional embedded systems firmware with a self reasoning
layer that selects actions based on information provided by a
system model and experiences from past runs of an action.

In our experiments we showed that simple hardware faults
can be handled in a smooth way preventing the whole sys-
tem from being permanently inoperable. Hence, the proposed
knowledge-based system, which uses a model of the avail-
able system’s actions and intentions, increases robustness. In
contrast to the more traditional model-based diagnosis ap-
proach, our approach does not explicitly provide fault local-
ization. Instead the approach provides means for automated
re-configuration and function degradation depending on the
available functional redundancy.
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Abstract

Diagnostic tasks often need to make the deci-
sion of what measurement to make or what ac-
tion to take in order to resolve ambiguities in di-
agnosis. Intuitively one would like to seek the
most “informative” choice. In the paper, we for-
malize this intuition and propose an information
criterion for evaluating and comparing measure-
ment/action choices based on their information
contribution. The criterion is mutual information,
an information-theoretic concept measuring statis-
tical dependence. The information criterion gives a
precise quantitative metric to differentiate the qual-
ity of measurement/action choices. We use a few
concrete example in two separate paradigms, probe
selection in circuit diagnosis and test generation in
production plants, to illustrate the mutual informa-
tion criterion. Despite the apparent differences of
the two paradigms, the information criterion works
coherently. We demonstrate how different probing
actions or test plans vary in their information val-
ues.

1 Introduction
A significant challenge in diagnostic tasks is to identify what
new measurements to make next or what new experiments
to try next in order to resolve ambiguities quickly. These
two tasks are often termed “active probing” and “test gen-
eration”. While their goals are clear, the actual practice of se-
lecting probing locations and designing test is more art than
science. In this paper, we outline a general conceptual frame-
work which unifies the tasks of selecting probing locations
and test plans based on the concept of mutual information.
The basic idea is simple: not all probing and test choices are
equal; some are more informative than others. In this pa-
per, we formalize the intuition using an information theoretic
concept, mutual information. It provides a single metric to
precisely evaluate the amount of information that a probing
measurement or a test plan are expected to bring to the diag-
nostic problem. Using this metric, different choices can be
compared fairly.

In this paper, we focus on the information evaluation cri-
terion rather than the overall diagnosis. Figure 1 shows the

Probe selection
or test generation

Info search
criterion

observation
taking

belief update

Figure 1: Scope of this paper: we will only focus on the in-
formation criterion (the block with thick border).

general flowchart of sequential diagnosis. Based on a cur-
rent diagnosis belief, one may decide where to make ob-
servations. This is the top block in the diagram marked as
“probe selection or test generation”. The measurement is then
taken, and used to update the belief via some inference mech-
anism such as a GDE (General Diagnostic Engine) [de Kleer
and Williams, 1987] or a Bayesian inference engine [Berger,
1995]. With the updated belief, the probe selection/test gen-
eration process may repeat to find the next suitable action.
In this paper, we will not address the inference or the mea-
surement process, but only focus on the probe selection/test
generation part. Furthermore, this part involves an informa-
tion evaluation criterion to measure the quality of different
choices and a search strategy to find the optimal choice. The
search is a sophisticated problem by itself. We will not ad-
dress the search problem in this paper, but only show that the
information criterion provides accurate heuristics to guide the
search. The focus of this paper is on the information criterion
(the block with thick border in Figure 1).

The information criterion for evaluating probe and test se-
lections is most useful if active probing and test execution
incurs a non-negligible cost. This is often the case as spe-
cial equipments or technician labor are needed. On the other
hand, if the probing and test execution is nearly effortless,
then evaluation and selection would not be a problem. The
burden is shifted to the inference part: being able to update
the diagnosis in the presence of a large amount of test ev-
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idence. In this paper, we restrict our discussion in the for-
mer case; furthermore, we assume that all probing actions
or test plan executions incur a uniform cost. If the cost is
non-uniform, we can devise the selection strategy to strike a
balance between two competing goals: finding an action with
the best information content, and yet keeping the action cost
low. Action cost is typically known prior to taking the ac-
tion, and our information criterion provides a metric for the
information content.

In this paper, we first explain in Sec. 2, on an abstrac-
tion level, how the information criterion is formulated, com-
puted, and used to guide the decision of which measurement
to take. Then the information criterion is instantiated in two
separate paradigms: (1) probe selection in circuit diagnosis,
and (2) test plan generation in production plants. These two
paradigms are conceptually different and have been addressed
via quite different techniques, but we show that they share
the common need for informative measurements, and can be
unified under the information criterion. In Sec. 3, we show
the information criterion for active probing in circuit diag-
nosis with two concrete examples: a simple linear cascade
of inverter and a full adder. Our analysis shows that differ-
ent probing locations vary a lot in terms of their information
content, and the best probe location depends on the fault as-
sumptions. In Sec. 4, we explain the information criterion
for the plan selection in modular production plants. In this
case, the information criterion takes a simple form and can
be evaluated efficiently. In Sec. 5, we discuss a few possible
extensions of the information criterion. The paper concludes
with Sec. 6.

2 Mutual Information Criterion
To measure the information content, we consider mutual in-
formation, a concept rooted in information theory measuring
statistical dependence. It is a commonly used metric for char-
acterizing the performance of data compression and classifi-
cation [Cover and Thomas, 1991].

For illustration, we use the following notation.1 Let X be
the underlying diagnostic state, for example, the bit-vector
011000 if the only second and third module have fault. Let
Y be the observation, for instance, the measurement obtained
at a probing location, or the outcome of a test plan execution.
Note that X and Y are both random variables. The mutual
information between X and Y is defined as an expectation:

I(X ; Y )
4
=

∑

x,y

[
p(x, y) log

p(x, y)
p(x)p(y)

]
. (1)

Conceptually, it measures the amount of information (in bits
if logarithm is in base 2) the observation Y tells about the un-
derlying diagnosis state X . It is non-negative, and is equal to
zero if and only if X and Y are independent, in which case,
measuring any value of Y has no implication on refining the
underlying diagnosis X , hence has zero information content.
In practice, we should avoid such an irrelevant observation,

1We use the standard notation, with upper case symbols denot-
ing random variables and lower case symbols denoting a particular
realization.

but rather make an observation that reveals as much informa-
tion as possible regarding X .

In diagnostic tasks, observations are made from probing
locations or test executions. Hence Y is actually implicitly
parametrized by the probing location or the test plan. To em-
phasize this, we use Ym, with m denoting the measuring ac-
tion. The goal for probe/plan selection is to find the m such
that I(X ; Ym) is maximized. This involves search over all
possible plans; we will not address the search problem in this
paper. Rather, it is straight-forward to compare probes/plans.
For example, given two choices m1 and m2, we say m1 is
more informative and preferable than m2 if,

I(X ; Ym1) > I(X ; Ym2). (2)
Mutual information admits an entropy interpretation. En-

tropy (and conditional entropy) has been an well-accepted
and widely-used metric for uncertainty. For a random vari-
able X with probability distribution p(x), its entropy is de-
fined as H(X)

4
=

∑
x

[
p(x) log 1

p(x)

]
. The entropy measures

the uncertainty in the random variable; the bigger, the more
uncertain. It also serves as a bound for diagnosis task: to
resolve ambiguities in a diagnosis problem with entropy of
h bits, the number of tests we need on average is at least h.
Mutual information can be connected to entropy via the fol-
lowing form:

I(X ; Y ) = H(X) − H(X |Y ), (3)
where H(X) is the entropy of X , and H(X |Y ) is the entropy
of X conditioning on observing Y , i.e., the “remaining uncer-
tainty” after the observation. Maximizing I(X ; Ym) is equiv-
alent to minimizing H(X |Ym). This is equivalent to say: we
would like to select the best probe/plan, which leaves as little
uncertainty as possible. This intuition of minimizing condi-
tional entropy is used for example in the General Diagnostic
Engine (GDE) [de Kleer and Williams, 1987].

To calculate mutual information, we take advantage of the
symmetry of mutual information, i.e., I(X ; Y ) = I(Y ; X).
The amount of information that Y tells about X is equal to
the amount that X tells about Y . Exchanging X and Y in (3),
we have

I(X ; Y ) = H(Y ) − H(Y |X) (4)
Although (3) and (4) are equivalent, the latter is often much
easier to compute, since it uses the observation likelihood
p(y|x) which is often known a priori. In contrast, (3) uses
the posterior belief p(x|y), which is a lot harder to compute.

Mutual information has been used as an evaluation and se-
lection criterion in a number of applications. For example,
[Liu et al., 2003] uses mutual information to decide which
sensors to activate in the context of tracking a moving tar-
get. Similarly, [Hoffmann et al., 2006] uses an information
criterion to control a fleet of robots, sending robots to most
advantageous locations. Medical researchers have used mu-
tual information to guide feature selection to diagnose human
lung cancer [Tourassi et al., 2001]. Related to machine diag-
nostics, [Verron et al., 2007] used a similar criterion in pro-
cess diagnosis based on Bayesian networks. Its information
criterion is derived for continuous health states. In this paper,
we extend this framework to the discrete diagnostics domain
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a b c d e

Figure 2: Cascaded Inverters.

and make connections between high-level intuitions and pre-
cise information evaluation.

3 Probe Selection
Circuit diagnosis is a canonical example of model-based rea-
soning. In this paradigm, a number of techniques have been
proposed. The early GDE work [de Kleer and Williams,
1987] proposes a minimum entropy criterion that determines
what measurements to make next: the one minimizing the
conditional entropy of candidate probabilities resulting from
the measurement. This is well aligned with our information
criterion. In this section, we extend this early work to a vari-
ety of fault assumptions.

Here we use a simple example of a cascade of inverters
(Figure 2). The same circuit was also used as a working ex-
ample for illustration in [de Kleer and Williams, 1987]. An
inverter gives youtput = ¬yinput if it is working properly. An
inverter that has a fault may produce wrong output. In the
strong fault assumption, we assume that faulty inverter op-
erates in a known way. Or one may retreat to a weak fault
assumption, assuming that a faulty inverter operates in an un-
known way and produces incorrect output for some inputs.
In practice, intermittency of fault may add further compli-
cations. For instance, a faulty component may not always
malfunction. Its malfunctioning is a random event with prob-
ability q due to unknown environmental conditions. The di-
agnosis of intermittent fault has been addressed for example
in [de Kleer, 2007]. In the analysis below, we consider four
combinations: strong and weak faults, persistent (q = 1) and
intermittent (0 < q < 1), and show how the fault assumption
affects the optimal probing locations.

In this example, with four cascaded inverters, the un-
derlying hypothesis space contains 16 hypotheses: X =
{0000, 0001, . . . , 1111}. Active probing in this case is to
compare the probing locations m = {a, b, c, d, e} and com-
pute the respective mutual information values I(X ; Ym).

3.1 Strong fault models, persistent
In the strong fault case, a faulty inverter operates in a known
way, e.g., youtput = yinput. In practice, the input/output rela-
tionship of a faulty component can be learned via diagnostic
inference. To evaluate the mutual information, we first need
to specify the observation likelihood model p(ym|x). Note
that in this linear cascaded inverter example, we have,

p(ym|x) =
∑

(y1,...,ym−1,ym+1,...,yK)

p(y1, y2, . . . , yK |x), (5)

where K is the total number of components in the linear cas-
cade (K = 4), and

p(y1, y2, . . . , yK |x) = p(y1)
∏

i

p(yi+1|yi, xi) (6)

Persistent Intermittent Persistent Intermittent
strong strong weak weak

q = 0.1 q = 0.1
a 0 0 0 0
b 0.988 0.7648 0.849 0.755
c 0.961 0.7652 0.839 0.757
d 0.721 0.585 0.633 0.579
e 0 0 0 0

Table 1: The mutual information I(X ; Ym) for different prob-
ing locations m = {a, b, c, d, e} in the cascaded inverters ex-
ample. The bold fonts mark the best probing location (with
maximal I(X ; Ym)). The prior knowledge is that four invert-
ers may have fault with probability 0.2, 0.1, 0.1, 0.1 respec-
tively. The table is evaluated after the observation a = 1, e =
0.

The individual term p(yi+1|yi, xi) is the property of the i-th
inverter module, with yi as its input and yi+1 as the output.
The variable xi is 0 if the i-th inverter has no fault and 1
otherwise.

The component-wise likelihood function is the following:

p(yi+1|yi, xi) =





1 if yi+1 = ¬yi and xi = 0;
0 if yi+1 = yi and xi = 0;
1 if yi+1 = yi and xi = 1;
0 if yi+1 = ¬yi and xi = 1;

(7)

Plugging the component-wise likelihood into (6) to get the
joint distribution p(y1, y2, . . . , yK |x) and marginalizing (as
in (5)) to obtain p(ym|x), we can evaluate the mutual infor-
mation.

Under the strong fault assumption, given any hypothesis
x and initial input at point a, there is no uncertainty in the
output of any inverter, hence the second term H(Ym|X) = 0.
Therefore, we simply have I(X ; Ym) = H(Ym).

To illustrate the information criterion, let us consider a con-
crete example. For the cascaded inverters show in Figure 2,
with input a = 1 and output e = 0, there must be some-
thing wrong with this circuit, and the diagnostic task needs
to decide which location to probe. The mutual information
I(X ; Ym) for different probing locations m = {a, b, c, d, e}
is listed in Table 1 (second column) under the strong per-
sistent fault assumption. The initial condition is that the in-
verters A, B, C, D are independently faulty with probability
0.2, 0.1, 0.1, 0.1 respectively. The best probing location in
this case is b, immediately after the first inverter. This is in-
tuitive, given that inverter A is most likely to have fault than
others. The two ends a and e has zero information value,
since we already know their values a = 1 and e = 0.

The preceeding likelihood function (7) was derived by di-
rect inspection. Model-based diagnosis algorithms such as
GDE compute p(ym|x) through first principles reasoning
from a description of the system. For example, the 1st line
of equation (7) is inferred from the fact that a correctly work-
ing inverter (xi = 0) always (p(yi+1|yi, xi) = 0) inverts its
output (yi+1 = ¬yi). For more details of such algorithms
see [de Kleer and Williams, 1987].
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3.2 Strong fault models, intermittent
The component-wise likelihood function is:

p(yi+1|yi, xi) =





1 if yi+1 = ¬yi and xi = 0;
0 if yi+1 = yi and xi = 0;
q if yi+1 = yi and xi = 1;

(1 − q) if yi+1 = ¬yi and xi = 1;
(8)

To evaluate mutual information, we need to compute
p(ym|x). Starting from point a, the probability of p(yi+1|x)
can be evaluated recursively from p(yi|x), until reaching the
probe location m. We use the shorthand notation pi(b) for
p(yi = b|x) with b = 0, 1. The evaluation is recursive:

pi+1(b) =
{

pi(¬b) · q + pi(b) · (1 − q) if xi = 1
pi(¬b) if xi = 0 (9)

Through the recursion, we can push to the probe location m
to evaluate the outcome probability p(ym = b|x), and then
compute the mutual information I(X ; Ym) as in (4).

The analysis above does not assume that all inverters have
the same intermittent parameter q. On the other hand, if they
have the same q value, it further simplifies into

p(ym|x) =
{ ∑

even k

[
Ck

Nqk(1 − q)N−k
]

for ym = a∑
odd k

[
Ck

Nqk(1 − q)N−k
]

for ym 6= a
(10)

Here N is the total number of modules that have fault be-
fore the probing location m in the hypothesis x, i.e., N =∑

i=1,...,m xi. This result is also easy to understand: if the
outcome at probing location m is the same as a, then there
must be an even number of malfunctioning inverters between
a and m, which can be chosen randomly from a total of
N possible faults. Hence the probability has the Ck

N term
and the polynomial term with even k. Same for the case of
ym 6= a, which must have an odd number of faults. From
p(ym|x), we can evaluate H(Ym|X).

The third column of Table 1 shows the comparison of prob-
ing locations under the intermittent strong fault assumption.
The best probing location is c instead of b as in the previous
two cases. On the conceptual level, the output at a good prob-
ing location should have a decent probability of observing an
actual malfunctioning unit. If that probability is too low, one
cannot learn much from the measurement. In the intermittent
fault case, the small q value means that the malfunctioning is
rarely occurring. This causes the best probing location to shift
towards the middle. In this example, if we observe c = 0,
then there must be a fault in the first two inverters; if c = 1,
then the last two inverters must have a fault.

3.3 Weak fault models, persistent
In the weak fault model, the observation likelihood is the fol-
lowing:

p(yi+1|yi, xi) =





1 if yi+1 = ¬yi and xi = 0;
0 if yi+1 = yi and xi = 0;

0.5 if yi+1 = 0 and xi = 1;
0.5 if yi+1 = 1 and xi = 1;

(11)
In this case, the mutual information criterion is the following:

I(X ; Ym) = H(Ym) − pU
m, (12)

where pU
m denotes the probability that the outcome at m is

unknown. The derivation is straight forward: at any given
measuring location m, with any particular hypothesis x ∈ X ,
its outcome can be 0, 1, or unknown. For instance, with
a = 1, e = 0, the no-fault hypothesis {0000} is ruled out.
With the remaining hypotheses, the measurement at loca-
tion b has a few possible values: (i) 0 under the hypothe-
ses X0 = {0001, 0010, 0011, 0100, 0101, 0110, 0111}, since
the first module has no fault; (ii) 1 under the hypothesis
X1 = 1000 since the last three modules have no fault; and
(iii) unknown under all other remaining hypotheses XU . The
conditional entropy

H(Y |X) =
∑

x∈X
H(Y |X = x)p(x) (13)

This sum can be broken down into three sets: over the set X1,
the conditional entropy is 0 since the outcome is determinis-
tic with value 1; same for the set X0. The only remaining set
is XU , in which each hypothesis x has a corresponding con-
ditional entropy H(Y |X = x) = 1 bit from the equal prob-
ability 0/1 outcome, and the whole set has an accumulated
probability of pU

m. Putting them altogether, we have (12).
The fourth column of Table 1 shows the I(X ; Ym) values.

Similar to the persistent strong fault case, the best probing
location is b.

The prior work [de Kleer and Williams, 1987] proposes
a minimum entropy criterion of selecting m to minimizes
H(X |Y ). Through a lengthy derivation, its entropy criterion
is −H(Ym) + pU

m log M , where M is the number of distinct
values that Ym can take. This is exactly the same as in (12).
The mutual information derivation is much simpler, and can
be readily generalized to a variety of fault assumptions.

3.4 Weak fault models, intermittent
For the weak fault, intermittency will make the output less
random. The component-wise likelihood function is:

p(yi+1|yi, xi) =





1 if yi+1 = ¬yi and xi = 0;
0 if yi+1 = yi and xi = 0;

q/2 if yi+1 = yi and xi = 1;
1 − q/2 if yi+1 = ¬yi and xi = 1;

(14)
The q/2 in the third line comes from the fact that a faulty
module malfunctions with a probability of q and in that situa-
tion, the probability of observing a wrong output is 0.5 due to
the weak fault assumption. In this particular cascaded inverter
example, the intermittent weak fault case is identical to the
strong intermittent fault case, except with a new q value. The
mutual information criterion can be computed in the same
way.

The last column of Table 1 enumerates the mutual infor-
mation values under the intermittent weak fault assumption.
The best probe location is c. Another thing to note in Ta-
ble 1 is that the information content decreases when the faults
become intermittent. The persistent strong fault column has
the highest values. This is because the observation likelihood
model is very informative: observing the input and output
of any inverter, one can immediately say whether the inverter
has fault. In the intermittent weak fault assumption, the input-
output observation is hardly conclusive: observing a correct
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Figure 3: Full adder.

Persistent Intermittent Persistent Intermittent
strong strong weak weak

q = 0.1 q = 0.1
x 0.773 0.049 0.368 0.042
y 0.440 0.003 0.100 0.001
z 0 0 0.889 0.808

Table 2: The mutual information I(X ; Ym) for different prob-
ing locations m = {x, y, z} in the full adder circuit. The
bold fonts mark the best probing location (with maximal
I(X ; Ym)). Each module is assumed to have fault with prior
probability 0.2. The table is evaluated for inputs {a = 1, b =
1, ci = 0} and outputs {q = 1, co = 1}.

input-output pair does not mean the inverter is good. One
can conclude the inverter is bad only when a malfunctioning
shows up and the output happens to be wrong, but this is a
very rare event by the intermittency nature. Hence we see
this information value decreasing as we retreat to weaker and
weaker assumptions.

3.5 Another example: full adder
Another example is the diagnosis of a full adder, shown in
Figure 3. It exhibits a level of sophistication lacking in the
previous example, but typical in real circuits: the gates are
diverse, and the connections are non-linear. We show that the
mutual information criterion can be used to guide the probe
selection in this representative circuit.

The full adder takes three inputs: a, b, ci (carry-in), and
produces two outputs q and co (carry-out). With inputs
{a = 1, b = 1, ci = 0} and outputs {q = 1, co = 1}, it
is clear that the circuit is incorrect and needs diagnosis. The
possible probe locations are x, y, and z. Which one to probe
is the choice that need to be made. We again consider four
fault combinations. For the strong fault model, we assume
the following: (1) any faulty XOR gate operates like an OR
gate; (2) any faulty AND gate operates like a NAND gate; and
(3) any faulty OR gate operates like a NOR gate. These are
assumptions for illustration in this paper, and should be ad-
justed accordingly in real diagnosis problems. For the weak
fault model, we assume any malfunctioning gate produces 0
or 1 with equal probability.

Table 2 lists the results under a variety of fault assumptions.
Notice a few things from the table:
• Not all probing locations are equal, and some could even

be useless. For instance, probing the location z un-

der the strong fault model (the second column, the last
row) has zero information. Due to the strong fault as-
sumption, only a handful of fault combinations could
have produced the observed input/output relationship.
Concatenating the gates in the order (X1,A1,X2,A2,O1),
the only possible fault combinations are: X ={10000,
10010, 10100, 10110, 11001, 11010,11101, 11110}.
Under all these combinations, we will have z = 1.
Hence probing at z does not contribute to the diagnosis.

• The best probe location changes as the fault assumption
varies. For instance, the best probe location under the
strong fault model (the second and third columns) are x,
while the best probe location under the weak fault model
(the last two columns) is z.

• With fault intermittency, the probing action becomes
less informative. This is consistent with what we ob-
served in the cascaded inverters example.

3.6 Extension: test vector generation
One diagnosis strategy is to choose suitable test vectors.
By varying the input to the circuits, for instance, the input
{a, b, c} to the full adder, one may isolate faults and help the
overall diagnostic task. Similar information criteria can be
extended to test vector selection: to choose the most infor-
mative test vector. The same mutual information evaluation
mechanism can be used. Instead of evaluating I(X ; Pm) and
choose the best probe location m, we can change the vari-
able m to be the input test vectors, or even the combination
of probe locations and test vectors. The detailed evaluation
would be different, but the general idea of using mutual in-
formation to differentiate the quality of test choices remains
the same. One direct approach to find the next best test vector
is to apply GDE’s approach to every possible input vector.

4 Plan Selection
A common diagnostic problem is the diagnosis of a pro-
duction plant. A product often goes through many steps or
modules in the manufacturing process. When the outcome
is unsatisfactory, one needs to diagnose which step or steps
have caused the problem. In this section, we use PARC’s
prototype modular printer (shown in Figure 4) for illustra-
tion. This printer has over 170 independently controlled mod-
ules and many possible paper paths; the redundancy enables
high-speed high-throughput printing [Ruml et al., 2005]. The
product in this case is a paper sheet, which enters from the left
and exits on the right. It may go through paper path modules
(dark black edges with small rollers in the figure) and printer
modules (the 4 large rectangles). At the output, we may ob-
serve a fault; the most commonly observed is a damaged pa-
per (wrinkled, ripped, or dog-eared). Unlike active probing
in circuit diagnosis, we cannot make observations at arbitrary
modules before a paper sheet exits. What can be leveraged is
to control which modules the paper sheet goes through. For
example, if we suspect the top-right printer module to have a
fault but not the other three printer modules, we may control
the path so that (1) it avoids the top-right printer if we want
to maintain a working system, or (2) it passes the top-right
printer, if our goal is to diagnose the suspected fault.
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Figure 4: PARC’s prototype printer. It consists of two towers
each containing 2 printers (large rectangles). Sheets enter on
the left and exit on the right. Dark black edges with small
rollers represent possible paper paths.

Although we use the prototype printer as our illustration
vehicle, the analysis in this section is general and can be ex-
tended to the diagnosis of many production plants. At the ab-
straction level, the problem of plan selection is to choose the
most informative production plan P to maximize the informa-
tion content I(X ; YP ), where X is the underlying diagnosis
state, and YP is the outcome of the production plan, which
is binary-valued: 0 for success plan, and 1 for unsuccessful
(e.g., damaged paper sheet).

4.1 Single intermittent fault
In practical situations, the number of potential faults is small.
A simplification of the diagnostic problem is to assume that
the whole system has at most one fault, known as the single
fault assumption. It reduces the diagnosis space from expo-
nential 2M to M , where M is the total number of modules,
i.e., X = {1, 2, . . . , M}. We further assume that if a module
i has fault, it has an intermittency probability of qi.

The question is how to diagnose this modular printer when
a fault has been observed? A common divide-and-conquer
scheme is to devise a plan P to go through only half of the
modules. If the plan observes a fault, that means P contains
the fault, and the other half that P excludes is cleared of sus-
picion. If the plan is successful, then P is cleared, and the
fault must be in the other half. In this way, every plan dis-
sects the diagnosis space by half. This divide-and-conquer
strategy is used for example in [Kuhn et al., 2008].

The strategy can be generalized via the mutual informa-
tion criterion. In the production plant abstraction, each faulty
module can damage the product with an intermittent proba-
bility q if it is included in the production plan P , i.e., with the
observation likelihood:

p(yP |X = i) =





0 if y = 1 and i /∈ P ;
1 if y = 0 and i /∈ P ;
qi if y = 1 and i ∈ P ;

1 − qi if y = 0 and i ∈ P ;

(15)

Define H
(i)
q as the entropy corresponding to the binomial dis-

tribution qi, i.e., H(i)
q

4
= −[qi log qi+(1−qi) log(1−qi)]. The

mutual information can be evaluated in the following form

I(X ; YP ) = [−y0 log y0 − y1 log y1] −
∑

i∈P

piH
(i)
q , (16)

where y0 is the probability of observing a success, y1 is the
probability of observing a failure. The derivation follows
from (4). The first term (the bracketed term) is H(YP ),
and one can easily verify the second term is H(YP |X) =∑

i∈P piH
(i)
q .

An interesting special case is when all faults are persistent,
i.e., qi = 1 for all i. In this case, all H

(i)
q = 0, and the second

term in (16) vanishes. The mutual information is hence only
−y0 log y0−y1 log y1, maximized when y0 = y1 = 0.5. This
means the path P should go through half of the probability
mass, i.e.,

∑
i∈P pi = 0.5. This is a generalization of the

divide-and-conquer strategy above.
In the intermittent fault case, the second term is non-zero

and can be considered as a “correction” term due to the in-
termittency. When all the modules have the same qi value
(this is likely in the paper path modules which all have the
identical design), the mutual information can be further sim-
plified. It can be evaluated as the function of a single variable
w =

∑
i∈P pi:

I(X ; YP ) = − [wq log wq + (1 − wq) log(1 − wq)] − wHq

(17)
Note it is very easy to evaluate: given any plan P , we can
obtain w as the summation of the probability mass along the
plan, then plug in to obtain the corresponding mutual infor-
mation value. The computation only involves several addi-
tions and multiplications.

Now consider the more complicated problem of plan gen-
eration. The optimal plan should maximize I(X ; YP ). Since
w is the only variable, the optimal value of w can be derived
from simple calculus, and is

w = 1
q(2Hq /q+1)

(18)

When q → 0, w is asymptotically approaching 1
e . For

q ∈ (0, 1], w takes value from 1
e to 1

2 . This is an interest-
ing result: as the faults become less likely to show, we should
include less probability mass in the plan P . If the plan comes
out with a damaged product, the rest of the probability mass
not included in P is ruled out by the single fault assumption.
On the other hand, if the plan comes out without showing any
damage, the modules in P cannot be ruled out due to inter-
mittency, but have to be tested further.
Implication to the search: The original path search prob-
lem, i.e., searching for the best path P which has the maxi-
mal information gain, has been reduced to a much simpler yet
equivalent problem of searching for a path P , which has an
accumulative probability closest to a target value w. The lat-
ter problem is simple because the accumulative probability of
the path is additive by nature. Handling a cost function that is
additive helps the search problem tremendously, because (1)
the order of modules in the path does not matter, (2) sub-paths
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can be summarized from their contribution to the overall cost
function, and (3) it enables tree pruning.

Given the target value w as in (18), efficient search al-
gorithm can be used to find the best plan. The target-value
search strategy proposed in [Kuhn et al., 2008] tackles this
problem, It starts from the product entrance (or exit), grows
the search tree, and prunes it by establishing upper- and
lower-bounds on the deviation of the accumulated probability
to the target value w. The search is very efficient. Interested
readers may refer to [Kuhn et al., 2008] for details.

4.2 Multiple faults
We extend the analysis to multiple faults. For simplicity, we
assume all modules have identical q values. The diagnosis
space is x = (0/1, . . . , 0/1), where the i-th element value is
an indicator function regarding whether this module has fault.
For each possible diagnosis, we have a probability p(x).

To evaluate the mutual information I(X ; Y ) = H(Y ) −
H(Y |X), we compute the two terms as follows.
• The first term H(Y ) is the entropy corresponding to the

binomial distribution (y0, y1), with

y0 = p(y = 0) =
∑

x

p(y = 0|x)p(x) (19)

=
∑

x

(1 − q)k(x,P )p(x) (20)

here k(x, P ) is the number of faulty modules that P goes
through. : k(x, P ) =

∑
i∈P xi. k is a random variable

with a distribution p(k). The distribution can be derived
from the diagnosis belief p(x) and the plan P . With p(k)
computed, we have y0 =

∑
k(1 − q)kp(k).

• For any given value of k, the outcome is 0 with proba-
bility (1 − q)k and 1 with probability 1 − (1 − q)k, and
we use Hk to denote the entropy corresponding to this
distribution. The conditional entropy is

H(Y |X) = H(Y |K) =
∑

k

p(k)Hk (21)

A potential path P affects the cost function only over k and
its distribution, i.e., the number of faulty modules it passes. If
two different paths offer the same distribution of k, they are
essentially the same from the mutual information perspective.
Given any plan P , we can evaluate p(k) and Hk.

Note the following a few special cases:
• If q = 1, the second term is 0, and the optimal for the

first term is y0 = y1 = 0.5 (selecting a path which has
equal chance of observing a damaged/undamaged pa-
per). This is the same as p(k = 0) = 0.5, i.e., with a
probability of one half, all the modules in P are good.

• Consider the initial condition that all modules are in-
dependently faulty with probability s (s < 1). In this
case, we can choose the optimal plan length(M ), and
which ones to include in the path does not matter since
all modules are identical in their faulty probability. With
s = 0.5, the optional path P goes through only one mod-
ule. With smaller s values, the optimal length is longer.

To see this, note that p(k) = Ck
M · sk(1 − s)M−k , and

y0 = (1− qs)M . For y0 to get close to 0.5, M increases
as s decreases.

The mutual information criterion can be used to guide the
search for optimal production path. The exact search prob-
lem is difficult (the number of possible paths is exponential)
and is out of the scope of this paper. However, the evaluation
of mutual information is easy. This evaluation can be used
to compare a few plan candidates, or make local adjustment
to an existing plan — e.g., adding a new module or deleting
an existing module, in order to obtain an informative mea-
surement. This serves the diagnostics goal and minimizes the
number of further tests.

5 Discussion

The two paradigms illustrated above, probe selection in cir-
cuit diagnosis and test plan generation in production plant di-
agnosis, both use a greedy strategy. At any step, the selec-
tion process uses the information criterion to find the most
informative measurement to make for the time being. This
greedy strategy works well for the diagnosis of static sys-
tem, where the underlying ground truth of component fault
does not change over time. However, there is no guarantee
of optimality. On the other hand, the information criterion,
I(X ; Ym) can be re-formulated with a look-ahead horizon,
i.e., instead of computing the mutual information between
X and the immediate probing action Ym, we can compute
the mutual information I(X ; Y (t=1)

m , Y
(t=2)
m , . . . , Y

(t=T )
m ),

where T is the look-ahead horizon. Using this criterion, one
would be able to compare choices on their relatively long
term contribution. The drawback is that the new criterion
I(X ; Y (t=1)

m , Y
(t=2)
m , . . . , Y

(t=T )
m ) is much harder to evalu-

ate. The state space grows exponentially. Various approxi-
mation techniques can be used, see [Hoffmann et al., 2006]
for an example. Another strategy is to use greedy strategy
most of the time, but switch to the look-ahead strategy only
occasionally to avoid getting trapped in local optimum.

The search for optimal test sequence is known to be NP-
hard. The work in [Tu and Pattipati, 2003] proposes a roll-out
algorithm, inspired by policy iteration of dynamic program-
ming, to search for a suboptimal solution. Our information
criterion with single and multi-step lookahead can be readily
combined with this roll-out strategy.

6 Conclusion

This paper proposes an information criterion for evaluating
and selecting which measurement to make to help diagnosis.
The criterion is based on mutual information, rooted in in-
formation theory to measure the dependence of random vari-
ables. The information criterion can be used in a variety of di-
agnostic problems, such as active probing in troubleshooting
circuits and test plan generation in production plant diagno-
sis. From the analysis we can see that different action choices
vary in their information contribution, and thus it is essential
to be able to evaluate and compare them. The information
criterion can further guide the search for optimal actions.
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Abstract
The paper addresses the problem of supervising the
execution of a multi-agent plan (MAP), where ac-
tions are executed concurrently by a team of co-
operating agents in a partially observable environ-
ment. Because of the cooperation among agents,
the failure of the action of an agent may impact also
the execution of the plans assigned to other agents.
The paper formalizes a distributed approach to
agent diagnosiswhere each agent monitors its own
sub-plan to detect action failures and explains these
action failures in terms of faults in the functionality
of the agent.
The paper discusses a methodology (based on agent
diagnosis) for reacting to the action failure; first,
MAP is revised in order to limit the harmful effects
of the detected action failure; and second, a propa-
gation step is performed to estimate the impact of
the failure and to determine themissing goals(the
sub-goals no longer achievable as a consequence of
the failure itself).

1 Introduction
Within the AI community there is a growing interest in the
development ofautonomous systems; i.e., systems which are
able to maintain themselves alive by properly reacting when
unexpected events occur.
In general the autonomy is achieved by establishing aclosed
loop of control feedback(control loop in short), which typi-
cally involves many tasks such as on-line monitoring and di-
agnosing the system, but also (re)planning and (re)scheduling
its activities and/or (re)configuring its components. Of
course, the complexity and the relevance of the tasks included
within a control loop may depend on the characteristics of the
specific system under consideration.
The issues for establishing a control loop have found appro-
priate solutions in the scenarios where a single agent behaves
as supervisor of the whole system (a significant example is
the Livingstone architecture adopted in the Remote Agent
[Muscettolaet al., 1998]); on the contrary, the problem of
the control loop in a multi-agent system has not found yet a
general solution. Part of the difficulties lie in the large variety
of possible organizations in multi agent systems. For this rea-
son, we focus our attention on the class of distributed systems

which can be modeled as a multi-agent plan (MAP); i.e., sys-
tems where agents cooperate in order to reach a common goal
by executing actions concurrently. Recently a number of ap-
proaches to the synthesis of MAPs have been proposed (see
e.g.,[Boutilier and Brafman, 2001; Jensen and Veloso, 2000;
Coxet al., 2005]); however, the synthesis of a MAP is just the
first step, in fact the actual execution of a plan may be threat-
ened[Birnbaumet al., 1990] by the occurrence of unexpected
events (e.g., faults in the functionalities of the agents);this
means that the execution of the MAP needs to be controlled
in order to detect anomalous situations and to recover from
these situations.

So far, some solutions for supervising (monitoring and
diagnosing) the execution of a multi-agent plan have been
proposed. The approaches that are more relevant for the
present paper stem mainly propose distributed solutions
where each agent is responsible for supervising the actions
it executes.(see e.g.,[Wittenveenet al., 2005; Kalech and
Kaminka, 2007; Micalizio and Torasso, 2007a]) In these
works, the task of diagnosis aims at detecting and explain-
ing the anomalies which arise during the execution of ac-
tions. These anomalies may consist in disagreements among
the agents in the team (see[Kalech and Kaminka, 2007])
or in the absence of expected effects after the execution
of some actions (see[Wittenveenet al., 2005; Micalizio
and Torasso, 2007a]). In [Kalech and Kaminka, 2007],
the diagnosis singles out the root causes of the disagree-
ment among the agents; while in[Wittenveenet al., 2005;
Micalizio and Torasso, 2007a] the notion ofplan diagnosis
consists in a subset of actions whose failure is consistent with
the anomalous observed behavior.
While these works represent a first attempt to integrate the
steps ofplan executionanddiagnosis, in this paper we dis-
cuss a framework for also including aplan repairstrategy. In
fact, plan repair is fundamental for properly reacting to the ac-
tion failures detected by plan diagnosis. The paper proposes a
local repair strategy where an agent in trouble reorganizesits
own activities to limit the impact of a failure in the global plan
by releasing all the resources it holds; so all these resources
are made available again to other teammates.

2 Modeling the Multi-Agent Plan.

In this paper we consider a specific class of Multi Agent Sys-
tems where a teamT of “benevolent” agents cooperate to
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reach a common complex goalG. In particular, the global
goalG is decomposed into a set of (easier) sub-goals; each
agent inT has to reach one or more of these sub-goals. In
most cases, however, the sub-goals are not independent of one
another; in fact the agents cooperate by exchanging services
and this cooperative behavior introduces causal dependencies
among their activities. Thereby, when an unexpected event
causes the failure of an agent activity, this failure may prop-
agate in the whole system affecting the activities of the other
agents in the team.
Global plan. The global task of the agents’ team can be prop-
erly represented via the notion of Multi-Agent Plan as formal-
ized by Cox et al. in[Coxet al., 2005].
Given a team T of agents, the MAP is the tuple
〈A, E, CL, CC, NC〉 such that:

- A is the set of the action instances the agents have to exe-
cute; each actiona is assigned to a specific agenti of the team
T , and it is modeled in terms of preconditions and direct ef-
fects. Within the setA there are two special actions:a0 and
a∞; a0 is the starting action, it has no preconditions and its
effects specify which propositions are true in the initial state;
a∞ is the ending action, it has no effects and its preconditions
specify the propositions which must hold in the final state i.e.,
the preconditions ofa∞ specify the MAP’s goalG.

- E is a set of precedence links between actions: a prece-
dence linka ≺ a′ in E indicates that the actiona must pre-
cede the execution of the actiona′;

- CL is a set of causal links of the forml : a
q→ a′; the

link l states that the actiona provides the actiona′ with the
serviceq, whereq is an atom occurring in the preconditions
of a′;

- CC and NC are respectivelyconcurrencyand non-
concurrencysymmetric relations over action instances inA.
The pair〈a, a′〉 ∈ NC is equivalent to the statement(a ≺
a′)∨ (a′ ≺ a); whereas, the pair〈a, a′〉 ∈ CC means that the
two actionsa anda′ must be executed simultaneously; i.e.,
the pair〈a, a′〉 in CC models a joint action.

For sake of simplicity, in the present paper we do not con-
sider joint actions, while the non-concurrency constraints are
replaced by a suitable set of precedence and causal links: ac-
cording to theconcurrency requirementintroduced in[Wit-
tenveenet al., 2005], the conflicts for accessing the resources
are solved during the planning phase by means of causal links

of the forml : a
free(res)→ a′ indicating that resourceres is re-

linquished by agenti (responsible for actiona) and assigned
to agentj (which has to execute actiona′).

3 A distributed approach to plan execution
The execution of the MAP is a critical task as the agents per-
form actions concurrently and they need to coordinate their
activities in order not to violate the constraints defined during
the planning phase.

Moreover, in a distributed system is quite natural not only
to have a distributed execution of the plan, but also a dis-
tributed supervision of the plan execution by requesting that
each agent performs a local control loop on the progress of
the actions it has to execute (see for example,[Wittenveenet
al., 2005; Micalizio and Torasso, 2007a]).

We adopt a similar approach where a MAPP (which glob-
ally achieves a complex goalG) is decomposed in a number
of sub-plansP i, each of which is assigned to the agenti.
Local Plans. The decomposition can be easily done by se-
lecting fromP all the actions an agenti has to execute. For-
mally, the sub-plan for agenti is the tuple
P i=〈Ai, Ei, CLi, T i

in, T i
out〉 whereAi, Ei andCLi have the

same meaning of the setsA, E and CL, respectively, re-
stricted to actions assigned to agenti. In particularAi in-
cludes two special actionsai

0 andai
∞ which specify, respec-

tively, the initial and final conditions for the sub-planP i. T i
in

(T i
out) is a set of incoming (outgoing) causal linksa

q→ a′

wherea′ (a) belongs toAi anda (a′) is assigned to another
agentj in the team.

We consider the time as a discrete sequence of instants;
the actions are executed synchronously by the agents in the
team and each action inP takes a time unit to be executed
(this assumption is also made in[Wittenveenet al., 2005;
Micalizio and Torasso, 2007b]). At a given timet, an agenti
can execute just one actiona (in the following the notationai

t
will denote the action executed by agenti at timet). After the
execution of actionai

t the agenti may receive a set of obser-
vations, denoted asobsi

t+1, relevant for the status ofi itself.
We assume that an agenti executes its next actiona as soon
as the preconditions ofa are satisfied; the notion of action
preconditions will be formalized in the following section.
Coordination during plan execution. As said above, the
agents need to coordinate during the plan execution to avoid
the violations of constraints defined in the MAP. The coordi-
nation can be achieved in an efficient way by exploiting the
causal links defined in the MAP and maintained by each agent
in the definition of its own sub-plan.
Intuitively, coordination is required when an agenti provides
another agentj with a serviceq; technically, this case is en-
coded by a causal linkl : a

q→ a′ in the MAP P (where
a ∈ Ai anda′ ∈ Aj); note that, after the MAP decomposi-
tion, l belongs both toT i

out and toT j
in. As a consequence of

the partial observability, an agent can observe just the direct
effects of the action it executes; therefore, after the execu-
tion of a, the agenti must be able to observe the achievement
(or the absence) of serviceq and must notify agentj whether
the service has been provided or not. Also the consistent ac-
cess to the resources is a form of coordination which, as men-
tioned above, is ruled by causal links labeled with the service
free(res)(whereres is a resource). This means that, after the
execution ofa, the agenti releases the resourceres and in-
formsj about the actual status ofres. The agentj becomes
the owner of the resourceres; i.e., only j can accessres.
Note that, since the system is distributed, an agent does not
have a global view of the status of all system resources, but it
knows just the status of the resources it holds. Thus, after the
releasing of the resourceres, the agenti will not have access
to the actual status ofres. In the following we will denote
as available resourcesAvRes(i , t) the subset of resources as-
signed to agenti at time t; i.e., only agenti observes and
knows the actual status of those resources. Obviously, the set
of available resources depends on timet as this set changes
according to the actions executed so far by the agenti.
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Goal State

B1
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Figure 1: The MAPP to be supervised.

Observe that cooperation is required not only in nominal
conditions (when a service has been provided), but also in
anomalous situations (when services are unavailable) to pre-
vent that agents wait indefinitely for services which will never
be provided; in section 5 this issue will be discussed and a
strategy of failure propagation will be presented.
Running Example. Along the paper we use a simple exam-
ple from the blocks world for illustrating the basic concepts
of the proposal. Let us consider a team of three agentsA1,
A2 andA3, which cooperate to move the blockB1, B2, B3
andB4 from a source positionS to the target locationT. The
global goal requires thatB1, B2 andB4 are put down in po-
sition T, andB3 is put on the top of blockB2 as shown in
Figure 1.
Source and target positions are critical resources as only one
agent at a time can load/unload a block within them. We as-
sume that the planP to be monitored satisfies all the con-
straints on the use of the resources. Moreover, we assume
that an agent can handle at most one block at each time.

Figure 1 shows a possible instance of a MAP which
achieves the target configuration of blocks. All the agents are
initially located in a parking areaK. The agentA1 is responsi-
ble for moving the blockB1 (see the load and unload actions
2 and4, respectively). The agentA2 moves first blockB2
and subsequently the blockB4. Finally, the agentA3 puts
blockB3 on the top of blockB2.
The plan is a DAG whose nodes correspond to actions; edges
can be precedence links or causal links: for the sake of read-
ability, precedence links are dashed arrows; internal causal
links (i.e. links in CLi) are dashed-double-dotted arrows;
finally, external causal links are solid arrows. Causal links
are labeled with the services an action provides to another
one: e.g. the causal link from action2 to action4 is labeled
with the serviceloaded(A1,B1), which is both one of the
effects of action2 and one of the preconditions for the ex-
ecution of action4. Finally, the dotted rectangles specify
which actions are included in the sub-plans assigned to the
three agents.
From the plan in Figure 1 it is easy to see that
AvRes(A2, 1 )={S,T}; i.e., after the execution of the pseudo-

actiona0, the resourcesS andT are assigned to agentA2. An
agent is not required to immediately use all the resources it
holds while it is carrying on an action; but it can acquire re-
sources which it will use in the future. The distribution of
the resources among the agents imposes also an order in the
execution of the actions. For example, the action2 will be
executed as soon as its preconditions will be satisfied, this
implies that the action8 must be already executed, in fact the
action8 provides action2 with the servicefree (S).

4 Monitoring the execution of a MAP
Each agent of the team monitors the execution of the actions it
is responsible for in order to estimate its own status after the
execution of every action and to detect their outcome. The
formalization of the monitoring process requires first the in-
troduction of some important concepts.
Agent status. Intuitively, the system status can be expressed
in terms of the status variables of the agents in the teamT
and of the status of the system resourcesRES . However, the
distributed approach to the supervision prevents the adoption
of a global notion of status while allows a local view based
on a single agent.
The status of agenti is expressed in terms of a set of sta-
tus variablesVARi, which is partitioned into three subsets
END i, ENV i andHLT i. END i andENV i denote the set of
endogenous (e.g., the agent’sposition) and environment (e.g.,
the resources state) status variables, respectively. Notethat,
because of the partitioning, each agenti has to maintain a pri-
vate copy of the resource status variables; more precisely,for
each resourceresk ∈ RES (k : 1..|RES |) the private vari-
able resk,i is included in the setENV i. Of course, since
a resource variable is duplicated in as many copies as the
agents, maintaining the consistency among all these copies
could be a challenging issue. In our approach, however, this
issue does not rise as conflicts for accessing the resources are
solved at planning level. In particular, the causal links are set
in such a way that just an agenti at a timet can access a re-
sourceresk. As a consequence, when resourceresk belongs
to AvRes(i , t), the status ofresk is known only by agenti;
whereas for the other agentsj ∈ T \ {i} the status of the
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resk is unknown. The consistency among the private copies
is maintained since at each time only the private copyresk,i

determines the status ofresk.
Since we are interested in monitoring the plan execution

even when action failures occur, we introduce a further set of
variables in order to model the agent faults which may explain
the action failures.HLT i denotes the set of variables con-
cerning the health status of an agent functionalities; in par-
ticular, for each agent functionalityf , a variablevf ∈ HLT i

represents the health status off , the domain of variablevf is
the set{ok, abn1, . . . , abnn} whereok denotes the nominal
mode whileabn1, . . . , abnn denote non nominal modes.
It is worth noting that the observationsobsi

t convey informa-
tion about just a subset of variables inVARi. First of all,
an agent can directly observe just the status of its available
resources. Moreover, the observationsobsi

t provide in gen-
eral the value of just a subset of variables inEND i, whereas
the variables inHLT i are not directly observable and their
actual value can be just inferred. Given this partial observ-
ability, at each timet the agenti can just estimate asetof
alternative states which are consistent with the received ob-
servationsobsi

t; in literature this set is known asbelief state
and will be denoted asBi

t.
Action models. As discussed in[Jensen and Veloso, 2000],
the model∆(ai

t) of an actionai
t (to be executed by agenti at

time t) is characterized by three parts: a setvar(ai
t) ⊆ VARi

of state variables, a setpre(ai
t) of preconditionsand a set

eff(ai
t) of effects, where both preconditions and effects are

constraints defined over the setvar(ai
t). Since an action may

fail, the action model∆(ai
t) must model both the nominal and

the anomalous effects. In particular, the anomalous effects of
an action are in general non deterministic (i.e., a failure may
affect the action execution in different ways, possibly notdi-
rectly observable); therefore the action model∆(ai

t) can be
seen as a transition relation where every tupled ∈ ∆(ai

t)
models a possible change in the status of agenti, which may
occur while i is executingai

t. Each tupled has the form
d = 〈st, st+1〉. In particular,st andst+1 represent two agent
states at timet andt+1 respectively; each state is a complete
assignment of values to the status variables invar(ai

t).
Given the actionai

t, healthVar(ai
t)=HLT i∩var(ai

t) denotes
the set of variables representing the health status of the func-
tionalities which directly affect the outcome of actionai

t.
The healthy formulahealthy(ai

t) of actionai
t is computed by

restricting each variablev ∈ healthVar(ai
t) to the nominal be-

havioral modeok and represents the nominal health status of
agenti required to successfully complete the action itself.
Definition 1 Given actionai

t, the set of its nominal effects is
nominalEff(ai

t)={q ∈ eff(ai
t) | pre(ai

t)∪ healthy(ai
t) ⊢ q}.

On the contrary, when at least one variablev ∈ healthVar(ai)
assumes an anomalous mode (i.e., a functionality is not in the
nominal mode), the behavior of the action may be non de-
terministic and some of the expected effects may be missing.
Note that the non deterministic behavior of the actions is eas-
ily captured by the relational formalism; in fact∆(ai) models
both the nominal and the faulty behavior of actionai.
The state estimation process.The estimation process aims
at predicting the status of an agent after the execution of an

actionai
t; because of non determinism in the action model

and partial observability the estimation process in general can
just provide a set of states of the agent rather than a single
state. The estimation can be formalized in terms of the Rela-
tional Algebra operators as follows.

Definition 2 Given agenti, letBi
t be the belief state of agent

i, let ∆(ai
t) the model of the action the agent has to execute

at timet, the agent belief state at timet + 1 results from:
Bi

t+1 = PROJECTIONVARi
t+1

SELECTIONobsi
t+1

(Bi
tJOIN∆(ai

t))

The join operationBi
tJOIN∆(ai

t) represents the prediction
step as it has the effect of estimating the set of all the possible
agent states at timet + 1. This set of predictions is refined
by the selectionSELECTIONobsi

t+1
, which prunes off all those

estimates which are inconsistent with the agent observations.
Finally, the belief state at timet + 1 is obtained by projecting
the resulting estimates over the status variables of agenti at
time t + 1.
Action outcome. Given the beliefBi

t+1, the agenti has to
determine the outcome of the actionai

t. The outcome of an
action is eithersucceededor failed; in particular, actionai

t is
considered succeeded when all its nominal effects have been
achieved after its execution; more formally:

Definition 3 The outcome of actionai
t, is succeedediff ∀q ∈

nominalEff (ai
t), ∀s ∈ Bi

t+1, s |= q.

In order to be conservative, we consider actionai
t success-

fully completed only when all the atomsq in nominalEff (ai
t)

are satisfied in every states in Bi
t+1; i.e., when all the nom-

inal effects ofai
t hold in every possible state estimated after

the execution of the action. Of course, when we cannot assert
that actionai

t is succeeded we assume that the action is failed.
Of course, the estimation process and the subsequent outcome
evaluation are repeated at each time instant till the agenti
reaches its goal or an action failure is detected. An in-depth
description of the monitoring process is reported in[Mical-
izio and Torasso, 2007a].

5 Diagnosing and Revising a MAP
Plan Analysis: Motivations. Since the framework we pro-
pose aims at maintaining alive the system despite the occur-
rence of action failures, it is natural that the detection ofa
not nominal outcome should activate a plan analysis in or-
der to: 1) explain the failure in terms of faults in some agent
functionalities (agent diagnosis); 2) estimate the impact of
the failure in the plan (failure propagation) and 3) repair (if
possible) the plan in order to limit the impact of the failure
(plan repair).
In fact, after the failure of actionai

t, agenti has to take into
account that its health status is not nominal; hence the actions
in P i[ai

t+1, a
i
∞] (i.e., the next actions of agenti) may have

non deterministic effects and may lead the system in danger-
ous or undesirable conditions. For example, assume that the
action2 fails as a consequence of a fault in the handling func-
tionality of agentA1 and let’s assume that this failure is prop-
erly diagnosed so thathandling=brokenis the only possible
explanation. In principle, a failure in the handling function-
ality does not affect the execution of the subsequent action
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3; in fact, healthVar(Move(A1,S,T)) does not include the
handlingvariable, so the healthy formula for action3 is sat-
isfied. Therefore, the move action is successfully executedby
the agentA1; however, after this step, the agent cannot exe-
cute the next action4 as one of its preconditions (the atom
loaded(A1,B1)) is missing. Observe that the agentA1
is in a deadlock condition as it will wait for a service that
only the agent itself can provide; moreover, the action4 is
not failed, thus no diagnostic or recovery mechanisms are ac-
tivated. At the same time, the resourceT is locked and no
other agent can access it: the local failure of action2 may
cause a global plan failure.
This simple example shows that all the properties and guar-
antees concerning the use of resources and the cooperation
among agents in the original planP can be lost after the oc-
currence of an action failure. To re-establish these proper-
ties , as soon as the failure of actionai

t is detected, the sub-
planP i needs to be revised in order to overcome the harm-
ful effects of the failure (through a plan recovery strategy)
or at least to limit these effects by leading the system in a
safe status, where the agenti releases all the resources in the
setAvRes(i , t). While a discussion on the possible recovery
strategies is out the scope of this article, in the followingof
this section we will discuss the role of the agent diagnosis in
bringing the agent into a safe status.
Agent diagnosis.Once the agent belief stateBi

t+1 has been
estimated, the agenti can determine the outcome of actionai

t
according to Definition 3. In case the outcome ofai

t is as-
sumed to be failed, a diagnostic process is activated in order
to infer a set of possible explanations for such a failure. The
diagnostic process singles out which fault (or a combination
of them) in agenti may be the cause of the failure of action
ai

t. In particular, theagent diagnosisexplains the failure of
action ai

t in terms of the status variables inhealthVar(ai
t).

In the relational framework we propose, the agent diagnosis
Di

t+1 can be inferred from the belief stateBi
t+1 as follows:

Definition 4 Given the actionai
t, let Bi

t+1 be the belief
state of agenti at time t + 1, the agent diagnosisDi

t+1 is
PROJECTIONhealthV ar(ai

t)
(Bi

t+1).

Each tupled ∈ Di
t+1 is an assignment of values to the

variables inhealthVar(ai
t), moreover, according to Defini-

tion 2, every assignmentd is consistent with the observations
obsi

t+1; hence, every tupled is a possible explanation for the
failure of actionai

t.
Since the system is only partially observable and the health
status variables cannot be directly observed, the agent diag-
nosis is in general ambiguous (i.e. it involves a number of
alternative explanations).
Missing Goals.As said above, the execution of the actions in
the plan segmentP i[ai

t+1, a
i
∞] may lead the system in dan-

gerous conditions; however, the other agents may be affected
even when these actions are not executed. In fact, there may
exist outgoing links, starting from an action inP i[ai

t+1, a
i
∞]

which refer to services that agenti should provide to other
agents in the team but that it can no longer provide as a con-
sequence of the failure of actionai

t. The set of these ser-
vices is denoted as the set ofmissing goals; singling out these

services is essential as, in principle, it would be sufficient to
find an alternative way to provide them in order to reach the
MAP’s global goalG despite the occurrence of the action fail-
ure. To formally characterize the notion of missing goals we
introduce the concept ofprimary effect.

Definition 5 Given an actiona ∈ A, the effectq ∈ eff(a) is
saidprimary iff

i. q ∈ nominalEff(a) and
ii. it holds either

- q ∈ pre(a∞) or
- ∃ a causal linkl ∈ CL such thatl : a

q→ a′ wherea
anda′ are actions assigned to different agents.

Namely, the effectq of actiona is said primary whenq is
a nominal effect ofa (condition i), and when eitherq is a
an atom which appears in the global goalG (i.e., q is a pre-
condition of the special actiona∞) or q is a service that an
agent provides to another one. In general, given an actiona,
primary(a) denotes the (possibly empty) set of primary ef-
fects provided bya.
The set of missing goals can be determined as the set of pri-
mary effects which should be provided by the actions in the
segmentP i[ai

t+1, a
i
∞].

Definition 6 LetRP i be the plan segmentP i[ai
t+1, a

i
∞], the

set missingGoals(i) of goals that agenti can no longer
achieve is:missingGoals(i)=

⋃
a∈RP i primary(a)

Failure Propagation. The failure propagation aims at sin-
gling out all those actions threatened by the absence of the
services in the setmissingGoals; i.e., actions which are threat-
ened by causal dependencies. Intuitively, an actiona is threat-
ened through a causal linksl : a′

q→ a when it is no longer
guaranteed that the actiona′ provides the serviceq; this may
happen either becausea′ is failed or becausea′ is in turn
threatened. More formally,

Definition 7 Given the failed action ai
t, the set

cThreatenedActs(ai
t) of actions threatened through

causal links is
cThreatenedActs(ai

t) = {a ∈ A|
i. ai

t ≺ a and
ii. ∃ a causal linkl : a′

q→ a, l ∈ CL, such that
- q belongs tomissingGoals(i) or
- a′ ∈ cThreatenedActs(ai

t)}
Observe that, in the above definition, the global set of
causal linksCL is involved; thereby the agents in the
team need to communicate to compute the set of actions
cThreatenedActs(ai

t). However, the communication does
not represent a significant source of overhead as it is ruled
by the causal links themselves; thus it is easy to prove the
following property:

Property 1 Given the failure of actionai
t, the process for

propagating this failure in global planP is polynomial in the
number of causal links inCL.

Reaching the Safe Status.So far we have discussed the
steps of agent diagnosis and plan failure in the very unlucky
condition when agenti is unable to execute any action after
the occurrence of a failure. However, in general, an agent is
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Figure 3: The MAPP , revised after the failure of action3.

still able to do something even if its health status is not nomi-
nal. Exploiting this possibility, the agenti could try to reduce
the impact of its failure (i.e., the result of the failure propaga-
tion) by moving into asafe statuswhere it does not represent
a latent menace for the other agents: the activation of the fail-
ure propagation from a safe status will affect, in general, a
smaller number of actions.
Intuitively, given the failure of actionai

t, asafe statusSi for
i is a state where all the resources and objects currently ac-
quired byi are released and made available to other agents;
that is, all the resources in the setAvRes(i, t). To reachSi

the agenti has to reviseP i; i.e., a re-planning step is re-
quired; in particular, this re-planning step has to take into
account the assumed health status of agenti. For this rea-
son, we adopt theconformant planner(see e.g.,[Cimatti and
Roveri, 2000]) presented in[Micalizio and Torasso, 2007b]:
by relying on the (usually ambiguous) agent diagnosis, the
planner synthesizes a plan whose actions can be successfully
executed by the agenti no matter the actual health status of
the agent is. The choice of a conformant planner is needed
as it guarantees that, when a plan recoveryP

∗i exists, this
plan can be successfully executed by the agenti (under the
hypothesis that no other fault occurs during the recovery ac-
tions).
Due to space reasons, we cannot provide details about the
conformant planning process. We want just to remark that
that the pieces of information exploited by the conformant
planner are the belief stateBi

t+1, which represents the (usu-
ally ambiguous) initial state of the planning process; the safe
statusSi, which represents the goal to be achieved; and the
set of conformant actions which the agenti is still able to ex-
ecute by taking into consideration the agent diagnosisDi

t+1.
The output of the planner is the planP

∗i if a conformant so-
lution exists, an empty plan otherwise.
Revising the interrupted sub-plan.When a conformant so-
lution does not exist the agent is the worst condition as de-
scribed above. Conversely, when a conformant plan repair
P

∗i exists, the agenti executes this plan in lieu of the seg-
mentP i[ai

t+1, a
i
∞]; however, before replacing the old plan

with the new one, the agenti has to inform the other agents

1) for every incoming linklget : aj free(res)→ ai
get (ac-

quisition of resourceres) finds the corresponding outgoing

link lrel : ai
rel

free(res)→ ak (relinquishment ofres). Of
course it must hold thatai

t ≺ aj ≺ ai
get ≺ ai

rel ≺ ak;
moreover, between the two actionsai

get andai
rel there not

exist any other actions whose effect isfree(res).

2) substitutelget with the linkl′ : aj free(res)→ ak; i.e.,
notify to agentj that the resourceres is made available to
agentk

3) substitutelrel with the linkl′′ : aj free(res)→ ak; i.e.,
notify the agentk that the resourceres will be made avail-
able by agentj.

Figure 2: Plan Revision Algorithm
that it will not acquire any other resource in the future. In
fact, the planP

∗i leads the agenti in a state where all the
resources inAvRes(i, t) are released; however, according to
the original actions inP i[ai

t+1, a
i
∞], the agent may acquire

other resources necessary for carrying on the actions that have
to be disregarded and substituted with the planP

∗i. Consider

an incoming linklget ∈ T i
in such thatlget : aj free(res)→ ai

get

whereai
get ∈ P i[ai

t+1, a
i
∞]; as said above this link repre-

sents the fact that agenti will acquire the resourceres after
the execution of actionaj . Of course, in the original plan
P i[ai

t+1, a
i
∞] there must exist an analogous linklrel ∈ T i

out

(lrel : ai
rel

free(res)→ ak) through which the agenti releases
the resourceres to another agentk; where possiblyj=k.
However, in the planP

∗i, the link lrel is missing hence the
agenti will acquire a resource which will be never relin-
quished. Therefore, it is essential not only that agenti re-
leases all the resources inAvRes(i, t), but that the agenti
does not acquire any further resource in the future.
To this end, the portion of planP i[ai

t+1, a
i
∞] is revised as in

Figure 2. It is worth noting that, albeit the agenti revises its
own planP i, such a process impacts also the local plans of
other agents in the team. In fact, when the agenti notifies
other agents that a link must be revised, it requires the revi-
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sion of the plan of these agents too (see steps 2 and 3). Since
we consider just cooperative agent teams, we assume that an
agent is always willing to revise its own subplan according to
the requests of another agent in the team.
Running Example. To make clear the processes of agent di-
agnosis and plan revision, let’s consider again the previous
example from the blocks world and assume that the move ac-
tion 3 (assigned to agentA1) fails. Observe that if the agent
A1 did not properly handle this failure, only the blockB2
would be positioned in the target locationT; in fact, since
agentA1 occupies the resourceS, no other agent can load the
blocks to be still moved. In this example, we show how the
agent diagnosis is exploited to revise the local plan of agent
A1 and to limit the harmful effects of the failure.
First of all, the agentA1 can detect the failure of action3
as it receives the observationposition=S; i.e., the agent has
not moved. Once detected the failure, the agent diagnosis is
inferred by projecting the current belief ofA1 over its sta-
tus variables; in this example the (preferred) diagnosis for the
failure of action3 is DA1={mobility= slowdown∨ power=
reduced}. In fact, we assume that a move action can fail not
only as a consequence of blocking faults (e.g.,mobility= bro-
kenor power= flat), but also as a consequence of degraded
conditions, under which an agent can moveiff it is unloaded.
In the case under consideration, it is easy to see that the agent
diagnosisDA1 is inferred by taking into consideration that
agentA1 is loaded with blockB1 during the execution of the
move action3. Observe that the agent diagnosisDA1 par-
tially impacts also the load/unload actions; in fact we assume,
that an agent can unload a block even when its power func-
tionality is degraded, but it cannot load a block. Of course,
load and unload actions fail when power is flat; while the mo-
bility functionality has not any role in these action types.
After the inference of the agent diagnosisDA1, the agentA1
has to release all the resources and blocks it is currently hold-
ing. In this case, the safe status agentA1 tries to reach is
SA1={AT(B1,S), FREE(S)}. In order to reach the safe
status, agentA1 invokes the conformant planner which, by
taking into account the agent diagnosisDA1, infers the plan
to safe statusP

∗A1 (see Figure 31). The plan to safe status
P

∗A1 consists of the two actionsR1 andR2; the first has the
effect of positioning the blockB1 in the locationS; the lat-
ter has the effect of releasing the resourceS, which becomes
available for agentA3.
Figure 3 shows also the result of the causal link revision
which the agentA1 performs over the original local plan. In
fact, since the agentA1 will no longer get the resourceT, the
links between actions10 and4 and between actions5 and
17, showed in Figure 1, are substituted with the direct link
between actions10 and17 in Figure 3.
Finally, it is easy to see that the set of missing goals con-
sists of the atomAT(B1,T); therefore, a recovery strategy
should be focused on finding an alternative way to reach this
atom by exploiting the agents in the team, possibly discard-
ing the agentA1 whose degraded health status may prevent
the execution of some types of actions.

1In Figure 3 the actions highlighted with a gray background are
those already executed at the time of the failure of action3.

Let’s consider another case of execution of the same planP :
let us assume that the move action8 (assigned to agentA2)
fails similarly to the action3 of the previous example. This
means that there exists a plan to a safe statusSA2, which is
similar to the previous one; morever the agentA2 will not
acquire the resourceT in the future. It is worth noting that,
albeit the failure of action8 is handled similarly to the fail-
ure of action3, the failure of action8 has a wider impact
on the plan. In fact, the set of missing goals consists of the
atoms:{AT(B2,T), AT(B4,T)}; namely, the agentA2 is
unable to move blocksB2 andB4 in the target locationT. The
propagation of the missing goals in the plan (e.g., through the
causal link between actions9 and17) makes evident that the
failure of8 impacts on the actions of agentA3, which will be
unable to put blockB3 on the top of blockB2. In this case,
only the agentA1 is able to complete its local plan moving
B1 from S to T.
6 Implementation and preliminary results
We have implemented the proposed methodology by exploit-
ing the symbolic formalism of the Ordered Binary Decision
Diagrams (OBDDs), in order to encode the relations repre-
senting the belief state of the agents and the non determin-
istic models of the actions. As discussed in[Micalizio and
Torasso, 2007a], the processes of monitoring and diagnosis
are implemented in terms of standard OBDDs operators. The
OBDDs play also a critical role in the synthesis of the con-
formant plan; in fact the OBDDs are exploited for efficiently
encoding a complex structure, which maintains all the partial
conformant plans built at each intermediate step of the search
process (see[Micalizio and Torasso, 2007b] for an in-depth
discussion).
In order to prove the effectiveness of the proposed methodol-
ogy, we have simulated a service-robot scenario where a team
of robotic agents offer a “mail delivery service” in an office-
like environment. Resources are parcels (which can be light
or heavy), clerks’ desks, doors, and one or more repositories.
Resources are constrained: desks, doors and repositories can
be accessed only by one agent per time; moreover, at most
one parcel can be put on a desk. An agent can move two light
parcels or one heavy parcel from a repository to a desk or
from a desk to a repository or to another desk.
In our experiments we have considered a fairly large environ-
ment as it involves 30 critical resources. We have devised 10
plans involving up to 6 robotic agents, where each plan has
in average, 60 actions to be executed and involves more than
100 causal links . In each plan we have simulated the occur-
rence of up to 3 agent faults, even simultaneous.
The diagnostic system has been implemented in Java JDK
1.6 and exploits the JavaBDD2 package for symbolically en-
coding and manipulating OBDDs. The robotic agents are
simulated in a software environment and are implemented as
threads running on the same PC3.
The preliminary results collected so far are very promising.
First of all, the solution is very efficient: the monitoring
step in nominal conditions requires on average 26 msec. per
time instant; whereas in case of action failure the supervision

2http://sourceforge.net/projects/javabdd
3Intel Pentium 1.86 GHz, RAM 1 GB, Windows XP OS.
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process, which includes diagnosis, plan revision and failure
propagation, requires up to 100 msec. in the worst cases;
this result provides an experimental confirmation of Property
1, which relates the computational cost of the propagation to
the number of causal links in the plan. Concerning the perfor-
mance of the conformant planner, we have limited to 5 actions
the maximum length of a plan to safe status. The conformant
planner requires on average 897msec. (and up to 2141 msec.
in worst case), to find a conformant solution; whereas, when
a solution does not exist, the conformant plan employs only
266 msec. on average to determine that no conformant ac-
tions are applicable.
To show the advantage of exploiting the agent diagnosis to
limit the harmful effects of a failure, we have compared the
execution of the 10 cases when the revision policy is set toon
and when it is set tooff. In theoff condition the percentage
of actions actually executed is 20% of the initial global plan
P while 37% is the percentage of the sub-goals inG which
have been achieved. Underon condition the percentage of
executed actions grows to 70% and, as a consequence, the
percentage of sub-goals actually achieved is 76%.

7 Discussion and conclusions.
In this paper an approach for monitoring and diagnosing the
execution of a multi-agent plan has been discussed and for-
malized. Similarly to other approaches ([Wittenveenet al.,
2005; Micalizio and Torasso, 2007a]), the proposed solution
adopts a distributed architecture where each agent is respon-
sible for monitoring and diagnosing the actions it executes.

The distribution allows to extend some of the model-based
methods developed for distributed component-based systems
(e.g. [Pencolé and Cordier, 2005]) to the multi-agent sce-
nario. In particular, the paper introduces the notion ofagent
diagnosisfor explaining the failure of an action in terms of
faults in the functionalities of the agent responsible for that
specific action.

While other works ([Wittenveenet al., 2005; Kalech and
Kaminka, 2007; Micalizio and Torasso, 2007a]) are mainly
focused on the task of diagnosis, this paper discusses also a
plan revision process, which (relying on the notion of agent
diagnosis) is able to limit the harmful effects of an action
failure leading the system in asafe status, where more ap-
propriate recovery strategies can be activated. Moreover,the
approach is able to infer the set ofmissing goalsand the set
of threatened actions, which play an essential role for any
strategy conceived for recovering the execution of the multi-
agent plan, since they focus the process of searching alterna-
tive plans.

In this paper we have assumed that an agent receives, at
each time instant, a sufficient amount of observations for de-
termining the outcome of the last action it has executed. How-
ever, the framework can be extended by relaxing this assump-
tion as discussed in[Micalizio and Torasso, 2008]; as a con-
sequence the agent diagnosis task becomes more challenging
as an agent cannot consider just a belief state but a trajec-
tory consisting of a set of past belief. In this framework, the
outcome of an action can be in a pending status as long as
the observations a later times allow to infer whether previous
actions have achieved or not the expected effects.

A final comment concerns the need of communication
among the agents for performing the monitoring and the di-
agnosis. As pointed out in[Kalech and Kaminka, 2007], dis-
tributed solutions may suffer from high computational costs
due to the communication overhead. This does not happen
in our approach because the local plans maintain trace of the
causal links, which precisely define what message has to be
sent and to what agent.

The preliminary experimental results show that the pro-
posed methodology is adequate to promptly react to an action
failure and to actually mitigate the harmful effects of the fail-
ure. These results pave the way for testing the approach in
other relevant domains such as the air traffic control domain
and the space exploration scenario.
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Abstract 

Consistency-based diagnosis relies on the computa-
tion of discrepancies between model predictions 
and sensor observations. The traditional assump-
tion that these discrepancies can be detected accu-
rately (by means of thresholding for example) is in 
many cases reasonable and leads to strong per-
formance. However, in situations of substantial un-
certainty (due, for example, to sensor noise or 
model abstraction), more robust schemes need to 
be designed to make a binary decision on whether 
predictions are consistent with observations or not. 
However, if an accurate binary decision is not 
made, there are risks of occurrence of false alarms 
and missed alarms. Moreover when multiple sen-
sors (with differing sensing properties) are avail-
able the degree of match between predictions and 
observations of each sensor can be used to guide 
the search for fault candidates (selecting candidates 
“closer” to sensor observations that are more likely 
to be inconsistent with corresponding predictions). 
Using Bayesian networks, we present in this paper 
a novel approach to candidate generation in consis-
tency-based diagnosis. In our formulation, auto-
matically generated Bayesian networks are used to 
encode a probabilistic measure of fit between pre-
dictions and observations. A Bayesian network in-
ference algorithm is used to compute most prob-
able fault candidates taking into account the degree 
of fit between predictions and observations for 
each individual sensor.  

1 Introduction 

Consistency-based diagnosis techniques [Hamscher, et al., 
1992] compare model predictions against sensor observa-
tions in order to isolate faults. Structural and behavioral 
models are used to predict system behavior under hypothe-
sized nominal and faulty conditions. The hypotheses whose 
predictions best match the sensor observations are reported 
as the diagnosis. Rather than looking at a pre-enumerated 
set of hypotheses, these approaches use techniques like con-
flict directed search and backtracking to maintain a short list 
of consistent hypotheses. This has been applied to discrete 

[De Kleer and Williams, 1987; Williams and Nayak, 1996; 
Kurien and Nayak, 2000], discrete-event [Sampath et al., 
1996], continuous [Gertler, 1988; Mosterman and Biswas, 
1999] and hybrid [Narasimhan and Biswas, 2003] domains. 
 One of the assumptions in these approaches is that we can 
say with absolute certainty if predictions and observations 
are consistent with each other.  For example, the Living-
stone 2 system [Kurien and Nayak, 2000] uses monitors to 
make this decision and the TRANSCEND system [Moster-
man and Biswas, 1999] uses a symbol generation scheme to 
make a decision that is statistically robust. If any inconsis-
tencies are detected, information about the inconsistencies 
(including variables involved in the inconsistencies and pos-
sibly the direction or magnitude of the inconsistencies) is 
used to guide the search for alternate fault candidates. Fault 
candidates that resolve the observed discrepancies (resolv-
ing conflicts entailed by the discrepancies for example) are 
generated according to some user-defined criteria (typically 
based on prior probabilities and the size of the set of chosen 
candidates). 

However, in a lot of situations it may be very difficult to 
determine if model predictions exactly match sensor obser-
vations. Some reasons for this difficulty include (i) imper-
fect/abstract models resulting in imprecise predictions, (ii) 
sensor noise resulting in imprecise observations, and (iii) 
uncertain operating conditions and environment resulting in 
imprecision predictions and observations. An error in mak-
ing this binary decision (either reporting a discrepancy when 
there is none or not reporting a discrepancy when one ex-
ists) will result in erroneous diagnosis results. Additionally 
the actual degree of fit between predictions and observations 
for individual variables might provide useful diagnostic 
information allowing us to limit the search for fault candi-
dates (resulting in faster diagnosis). 

Some probabilistic approaches address this problem by 
setting up a Bayesian formulation (as opposed to the consis-
tency-based approach) to solve problem [Dearden and Clan-
cy, 2002; Hofbaur and Williams, 2004;]. Typically candi-
dates have weights/probabilities associated with them and 
these weights are updated at each time step based on the 
model and observed values.  Candidates that represent faults 
may be introduced in several ways including importance 
sampling [Dearden and Clancy, 2002] and using a consis-
tency-based diagnosis scheme [Narasimhan, et al., 2004]. 
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In this paper we propose an alternate approach using 
Bayesian networks, which attempts to solve this problem 
within a consistency-based framework but using a Bayesian 
network as a component. In our approach, a consistency-
based diagnosis engine is the driving force. The engine is 
responsible for maintaining a set of candidates “consistent” 
with the observations seen so far. At each time step the en-
gine tests each candidate for consistency with the current 
observations. Rather than looking for a binary decision on 
the consistency of the candidate, the consistency test is used 
to provide probabilistic measure of the degree of fit between 
predictions and observations for each observed variable. 
The engine then utilizes a Bayesian network (BN) that en-
codes the structure associated with the current model as well 
as probabilistic information in the form of prior probabilities 
of faults and the probability of fit for observable variables 
(computed in the consistent testing step earlier). The BN can 
then be queried for the most probable assignment of values 
to all variables, a subset of which correspond to faults in the 
system. This information can then be used to update the 
candidate set maintained by the diagnosis engine.  

In this paper we will focus on a specific consistency-
based diagnosis system called HyDE [Narasimhan and 
Brownston, 2007] and show our approach works in that 
framework. However the ideas are general and can be 
adapted to other consistency-based diagnosis systems. We 
will describe the makeup of the BN, how it can be con-
structed automatically from existing models in the HyDE 
framework (this is the only part that would be different for a 
different diagnosis technology) and how it can be integrated 
with a consistency-based diagnosis engine. Initial experi-
ments, with a two tank system, show a significant improve-
ment in diagnostic accuracy when our novel approach is 
used. 
 The rest of paper is divided as follows. Section 2 presents 
some background on BN and the consistency-based diagno-
sis paradigm we will be assuming. Section 3 presents the 
Hybrid Diagnosis Engine (HyDE) and its diagnosis archi-
tecture. Section 4 presents our novel approach of using BNs 
for candidate generation. Section 5 presents some examples 
and results from using this combined approach. Section 6 
presents conclusions and ideas for future work. 

2 Background 

2.1 Consistency-based Diagnosis 

Several interpretations of consistency-based diagnosis exist 
in the literature [Hamscher, et al., 1992]. In order to take 
into account the hybrid and dynamic nature of the systems 
being diagnosed, we will be using the following representa-
tion of consistency-based diagnosis as our basis. We assume 
that the consistency-based diagnosis uses a “generate and 
test” paradigm to detect and isolate faults. The diagnosis 
engine maintains a set of consistent candidates which is 
updated at each time step by adding or pruning candidates 
based on the observations from sensors. The candidates rep-
resent hypotheses about faults that have occurred in the sys-
tem with associated time stamps. At each time step, candi-

dates in the candidate set are tested for consistency against 
observations available at that time step. If a candidate is 
found to be inconsistent with observations, it is dropped 
from the candidate set. New candidates are generated by 
backtracking in the model from the point of inconsistency 
(typically an intermediate step of generating conflicts is 
used). The newly generated candidates can be tested and 
added to the candidate set if found to be consistent with 
observations. The test for consistency uses models that can 
be used to predict what the system is expected to do.  

2.2 Bayesian networks  

A Bayesian network (referred to as BN in the rest of this 
paper), or a belief network, is a probabilistic graphical mod-
el that represents a set of variables and their probabilistic 
independencies. The term "Bayesian networks" was coined 
by Judea Pearl [Pearl, 1985] to emphasize three aspects: 

1. The often subjective nature of the input informa-
tion. 

2. The reliance on Bayes's conditioning as the basis 
for updating information. 

3. The distinction between causal and evidential 
modes of reasoning, which underscores Thomas 
Bayes's posthumous paper of 1763. 

Bayesian networks are directed acyclic graphs whose 
nodes represent variables, and whose arcs encode condi-
tional independencies between the variables. Nodes can 
represent any kind of variable, be it a measured parameter, a 
latent variable or a hypothesis. If there is an arc from vari-
able x1 to another variable x2, x1 is called a parent of x2, and 
x2 is a child of x1. Associated with each variable xi is a joint 
probability distribution which specifies the probability of xi 
taking each value in its domain for all possible value as-
signments for the parents of xi.   

Efficient algorithms exist that perform inference and 
learning in Bayesian networks. Because a BN is a complete 
model for the variables and their relationships, it can be 
used to answer probabilistic queries about them. For exam-
ple, the BN can be used to find out updated knowledge of 
the state of a subset of variables when other variables values 
(called evidence) are known. This process of computing the 
posterior distribution of variables given evidence is called 
probabilistic inference.  

Formally, BN can be defined as  BN = ({X},{E},{P}) 
where X={x1,x2,…,xm} are the m variables in the BN with 
associated conditional probability distributions 
P={p1,p2,…,pm} and E={e1,e2,…,en} represent the n arcs 
between variables in {X} with ei = xj→xk for i≠k.   

3 Hybrid Diagnosis Engine (HyDE)  

Hybrid Diagnosis Engine (HyDE) is a model-based reason-
ing engine for hybrid (discrete + continuous) diagnosis. 
HyDE is able to diagnose multiple discrete faults using con-
sistency checking between prediction from hybrid models 
and sensor observations. We first describe the models used 
by HyDE in its reasoning. 
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3.1 HyDE Models 

A HyDE model is made up of the following elements: 
1. The set C of the components of the system. 
2. The set L of operating modes of all components 

called Locations. 
3. The set TR of allowed transitions between the loca-

tions of the same component. Each transition tr ∈ TR 
is of the form lfrom→lto,g where lfrom ∈ c & lto ∈ c for 
some c Є C and g is a guard indicating the conditions 
under which the transition may be taken. An empty 
guard is used to encode a special kind of transition 
called unguarded transition. Unguarded transitions 
can be used represent, among other things, faults in 
the system. 

4. The set V of variables and the set VD of domains as-
sociated with the variables, specifying the allowed 
values (data types) for the variables. 

5. The propagation model PM specifies the behavior of 
the system within a time step as relations over vari-
ables. This includes: 

a. Global model PMg = Rg(V), where Rg is the 
global set of relations constraining values of 
variables. These relations are valid at all 
times. 

b. Local models PMl = Rl(V) for each l ∈ L, 
where Rl is the set of local relations con-
straining values of variables. These relations 
are applicable only when the system (corre-
sponding component) is in location l.  

6. The integration model IM specifies the evolution of 
values each variable across time steps. It specifies 
how state variable values at one time step can be 
computed from state variable values and derivative 
(of state) variable values at the previous time step.  

7. The dependency model DM specifies qualitative how 
variables in the model are influenced by local rela-
tions. 

3.1 HyDE Reasoning 

The reasoning algorithm in HyDE (illustrated in Figure 1) 
essentially maintains a set of candidates D.  The goal of 
HyDE is to find the candidates that best match the observa-
tions seen so far. Each candidate contains a possible trajec-
tory of system behavior evolution represented in the form of 
a hybrid state (HS) history and transition history. The hy-
brid state is a snapshot of the entire system state at any sin-
gle instant. It associates all components with their current 

locations and all variables with their current values. The 
hybrid state history tracks hybrid states at beginning and 
end of all time steps of the system behavior evolution. The 
transition history tracks transitions taken by all components 
at all time steps. In order to avoid monotonic growth in the 
histories, a user-defined parameter called history window is 
used to restrict the length of history saved.  

At each time step ti in the reasoning process, HyDE tests 
each candidate for consistency with observations at ti. This 
involves computing the hybrid state at the end of ti (HSti+) 

from the HS at the beginning of ti (HSti-) and the model en-
tailed by the HS.  A subset of variable values in HSti+ corre-
sponds to predictions for observed variables. These pre-
dicted values are compared against corresponding observa-
tions. If they are found to be inconsistent then a candidate 
generator is created which finds unguarded transitions (one 
or more) that can possibly resolve the inconsistency. A tran-
sition can possibly resolve an inconsistency if the relations 
from the source location of the transition directly or indi-
rectly influence the variable found to be inconsistent. Since 
multiple transitions may resolve an inconsistency and typi-
cally multiple inconsistencies (across time) may occur after 
a fault, a search process is needed to identify the most im-
portant transitions. Importance is judge based on criteria like 
maximum prior probability and minimum size. A candidate 
manager is responsible for pruning candidates that were 
found to be inconsistent and adding candidates by querying 
the candidate generators. The reasoning algorithm can be 
summarized as follows: 
1. Initialize consistent candidate set with the empty candi-

date Dc = {dempty} where dempty = (HS0,{}) and HS0 is 
the initial hybrid state of the system which is assumed 
to be known and the system is assumed to be in nomi-
nal state (no unguarded transitions have been taken). 

2. Repeat at each time step ti for each candidate dk ∈ Dc 
2.1. Advance the hybrid state from the end of the pre-

vious time step (HSti-1+) to the beginning of the 
current time step (HSti-). 

2.2. Compute HS at end of time step (HSti+) from HSti-, 
current values of input variables (Uti), global con-
straints (Rg) and local constraints associated with 
current system location obtained from HSti- (Rlti). 

2.3. Compare sensor values for observed variables Vobs 
with predicted values Vobs(HSti+) to identify in-
consistent variables Vinconsistent C Vobs. 

2.4. In the dependency model, trace backwards from 
each v ∈ Vinconsistent to identify all local relations 
that influence v. The locations associated with 
these relations together form a conflict (if the sys-
tem is assumed to be in these locations then v be-
comes inconsistent).  

2.5. Possible transitions that can resolve a conflict are 
the unguarded transitions out of the locations that 
form the conflict. Compute a set of unguarded 
transitions TR (selecting the best set based on us-
er-specified ranking criteria) that resolve conflicts 
associated with all inconsistent variables Vinconsis-

tent. TR and the HS history from dk can then be  
Figure 1: HyDE Reasoning Architecture 
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used to generate a new candidate dpotential. Dpotential 
can then be tested to see if it actually resolves the 
conflict by tracking its behavior prediction. If it is 
found consistent with the observations then it is 
added to the candidate set (Dc = Dc ∪ dnew) else it 
is discarded. 

2.6. Remove the inconsistent candidate from the can-
didate set (Dc = Dc – dk). 

 
For more details about the HyDE reasoning algorithm 

please refer to [Narasimhan and Brownston, 2007]. 

3.2 Bayesian networks for Candidate Generation in 

HyDE  

When we look at the steps of the HyDE reasoning algo-
rithm, step 2.3 assumes that we can make a binary decision 
on which observations are inconsistent with predictions. 
Based on this decision, new candidates may be added (and 
the inconsistent one eliminated) using a conflict directed 
search. This approach fails when inconsistencies cannot be 
detected accurately. It also fails to make use of the magni-
tude/degree of the inconsistency which might be a useful 
guide when searching for candidates. We propose a modi-
fied HyDE reasoning algorithm that uses the degree of in-
consistency (rather than expecting to make a binary decision 
based on it) by constructing a BN and generating candidates 
to be tested by computing the most probable hypothesis in 
the BN.   

The basic idea is to estimate a probabilistic measure of 
the (in)consistency between model predictions and sensor 
observations. Depending on the domain of the variable and 
sensor noise properties this may be achieved by simply thre-
sholding or by other means like the probability distribution 
function of a Gaussian distribution (which we will see in the 
example later). In order to use this probabilistic measure 
effectively, we use an automatically constructed BN in place 
of the dependency model for candidate generation. The 
structure of the BN is determined by the propagation and 
integration model (Bullets 5 & 6 from the HyDE model de-
scription). The conditional probability distributions in the 
BN are obtained from prior probabilities of unguarded tran-
sitions and the estimated probabilistic measured of 
(in)consistency between predictions and observations.  
 We modify HyDE reasoning algorithm in the following 
ways. We add an initialization step (1a) that initializes the 
BN for the initial candidate. 

1a. Initialize the BNempty associated with nominal candi-
date with nodes for locations of components at start of 
time step 0. If lji be the location of component ci in HS0- 
then BNempty = ({xc1,xc2,…,xcm},{Pc1,Pc2,…,Pcm},{}) 
where Pci = { p(ci in lji) = 1.0, p(ci in ljk|k ≠ i) = 0.0} 

Steps 2.3 through 2.6 are modified as follows: 
2. Repeat at each time step ti for each candidate dk Є Dc 

2.3. Compare sensor values for observed variables Vobs 
with predicted values Vobs(HSti+) to assign prob-
abilities to each variable being consistent. For v Є 
Vobs, p(v=CONSISTENT) = δ(vti ,vˆti) where δ is a 
user-customizable comparison function (for ex-

ample thresholding). p(v=INCONSISTENT) = 1- 
p(v=CONSISTENT). 

2.4. Construct the BN for ti and for the transition from 
time step ti-1 to ti and append it to BN for the can-
didate BNdk = BNdk ∪ ({Xti},{Eti},{Pti}). This step 
is discussed in more detail in the next section. 
Truncate parts of the BN referring to time steps 
prior to the horizon (time steps outside the history 
window). BNdk = BNdk – ({XtH},{EtH},{PtH}) for 
all tH < ti – thistory where thistory is a user specified 
time history window. 

2.5. Query BNdk for the Most Probable Explanation 
(MPE) which provides the most likely assignment 
of values for all variables in the BN. A subset of 
these variables corresponds to transitions taken by 
all components at all time steps in the time history 
window. This subset will be used to generate a 
new candidate dnew with hybrid state obtained 
from dk. If dnew = dk then nothing needs to be 
done. However if dnew ≠ dk then dnew is added to 
the set of consistent candidate (Dc = Dc ∪ dnew). 

2.6. Check the probability of the dk in the BN and if it 
falls below a certain threshold pcutoff then remove 
dk from Dc (Dc = Dc – dk). 

We describe the automatic construction of the BN models 
(step 3.4) for a specific candidate dk at a specific time step tI 
in section 4. 

4 Automatic Generation of Bayesian net-

works 

We noted that in step 3.4 of the modified HyDE reasoning 
algorithm presented in the previous section, the BN for each 
candidate dk (BNdk) is augmented with the BN fragment at 
the current time step tj (BNti) and BN fragment for the tran-
sition from previous time step ti-1 to current time step ti 
(BNti-1→ti). BNdk = BNdk ∪ BNti ∪ BNti-1→ti. 
We first describe the automatic generation of BNti from the 
HyDE models and then describe the generation of BNti-1→ti.  

4.1 Bayesian network within a time step 

In order to generate the BN at a specific time step ti for can-
didate dk, we find the system location predicted by dk at the 
beginning of ti. This can be obtained from the hybrid state 
predicted by dk at the beginning of ti (HSti-). SLti = {l1ti, 
l2ti,…,lnti} = SL(HSti-) where ljti corresponds to the location 
of component cj. The next step is to construct the constraint 
system model (Rti) at ti as predicted by dk. This should al-
ready have been constructed in step 3.2 and can be re-used 
in the generation of BNti.   

In the reminder of this section we will omit the subscript 
ti for convenience.  BN is computed as follows. The nodes 
{X} in the BN consist of nodes corresponding to variables 
in the model (Xv) and nodes corresponding to components 
in the model (Xc): X = Xv ∪ Xc 

•  Xv = {xv1, xv2,…,xvk} where xvi Є 
{CONSISTENT,INCONSISTENT} corresponds to 
variable vi in the constraint system model. 
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•  Xc = {xc1,xc2,…,xcm} where xci ∈ Locations(li) cor-
responds to Component ci in the constraint system 
model. 

The arcs {E} between nodes in X are computed based on 
the currently valid relations R = Rg ∪ RSL. We use the fol-
lowing algorithm for generating arcs in the BN: 

1. Create two variable lists, KNOWN (Xvk) & 
UNKNOWN (Xvu). Move all input and state vari-
ables to Xvk and all other variables to Xvu. 

2. Create a TOBEPROCESSED relations list (RT) and 
move all relations in R to RT. 

3. Repeat until RT ≠ {} 
a. Find a relation r(XVka , XVua) = R ∈ RT 

where XVka represents variables in r be-
longing to Xvk and XVua represents vari-
ables in r belonging to Xvu, such that size 
of XVu is minimum among all r ∈ R. In 
other words find the relation with fewest 
numbers of UNKNOWN variables.  

b. Create a bi-partite graph with nodes from 
XVka on one side and nodes from Xvua on 
the other side and arcs from all nodes in 
XVka to all nodes in XVua. Make all the 
UNKNOWN variables in r depend on 
KNOWN variables in r. This encodes our 
intuition that the KNOWN variables in r 
would be used to compute values for the 
UNKNOWN variables in r. 

c. If r is a local constraint (i.e., r ∈ RSL) be-
longing to location lm of component cm 
then add an arc from the xcm to all x ∈  
XVua. This encodes the dependency that a 
local relation will only be used when the 
system is in that location. 

d. Move all variables in XVua from Xvu to Xvk 
i.e., For each xVui ∈ xVui, XVui = XVui – vui 
& XVki = XVki ∪ xVui. All UNKNOWN 
variables in r can now considered to be 
KNOWN through computation. 

e. Remove r from the TOBEPROCESSED 
list. R = R - r.  

The conditional probability tables {P} are computed as fol-
lows: 

1. For all x ∈ Xv such that x corresponds to an input or 
state variable set p(x=CONSISTENT) = 1.0, 
p(x=INCONSISTENT) = 0.0. We will see in the 
next section that if there are arcs to the state vari-
ables from the BN fragment at previous time step 
then the P for the state variables will be different. 

2. For all other variables (non-input and non-state) x Є 
Xv that have incoming arcs only from variables in 
Xv P is set to  

a. p(x=CONSISTENT|for all xv ∈ Xv, xv = 
CONSISTENT) = 1.0 

b. p(x=INCONSISTENT|for all xv ∈ Xv, xv = 
CONSISTENT) = 0.0 

c. p(x=CONSISTENT|there exists xv ∈ Xv, 
xv = INCONSISTENT) = 0.0 

d. p(x=INCONSISTENT| there exists xv ∈  
Xv, xv = INCONSISTENT) = 1.0 

3. For variables x ∈ Xv with arcs from other variables 
Xv as well as arcs from xc(For any variable x ∈ Xv 
there can only be one variable xc ∈ Xc with an arc 
to x) the P when xc=lcurrent where lcurrent is current 
location of component c in SL is set 1 and 0 other 
wise 

a. p(x=CONSISTENT|xca≠la) = 0.0 
b. p(x=INCONSISTENT|xca=la) = 1.0. 

4. For all variables xc Є Xc, we set the probability of 
the variable being in the location predicted by the 
candidate to be 1 and probability of any other loca-
tion to be 0 

a. p(xca = lcurrent) = 1.0 
b. p(xca = lb for all lb ≠ lcurrent) = 0.0.  

As we will see in the next section, if xc has an arc 
from xc at the previous time step then the P is 
computed differently.   

4.2 Bayesian network across time steps 

Once we have generated the BN fragment for candidate dk 
at a specific time step ti (BNti) we have to connect it to BNdk 
(associated with earlier time steps). Let BNti-1 = ({Xti-1},{Eti-

1},{Pti-1}) represent the part of BNdk corresponding to the 
previous time step. We augment BNdk as follows: 

• First we add a new set of variables XT = 
{xT1,xT2,…,xTn} where xTi corresponds to an un-
guarded transition taken by component ci. Hence 
there will be n such variables where n is the num-
ber of components. The domain for any one of 
these variables xTa ∈ XT will be all the unguarded 
transitions out of lcurrent where lcurrent is the current 
location of component ca plus an additional transi-
tional called the self transition (Tself) which if tak-
en keeps the component in the same location.  

• Next we add arcs ET that represents the conditional 
dependence of the location of component at ti on 
the transition the component takes between ti-1 and 
ti. Each arc eT is of the form xT→xc[ti].  

• Then we add arcs Ec indicating the conditional de-
pendence of the location of a component at time 
step ti on the location of the same component at 
time step ti-1. Each arc ec is of the form xc[ti-

1]→xc[ti]. 
• Then we add arcs Ev to represent the conditional de-

pendence of state variables on derivative variables 
as determined by the Integration model. For each 
state variable xv, we determine the set of derivative 
variable Xd that will be required to compute the 
value of xv. We then draw arcs from each xd ∈ Xd 
to xv. 

• The P for xc[ti-1] is unchanged since it has no new 
incoming arcs.  

• The P for x ∈ XTi is set to the prior probabilities of 
the corresponding unguarded transitions.  

• The P for xc[ti] associated with component c is com-
puted as follows. Based on the location of c at ti-1 
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and the transition T taken by component between 
ti-1 and ti, we can deduce the location of c at ti. The 
probability for this location is set to 1 and the 
probabilities for the rest of the locations are set to 
0. 

o p(xca[ti]=lb|xca[ti-1]=lc & xT=lc→lb) = 1.0 
o p(xca[ti]=lb|xca[ti-1]=lc & xT=lc→ld, ld≠lb) = 

0.0 
• The P for xv[ti] for all state variables is updated by 

setting it to be CONSISTENT when all derivative 
variables that influence it from the previous time 
step (Xd[ti-1]) and corresponding state variable 
from previous time step (xv[ti-1]) are 
CONSISTENT 

o p(xv[ti]=CONSISTENT| Xd[ti-

1]=CONSISTENT & xv[ti-

1]=CONSISTENT) = 1.0 
o p(xv[ti]=CONSISTENT| there exists xd Є 

Xd such that xd[ti-1]=INCONSISTENT | 
xv[ti-1]=INCONSISTENT) = 0.0 

o p(xv[ti]=INCONSISTENT) = 1 - 
p(xv[ti]=CONSISTENT) 

5  Example and Results 

To illustrate the advantage of using the proposed approach, 
we present a two tank example. The system consists of two 
tanks with outlet pipes from both tanks and a connecting 
pipe between the two tanks. A flow source feeds liquid into 
the first tank. Each of the pipes and the source can be in 
nominal mode (resistance is specified constant) or in hig-
hResistance mode (resistance is 5 times the specified con-
stant). The actual highResistance fault in the system is usu-
ally not exactly 5 times but could vary between 4 and 6 
times the resistance.  The out flows from both outlet pipes 
are the only observed variables. The sensors associated with 
the out flows are assumed to have White Gaussian noise. 
The HyDE model of this example is illustrated in Figure 
2.Error! Reference source not found. 

In this example, due to feedback effects, all of the faults 
will eventually impact both observed variables. However 
the presence of integrating elements in the form of tank ca-
pacitances will introduce a time delay in the propagation of 
fault effects. For example, if Pipe1 is in highResistance 
mode then we should see an immediate influence in the ob-
served Pipe1 outflow while the influence on Pipe2 outflow 
will take a few time steps to manifest. If we use a purely 
consistency based diagnosis then we have to wait until both 
observations have deviated (because no fault influences only 
one observation) and even then all fault candidates are pos-

sible and they will be tested in the order of prior probabili-
ties (Pipe12, Pipe2, Pipe1, Source in that order for this ex-
ample). The presence of sensor noise and uncertainty about 
actual magnitude makes it very difficult to absolutely de-
termine if sensor observations deviate from model predic-
tions. If the sensor noise is high or if the actual fault magni-
tude is not close to 5, the chances of misclassification are 
also quite high.  

We ran 34 scenarios by varying the location (4 scenarios) 
and magnitude of fault (15 scenarios) as well as the sensor 
noise level (15 scenarios). If a sensor observation was not 
found to be within 2 standard deviations of a Gaussian dis-
tribution (95% of the time values sampled will be within 2 
standard deviations) with mean set to the model prediction 
and standard deviation set based on level of sensor noise 
then it was considered to be inconsistent. The results are 
summarized in Error! Reference source not found. Figure 
3 (Dark Rectangles on the left). We can clearly see that 
there are a large number of missed alarms and false alarms 
when using a purely consistency-based approach.  

For the second set of experiments we used the proposed 
modification to HyDE using BN. The BN was automatically 
generated from HyDE model (one example is illustrated in 
Figure 4Error! Reference source not found.) and prob-
abilities for observed variables were computed using the 
probability distribution function for Gaussian distribution 
given by:  

 
Error! Reference source not found. Figure 3 (Light 

Rectangles on the right) shows the results of integrating the 
BN in the consistency-based diagnosis framework. There is 
a significant reduction in both missed and false alarms since 
this approach does not commit to a decision which may later 
turn out to be erroneous. However we do pay the penalty of 
using more time and computational resources for the BN 
computation. 

 
 
 

 
Figure 2: HyDE model of Two Tank Sys-

tem 

 
Figure 3: Consistency vs. Consistency + BN 
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6 Conclusion and Future Work 

We presented a new approach for incorporating probabilistic 
information in a consistency-based diagnosis framework. 
This approach uses automatically constructed BN models 
for candidate generation. The conditional probability distri-
butions in the BN are based on probabilistic measures of the 
consistency between model predictions and observations. 
BN inference can be used to identify the most likely hy-
pothesis which if different from the original candidate is 
used to generate a new candidate. 

The approach presented in this section differs from typi-
cal consistency-based approaches in that it is able to deal 
with uncertainty when comparing observations and predic-
tions from the model. It differs from typical BN approaches 
to diagnosis in that it uses BN inference only for the candi-
date generation rather than entire diagnosis process [Roy-
choudary et al., 2006].   
 This new approach combining BN and consistency-based 
is meant to be useful when a significant amount of uncer-
tainty exists in testing candidates for consistency. In such 
situations the use of the proposed approach will result in 
fewer false alarms and missed alarms. Additionally because 
fewer candidates are likely to be tested, there is an im-
provement in time and memory performance as well. How-
ever in some cases there might be an increase in time and 
memory performance because of the need to construct the 

BN and perform inference on it. For the purposes of this 
paper we used the SAMIAM tool from UCLA 
(http://reasoning.cs.ucla.edu/samiam/) for Bayesian network 
inference. In future work we would like to explore the use 
of strategies to improve the performance of the BN infer-
ence including pre-generation and compilation approaches 
suggested by Darwiche [Chavira and Darwiche, 2007]. 
 Once we have established the framework to integrate BN 
inference for candidate generation in consistency-based di-
agnosis there is scope for incorporating several kinds of 
uncertainty in the reasoning. For example, sensor noise can 
be modeled directly by the conditional probability distribu-
tions for the BN variables corresponding to observable vari-
ables. Similarly it is possible to incorporate uncertainty 
about model parameters in the BN. In future work we would 
like to explore the extension of BN to support other such 
forms of uncertainty and see how that improves the sensitiv-
ity of the diagnosis algorithm.   
 As we mentioned earlier this approach can be easily 
adapted to work with other consistency-based techniques as 
well. This can be achieved by providing an algorithm to 
construct the BN from whatever modeling paradigm is be-
ing used. For example, the temporal causal graphs in the 
TRANSCEND system [Mosterman and Biswas, 1999] al-
ready provide a structure that can be used to construct the 
BN. Even more diagnostic power is possibly by changing 
the BN variable states to (-, 0, +) as used in the 
TRANSCEND reasoning algorithms. The signal to symbol 
transformation algorithms have to be modified to output a 

 
Figure 4: Bayesian network for Two Tank System 
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probabilistic measure of consistency (or a probability distri-
bution over -, 0, + if those states are used). Using this ap-
proach, TRANSCEND would not be forced to commit to a 
set of candidates generated by the initial backtracking. Al-
ternately it might be possible to start the fault isolation rea-
soning earlier since it is not essential for 100% accuracy in 
determining symbols. 
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Abstract
Today’s simulation-centric hardware development
process requires to leverage quality test suites for
fault localization rather than employing them solely
for detecting malfunctioning. In this article we (1)
propose an extension of the model-based debug-
ging theory to address the treatment of test suites
in a well-founded way and (2) relate this novel ap-
proach to an algorithmic technique known as fil-
tering. For multiple test cases revealing a certain
fault (3) we propose an iterative computation of di-
agnoses as an extension to Reiter’s diagnosis algo-
rithm, and (4) notably report on empirical evalu-
ations of this algorithm taking into account even
dual-fault diagnosis.

1 Introduction
Today’s increasing demand on semiconductors and software-
enabled systems is accompanied by increasing design com-
plexity, high quality attributes, cost pressure and shrinking
time to market. Thus detecting, localizing, and fixing faults
is a crucial issue in today’s fast paced and error prone de-
velopment process. In general, detecting and repairing mis-
behavior in an early stage of the development cycle reduces
costs as well as development time considerably.

Hardware description languages like VHDL [Navabi,
1993; IEEE, 1988] and Verilog [IEEE, 1995], and the avail-
ability of mature simulation technology allow for verifica-
tion and systematic testing in early stage in the develop-
ment cycle. Unlike to the early 90s, the need for phys-
ical prototypes is more and more replaced by appropriate
models of the chip under development. Once a fault is de-
tected, the presence of a physical prototype suggests to con-
duct supplementing measurements for gaining further obser-
vations to locate the misbehavior’s root cause. In this sce-

1Authors are listed in alphabetical order.
2The research herein is partially conducted within the compe-

tence network Softnet Austria (www.soft-net.at) and funded by the
Austrian Federal Ministry of Economics (bm:wa), the province of
Styria, the Steirische Wirtschaftsfrderungsgesellschaft mbH. (SFG),
and the city of Vienna in terms of the center for innovation and tech-
nology (ZIT).

nario, typically the input remains the same, and the engi-
neer looks for further measurement points. The classical
literature on model-based diagnosis (MBD) [Reiter, 1987;
de Kleer and Williams, 1987] addresses this process and pro-
vides foundational support for locating faulty components by
incorporating additional measurements.

With the advent of various models in today’s development
process, particularly exhaustive simulation of digital semi-
conductors has become an inherent and well-established tech-
nique. Model-based test pattern generation furthermore al-
lows for straightforward generation of test suites fulfilling
various coverage goals. However, the availability of these
quality test suites to our best knowledge is not addressed by
MBSD (model-based software debugging) theory so far. In
contrast to the scenario in the early 90s, we need to take ad-
vantage of numerous individual test cases rather than captur-
ing additional observations obtained from the prototype. Ex-
tending classical model-based debugging theory thus might
provide the theoretical underpinning to master the fault loca-
tion process (which accounts for 50 to 80 percent of the time
used for verification depending on the level of automation
of the employed verification tools [Auerbach et al., 2005])
and promises to provide remedy in terms of sophisticated tool
support.

In this article we briefly introduce MBSD and (1) propose
to extend MBSD to leverage whole test suites rather than in-
dividual tests (see Section 3). Moreover, (2) we relate this
approach to the previously proposed method of filtering (also
see Section 3) and (3) present a novel extension to Reiter’s
hitting set algorithm that efficiently takes account of multiple
error-revealing test cases (see Section 4). We (4) outline em-
pirical results (notably single- as well as dual-fault diagnosis)
obtained from the ISCAS’89 benchmark suite (see Section
5). Finally we discuss related literature (see Section 6), and
conclude this article (see Section 7).

2 Model-based Software Debugging
The basic idea of model-based software debugging (MBSD)
is to employ a single test case together with knowledge about
the program’s syntax and semantics to locate the misbehav-
ior’s possible causes. Obviously, a correctly functioning pro-
gram cannot produce an incorrect value for a given test case.
Therefore, to make the program consistent with this specific
test case revealing the faulty behavior, we have to assume
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some subset of the program’s components to work incor-
rectly. We report these components as diagnosis candidates
for the specific test case under consideration.

MBSD, as the discipline of applying model-based diagno-
sis (MBD) [Reiter, 1987; de Kleer and Williams, 1987] to
locate bugs in software, has a well-founded theory and sev-
eral case studies indicate its maturity in the context of HDLs
[Peischl and Wotawa, 2006; Wotawa, 2002]. In the following
we restate the definition of the classical diagnosis problem
[Reiter, 1987; de Kleer and Williams, 1987] and point out the
most notable differences to MBSD.

Definition 2.1 (Diagnosis Problem) [Reiter, 1987; de Kleer
and Williams, 1987] A diagnosis system is a pair
(SD,COMP ), where

• SD, the system description, in [Reiter, 1987] is a set of
first-order sentences

• COMP , the system components, is a finite set of con-
stants.

An observation of a system is a finite set of first-
order sentences, and together with the system descrip-
tion (SD,COMP ) forms the classical diagnosis problem
(SD,COMP,OBS).

In contrast to a diagnosis problem, where SD specifies the
correct behavior and the observations specify the input and
the response of the actual system, the system description SD
of a debugging problem describes the (faulty) behavior and
the tests (partially) specify the intended (correct) behavior.
Moreover, to overcome scalability issues, we employ a Horn-
clause like encoding for both, SD and the test cases.

Definition 2.2 (Debugging Problem) A debugging problem
is a tuple (SD,COMP, TC) where SD is a logical model
of the given program (typically incorporating structure and
behavior), COMP is a finite set of statements or expressions
of this program, and TC refers to a logical sentence repre-
senting the given test case.

3 Test Suites for Fault Localization
Although some research work considers multiple test cases
(or test suites) for enhancing the proposed model’s discrimi-
nation capability in terms of filtering the diagnosis obtained
from a specific model [Wotawa, 2002], we notably lack a
general approach for the treatment of whole test suites. In
the following we extend the MBSD framework towards the
universal treatment of test suites. Within this framework we
establish a relationship to the filtering approach proposed in
[Wotawa, 2002].

Rather than considering a single test case solely, a test suite
contains multiple test cases TC1, TC2, ..., TCn, while the
system description remains the same. As outlined in Section
1, test cases may either reveal a fault - that is, the specific test
case’s logical encoding is inconsistent with the system de-
scription, or fail to detect misbehavior. For the remainder of
this article, the first case refers to a negative test case, whereas
we refer to a positive test in case of consistency. Thus we can
partition the set of test cases TC in positive (referred to as

TCpos in the following) and negative ones (formally referred
to as TCneg).

We continue with a simple example illustrating the poten-
tial of positive test cases.

Figure 1: Depicting a small faulty circuit

Example 3.1 (Positive test cases) Figure 1 illustrates a part
of a circuit comprising anXOR and aNOT gate. We further
assume that this circuit is faulty and that both components are
reported as diagnosis candidates by employing negative test
cases. Suppose we have already received the following in-
formation after the application of a negative test case (in1 =
’1’, in2 = ’0’, out = ’1’). Considering the NOT gate abnor-
mal and XOR gate correct, the value of ’inter’ is computed
’0’ by the model. Now we apply a positive test case (in1 =
’0’, in2 = ’0’, out = ’1’). Once again considering the NOT
gate abnormal and XOR gate correct, the value of ’inter’
is now computed ’1’ by the model. We immediately see that
abnormal component NOT is required to map ’inter’ = ’0’
for negative test case and ’inter’ = ’1’ for the positive test
case for the same input value in2 = ’0’. Obviously, no deter-
ministic component can fulfill this requirement. Thus the not
component can no longer be considered as a valid diagnosis
candidate.

In the following we generalize the idea motivated by our
example and show how to incorporate positive test cases
into the MBSD framework. Afterwards we relate our novel
system description to the algorithmic filtering approach pre-
sented in [Wotawa, 2002].

Definition 3.1 (Test Suite Integration) Given a set of test
cases TC = TC1, TC2, ..., TCn, a system description SD
and a set of components, the diagnosis problem considering
all test cases in TC is obtained as follows:
• for each TCi ∈ TCdo

– generate a new SDi, where all component and con-
nections are uniquely identified with a new index i

• let SD∗ be
⋃k

i=1 SDi ∪ {¬AB(C) → ¬AB(C1) ∧
¬AB(C2) ∧ ... ∧ ¬AB(Ck)|C ∈ COMP}, where Cj

denotes the corresponding components in SDi.
• let TC∗ be a renaming of TC, such that every test case

is associated with connections in SDi

The new diagnosis problem incorporating the test cases TC
is given by the tuple (SD∗, COMP, TC∗).

Note that the size of SD increases with the number of
test cases linearly and the individual components Ci, i =
1, 2, .., k are treated as independent components. Applying
Reiter’s algorithm [Reiter, 1987] in a straightforward way
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is thus rather inefficient. In Section 4 we thus propose a
novel, iterative construction of the hitting-set DAG. How-
ever, although this novel algorithm handles additional con-
flicts rather efficient, positive test cases do not yield to further
conflicts and thus are not able to discriminate diagnosis fur-
ther on. Under absence of structural faults, the following,
novel extension allows even for taking advantage of positive
test cases by relying on Ackermann constraints [Ackermann,
1954].

As positive test cases do not yield to additional conflicts,
we capture their specific information on diagnoses in terms of
the system description with Ackermann constraints SDA. To
our best knowledge the authors of [Raiman et al., 1991] were
the first employing Ackermann constraints to express that our
components behave deterministically. By adding these con-
sistency constraints we formalize the fact that the same com-
bination of input values applied to a component C produces
the same output for every instance Ci. This specifically al-
lows for exploiting valuable information captured in terms of
the many test cases not revealing any faulty behavior.

Definition 3.2 (System Descr. with Ackermann constraints)
Given a set of positive test cases TCpos, we assume
in(Ci) = {i1ci

, ..., imci
} to denote the inputs of component

Ci, and out(Ci) = {o1c1
, ..., on

ci
} the outputs of component

Ci. By extending the system description SD∗ in terms of the
Ackermann Constraints ¬AB(C) ∧ CONA = {∀m

l=1i
l
ci

=
ilcj

)→ ∀n
p=1(op

ci
= op

cj
)|i 6= j}, where i and j denote indices

of test cases, we obtain a diagnosis problem incorporating
Ackermann constraints. The diagnosis problem is thus
given in terms of the tuple (SDA, COMP, TC∗

pos) where
SDA = SD∗ ∪ CONA denotes the Ackermann constraint
system description.

An algorithmic approach to these constraints is filtering
[Wotawa, 2002]. Filtering refers to discarding certain di-
agnosis by taking advantage of further test cases TCi in a
dedicated post processing phase. A diagnoses ∆ states that
∆∪SD∪TCi∪{¬AB(C)|C ∈ COMP \∆} is consistent.
This implies that there is a replacement, that is - there exists
a function replace(C) for every component C ∈ ∆ - repair-
ing the program for the given test case TCi. The function
replace(C) allows for producing the correct output values for
the considered test case TCi. However, considering a set of
test cases TC = {TC1, TC2, ..., TCn} such an replacement
does not exist for all test cases in TC necessarily.

We briefly restate filtering as follows. Since all compo-
nents in COMP \∆ are assumed to behave correctly, we can
compute the input values in(C) and out(C) for every compo-
nent C ∈ ∆ (Using simulation). According to this computed
input-output relation obtained from all test cases TC, compo-
nent C is possibly required to map the same input to different
output values. This corresponds to an inconsistency and the
specific diagnosis AB(C) is not repairable w.r.t the test cases
TC: As there is no function replace(C) as stated previously
component C can be removed from the set of diagnosis can-
didates. In this vein, we basically evaluate the Ackermann
constraints in an iterative fashion at a meta-model level by
checking for different input values for a certain output value.

We formalize the procedure mentioned previously in terms
of the procedure filter(∆,TC), where ∆ denotes the set of
diagnosis candidates and TC represents the test suite:

1. forall test cases TCi ∈ TC do

2. (a) forall D ∈ ∆ do
(b) Let idi

denote the values at the input and odi
be the

values at the output of component D
obtained by assuming AB(D) ∧ {¬AB(C)|C ∈
COMP \D}

(c) if there exist indices i, j, i 6= j, such that idi
=

idj
∧ odi

6= odj

(d) remove D from ∆
3. return ∆

Claim 1 (Claim 1) The procedure filter(∆, TC) re-
duces the diagnosis candidates ∆ obtained from
(SD,COMP, TC) exactly to those given in terms of
the diagnosis problem (SDA, COMP, TC∗), where SDA

again denotes the system description SD with Ackermann
constraints as given in Definition 3.2 and TC∗ refers to the
renaming as given in Definition 3.1.

Proof 1 (Proof of Claim 1) After applying filter(∆, TC)
to the obtained diagnoses, there is no component D at which
we obtain different input values for a certain output. Follow-
ing the notion given in Definition 3.2, we formally conclude

1. 6 ∃i, j, i 6= j · (∀m
l=1i

l
di

= ildj
) ∧ (∀n

p=1o
p
di
6= op

dj
)

2. ¬∃i, j, i 6= j · (∀m
l=1i

l
di

= ildj
) ∧ (∀n

p=1o
p
di
6= op

dj
)

3. ∀i, j, i 6= j · ¬(∀m
l=1i

l
di

= ildj
) ∨ (∀n

p=1o
p
di

= op
dj

)

4. ∀i, j, i 6= j · ¬(∀m
l=1i

l
di

= ildj
)⇒ (∀n

p=1o
p
di

= op
dj

)

5. ∀i, j · CONA

2

The procedure filter(∆, TC) thus imposes the Acker-
mann constraints on the set ∆.

4 Negative Test Cases: Iterative Computation
of Diagnosis

For negative test cases we rely on reusing Reiter’s well known
Minimal Hitting Set Tree Algorithm [Reiter, 1987] for com-
puting diagnosis. This algorithm was later revised by Greiner
[Greiner et al., 1989]. First we generate a Minimal Hitting
Set Directed Acyclic Graph (referred to as HS-DAG in the
following) for the first test case (similar to actual Greiner’s
algorithm for single test case). The nodes labeled by

√
rep-

resent the minimal diagnosis for current test case. Further
test cases traverse, reuse and extend the same directed acyclic
graph.

This directed acyclic graph is traversed using breadth first
strategy and further test cases modify this acyclic directed
graph by adding new nodes or closing, pruning or reusing old
nodes. The main idea is that, first an acyclic directed graphD
is created, the nodes which represent minimal diagnosis and
are labeled by

√
are replaced with conflict sets CS returned

from next test cases, if such conflict sets exist . If no such

Bernhard Peischl, Naveed Riaz, and Franz Wotawa 317

Alban Grastien, Wolfgang Mayer, and Markus Stumptner, Editors.
Proceedings of the 19th International Workshop on Principles of Diagnosis (DX-08),
September 22–24, 2008, Blue Mountains, NSW, Australia.



conflict set exists then this node also represents the minimal
diagnosis for next test cases as well.H(

√
) is the set of edge

labels on the path from root down to node labeled by
√

.
We use a simple example to illustrate our ap-

proach. Suppose we have two test cases, TC1
and TC2, F1 = {{1, 2, 3}, {1, 3}, {1, 4}} and
F2 = {{1, 4, 5}, {3, 4}, {1, 2}} denote the correspond-
ing conflict sets.

Figure 2 represents their corresponding minimal HS-DAG.

(a) HS −DAGTC1 (b) HS −DAGTC2

Figure 2: MHS directed acyclic graphs for TC1 and TC2

Figure 3: DAGmult, the DAG generated by our novel alg.

Suppose D1 = {{1}, {3, 4}} and D2 =
{{1, 3}, {1, 4}, {2, 4}, {2, 3, 5}} are diagnoses returned
from acyclic directed graphs obtained from F1 and F2
respectively.

By following the well-known procedure proposed in
[Greiner et al., 1989] we obtain a DAG DAGTC1 as depicted
in Figure 2. For incorporating F2, we start traversing this
DAG in breadth first order. We find node n1, marked with

√
at level 1 with H(n1) = {1}. We can see that this node can
be labeled with conflict set {3,4} of F2, so we replace the
label

√
of n1 with {3,4} and create two downwards arcs with

labels 3 and 4 respectively.
Now we have created two new unlabeled nodes n6 and n7

with H(n6) ={1,3} and H(n7)= {1,4}. In the same level there
is no other node which can be re-processed so we move to
next level.

We have unlabeled nodes n6 and n7. As there is no conflict
set available in F2 which can become their label, these are
marked with label

√
. Moving forward in the same level we

find node n4 marked as closed with H(n4) = {1,3}. This node
cannot remain closed any longer because the previous min-
imal node n1 with H(n1) = {1} has been replaced with two
new minimal nodes n6 and n7 and H(n6) is also {1,3}. The

new minimal node n6 is at the same level as n4, so we can
reuse n6.

Moving forward we find node n5 previously marked with
label

√
and H(n5) = {3,4}. Now this label can be replaced

with conflict set {1,2} of F2, so we replace the label
√

of n5
with {1,2}. On the next level we have two unlabeled nodes
represented as n8 and n9 and H(n8) = {1,3,4} and H(n9) =
{2,3,4}. As we already have minimal node n6 with H(n6) =
{1,3} so we can close the first node. For the second node, as
there is no conflict set available in F2 which can become it’s
label, we mark it with label

√
. Our final DAG is depicted in

Figure 3. We get the following diagnosis from these two test
cases Dmult = {1,3},{1,4},{2,3,4}.
4.1 Algorithm
To efficiently treat multiple test cases, we follow Greiner’s
original algorithm [Greiner et al., 1989] constructing the HS-
DAG for an ordered collection of sets Fi. We assume to use
the same pruning rules, i.e., node closing, node re-use, and
node pruning. The latter is used in cases where a conflict set
is found which is a subset of a conflict set used earlier in the
construction of the HS-DAG. All pruning rules except node
closing remain the same in our variant of Reiter’s HS-DAG
algorithm.

Node closing is used in cases where a node n is pro-
cessed and there exists another node m labeled with

√
and

H(m) ⊂ H(n). In this case m already reveals a minimal
hitting-set and n would only lead to a non-minimal one. Thus
m can be closed which is indicated by labeling m with ×.
When changing a HS-DAG incrementally using multiple test
cases a previously generated minimal hitting set might be-
come invalid because a new previously not considered con-
flict is detected. Hence, the corresponding node n has to be
extended and its label has to change. This of course has con-
sequences for nodes m which has been closed because of n.
In order keep track of closed nodes m, we introduce a new
function closed for nodes n which stores all nodes that are
closed because of n. Hence, when changing the label of n
from

√
to a conflict set, we immediately know the closed

nodes we have to re-process.
The following iterative version of Reiter’s HS-DAG algo-

rithm assumes that we have given a set F which comprises
set of conflicts Fi, i = 1, .., n. For each test case TCi the
set Fi stores the conflicts obtained from TCi and the system
description. Note that it is not necessary to compute all con-
flicts for given test case in advance. They can be computed
whenever required. We use the same technique described by
Reiter [Reiter, 1987] for this purpose.

1. Construct the root node n0 of D. Let H(n0) be the
empty set and label the node with

√
.

2. For each element Fi from F do the following:
(a) Traverse D in breadth first order starting from the

root node n0.
(b) if node m is previously labeled by

√

i. If for all x ∈ Fi, x ∩ H(m) 6= {} then leave this
node as it is and move to next node.

ii. Else label m by
∑

where
∑

is the first mem-
ber of Fi for which

∑ ∩ H(m) = {} and for
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each σ ∈ ∑
, generate a new downward arc la-

beled by σ. This arc leads to a new node o with
H(o) = H(m) ∪ {σ}. The new node o will be
processed (labeled and expanded) after all nodes
in the same generation as m have been processed.
Re-open all nodes n ∈ closed(m) by removing
their label.

(c) If a node m is unprocessed, i.e., its label is empty,
do the following:
i. If for all x ∈ Fi : x ∩H(m) 6= {} then label m

by
√

ii. Else, label m by
∑

where
∑

is the first mem-
ber of Fi for which

∑∩H(m) = {}. For
each σ ∈ ∑

, generate a new downward arc la-
beled by σ. This arc leads to a new node o with
H(o) = H(m) ∪ {σ}. The new node o will be
processed (labeled and expanded) after all nodes
in the same generation as m have been processed

3. Return D.

After all test cases in F have been processed the HS-DAG
D comprises all minimal hitting sets which are the nodes la-
beled by

√
. The pruning rules of Greiner et al. are used in

order to ensure D to be as small as possible. Moreover, be-
cause of the breadth first computation the algorithm computes
hitting sets of increasing size. We might stop computation for
hitting sets exceeding a given limit.

5 Empirical Results
In this section we evaluate our approach using circuits from
ISCAS 89 benchmark suite [Brglez et al., 1989]. For every
circuit we introduced a fault by substituting a randomly se-
lected statement with another one, e.g., changing an and op-
erator with an or operator. We obtained the error revealing-
inputs - the negative test cases - by performing a circuit equiv-
alence check with the model checker VIS [R. K. Brayton et
al., 1996]. Whenever we invoke VIS, we obtain a different
negative test case for the specific circuit. To supplement our
results on the filtering approach [Wotawa, 2002], we focus
our empirical research work on negative test cases.

Table 1 outlines the obtained results for the first 8 circuits
in the ISCAS 89 benchmark: In column one the table lists
the circuit name, column two shows the length of the error-
revealing input sequence, and column three refers to the num-
ber of components building up the model. Column four opens
a sub-table which, for a number of test cases (ranging from
one to five for every circuit), lists the number of fault candi-
dates, the number of faulty lines (a single source may corre-
spond to several faults), and the percentage of reduction (last
column) in terms of source code lines. The last column in-
dicates, that under presence of five error-revealing test cases,
the proposed extension of Reiter’s algorithm allows for ex-
cluding 94 percent (considering 4 cycles) respectively 93 per-
cent (considering 8 cycles) of all source lines. For every indi-
vidual circuit, we verified that the introduced fault is among
the reported ones.

As pointed out in Section 4 our algorithm extension al-
lows for retrieving diagnosis in increasing order of cardinal-

ity. Similar to Table 1, Table 2 outlines our most recent re-
sults for dual-fault diagnosis (alongside with the total number
of source code lines for every circuit). Notably, for functional
faults, whilst guaranteeing that the introduced fault is among
the diagnosis candidates, our algorithm allows for excluding
more than 92 (for single-fault diagnosis) and 85 percent (for
dual-fault diagnosis) of the source code considering up to at
most five negative test cases.

Due to semantic differences between Verilog and VHDL,
these results for Verilog are slightly weaker than the results
for VHDL RTL presented in [Peischl and Wotawa, 2006]:
Our Verilog model differs from the VHDL approach in an ad-
ditional evaluation component to reflect the correct semantics
of Verilog’s blocking and non-blocking assignments [Peischl
et al., 2008]. For the ISCAS 89 test suite, on average, 187 of
these evaluation components degrade the model’s discrimina-
tion capabilities.

Figure 4: Results ISCAS89, multiple test cases, single fault,
4 (above) and 8 cycles (below)

Note that - particularly in a practical setting - negative test
cases may provide different discrimination capabilities with
respect to the obtainable diagnoses. Regarding our experi-
ments, the circuit equivalence checking approach solely guar-
antees to reveal the introduced fault (constraining the test se-
quence generation by, for example, requiring a test case to af-
fect disjoint output signals - might further excel the presented
results).
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Table 1: Empirical results single fault diagnosis, multiple test
cases, ISCAS 89 benchmark suite

circuit cyc. no. comp. no. tc fault candid. faulty lines %reduction
1 219 130 45.8
2 105 64 73.3

4 2360 3 105 64 73.3
4 75 50 78.9
5 75 50 78.9

s208
1 219 130 45.8
2 171 102 57.5

8 5720 3 134 80 66.6
4 105 64 73.3
5 83 50 78.9
1 59 36 91.6

4 3748 2 20 13 97.0
3 20 13 97.0
4 20 13 97.0

s344
1 202 122 71.8
2 86 53 87.8

8 7496 3 28 17 96.1
4 21 11 97.4
5 21 11 97.4
1 27 18 96.7
2 27 18 96.7

4 3688 3 27 18 96.7
4 27 18 96.7
5 27 18 96.7

s349
1 139 82 85.1
2 118 70 87.2

8 7376 3 107 64 88.4
4 62 39 92.9
5 41 26 95.3
1 53 35 93.6

4 3904 2 20 12 97.8
3 20 12 97.8

s382
1 134 75 86.3
2 50 28 94.9

8 7808 3 34 19 96.5
4 34 19 96.5
5 34 19 96.5
1 234 145 71.5

4 3568 2 31 20 96.1
3 31 20 96.1

s386
1 252 156 69.3
2 224 141 72.2

8 7136 3 151 96 81.1
4 151 96 81.1
5 54 35 93.1
1 70 38 93.7

4 4488 2 22 12 98.0
3 22 12 98.0

s444
1 193 106 82.3
2 108 57 90.5

8 8976 3 67 36 94.1
4 43 23 96.1
5 43 23 96.1
1 189 99 85.0
2 167 89 86.5

4 4928 3 166 89 86.5
4 166 89 86.5
5 166 89 86.5

s510
1 491 257 61.1
2 399 214 67.6

8 9856 3 299 160 75.8
4 273 145 78.0
5 189 99 85.0
1 40 26 95.9

4 4844 2 28 15 97.7
3 28 15 97.7

s526
1 40 22 96.6
2 33 18 97.1

8 9688 3 31 17 97.3
4 31 17 97.3
5 28 15 97.7

Average 4 3941 74 44 93.6

Average 8 7882 123 70 92.5

Table 2: Empirical results ISCAS 89, dual-fault diagnosis, 4
cycles

circuit no. lines no. tc fault cand. faulty lines %reduction
1 275 159 33.7
2 710 152 36.7
3 1101 156 35.0

s208 240 4 827 140 41.7
5 420 119 50.4
6 401 111 53.8
7 382 99 58.8
1 6338 138 68.1
3 1822 59 86.3

s344 432 2 1917 129 70.1
4 757 48 88.9
5 757 48 88.9
1 152 27 95.1
3 338 40 92.7

s349 550 2 110 22 96.0
4 110 22 96.0
5 110 22 96.0
1 1164 78 85.7
3 513 66 87.9

s382 546 2 315 64 88.3
4 315 64 88.3
5 315 64 88.3
1 723 192 62.2
3 4433 179 64.8

s386 408 2 4360 175 65.6
4 4683 170 66.5
5 1648 146 71.3
1 1152 145 75.8
3 333 53 91.2

s444 600 2 333 33 96.1
4 108 22 96.3
5 108 22 96.3
1 551 40 93.7
3 436 26 95.9

s526 639 2 366 23 96.4
4 366 23 96.4
5 366 23 96.4

Average 488 1057 88 85.2
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Figure 5: Results ISCAS89, double fault, cycle no. 4

6 Related Work
We can divide related work into four areas. First we discuss
and compare the different debugging techniques used for se-
quential circuits. Second, we point out work related to treat-
ment of multiple test cases. Third, we discuss the different
approaches for diagnosing multiple faults and finally we dis-
cuss the work related to Ackermann constraints.

Pitchumani, Mayor, and Radia describe a diagnosis tool
for VHDL that employs so-called functional fault models and
reasons from first principles by means of constraint suspen-
sion [V.Pitchumani et al., 1991; 1992]. They employ a hier-
archical approach using stuck-at fault modes at the first level
and an arbitrary failure model at the second level. As the
authors do not provide experimental results, it is impossible
to evaluate whether their approach outperforms ours in terms
of no. of fault candidates. Kuchcinski et al. [Krzysztof et
al., 1993] discuss an application of algorithmic debugging to
automatic fault localization in VLSI designs and propose a
smooth combination of different diagnosis techniques.

Our empirical results differ from other published results
[Cheng et al., 1998; Alexander et al., 2004] mainly in two
points. We perform evaluation on unoptimized RTL represen-
tations and we compute possible fault locations at the expres-
sion level rather than at the gate level. Authors of [Cheng et
al., 1998] also present experimental results for the ISCAS 89
benchmark suite. The satisfiability-based approach [Alexan-
der et al., 2004] also employs optimized versions of the
benchmarks and leverages recent achievements in Boolean
satisfiability techniques for computing diagnoses. Notably,
the authors of that approach point out that an unoptimized
version makes diagnosis harder because of circuit redundan-
cies. In source-level debugging, we inherently deal with un-
optimized representations because any optimization might re-
move redundancies and possible fault candidates. Moreover,
these researchers claim that fault-mode-free diagnosis is a de-
sirable characteristic because fault effects can have non deter-
ministic behavior.

Second, we discuss work related to treatment of multiple
test cases. Reiter [Reiter, 1987] discusses the concept of in-
corporating additional measurements and Hou [Hou, 1991]
explores this concept further on. F.Levy [F.Levy, 1992] has
also described an approach for incremental treatment of dif-

ferent conflict sets. Moreover, the authors of [Meerwijk and
Priest, 1992] recognized this lacking aspect and propose an
approach for employing multiple test cases, however, their
approach imposes unreasonable assumptions on the relation-
ship between the circuit’s input and output.

Third, there have been different approaches taken by differ-
ent researchers for the diagnosis of multiple faults. The ap-
proach in [de Kleer and Williams, 1987] is based on conflict
recognition and candidate generation. [H.T.Ng., 1990] pro-
vided the extension for the consistency-based diagnosis ap-
proach described by Reiter [Reiter, 1987] for the diagnosis of
devices whose behavior changes over time. [S.Subramanian
and R.J.Mooney, 1996] presented a similar approach, they
combined this standard diagnostic approach [de Kleer and
Williams, 1987] with a hypothesis checker. The authors of
[Daigle et al., 2006] use a fault isolation scheme, where fault
effects are represented as qualitative fault signatures. As we
are not aware of any publications reporting on empirical re-
sults, on the proposed techniques , it is impossible to compare
our approach with their approach in terms of effectiveness.

Finally, To our best knowledge the authors of [Raiman et
al., 1991] were the first employing Ackermann constraints to
express that components behave deterministically. We pur-
sue a similar idea in the context of positive test cases in
a simulation-driven development process. Notably [Staber
et al., 2006] employed Ackermann constraints for locating
faults in Verilog programs by using a model checker.

7 Conclusion
Today’s simulation-centric hardware development process re-
quires to leverage quality test suites for locating a misbehav-
ior’s cause rather than solely detecting it. In contrast to the
early 90s, we therefore need to take advantage of numerous
individual test cases rather than narrowing the fault location
in terms of additional measurements on a prototype.

Regarding typical test suites only a fraction of these test
cases effectively reveals a fault. The remaining ones - al-
though carrying valuable diagnosis information - do not con-
tribute to locate the misbehavior.

This article contributes to MBD research in (1) proposing
an extension to the classical model-based diagnosis theory to
address the treatment of test suites, (2) relates this extension
to a previously proposed filtering approach, (3) shows how
to iteratively extend Reiter’s algorithm to leverage multiple
error-revealing faults, and (4) reports on an concrete debug-
ging application in terms of an empirical evaluation notably
taking into account dual-fault diagnoses.
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Abstract
This paper deals with the detection of Oscillatory
Failure Cases (OFC) in Electrical Flight Control
System (EFCS) of civil airplanes. The proposed
approach uses interval analysis to identify a fault
model once a fault has occurred in the physical sys-
tem. The interval estimation method results are
guaranteed and computations are performed in fi-
nite time. On a case study, it is shown that failures
can be identified using the fault models which are
checked against system input and output measure-
ments.

1 Introduction
Providing models representing physical systems is a common
concern spread over all scientific and engineering communi-
ties. Model based methods require such modeling and rely
on the soundness of the models. This is particularly true for
model based fault detection and diagnosis. But complex sys-
tems are often subjected to uncertainties that make the mod-
elling task awkward. This is why pure numerical models are
sometimes disregarded to the benefit of set-membership mod-
els which naturally cope with uncertain and inaccurate knowl-
edge.

At some stage of the process, one may face two kinds of
uncertainties. On one side,unstructureduncertainties mean
that deriving a complete equational model for the physical
phenomena is impossible. On the other side, when the struc-
ture of the equations is known but some of the parameters
are not, uncertainties are said to bestructured. In addition
to these uncertainties, it is not always possible to get infor-
mations about disturbances and noises acting on the system.
This may turn the usual stochastic framework inappropriate.
In such cases, assuming bounded uncertainties may be a so-
lution.

Considering structured uncertainties, an interesting wayto
go is to use guaranteed estimation methods, which learn the
state and/or parameters of the models from data. These meth-
ods rely oninterval analysisthat first appeared in[Moore,

∗LAAS-CNRS, Université de Toulouse, 7, avenue du Colonel
Roche, F-31077 Toulouse, France

†Flight Control System department, 316, route de Bayonne,
31060 Toulouse CEDEX 09, France

1966]. They are now subject of a growing interest in var-
ious communities and are applied to many tasks[Alamo et
al., 2005; Armengolet al., 2001; Guerraet al., 2006; Jaulin
et al., 2001; Kieffer and Walter, 1998; Kiefferet al., 2002;
Lesecqet al., 2003; Ribot, 2006; Ribotet al., 2007].

This paper presents a fault detection method using inter-
val parameter estimation. Parameters of the model are esti-
mated from the input and output measurements of the system.
The consistency of this estimation is then checked against pa-
rameters computed from a theoretical (possibly faulty) model
of the system. Computations use the set inversion algorithm
SIVIA [Jaulin and Walter, 1993; Jaulinet al., 2001]. The re-
sults are approximated but are bounded in a guaranteed way.
The method is then tested to detect Oscillatory Failure Cases
(OFC) in Electrical Flight Control System (EFCS) of civil
airplanes, which is a real case study provided by AIRBUS.

The paper is organised as follows. Section 2 presents an
overview of interval analysis, its original purpose and itsap-
plication to fault detection. The error bounded context is then
presented more precisely with parametric estimation usingin-
tervals in section 3. In section 4, the case study is presented;
we describe what are OFC, and their consequences on the air-
craft control surfaces, why such failures must be detected in
time and one of the methods currently used on Airbus air-
crafts for OFC detection. In section 5 the application and the
obtained results are analyzed. Finally some conclusions are
outlined in last section.

2 Interval analysis

2.1 Preamble
The key idea of interval analysis is to reason about intervals
instead of real numbers and boxes instead of real vectors. The
first motivation was to obtain guaranteed results from floating
point algorithms and it was then extended to validated numer-
ics [Moore, 1959]. Let us recall that in computers real num-
bers can only be represented by a floating point approxima-
tion, hence introducing a quantification error. Aguaranteed
result means first that the result set encloses the exact solu-
tion. The width of the set,i.e. the result precision, may be
chosen depending on various criteria among which response
time or computation costs. Secondly, it also means that the
algorithm is able to conclude on the existence or not of a so-
lution in limited time or number of iterations. The first sig-
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nificant work is due to Moore in his Phd thesis which was the
early beginnings of his reference book[Moore, 1966].

2.2 Main concepts
The matter is to wrap the sets of interest into boxes or union
of boxes for which computations may be easier. There are
some fundamental operations on intervals which are briefly
explained after the definition of an interval.

Interval
A real interval[u] = [u, u] is a closed and connected subset of
R whereu represents the lower bound of[u] andu represents
the upper bound. The width of an interval[u] is defined by
w(u) = u− u, and its midpoint bym(u) = (u + u)/2.

The set of all real intervals ofR is denotedIR.
Two intervals[u] and[v] are equal if and only ifu = v and

u = v. Real arithmetic operations are extended to intervals
[Moore, 1966].

Arithmetic operations on two intervals[u] and [v] can be
defined by:

◦ ∈ {+,−, ∗, /}, [u] ◦ [v] = {x ◦ y | x ∈ [u], y ∈ [v]}.

An interval vector (or box)[X ] is a vector with interval
components and may equivently be seen as a cartesian prod-
uct of scalar intervals:

[X ] = [x1]× [x2]× . . .× [xn].

The set ofn−dimensional real interval vectors is denoted
by IRn.

An interval matrix is a matrix with interval components.
The set ofn×m real interval matrices is denoted byIRn×m.
The widthw(.) of an interval vector (or of an interval matrix)
is the maximum of the widths of its interval components. The
midpointm(.) of an interval vector (resp. an interval matrix)
is a vector (resp. a matrix) composed of the midpoint of its
interval components.

Classical operations for interval vectors (resp. intervalma-
trices) are direct extensions of the same operations for punc-
tual vectors (resp. punctual matrices)[Moore, 1966].

Inclusion function
Given[u] a box ofIRn and a functionf from IRn to IRm, the
inclusion functionof f aims at getting an interval containing
the image of[u] by f .

The range of the functionf over[u] is given by:

f([u]) = {f(x) | x ∈ [u]}.
The interval function[f ] from IRn to IRm is an inclusion
function forf if:

∀[u] ∈ IRn, f([u]) ⊆ [f ]([u]).

An inclusion function off can be obtained by replacing
each occurrence of a real variable by its corresponding in-
terval and by replacing each standard function by its interval
evaluation. Such a function is called the natural inclusion
function. In practice the inclusion function is not unique,it
depends on the syntax off .

Inclusion test
Given a subsetS of Rn, we test if [x] belongs toS, more
precisely if[x] ⊆ S or [x] ∩ S = ∅. These tests are used to
prove that all points in a given box satisfy a given property or
to prove that none of them does.

Contractor
The last operation is thecontractionof [x] with respect to
S. This means that we search a smaller box[z] such that
[x] ∩ S = [z] ∩ S. If S is the feasibility set of a problem
and[z] turns out empty, then the box[x] may not contain the
solution[Jaulinet al., 2001].

These operations are used to test if a box can or cannot be
removed from the solution set. When no conclusion can be
drawn, the box may be bisected and each of the sub-boxes
can be tested in turn (this corresponds tobranch-and-bound
algorithms).

2.3 SIVIA: Set Inversion Via Interval Analysis
Consider the problem of determining a solution set for the
unknown quantitiesu defined by

S = {u ∈ U | Φ(u) ∈ [y]},
= Φ−1([y]) ∩ U,

(1)

where[y] is known a priori,U is an a priori search set foru
andΦ a nonlinear function not necessarily invertible in the
classical sense. (1) involves computing the reciprocal image
of Φ. This can be solved using the algorithmSIVIA, which is
a recursive algorithm that explores all the search space with-
out loosing any solution. This algorithm makes it possible to
derive a guaranteed enclosure of the solution setS as follows:

S ⊆ S ⊆ S. (2)

The inner enclosureS is composed of the boxes that have
been proved feasible. To prove that a box[u] is feasible it
is sufficient to prove thatΦ([u]) ⊆ [y]. Reversely, if it can
be proved thatΦ([u]) ∩ [y] = ∅, then the box[u] is unfeasi-
ble. Otherwise, no conclusion can be reached and the box[u]
is said undetermined. The latter is then bisected in two sub-
boxes that are tested until their size reaches a user-specified
precision thresholdε > 0. Such a termination criterion en-
sures thatSIVIAterminates after a finite number of iterations.

2.4 Fault detection using intervals
Set membership detection uses previous concepts to perform
state estimation and parameters estimation. In state esti-
mation, a nonlinear dynamical model is approximated by
a Taylor expansion[Rihm, 1994; Berz and Makino, 1998;
Nedialkovet al., 2001] to compute a box enclosing all pos-
sible trajectories of the solution between two successive time
stepstj andtj+1.

The fixed point and Picard-Lindelöf theorems prove the ex-
istence and uniqueness of the solution[Rihm, 1994]. The in-
terval solution becomes obviously wider and wider at each
iteration step: this drawback is known as thewrapping effect.
Numerous methods may circumvent this pessimism: among
them one is to use high order Taylor expansion, mean value
forms, matrices preconditioning and a predictor-corrector ap-
proach[Corliss, 1994; Nedialkov, 1999; Neumaier, 1990;
Raïssiet al., 2004; Ramdani, 1995; Rihm, 1994].

324 Control Surfaces Oscillatory Failures Identification Using Interval Analysis

Alban Grastien, Wolfgang Mayer, and Markus Stumptner, Editors.
Proceedings of the 19th International Workshop on Principles of Diagnosis (DX-08),
September 22–24, 2008, Blue Mountains, NSW, Australia.



3 Parameter estimation in a bounded error
context

Parameters and state estimation from experimental measures
are usually obtained within a stochastic framework in which
known distribution laws are associated to interferences and
measurement noise. Oppositely, in a bounded error context,
measures and modelling errors are supposed to be unknown
but to stay within known and acceptable bounds.

Errors between measured and predicted outputs may rely
on many factors, among them: limited sensors accuracy,
interferences, noise, structured uncertainties, . . . Someare
quantifiable, some are not. We consider here the quantifiable
error e, which is added to the model outputy. The experi-
mental outputsyexp are given by:

yexp(tj , p) = y(tj , p) + e(tj , p), 1 ≤ j ≤ n. (3)

In the presented work, the errore is supposed to be within
an interval whose lower bound isemin and upper bound is
emax. An allowable error setE may be defined as a set of
constraints

E = {e(tj, p) | emin ≤ e(tj , p) ≤ emax}. (4)

These bounds may be considered constant over time as well
as variable. They may be established from data given by con-
structors for electronic parts for example.

Our system has unknown but bounded initial conditions
while input and output values are available at any time. The
initial conditions belongs to a set, hence the model outputy
is also a set denoted[y], as well as the errore which is a set
[e] that must be in the domainE.

u System

Model

yexp

+

-

y

[e]

Figure 1: System and model.

In the same way as for[e], we define an allowable domain
Y for model output[y] such than

Y = {y | y ⊆ [yexp− emax, yexp− emin]}. (5)

Interval analysis is used to reject models that are not consis-
tent with data and error bounds.

Numerous approaches have been tested with linear mod-
els: ellipsoid shaped methods[Milanese and Vicino, 1991;
Durieu and Walter, 2001; Lesecqet al., 2003], parallelotopic
and zonotopes[Alamoet al., 2005].

Consider a nonlinear parametric model described by the
following set of equations:





ẋ(t, p) = f(x(t), u(t), p),
y(t, p) = g(x(t), u(t), p),

x0 ∈ X0,

p ∈ P0,

(6)

where

• f andg are continuous nonlinear known functions,

• x(t) ∈ Rn is the state vector at timet,

• u(t) ∈ Rm is the input vector at timet,

• y(t) ∈ Rp is the output vector at timet,

• X0 is an a priori known set enclosing the initial condition
x0,

• P0 is an a priori known set enclosing the searched pa-
rameter vectorp.

A parameter vectorp is acceptable if and only if the error
betweenyexp and the model output[y] is bounded in a known
way. To estimate system parameters, we have to get the setP
of all parametersp enclosed in the a priori search setP0 such
that error between real data and model outputs denoted

[e(t, p)] = yexp− [y(t, p)] (7)

belongs to the allowable error setE whose boundsemin and
emax are known:

P = {p ∈ P0 | [e(t, p)] ∈ E} ,

= {p ∈ P0 | emin ≤ [e(t, p)] ≤ emax} .
(8)

The characterization of the setP may be defined as a set
inversion problem[Raïssiet al., 2003; Kieffer and Walter,
2005]:

P = [e−1](E). (9)

A guaranteed approximation ofP may be computed using
the SIVIA algorithm presented previously.

4 Case study
4.1 Problem
One of the tasks devoted to flight control computer is to slave
the position of the control surfaces. The control surface mo-
tion is driven by an actuator in active or damped mode. There
are generally two actuators for one control surface. Amas-
ter computer performs control by sending a command on the
active actuator. The other one is set in damped mode and fol-
lows the surface motion. When the master computer detects
a failure, it switches the active actuator to damped mode and
gives control to aslavecomputer that controls the second ac-
tuator which is now in active mode.

Some parts in the control chain that contain electronic de-
vices may generate spurious oscillating signals. Under some
circumstances, these signals can lead to an unwanted oscil-
lation of the control surface. This is called anOscillatory
Failure Case (OFC). In this paper, only OFC located in the
servo-loop control of the moving surfaces are considered, that
is, between theFlight Control Computerand the control sur-
face, including these two elements (cf. Figure 2). When an
OFC occurs within the actuator bandwidth , it may have the
following consequences:

• it creates additional loads on the aircraft structure. Cou-
pled with the aeroelastic behaviour of the aircraft, it may
lead to unacceptably high loads or vibrations (resonance
phenomena with aircraft natural modes).

• It speeds up actuators stress and reduces their lifetime.

Renaud Pons, Carine Jauberthie, Louise Travé-Massuyès, and Philippe Goupil 325
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Figure 2: Position control chain.

• It lowers passengers comfort.

The plane is designed to take into account these faults in a
limited way, depending on oscillation frequency and range.
Taking structural design actions to counteract these faults
would indeed require heavily and costly structure reinforce-
ment. It is then very much advisable to detect them using the
flight control computers. Monitoring must be performed to
ensure that failures stay within predefined limits. Classical
monitoring (e.g. position monitoring, runaway monitoring,
etc.) does not guaranty such detections, so specific mecha-
nisms must be added.

When an OFC is detected, the flight computer looses regu-
lation over control surface. As seen previously, another wait-
ing computer ensures surface control with a redundant servo
which switches from damped to active mode.

The problem to be solved is to detect in the control loop
some OFC with a minimal given range within a given number
of periods (the maximal overload does not immediately occur
on the structure but after some periods of oscillation). For
example, it could be required to detect a 1° failure within 3
periods, on a given control surface, between 0.2 and 5 Hz.
This goal has been chosen for this paper. In real cases, it
depends on the a/c type and control surfaces.

4.2 Liquid vs. solid failures
Two different kinds of OFC may occur: liquid or solid ones.
As shown in the scheme of figure 3, a liquid failure is a erro-
neous signal added to the control loop signal. A solid failure
is a signal which replaces the control loop one.

(b)

signal

failure

"polluted" signal

"polluted" signal
(a)

signal

failure

Figure 3: Liquid (a) vs. solid (b) failures.

In both cases, a failure is a periodic sinus shaped signal
whose frequency, range and phase obey to an uniform law.
For both cases of failure, residuals corresponding to estimated
position subtracted from real position are shown in Figure 4.

These residuals are used to detect the OFC. The current
method used in A380 flight control computers relies on resid-
ual evaluation by oscillation counting inside spectral subband
[Goupil, 2007]. This computation use the same kind of model
as the one shown on figure 5. Its complexity can be increased
depending on the kind of failures we want to detect on a given
control surface.
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Real position

Estimated position

Residual position

Real position

Estimated position

Residual

Figure 4: Residuals: liquid failure case on the left side, solid failure case on the right side.

5 Application
In the following section, we address the case of liquid fail-
ure with the bounded error parameter estimation method pre-
sented previously and use this estimation for detecting OFC.
The results are analyzed with respect to the currently used
detection method.

Our goal is to perform parameter estimation of the liquid
failure model. This fault model defines the shape of the po-
sition signal as either a sinus or a triangle. The system to
monitor is a simple model of a control surface whose motion
is ensured by a hydraulic servo command as presented in fig-
ure 5.

In this model,o(n) is the position control signal at timen.
The control errorε is given by:

ε(n) = o(n)− ŝ(n− 1). (10)

It is the difference between the position controlo at timen
and the estimated position̂s at timen − 1. The estimated
current̂i(n) is proportional to the error:

î(n) = Kε(n) (11)

whereK is the constant control gain. The current is then
converted to speed̂v(n). Finally, the estimated control sur-
face position̂s(n) at timen is computed by integration of the
speed.

We ran tests introducing oscillatory failures in the control
loop. Two fault models, triangle shaped and sinus shaped,
were used. Parameters were estimated over one period of the
signal.

5.1 Sinus shaped fault
A high noisy sinus-shaped liquid fault signal with a range
A = 1° and a frequency off = 0.5Hz is introduced in the
control surface model. The initial parameter box is given by
A× f = [0, 3]× [0, 10].

Figure 6 shows the results provided by the set inversion al-
gorithm when the fault model is supposed to be sinus-shaped.

Range parameterA is showed on the horizontal axis while
frequencyf is on the vertical one. Blue boxes have been re-
jected, yellow ones have a length inferior to the stop condition
set in the algorithm. The red boxes represent the solution. We
notice that they concentrate around the real parameter values.

0.92 0.94 0.96 0.98 1 1.02 1.04 1.06 1.08

0.485

0.49

0.495

0.5

0.505

0.51

0.515

0.52

0.525

0.53

Figure 6: Sinus shaped fault.

When the fault model is triangle-shaped, the algorithm
stops after a few iterations and its conclusion is the non-
existence of a solution.

5.2 Triangle-shaped fault
In this example, the fault is triangle-shaped with a range2°
and a frequency off = 0.5Hz, with a still highly noisy signal.
The inital parameter box is nowA× T = [0, 3]× [0, 5], with
T = 1/f .

Figure 7 exhibits the obtained results with a triangle-
shaped fault model. The parameterA is on the horizontal
axis and the periodT on the vertical axis. One can notice that
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Figure 5: Control surface position estimation model.

the estimation results are fully in accordance with the injected
fault.
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Figure 7: Triangle shaped fault.

With a sinus-shaped fault model, the algorithm concludes
again to the non-existence of a solution.

6 Discussion and conclusion
In this paper we presented a method for failure detection us-
ing fault models and an error bounded estimation method.
The method is based on interval analysis which provides
guaranteed results in an error bounded context. It has been
tested to detect plane control surfaces oscillatory failures.

The tests show good results for confirming a fault. Now,
the real advantage of the method with respect to others is that
it is very efficient to prove the non-existence of a solution,
that is to discard specific kinds of failures in the system. In
the two case study scenarios, the invalidation of the triangle-
shaped (sinus-shaped) fault model is obtained within a few
iterations. We should notice that a stochastic method would
not invalidate the non relevant fault models but it would con-
clude to the existence of a solution with a wide confidence
range, which is much more difficult to interpret.

Future work will consist in improving the fault model de-
tection by studying its properties : response time, false alarm
rate, non detection rate and robustness. More simulation tests
using alternate fault models against real data will also be per-
formed.

Another direction to go is to use alternate set membership
detection methods under the condition to have proper surface
control loop models. State estimation and parity state meth-
ods, both using interval analysis, should be tested.
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Abstract

This paper provides a new definition of diagnos-
ability, that allows one to check the diagnosabil-
ity of any set of system states, and by extension of
properties that depend on the system state. The ex-
isting definitions and approaches for checking diag-
nosability apply to faults or sets of faults, and com-
parison shows that the new definition generalizes
the existing ones. This new definition is applied
to repair preconditions, and an example shows how
this brings complementary information compared
to classical fault diagnosability.

1 Introduction
Complex and critical systems require close supervision when
running, and the model-based community has produced a lot
of work in this area. In particular, model-based diagnosis is
an increasingly active research domain, and the problem of
diagnosability analysis has been addressed many times [Sam-
path et al., 1995; Cordier et al., 2006; Bayoudh et al., 2006].
In a diagnosable system, although it is impossible to know the
exact state of the system, the supervisor is aware of which an-
ticipated faults have happened and which have not. However,
the information needed by a supervisor in such systems is not
limited to fault presence, and fault diagnosability in a system
does not guarantee that this system is easy to supervise. A
system designer hence needs to verify the diagnosability of
more than just the faults.

This paper presents a definition for diagnosability that can
be applied to any set of states in a system. The model used in
this paper is state-based, and most properties can be mapped
to a set of system states. This provides the possibility to
check the diagnosability of state dependent properties. When
a property is diagnosable, the system supervisor is always
able to assess whether the current system state verifies this
property. Fault presence or absence are examples of such
state dependent properties. The definition can also be used
to perform diagnosability analysis for faults, in the same way
as existing approaches do. But its extension to any set of
states also allows to check the diagnosability of many other
properties, like for example repair preconditions, which is il-
lustrated in this paper.

The existing diagnosability approaches are presented in
first place, before the new definition is introduced. This new
definition is compared to existing definitions. Finally, an ex-
ample illustrates the application of the new definition to repair
preconditions.

2 Related work
Diagnosis has been an active research topic in AI for many
years and numerous approaches have been proposed to cope
with on-line as well as post mortem diagnosis [Hamscher et
al., 1992]. More recently a significant trend has moved the
activities of the diagnosis community towards the analysis of
the properties related to diagnosis. Several pieces of work
deal with defining and checking diagnosability [Console et
al., 2000; Travé-Massuyès et al., 2001; Travé-Massuyès et
al., 2006; Struss and Dressler, 2003; Bayoudh et al., 2006]
and a unified characterization bridging state based and event
based modeled systems has been proposed [Cordier et al.,
2006]. Diagnosability guarantees that all the anticipated
faulty situations of a system are discriminable one from the
other, although the state of the system is partially observed.
This property is quite important because it indicates that the
instrumentation providing the observations about the system
is well designed and sufficient to provide an explanation of
what is going on. However, nowadays systems are required
to run more and more autonomously and they are expected
to cope with unanticipated situations by themselves, in par-
ticular when faults occur. Hence, diagnosability has been
more recently addressed together with the requirements for
repairability in order to provide a formal definition for self-
healability [Cordier et al., 2007].

3 Existing diagnosability approaches
This section presents diagnosability approaches existing in
the literature, in order to compare them to the new approach
defined in section 4. All approaches rely on a formal descrip-
tion of the system behaviour, in the absence and in the pres-
ence of faults.

In existing approaches, diagnosability is defined as the
ability of a system to exhibit different observations for a pre-
defined set of faults. It is based on the notion of signature,
which maps faults to sets of observations.
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3.1 System representation
The system is assumed to be described by a proposition sd
which can be expressed in propositional logic. The set of
models of this proposition is denoted SD, it contains all vari-
able tuples satisfying sd and describes the set of all the system
states, faulty or non faulty. The set of variables is denoted V.
Some of the variables characterize the presence or absence
of faults, these are called mode variables. O denotes the set
of observable variables. Generally, mode variables are not
observable. The set OBS contains all the possible system ob-
servations. In other words, it contains the models of the re-
striction of sd to the variables in O.

3.2 Faults and fault modes
Various faults may occur in the system, modifying its be-
haviour and possibly making it unable to fulfill its function.
Several faults may be present at the same time.

A fault mode characterizes the behaviour of the system un-
der a given combination of faults. It assesses the presence of
some faults as well as the absence of the other faults. The
normal mode is one of the many fault modes, it assesses the
absence of all faults. The occurrence of a permanent fault
changes the fault mode of the system.

A fault is characterized by one mode variable, whose value
indicates whether the fault is present or not. A fault mode is
identified by a value for the tuple of all mode variables. SDf

is the description of the fault mode f , i.e. the set of states
in which the fault mode is verified. As any state belongs to
exactly one fault mode, the set of all SDf is a partition of
SD, as illustrated in Figure 1.

3.3 Projection on observable variables
An operation called projection on observable variables and
noted POBS is used. It takes as input a system state expressed
as a variable value tuple, and outputs the tuple of observable
variable values obtained in this state. For example, if V con-
tains 5 variables, and if the first and third are observable, then:

POBS : SD → OBS
(v1, v2, v3, v4, v5)→ (v1, v3)

The inverse projection P−1
OBS is defined from OBS to 2SD as

follows:

P−1
OBS(σ) = {s ∈ SD,POBS(s) = σ}

The projection POBS associates a system state to the observa-
tion that is received under this state. The inverse projection
associates an observation to the set of all states that may have
originated this observation. When applied to fault modes, this
projection is the base of the classical diagnosability analysis
approaches.

3.4 Fault mode diagnosability
The classical definition for fault signature and diagnosability
is provided now. The definition of diagnosability states that
the system cannot produce a common observation under two
different fault modes [Cordier et al., 2006].

Definition 1 (Fault mode Signature and Diagnosability)
The signature of a fault mode f is the set of all possible
observations when the system state belongs to the mode f .

Sig(f) = {POBS(s), s ∈ SDf}
A system is diagnosable if and only if, f1 and f2 being fault
modes:

∀f1, f2 f1 6= f2 ⇒ Sig(f1) ∩ Sig(f2) = ∅
When diagnosability according to definition 1 holds, the

observations emitted by the system always allow one to de-
cide which faults have happened, and which faults have not.
But when the signatures of two fault modes intersect, this
means that there exists at least one observation that can be
emitted by the system under two different fault modes. There
are two possible explanations for this observation, and a di-
agnosis process would output two diagnostic candidates.

3.5 Macrofault diagnosability
Another definition of diagnosability is given in [Cordier et
al., 2007] as an extension of definition 1. It is based on the
notion of macrofault, which is a set of fault modes. It is
based on the idea that not all pairs of fault modes need to
be discriminable: fault modes that do not need to be discrim-
inated one from another are gathered into a macrofault. The
set of states in which the macrofault Fi is present is noted
SDFi =

⋃
f∈Fi

SDf .
This raises a significant difference compared to the previ-

ous approach. Whereas fault modes are disjoint, macrofaults
may overlap. In the macrofault approach, it is considered that
when the system state belongs to several macrofaults, it be-
longs to an overlapping fault mode, and identifying only one
of the macrofaults with certainty is enough for the system to
be diagnosable.

In this approach, only covering sets of macrofaults are con-
sidered, i.e. sets of macrofaults such that every fault mode be-
longs to a macrofault. Consequently, there is always at least
one present macrofault, whatever the system state is.

Definition 2 (Macrofault, Characteristic signature) A
macrofault Fi is a set of fault modes. Fi is present if and only
if the system is in one of the fault modes fj ∈ Fi.

A characteristic signature cSig(Fi) is a set of observations
that allow one to assess with certainty that the macrofault Fi

is present.

cSig(Fi) ⊆
( ⋃

fj∈Fi

(
Sig(fi)

)
\
⋃

fk /∈Fi

(
Sig(fk)

))

Note that there are several possible characteristic signa-
tures for each macrofault. If O is a characteristic signature
for a macrofault Fi, then any O′ ⊆ O is also a characteristic
signature for Fi.

Definition 3 (Macrofault Diagnosability) A covering set of
macrofaults {Fi}, i.e. a set of macrofaults that cover all the
fault modes, is diagnosable if and only if there exists a set
of characteristic signatures for these macrofaults that form a
partition of OBS.
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SD

SDf0

SDf1

SDf2

SDf3

POBS OBS

Sig(f0)

Sig(f1)

Sig(f2)

Sig(f3)

cSig(F0)

cSig(F1)

cSig(F2)

F0 = {f0}, F1 = {f1, f2}, F2 = {f2, f3}

Figure 1: The fault modes f0, f1, f2, f3 are not diagnosable.
The set of macrofaults {F0, F1, F2} is diagnosable.

When such a partition is established as illustrated in Figure 1,
it is always possible to find out at least one present macro-
fault. As a state may belong to several macrofaults, an obser-
vation can also correspond to several macrofaults. However,
it is only needed, for each observation, to assess with cer-
tainty that one macrofault is present.

This definition is a generalization of definition 1, since
fault modes are particular macrofaults. Because macrofaults
may overlap when they contain the same fault mode, this def-
inition applies to a greater range of sets of states than the fault
mode definition.

This definition is also less constrained than fault mode di-
agnosability (definition 1), in the sense that in a system veri-
fying fault mode diagnosability, any set of macrofaults is di-
agnosable.

4 Diagnosability revisited
This section presents a new definition of diagnosability,
which applies to any state dependent property. It is based
upon the analysis of the set of states in which a property
holds. It is a generalization of existing diagnosability defi-
nitions which only apply to sets of states characterized by the
presence or absence of some faults. Comparisons show that
this new definition is consistent with the existing ones.

4.1 Diagnosability of a property
Definition 4 (Diagnosable block) Let =OBS be the equiva-
lence relation defined on SD by:

∀s1, s2 ∈ SD, s1 =OBS s2 ⇔ POBS(s1) = POBS(s2)

Each equivalence class of =OBS is called a diagnosable block
of the system. The set of diagnosable blocks of the system is
the quotient set of SD by =OBS.

Definition 5 (Diagnosability) A property or its corespond-
ing set of states S ⊆ SD is diagnosable if and only if S is
exactly a union of diagnosable blocks.

Figure 2 depicts a system with 7 states and 4 possible ob-
servations. The diagnosable blocks are represented by white

SD OBSPOBS

S1

o1

o2

S2

o4

o3

Figure 2: The set of states S1 is not diagnosable. S2 is diag-
nosable.

sets with dashed lines. Observation o2 is received in two dif-
ferent states, one inside S1 and one outside. Thus, when ob-
serving o2, a supervisor is unable to decide whether the sys-
tem is in S1 or not. On the other hand, it is always possible
to decide from the observations whether the system state be-
longs to S2 or not.

4.2 Comparison with fault mode diagnosability
Since definition 5 applies to any set of states, it applies in
particular to fault modes. It is shown now that when applied
to fault modes, this definition is equivalent to definition 1.
Proposition 1 A system is diagnosable according to defini-
tion 1 if and only if for every fault mode f , SDf is diagnos-
able according to definition 5.

Proof
The signatures of two fault modes fi and fj intersect if and
only if there exists a state si ∈ SDfi and another state
sj ∈ SDfj leading to the same observation. These two states
obviously belong to the same diagnosable block, say d, and,
since SDfi and SDfj are disjoint, none is a superset of d.
Since diagnosable blocks form a partition of SD, si (resp. sj)
does not belong to any other diagnosable block than d. Hence,
SDfi (resp. SDfj) is not a union of diagnosable blocks.

If one fault mode fi is not a union of diagnosable blocks,
then since fault modes form a partition of SD, there exists a
diagnosable block d contaning a state si of fi and at least one
state sj belonging to another fault mode fj . These two states
lead to the same observation o, which necessarily belongs to
both Sig(fi) and Sig(fj). Consequently the signatures of all
fault modes are not disjoint. �

4.3 Signature and preemptability
Definition 5 expresses the diagnosability of a single property.
This definition is now extended to a set of properties. For this,
the classical notion of signature is extended and the notion
of preemptability is introduced. The new definition of the
signature applies to sets of states as opposed to definition 1
that applies to fault modes.
Definition 6 (Signature of a set of states) The signature of
a set of states S, or of the property p mapped to S, is the
set of observations that can be obtained when the system is
under one of these states :

Sig(S) = {POBS(s), s ∈ S}
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SD

D(S)

UD(S)

UD(S)

D(S)

S

OBS

Sig(S)

Sig(S)

POBS

P−1
OBS

Figure 3: Signature Sig(S), diagnosable space D(S) and un-
diagnosable space UD(S) of a set of states S.

This definition applies equally to the complement set S. As
sets of states generally overlap, comparing their signatures
with one another does not bring much information. It is wor-
thy to compare their signatures with the signatures of their re-
spective complements. Indeed, if a set of states corresponds
to a given property of the system, its complement corresponds
to the negation of the property.
Definition 7 (Diagnosable space, Undiagnosable space)
The diagnosable space D(S) (resp. undiagnosable space
UD(S)) of a set of states S mapped to a property p is the
subset of S in which it is possible (resp. impossible) to assert
whether the property p holds.

UD(S) = S ∩ P−1
OBS

(
Sig(S) ∩ Sig(S)

)
D(S) = S \ UD(S)

As illustrated in Figure 3, D(S) can also be defined as the
union of the diagnosable blocks included in S. The diag-
nosable blocks that intersect but are not included in S form
UD(S) ∪ UD(S). The intersection of this set with S gives
UD(S). Hence, when a set of states is diagnosable, its undi-
agnosable space is empty.

When a property p is undiagnosable, it can be preempt-
able if its undiagnosable space is included in the diagnosable
space of other properties. In this case these other properties
may preempt p in the sense that when the validity of p is un-
certain, one of these other properties is valid, which makes p
unnecessary.
Definition 8 (Preemptability) A property or its correspond-
ing set of states S is preemptable if and only if:

UD(S) ⊆
⋃

S′ 6=S

(
D(S′)

)

Figure 4 illustrates a set S0 whose undiagnosable space is
included into two diagnosable sets S1 and S2.

4.4 Diagnosability of a set of properties
This section presents a definition of diagnosability for a set of
properties that accounts for the mutual influence that proper-
ties may have with one another by the means of preemptabil-
ity.

S0

UD(S0)

UD(S1) = UD(S2) = ∅

S1

S2

Figure 4: The set of states S0 is preemptable.

Definition 9 (Diagnosability of a set of properties) A set of
properties is diagnosable if and only if each property is either
diagnosable or preemptable.

Considering a diagnosable set of properties, the union of
all the corresponding sets of states is diagnosable.

Let Si be the set of states corresponding to the i-th prop-
erty of a diagnosable set of properties. For each i, UD(Si) is
either empty or included in the diagnosable sets of other sets
of states. Hence,

⋃
i Si =

⋃
i D(Si) is diagnosable since each

D(Si) is a union of diagnosable blocks.

4.5 Comparison with macrofault diagnosability
Now it is shown that definition 9 is equivalent to definition 3
when applied to macrofaults.

Proposition 2 A covering set of macrofaults is diagnosable
according to definition 3 if and only if it is diagnosable ac-
cording to definition 9.

Proof
First, given a macrofault Fi, let us consider Sig(D(Fi)).
This set contains no observation from a state in which Fi is
absent, and is hence a characteristic signature for Fi. Let
us map each macrofault Fi to the set Σi = Sig(D(Fi)) \⋃

j<i Sig(D(Fj)). Σi is a characteristic signature for Fi

since it is a subset of Sig(D(Fi)).
Second, let o ∈ Sig(D(Fi)). We have either o /∈ Σi, or

o ∈ Σj with j < i, and if o ∈ Σi then necessarily o /∈ Σk

with k 6= i. Hence, the set of all Σi forms a partition of the
set
⋃

i Sig(D(Fi)).
The previous statements are now used to establish the

equivalence. The covering set of macrofaults {F0 . . . Fn} is
diagnosable according to definition 9 if and only if the set of
all D(Fi) covers SD (see section 4.4), which is equivalent
to the set

⋃
i Sig(D(Fi)) covering OBS. Consequently, from

the statements above, it follows that the set Π = {Σ0 . . .Σn}
partitions OBS, and the set of macrofaults is diagnosable ac-
cording to definition 3. �

5 Application to repair preconditions
The definition of diagnosability is now applied to sets of
states that map to repair preconditions. When a repair pre-
condition is diagnosable, it is possible to decide when to ap-
ply the repair and when not. It is a complementary approach
to fault diagnosis, since knowing which fault happened and
knowing what to do to repair it is not the same informa-
tion, and both answers are important for monitoring a system.
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Knowing which fault happened but being unable to decide
which repair is suited is odd. On the other hand, knowing
how to repair a faulty system without knowing the details of
the faults is a problem for low cost maintenance or feedback
to the system designers. Hence, diagnosability analysis of
repair preconditions is a complement to fault diagnosability
analysis.

A repair is an action or a process that puts a system back to
a normal state from a faulty abnormal state. Repairs can be
plans driven by goals [Friedrich et al., 2005], reconfigurations
[ten Teije et al., 2004], or other actions. In most approaches,
repairs have preconditions, which generally define a set of
states. In the case of repair plans, the plan may contain ac-
tions that bring additional information about the system state,
thus refining the diagnosis. Plans may also contain condi-
tional branchings, especially in order to react to additional
diangosis information.

A repair may not be executed in every state of the system
for various reasons. An action or plan that repairs a system
from a given state may damage it even more in some other
states. For example changing a wheel is not possible if the
vehicle is not at full stop. Also, it is considered in this paper
that repairs being the system back in a normal state, partial
repairs are not considered. For example, changing one wheel
repairs a vehicle with one flat tire, but it does not repair a
vehicle with two flat tires.

In most cases, non faulty states do not belong to repair pre-
conditions, since it is not useful to repair a normal system.
However, when there is an ambiguity about the presence fo
a fault, some supervision policies consider that it is better to
repair a normal system is better than let the system run with
its fault. Consequently, normal states may belong to fault pre-
conditions.

Definition 10 (Repair precondition) A repair precondition
is a set of states, in which the repair can be applied, and
in which the application of the repair brings the system to a
normal state.

This definition implies that if two repair preconditions are
verified at the same time, only one repair needs to be applied.

No assumption is made in this paper about the relation be-
tween fault modes and repair preconditions. A repair may be
applicable in only some of the states of a fault mode, while
each fault mode may be repaired differently according to the
current system state.

Each repair precondition is described by a logic proposi-
tion rpi. The proposition rpi generally constrains mode vari-
ables as well as variables defining the operational state of the
system. The set RPi ⊆ SD contains all the system states
fulfilling rpi. The setRPi is the complement ofRPi in SD,
it is the set of system states for which the i-th repair is not
suited.

6 Example
The concepts and definitions described in the previous sec-
tions are illustrated by a simple example. It is shown that
definitions 5 and 9 allow us to analyse diagnosability at dif-
ferent levels (faults, macrofaults, or repair preconditions) and

Tank

Clog

hp

te

if

of

Figure 5: A pipe and a tank

that the returned information may be different and comple-
mentary.

System The system consists in a fluid pipe with variable in-
put flow, which is supposed to provide a constant output
flow. A tank is used to compensate flow variations. This
tank is filled when the input flow is higher that the ex-
pected output, and provides water when the input flow is
too low.

Faults Two faults are considered. First, the pipe may be
clogged, which reduces greatly the flow capacity of the
pipe. Second, the tank is supposed to be always able
to deliver water, however in exceptional conditions, the
tank may occur to be empty. When this occurs, the input
flow is directed in priority to the tank. If the input flow is
sufficiently high, it can supply both the empty tank and
the output.

Sensors A pressure sensor is placed in the pipe, in order to
detect abnormally high pressures. This happens when
the pipe is clogged, and there is input flow.

Model The model of this system contains five variables :
• if describes the input flow and has 3 values : none,

low, and high.
• of is Boolean and equals 1 when there is an output

flow.
• hp is Boolean and equals 1 when the pressure inside

the pipe is abnormally high.
• pc is Boolean and equals 1 when the pipe is

clogged.
• te is Boolean and equals 1 when the tank is empty.

The behaviour of the system is described by the follow-
ing constraints:

of = 1⇔
(
te = 0 ∨ (if = high ∧ pc = 0)

)
hp = 1⇔ (if 6= none ∧ pc = 1)

Observables The variables if , of and hp are observable.
Repairs The following repairs are available:

1. It is possible to unclog the pipe thanks to a chemical
action (rp1). This repair can be applied when the
pipe is clogged. For safety reasons, it must not be
applied when the pipe is not clogged. If the tank is
empty, this repair is not sufficient to bring back the
system in a normal state.

rp1 : (pc = 1 ∧ te = 0)
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2. It is also possible to unclog the pipe mechanically
(rp2). The action consists in sending someone on
site and clean the pipe. This repair can only be ap-
plied when the pipe is empty (no input flow), but is
not sufficient if the tank is empty, since it will not
bring the system to a normal state. This repair can
if necessary be applied in the normal mode : once
the cleaner is on site, if the pipe is not clogged, then
the cleaner will do nothing.

rp2 : (te = 0 ∧ if = none)

3. Finally, if the tank is empty, it is possible to redi-
rect the whole flow through the tank (rp3). This
permits to mechanically unclog the pipe if needed.
However, the manipulations involved in this repair
require that there is no flow in the pipe.

rp3 :
(
te = 1 ∧ (if = none ∨ pc = 1)

)

The system has 12 different states, represented in Figure 6
as well as the diagnosable blocks and their corresponding ob-
servations. The application of definitions 5 and 9 to the fault
modes, macrofaults and repair preconditions are now illus-
trated on this system.

6.1 Fault mode diagnosability analysis
The system has 4 fault modes, named normal, pipe clogged,
tank empty and pipe & tank that define 4 sets of states whose
diagnosability is analyzed. The analysis details are described
in Table 1.

According to definition 5, none of these fault modes is di-
agnosable. Moreover, fault modes are by definition disjoint
sets, and the notion of preemptability is not relevant when
dealing with disjoint sets of states, since disjoint sets cannot
preempt one another. Consequently, no fault mode is diag-
nosable according to definition 9 either.

6.2 Macrofault diagnosability analysis
Let us consider for example the set of macrofaults defined
by {F1, F2, F3} with F1 = {normal, tank empty} and F2 =
{pipe clogged} and F3 = {tank empty, pipe & tank}. The
diagnosability analysis is given in Table 2.

None of these macrofaults is diagnosable with respect
to definition 5. Moreover, only F3 is preemptable, with
UD(F3) ⊂ D(F1), which is not enough to make the set of
macrofaults {F1, F2, F3} diagnosable according to definition
9.

6.3 Repair precondition diagnosability analysis
The sets of states corresponding to the repair preconditions
are represented in figure 6. Diagnosability analysis provides
the results indicated in Table 3.

The undiagnosable spaces of repair preconditions RP2

and RP3 are empty, which means these sets of states are
unions of diagnosable blocks. They are diagnosable, accord-
ing to definition 5. Moreover, RP1 is not diagnosable, but
UD(RP1) ⊂ D(RP2), it is preemptable. The set of re-
pair preconditions {RP1,RP2,RP3} is diagnosable with
respect to definition 9.

7 Conclusion
This paper provides a new, general definition of diagnos-
ability, that applies to any set of states and by extension
to any state dependent property. Given a property that de-
pends on the system state, it is possible to assess whether
the observations are sufficient to deduce that the property
holds or not. Such properties can be the presence or ab-
sence of faults, which falls back into existing diagnosability
approaches. They can also be repair preconditions, which we
expect to fall back into existing self-healability approaches
[Cordier et al., 2007]. Analysing repair preconditions di-
agnosability is showed to bring different information from
analysing fault modes or macrofaults diagnosability.

This work covers many other kinds of properties, like for
example the ability of the system to provide its function, or
a given part of its function, or to respect a given quality of
service. Any property that can be mapped to a set of states
can be checked with this approach.
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States Observation
if hp of

s0, s1 none 0 1
s2, s3 none 0 0
s4 low 1 1
s5 low 0 1
s6 low 0 0
s7 low 1 0
s8 high 1 1

s9, s10 none 0 1
s11 high 1 0

Figure 6: States, diagnosable blocks and repair plans of the system.

Fault mode States Intersected diagnosable blocks UD
SDnormal {s1, s5, s9} {s0, s1} and {s9, s10} {s1, s9}

SDpipe clogged {s0, s4, s8} {s0, s1} {s0}
SDtank empty {s2, s6, s10} {s9, s10} and {s2, s3} {s2, s10}
SDpipe & tank {s3, s7, s11} {s2, s3} {s3}

Table 1: Fault modes diagnosability results.

Macrofault States Intersected diagnosable blocks UD
F1 {s1, s2, s5, s6, s9, s10} {s0, s1} and {s2, s3} {s1, s2}
F2 {s0, s4, s8} {s0, s1} {s0}
F3 {s2, s3, s6, s7, s10, s11} {s9, s10} {s10}

Table 2: Macrofaults diagnosability results.

Repair precondition States Intersected diagnosable blocks UD
RP1 {s0, s4, s8} {s0, s1} {s0}
RP2 {s0, s1} none ∅
RP3 {s2, s3, s7, s11} none ∅

Table 3: Repair preconditions diagnosability results.

In each table, the column “Intersected diagnosable blocks” lists the diagnosable blocks that
intersect but are not subset of the corresponding set of states.
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Abstract
Consistency-based diagnosis of dynamic systems
using possible conflicts relies upon semi-closed
loop simulation of numerical models. Simulation
approaches need to know the initial state. This as-
sumption is not easily fulfilled in real systems, even
in the presence of measurements related to state
variables due to noise and parameter uncertainties.
This work proposes to integrate state observers
to estimate initial states for simulation within the
consistency-based diagnosis framework using pos-
sible conflicts. This work extends the BRIDGE
framework for a specific class of dynamic sys-
tems, using the possible conflict concept to find ev-
ery subsystem with the necessary structural redun-
dancy to lead to a minimal conflict activation. Al-
gorithms used to find possible conflicts provide the
structure of executable models which can be imple-
mented as simulation models. Without additional
information, these algorithms can detect structural
models which could be implemented as state ob-
servers. These observers can provide the needed
estimation of initial values for simulation, and can
be used at the same time to speed up the fault detec-
tion step in consistency-based diagnosis. Our inte-
gration proposal is open to different kinds of state-
observers –except for its structural model–, and dif-
ferent fault detection configurations.
The proposal has been tested on a simulation sce-
nario. Results and comparison with similar existing
hybrid -DX + FDI- approaches are provided.

Keywords: Consistency-based diagnosis, State-observers,

1 Introduction
The Fault Detection and Isolation community (FDI) born in
the Automatic Control world, and the Diagnosis community
(DX) born in the Artificial Intelligence field, have approached
in parallel Model-Based Diagnosis (MBD) using different but
complementary ways.

FDI community uses control and statistical decision theo-
ries to carry on the fault detection and isolation stages. Con-
cerning fault detection, a set of fault indicators, called resid-

uals, are generated in such way that they become active in
presence of some faults, but non active in presence of oth-
ers. Residual generation techniques can be divided into two
main categories: state estimation, and parameter identifica-
tion [Gertler, 1998].

In the FDI community, there are solid theoretical re-
sults for linear systems [Gertler, 1998; Patton et al., 2000;
Blanke et al., 2003], while analysis of non-linear systems is
a major research issue. A major topic in FDI research is ro-
bustness in fault detection stage, which mainly uses numeri-
cal models and must take into account disturbances, model-
ing uncertainties, and measurements noise. These problems
affect the residual evaluation stage: residuals may become
non-zero even in non-faulty situations. A great research ef-
fort has been made to accomplish the decoupling of residuals
from these errors [Gertler, 1998; Patton et al., 2000].

The DX community is rooted in the Artificial Intelligence
field. The main issues in DX community are the fault local-
ization and identification stages. The theoretical background
of this approach is solid for static systems. It’s main theo-
retical framework is consistency-based diagnosis (CBD), and
GDE is its computational paradigm [Hamscher et al., 1992].

Both DX and FDI communities have developed their own
tools and techniques. Recently, the BRIDGE community
[Cordier et al., 2004] established a common framework for
sharing results and techniques. The basis of the work is the
comparison between consistency-based diagnosis via con-
flicts [Hamscher et al., 1992] and fault detection and isolation
via analytical redundancy relations (ARRs) obtained through
structural analysis. This comparison was carried out for static
systems.

This work is based on the Possible Conflict (PC) approach
[Pulido and Alonso, 2000], an off-line dependency compila-
tion technique from the DX community, which also fits within
the BRIDGE framework. Consistency-based diagnosis using
possible conflicts performs on-line behaviour estimation in
semi-closed loop simulation –each possible conflict is able to
simulate the behaviour of one subsystem–. If no discrepancy
is found, initial values for state variables are injected based
on available knowledge. The main goal of this work is to
improve robustness through a more precise estimation of the
initial state for simulation, without modifying its fault isola-
tion capabilities and the consistency-based approach.

Possible Conflicts can be considered as ARR-like struc-
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tures. Recently, it was demonstrated the strong similarities
among Possible Conflicts, Conflicts, and ARRs for static sys-
tems [Pulido and Alonso-González, 2004]. This work pro-
poses the integration of state observers to estimate the initial
state needed for simulation within the consistency-based di-
agnosis framework using possible conflicts. This work ex-
tends the BRIDGE framework for a specific class of dynamic
systems, using the possible conflict concept. Algorithms used
to find possible conflicts provide the structure of executable
models which can be implemented as simulation models. But
in some cases, without additional information in the models,
the algorithms can detect those structural models which can
also be implemented as state observers. These observers will
provide the needed estimation of initial values for simulation,
and can be used at the same time to speed up the fault de-
tection step in consistency-based diagnosis. In this paper, we
propose an integration procedure which is open to different
kinds of state-observers –except for its structural model–, and
different fault detection configurations.

The organization of this paper is as follows. First, we
summarize basic concepts presented in the introduction such
as conflicts, ARRs, and possible conflicts, and we compare
the assumptions, techniques, and working principles used for
each community to deal with static and dynamic information
in the BRIDGE framework. These concepts will be illustrated
using a small system which is described afterwards. Based
on those concepts, then we remind how the structure of state
observers can be derived using possible conflicts. Later on,
we propose how to integrate results from state observers with
simulated possible conflicts, and results on a simulated sys-
tems are shown. Finally, discussion with related works and
conclusions are provided.

2 Possible conflicts, ARRs, and conflicts in the
BRIDGE framework

Possible conflicts, PCs for short, are those sub-systems ca-
pable to become conflicts in CBD, i.e. minimal subsets of
equations containing enough analytical redundancy to per-
form fault diagnosis.

Computation of PCs is performed on an abstract model for
the set of equations in the system description: an hypergraph
including just the constrains in the model, and their related
known and unknown variables. PCs are obtained off-line via
two core concepts: minimal evaluation chains, or MECs, and
minimal evaluation models, or MEMs.

MECs are minimal over-constrained sets of relations, and
they represent a necessary condition for a conflict to exist.
Each constraint in a MEC has one or more variables, and
each variable could be solved using the constraint, assum-
ing the remaining variables are known. This fact is called an
interpretation for the constraint, i.e. a feasible causal assign-
ment. In the general case, not every interpretation is feasible
for non-linear dynamic models.

A MEM is a global consistent causal interpretation for ev-
ery constraint in a MEC. Using the whole set of available
interpretations for each constraint in a MEC, algorithms used
to compute PCs are able to find every possible causal inter-
pretation which is globally consistent within a MEC, i.e. the

whole set of MEMs for each MEC. Each MEM describes an
executable model, which can be used to perform fault detec-
tion. Possible Conflicts are defined as the set of relations in a
MEC that has, at least, one MEM.

If there is a discrepancy between predictions from these
models and current observations, the PC must be responsi-
ble for such a discrepancy, and should be confirmed as a real
conflict. Afterwards, diagnosis candidates are obtained from
conflicts following Reiter’s theory. Further information con-
cerning PC calculation can be found in [Pulido and Alonso,
2000].

Due to space limitations we introduce a brief summary of
the similarities and equivalences between PCs, ARRs, and
conflicts described in [Pulido and Alonso-González, 2004;
Cordier et al., 2004].

Using minimality criterion w.r.t. set of constraints in the
model, the whole set of MEMs related to the set of PCs is
equivalent to the set of minimal conflicts computed by the
GDE.

Moreover, if algorithms used to compute ARRs through
structural analysis use such minimality criterion and provide a
complete solution –explores every possible causal assignment
for every minimal ARR–, the set of PCs has same detection
and isolation capabilities as the set of minimal ARRs.

Finally, if every MEM in every PC provides the same
solution–what is called the Equivalence assumption in
[Pulido and Alonso-González, 2004]–, then PCs, minimal
ARRs, and minimal conflicts provide the same solution in
terms of fault detection and isolation capabilities.

Cordier et al. [Cordier et al., 2004] introduced the con-
cept of support for an ARR (set of components whose mod-
els are used to derive an ARR). Based on such idea, off-line
compiled conflicts and ARR’s support can be considered as
equivalent (the support for an ARR is a potential conflict,
which is equivalent to a possible conflict [Cordier et al., 2004;
Pulido and Alonso-González, 2004]). Under given condi-
tions, the set of minimal ARRs and the set of minimal con-
flicts will have same detection and isolation capabilities.

Summarizing, we can use possible conflict as an equivalent
concepto to potential conflict, and the support for a minimal
ARR. The BRIDGE framework was defined for static sys-
tems. This work provides a specific extension for a class of
dynamic systems. First, the influence of temporal informa-
tion in PCs and ARRs calculation must be analyzed. Con-
cepts will be illustrated using the following system.

3 Case study
The system (figure 1) is made up of a water tank, T , a valve,
V , and a PID controller, C. The aim of the system is to keep
the level of the tank, h, which is measured, as close as possi-
ble to the desired level, href . The controller acts through uc

over the valve. Other elements are the input flow sensor, Qi,
and the output flow sensor, Qo.

Constraints used to model the system behaviour are:

• Mass balance, c1: A dh
dt

= Qi −Qo

• Height evolution, c2: h(t) = h(t− 1) +
∫ t

t−1
ḣ(t) · dt

• Output flow, c3: Qo = Kcuc

√
h
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Controllerh

href

uc

Qo

Qi

Figure 1: Our system is made up of tank, a valve and one
controller.

• Control function, c4: uc = f(h)

where A is the cross section of the tank, and Kc is the valve
constant.

We also take into account the observational model of the
system:
• Level sensor, c5: h = hobs

• Output flow sensor, c6: Qo = Qoobs

• Input flow sensor, c7: Qi = Qiobs

4 Dealing with temporal information in
system description

Both DX and FDI communities have provided different ap-
proaches for dynamic systems modelling.

There is no general theory for CBD of dynamic systems
[de Kleer, 2003]. Therefore, we build our discussion at the
structural level, using previous works from the DX commu-
nity [Dressler, 1996; Chantler et al., 1996].

Modelling of temporal information gives rise to two kind
of constraints, assuming the model description is made
up of a collection of first-order ordinary differential equa-
tions1[Dressler, 1996; Chantler et al., 1996]:
• Instantaneous constraints –also known as intra-state–,

for static relations; for instance (eqj v1 v2 . . .)
• differential constraints –also known as inter-state–, for

dynamic behaviour; for instance (eqi x ẋ), as in

ẋ =
dx

dt

The FDI approach, using mainly numerical analytical mod-
els, has more standard specifications of dynamic aspects
[Blanke et al., 2003], both in continous and discrete time. The
mathematical model can be expressed in a variety of ways:
state-space models, input-output models, or even black-box
models obtained through identification. We focus our discu-
sion on residual generation via ARRs obtained through struc-
tural analysis [Staroswiecki, 2002; Blanke et al., 2003].

Inclusion of temporal information in ARRs can be done in
three different ways [Dustegör et al., 2006]. Difference be-
tween them comes from the way the relationship between an

1This assumption does not constrain the presence of higher-order
derivatives.

state variable, x, and its derivative, ẋ, is stated2. These three
methods have been compared in different works [Dustegör et
al., 2006; Svärd and Wassén, 2006]. As can be seen, the ap-
proach which considers x and ẋ as different variables, and
linked by the constraint (eqi x, ẋ), is equivalent to the DX
approach. We shall focus our discussion in this kind of mod-
els, and ARR calculation algorithms based on Staroswiecki’s
works (known as Lille method [Staroswiecki, 2002; Blanke
et al., 2003]).

Differential constraints can be used for behaviour estima-
tion in two ways, depending on the causal interpretation of the
constraint: the derivative approach (ẋ(t) = dx

dt assumes the
derivative can be computed based on present and past samples
of x), and the integral approach (x(t) = x(t−1)+

∫ t

t−1
ẋ ·dt,

assumes the initial state x(t − 1) is known). It has been
demonstrated that both approaches have equivalent behaviour
estimation capabilities for numerical models [Chantler et al.,
1996], assuming adequate sampling rates and precise approx-
imations were available, or assuming initial conditions are
known.

Algorithms computing PCs or computing ARRs as in the
Lille method can use differential constraints as expressed
above. And both methods can include both types of causal in-
terpretations [Pulido and Alonso, 2000; Staroswiecki, 2002]
–looking for integral or derivative causality in the matching
performed in the Lille method–. Using integral or derivative
matchings for each differential constraint provides different
computable models for each MEM and ARRs with different
causal matchings, but impose no restriction in the way MECs
and ARRs are computed, because both analysis are performed
at the strutural level (see [Pulido et al., 2007] for more details
on this comparison).

One final issue must be addressed. The presence of cy-
cles can halt local propagation [Katsillis and Chantler, 1997]
while using GDE. Then, it will need an inference engine able
to solve algebraic loops. For off-line dependency-recording
this step can be done off-line [Pulido and Alonso, 2000;
Staroswiecki, 2002].

Cyclical structures containig differential constraints To
solve cyclical structures both algorithms, PCs calculation and
ARR computation in the Lille method, follow identical ap-
proaches, coming respectively from DX and FDI points of
view:

Cycles containing both instantaneous and differential con-
straints must be studied:

• using integral causality, loops containing differential
constraints are not loops [Dressler, 1996], but spirals,
because x and ẋ have different temporal indices;

• using derivative causality, no loop including x and ẋ can
be solved. Hence, these loops in ARRs or MEMs must
be rejected [Blanke et al., 2003].

Summarizing, both FDI by means of ARRs and
Consistency-based diagnosis allow derivative and integral ap-
proaches. While DX approaches have opted by simulation

2Also called differential constraint in FDI terminology.

Belarmino Pulido, Ańıbal Bregón, and Carlos J. Alonso-González 341
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techniques –relying mainly in qualitative models–, tradition-
ally the FDI community has opted by numerical models, and
has rejected simulation; most FDI methods rely upon deriva-
tive estimation [Blanke et al., 2003], which has instead prob-
lems related with noise, disturbances, and parameter uncer-
tainty.

4.1 PCs and ARRs for dynamic systems
Proposition 1 Given equivalent system descriptions includ-
ing differential constraints for PCs and ARR calculation, the
set of PCs and the complete set of minimal ARRs have same
isolation capabilities.

Proof: Algorithms finding possible conflicts perform an
exhaustive search for the complete set of minimally overde-
termined subsystems, i.e. MECs. Pulido et al. have demon-
strated [Pulido and Alonso-González, 2004] that both ap-
proaches were equivalent for static systems, if algorithms
used for ARR computation provided a complete set of min-
imal conflicts. Moreover, only differential constraints have
been added, and they are used for propagation the same way
instantaneous constraints were used. Finally, both approaches
remove illegal cyclical structures. Therefore, both will pro-
vide same results in terms of fault isolability.

Main difference between both approaches is the use of in-
tegral or derivative approaches: simulation of MEMs in the
PC approach, and using ARR for estimation.

Previous results can be extended to minimal conflicts,
ARRs, and the set of MEMs provided by the set of PCs, if
the GDE inference engine is able to handle loops.

This proposition can not be easily extended for fault de-
tection purposes. In the case of non-linear models, there is
no guarantee for equivalence among results coming from ev-
ery MEM associated to a MEC [Pulido and Alonso-González,
2004]. The same can be said about different ARRs associated
to the same support-set [Cordier et al., 2004]. In that case,
evaluations of different MEMs or ARRs can provide differ-
ent results for fault detection purposes.

We will illustrate these concepts on our running example.
Based on the model description we have found the set of

Possible Conflicts shown in table 1, which are minimal w.r.t.
the set of constraints in their models. Moreover, in the plant
we have considered the set of fault modes shown in table 2.
PCs related to those fault modes can be seen in the Theoreti-
cal Fault Signature Matrix shown in table 3.

Constraints Components or Support Estimate
PC1 c1, c2, c3, c4, c5, c7 T , V , C, Qiobs , hobs h
PC2 c1, c2, c3, c4, c6, c7 T , V , C, Qiobs , Qoobs Qo

PC3 c1, c2, c5, c6, c7 T , Qiobs , Qoobs , hobs h
PC4 c3, c4, c5, c6 V , C, Qoobs , hobs Qo

Table 1: PCs found for the plant; constraints, components,
and the estimated variable for each possible conflict.

PCs in the plant were obtained using an integral approach.
If a derivate approach is used, the set of possible conflicts
found is different. Table 4 shows the set of PCs obtained
using derivative causality, while table 5 shows its Theoretical
Fault Signature Matrix.

Class Component Description
f1 T Leakage in tank
f2 V V alve constant failure
f3 hobs Level sensor failure
f4 Qoobs Output flow sensor failure

Table 2: Fault modes considered.

f1 f2 f3 f4

PC1 1 1 1
PC2 1 1 1
PC3 1 1 1
PC4 1 1 1

Table 3: PCs and their related fault modes.

Figure 2 shows the MEM for PC1. In the and-or graph
it can be seen that the height of the tank and its derivative,
h(t+1) and h′(t), are related through a differential constraint,
and there is no loop because we are using integral approach.

Our proposal is to use only the structure of MEMs to find a
way for estimating initial conditions for simulation by means
of state observers without adding extra knowledge.

5 Using possible conflicts to design and
integrate state observers

As it was mentioned in section 4, it is known that inte-
gral and derivative approaches can be equivalent for be-
haviour estimation with numerical models under given as-
sumptions [Chantler et al., 1996]. Moreover, in the FDI com-
munity simulation, estimation, and state observers are also
equivalent from a structural point of view, and for linear mod-
els [Gertler, 1998]. In fact, parity- and observer-based ap-
proaches provide residuals with similar structures: both of
them use same measurable input and output signals, assume
their structure and parameters are known, and they do not
change. They differ in the way the input and output measure-
ments are filtered. Additionally, comparing the structure of
state-observers and parity equations, some authors have al-
ready proved that they can be equivalent [Magni and Mayon,
1994; Isermann, 2006].

The state-space form ystem description can be defined as3:
˙̂x(t) = A · x̂(t) + B · u(t) + Ke · (y(t)− C · x̂(t)) (1)
ŷ(t) = C · x̂(t) (2)

addtionally, limt→∞ey(t) = 0 and ey(t) = y(t)− ŷ(t)
Depending on the selected value for the gainK, we obtain:

from simulation forK = 0, to prediction forA = K ·C [Puig
et al., 2006].

3System description for linear systems is used for the sake of
readability. Similar reasoning must be followed for non-linear mod-
els.

Constraints Components Estimate
PC1 c1, c2, c3, c4, c5, c7 T , V , C, Qiobs , hobs h
PC2 c1, c2, c5, c6, c7 T , Qiobs , Qoobs , hobs h
PC3 c3, c4, c5, c6 V , C, Qoobs , hobs Qo

Table 4: PCs found for the plant using derivative causality.
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f1 f2 f3 f4

PC1 1 1 1
PC2 1 1 1
PC3 1 1 1

Table 5: PCs and their related fault modes using derivative
causality.

h’(t)

Qo(t)

Uc(t)

h(t)

h(t)

Qi(t)

Qiobs(t)*

h’(t+1)

Qi(t+1)

Qiobs(t+1)*

hobs(t+1)*

Qo(t+1)

Uc(t+1)

h(t+1)

h(t+1)

Figure 2: Possible conflict for the tank system with integral
approach. Mass balance in the tank is computed given in-
put and output flow difference, Qi and Qo. Moreover, Qo is
also influenced by the height of the tank, h, and the controller
output Uc. A discrepancy can be found between h(t+ 1) es-
timation and hobs(t+ 1). If there is no discrepancy, h(t+ 1)
is used for next simulation period.

The structural expression provided by MEMs can be im-
plemented as an executable simulation or estimation model.
But, could it be implemented as an state-observer?

5.1 Dependency-compilation and state-observer
design

State observers work with a system description described
by equations 1 and 2. It is used to minimize the error,
ey(t) = y(t)− ŷ(t) on the state estimation –regarding a given
criterion–, using the set of available measurements. This step
is independent of the type of observer –Luenberger, Extended
Kalman Filter, etc.-, and the observer gain, which should be
selected afterwards according to the desired expected behav-
ior for the observer.

In FDI, if ey(t) exceeds a given threshold, it raises a detec-
tion. In DX, this ey(t) would be a discrepancy.

In PC computation, a discrepancy node in a MEM can
be found in two ways. First, as an estimation for a mea-
sured magnitude. Second, as a double estimation of a non-
measured magnitude, because it resembles how GDE works
[Hamscher et al., 1992]. We will illustrate this concept with
the classical polybox example, the System Description is
shown in table 6, as stated in [Cordier et al., 2004]:

In GDE a conflict is computed for a discrepancy in an ob-
served value:

fobs = aobs ∗ cobs + bobs ∗ dobs

or a double estimation for a non-observed value:

x = aobs ∗ cobs = fobs − bobs ∗ dobs

Behavioural Model Observational model
RM1: x = a× c RSa: a = aobs

RM2: y = b× d RSb: b = bobs

RM3: z = c× e RSc: c = cobs

RA1: f = x + y RSd: d = dobs

RA2: g = y + z RSe: e = eobs

RSf: f = fobs

RSg: g = gobs

Table 6: System Description for the polybox example.
When differential constraints are included, algorithms used

to find PCs provide an interesting side-result if integral
causality is used: the structure –set of constraints– of a Min-
imal Evaluable Model can be implemented as a simulator or
as a state-observer.
Proposition 2 Those MEMs containing a state variable can
provide the minimal structural description for a state ob-
server, if there exists one instantaneous constraint between
the estimated state variable and its observed value.

This result comes from the way error ey(t) is introduced in
the generalized state-observer scheme in equations 1 and 2:

ey(t) = y(t)− ŷ(t) = y(t)− C · x̂(t)

Error ey(t) can produce a discrepancy between an ob-
served variable, y(t), and C · x̂(t), which is a straight compu-
tation for that observed variable given a state-variable. More-
over, if the structure of the state-observer is minimal w.r.t.
the set of constraints in the model, there could be no other
discrepancy source within the observer.

By definition, a MEM is the minimal set of constraints
needed to compute a discrepancy. No other discrepancy node
is allowed (otherwise, it will not be minimal).

Algorithms used to find PCs are complete. They found
every MEM for every MEC in System Description. As a
consequence, they are capable to find every causal path to
estimate a state variable (using derivative, integration or alge-
braic equations). Hence, it can be traced backward if there is
an instantaneous and-or arc –valid causal assignment– link-
ing the observed variable with the state variable. If that arc
exists, it will be the discrepancy node in the MEM, because it
is minimal, and it can be used to compute ey(t) if the MEM
is implemented as an state-observer.

Let’s explain these ideas with the MEM found for PC1 in
figure 2. In that MEM, h(t) is the state variable, and hobs(t)
is its corresponding observed value. | h(t) − hobs(t) | is the
discrepancy node in the MEM. Moreover, their difference is
eh(t), which can be used if the MEM is implemented as a
state-observer, as can be seen in figure 3. Both subsystems
represent a MEM for PC1.

In figure 3 there is only one integration step for the sake of
readability. If no discrepancy is detected, the corrected value
of h(t+ 1) can be used to estimate Qo(t+ 1), and Uc(t+ 1).

No additional information is required in the model descrip-
tion to provide these results. This search step must be in-
cluded at the end of the algorithms used for analyzing cyclical
structures in the Minimal Evaluable Models (and-or graphs)
related to a Possible Conflict. This is an advantage against
other approaches, which need an explicit equation to derive
the structure for an state-observer [Blanke et al., 2003].
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h’(t)

Qo(t)

Uc(t)

h(t)

h(t)

Qi(t)

Qiobs(t)* h(t+1) hobs(t+1)*

e(t+1)hKe·e(t)h

Figure 3: Possible conflict PC1 implemented as an state-
observer. Using a state-observer approach, the estimation of
the change in the height of the tank h′(t) is corrected using
the error, eh(t), and the observer gain, Ke.

It is clear that there are two different stages in state-
observers design:

1. Finding the structure (set of equations involved) of the
observer.

2. Analyzing those equations for convergence, and robust-
ness issues: what is the value of K.

This work is focused on providing the collection of mini-
mal expressions for state-observers according to equation 1.
No restriction is imposed in how the state-observer is imple-
mented. A non-liner state-observer can be devised, for in-
stance, using a linearization model + a Luenberger observer,
or an Extended Luenberger observer, or an Extended Kalman
Filter. Afterwards, it is necessary to analyze these equations
for convergence and robustness issues.

The reader can find addtional details on structural design
of state-observers using PCs in [Pulido et al., 2007].

5.2 Integration proposal: increasing robustness
with state observers

Using that ability to implement some MEMs as simulators or
state-observers, we can improve the semi-closed loop simu-
lation approach used by CBD using PCs, which was the main
goal for this work.

State-observers has been used thoroughly in the FDI com-
munity [Gertler, 1998; Patton et al., 2000; Blanke et al.,
2003]. They are able to generate a state-variable estimation,
without fault, with noise in sensors and small parameter dis-
turbances. If the state variable can be observed, it can be
used to perform fault detection. Their main drawbacks are:
small persistence for activated residuals, small activation time
(noise), and small fault masking.

On the other hand, simulation in an interval, ∆t, and us-
ing a dissimilarity comparison, DTW, in the interval, has dif-
ferent detection capabilities, being less sensible to noise in
measurements. Semi-closed loop simulation iteratively intro-
duces observations for initial conditions when the simulation
interval elapsed. If there is no observations for some initial
conditions, then it is necessary to use estimated values from
simulation.

Our proposal is the integration of MEMs which can be im-
plemented as state observers within the CBD framework with

Possible Conflicts, because these observers will improve the
estimations for the different states of the Possible Conflicts
without fault, and they will not introduce additional fault iso-
lation knowledge.

Running both MEMs in parallel, and assuming there is
no fault detection, the state estimation given by the state-
observer can be used as the initial state for the possible con-
flict simulation, as can be seen in figure 4. Every time the
simulation interval ∆t for the simulated MEM elapses, the
state variable estimated by the state-observer, ESTx or x̂, is
used as initial conditions for the next simulation period. This
initialization process halts whenever a fault detection is done
(due to a dissimilarity value between observed and simulated
values, or due to a fault detection given by the state-observer).

Figure 4: Integration proposal: simulation and state-observer
MEMs for each PC run in parallel. Every time the simula-
tion period ∆t elapses for the simulated PC, state variable
estimated by the state-observer, ESTx or x̂, is used as initial
conditions for simulation, unless there is a fault detection.

This integration proposal gives flexibility to our
consistency-based diagnosis system at the fault detec-
tion step, while fault isolation step is not altered (it is the
same as described in [Pulido and Alonso, 2000] because no
additional structural information outside the PC is introduced
by the state-observer). Therefore, the decision logic in fault
detection can be adjusted giving more weight to different
factors:
• earlier fault detection time –fault detection by the state-

observer is allowed–,
• low rate for false alarms –fault detection happens only

when the simulation period has elapsed, and the infor-
mation provided by the state-observer is used to con-
firm the detection and to provide more accurate detec-
tion time–,
• level on noise or parameter uncertainty, and so on.

6 Results on the case study
The study was made on a data-set, made up of exam-
ples obtained from several simulations for each fault mode
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in the plant. Models and simulations were developed us-
ing Matlab c©. In these simulations we introduced noise
in the measurements (5%), and model uncertainties (5%).
Each simulation lasted 1000 seconds, and contained several
changes in the reference level of the tank, thus faults will oc-
cur most of the time in a transient state. We randomly gen-
erated fault magnitudes at different time instants within the
interval [420, 470], being the simulation period ∆ = 60. The
data sampling was 10 data per second.

We have reduced the mean and maximum values of errors
integrating state observers within the Possible Conflicts com-
putation in non-faulty situations, as can be seen in table 7,
with 5% on sensor noise, and 5% on parameters disturbances.
Therefore, we have increased fault detection sensibility.

PC1 + EST1 PC2 + EST2 PC3 + EST3

Mean Max. Mean Max. Mean Max.
∆ = 30 9.16 32.92 49.56 58.48 22.93 52.42
∆ = 60 5.82 23.78 40.15 55.99 21.54 51.82

Table 7: Mean and maximum error reduction combining PCs,
PCi, and state-observers, ESTi, for different simulation pe-
riods ∆. PC4 does not admit state-observer implementation.

In table 8 and 9, detection time for different times fault
occurrences are shown for PCs, State Observers, and the in-
tegration of both. Faults are pipe blockages of 10% and 30%,
with 5% on sensor noise, and 5% on parameters disturbances.
It can be seen the effect of the integration, improving detec-
tion rates and times.

Similar or better results have been obtained for the remain-
ing set of faults, and specially for sensor faults. A complete
description of the experimental study and the results can be
found in [Bregón, 2007].

Fault arises a t = 420 430 440 450 460 470
PC1 no no no 540 no no
EST1 fp 646 fp fp 647 660
INT1 540 540 480 540 540 540
PC2 no no no no fp 540
EST2 no no no no no no
INT2 480 540 540 fp 540 480

Table 8: Activation time for 10% pipe blockage. fp is a
false positive: detection done before fault occurence. no is
a false negative: no detection. PC3 is not affected by these
faults. PCi represent the simulated MEMi. ESTi repre-
sent the state-observer for PCi. INTi means that both the
state-observer and simulated MEMi were used as proposed
in section 5.2.

7 Conclusions
PCs and ARRs exhibit identical fault isolation capabilities for
dynamic systems described as a set of first order ODE equa-
tions, thus extending the BRIDGE framework for that kind
of dynamic systems. The comparison has been made with
the Lille method for ARR computation [Staroswiecki, 2002;
Blanke et al., 2003]. Additional comparison is needed regard-
ing different algorithms for ARR calculation allowing tem-

Fault arises a t = 420 430 440 450 460 470
PC1 480 480 480 540 540 540
EST1 437 447 452 fp 457 572
INT1 480 480 480 480 480 480
PC2 540 480 540 540 480 480
EST2 421 431 441 451 461 471
INT2 480 480 480 480 480 480

Table 9: Activation time for 30% pipe blockage. fp: false
positive. no: false negative. PC3 is not affected by these
faults.

poral information [Dustegör et al., 2006; Krysander et al.,
2008].

Besides, parity-space and state-observers approaches in
the FDI field [Gertler, 1998; Blanke et al., 2003; Isermann,
2006] are equivalent in terms of fault isolation capabilities,
given that ARRs and state-observers can have identical struc-
tures [Magni and Mayon, 1994]. In this work, we proposed
to use algorithms for computing PCs as a tool for state-
observer design, while obtaining the structure of MEMs –
i.e. the computational form for a Possible Conflict–, which
can be implemented as an state-observer without including
additional constraints in the model, which is an improve-
ment w.r.t. [Staroswiecki, 2002]. The algorithms only pro-
vide the observer structure, but not the automatic synthe-
sis based on such structure, as in [Christophe et al., 2004;
Svärd and Wassén, 2006].

Moreover, we do not impose any restriction in the observer
implementation (just its structure; in our test case, an EKF
was used). Since, there are many results in the FDI com-
munity for automatic state-observer analysis and design, our
approach can benefit from those results in the future.

Different MEMs for a conflict can provide different detec-
tion capabilities for non-linear systems. We have proposed
a simple integration scheme for two implementations of a
MEM in a PC, if possible: use an state-observer for initial
state estimation, then use the estimation for a semi-closed
loop simulation. Decision logic for fault detection can be tai-
lored for each system, to get desired detection or false alarm
rates.

Results on simulation are better with the integration of both
methods. For small faults (10%), we can see that the integra-
tion proposal has better fault detection capabilities, against
isolated simulation and state-observers. For medium to large
faults, detection time is equal or smaller using the integration
approach (as a result of a better estimation of initial values
in each ∆ simulation period), and detection time provided by
state-observers. We are now testing this approach in more
complex real systems with unknown noise and uncertainties.
In this case, the state-observer gain must be even more care-
fully designed.

Integration of state-observers for fault detection with
consistency-based diagnosis was done in TRANSCEND
[Mosterman and Biswas, 1999], where Bond-Graphs were
used to derive both state-observers Temporal Causal Graphs
used in consistency-based diagnosis. Then both TRAN-
SCEND and PCs provide a systematic method to derive state-
observers, and causal structures for fault isolation.
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But there are several differences. In the PC approach,
the causal structure for the state-observer and the simulated
MEM is the same, but additionally, minimality is guaran-
teed. Another difference is that MEMs are obtained off-
line following ATMS+GDE approach (not ARR computa-
tion). There could be different causal structures [Cordier et
al., 2004; Pulido and Alonso-González, 2004] because mini-
mality is required, and conflicts can be found as one estima-
tion against one measurement, or two estimations for same
variable. Moreover, both approaches use state-observers and
consistency-based diagnosis in slight different manners: us-
ing PCs, fault detection and isolation runs both the state-
observer and simulation MEMs in parallel, and the state-
observer gives an initial state for simulation in absence of
faults; in TRANSCEND state-observers are only used for
fault detection, which feeds the fault isolation step when a
detection is done. Finally, the causal structure for the MEM
is pre-compiled, with no propagation back and forward in the
causal structure, as it is done in TRANSCEND.
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J. Montmain, M. Staroswiecki, and L. Travé-Massuyès.
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M. Nyberg. An efficient algorithm for finding minimal
over-constrained sub-systems for model-based diagnosis.
IEEE Trans. on Systems, Man, and Cybernetics – Part A:
Systems and Humans, 38(1), 2008.

[Magni and Mayon, 1994] J. Magni and P. Mayon. On resid-
ual generation by observer and parity space approaches.
IEEE Trans. on Automatic Control, 39(2):441–447, 1994.

[Mosterman and Biswas, 1999] P. Mosterman and
G. Biswas. Diagnosis of continuous valued systems
in transient operating regions. IEEE Trans. on Systems,
Man, and Cybernetics, 29(6):554–565, 1999.

[Patton et al., 2000] R. J. Patton, P. M. Frank, and R. N.
Clark. Issues in fault diagnosis for dynamic systems.
Springer Verlag, New York, 2000.

[Puig et al., 2006] V. Puig, J. Quevedo, T. Escobet, and
J. Meseguer. Toward a better integration of passive robust
interval-based fdi algorithms. In IFAC Safeprocess’06,
China, 2006.

[Pulido and Alonso-González, 2004] B. Pulido and
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Abstract
We address the problem of fault diagnosabilty in
distributed discrete-event systems. Previous works
mainly propose different ways to check whether a
fault is diagnosable or not. Nowadays, due to the
complexity of the engineered systems, this check-
ing is not enough and a better feedback is required
in order to redesign and guarantee the diagnosabil-
ity of a fault. This paper defines the problem of
the automatic computation of design requirements
for the diagnosability of distributed discrete event
system as a cost optimization problem.

1 Introduction
We address the problem of fault diagnosis in distributed
discrete-event systems. It consists in determining the occur-
rences of fault events from observations and system knowl-
edge. This problem has been studied for many years, [Sam-
path et al., 1995], [Debouk et al., 2002], [Console et al.,
2002], [Lamperti and Zanella, 2003]. In these previous
works, the objective is to model the system and to apply mon-
itoring algorithms on it but they all share the same weakness:
none of them takes into account any diagnosablility issue
about the system. If a diagnosability analysis is performed
on the system, then the diagnosis algorithm is more efficient
and less costly because new information is taken into account
before implementing it.

In this paper, we adopt the following point of view.
Due to the complexity of new large systems and the new
requirements such as maintenance, reliability or security,
the diagnosability study must be performed at the design
stage to specify a system or to modify its specification.
One difficulty in the design of a distributed system is
that it is usually conceived by different designers which
are in charge of only a part of the system. It follows
that the integration of the different parts of the system
is very complex and has a direct impact on the difficulty
to guarantee the diagnosability objective of the whole system.

Our aim is to design a monitoring and diagnostic architec-
ture for the maintenance of aeronautical systems 1. For this

1Archistic project in collaboration with Airbus and Enit, France.

purpose, we try to determine design requirements of the dis-
tributed system as modifications which could be useful for
the different designers to improve and to guarantee some di-
agnosability objectives of the whole system. This analysis re-
lies on both the design of the distributed system itself (design
and integration of components and their communication) and
the design of the monitoring architecture in charge of diag-
nosing the system. We propose to formalize this problem as
a cost optimization problem in a distributed framework. We
then show the relationship between optimizing the cost of the
design of the distributed system and optimizing the choice for
a suitable monitoring architecture.

The paper is organized as follows. Section 2 recalls formal
background on fault diagnosis and diagnosability. Section 3
defines the optimization cost problem for guaranteeing diag-
nosability in a distributed discrete-event system. Section 4 in-
troduces a methodology that determines, given a pre-specified
system and a set of observations, a set of design requirements
for diagnosability that takes into account the inherent charac-
teristics of a distributed system and minimizes the implemen-
tation cost.

2 Background
2.1 Formal definition of the DES formalism
Our study takes place in a discrete event system framework
for model-based diagnosis as defined in [Sampath et al.,
1995]. This framework has been developed for several years
and is used for different application types (communication
networks, business processes, middleware, ...).

Let us consider a distributed system Γ composed of inter-
acting components Γ = {Γ1,Γ2, . . . ,Γn} which evolve by
the occurrence of events. We suppose that we already have a
specification of this distributed system with an initial analysis
of its behavior in the case where faults occur. This analysis is
provided by designers, such as FMEA (Failure Mode Effect
Analysis) data for example. The distributed system can then
be modelled as a set of finite state machines (see Figure 1),
each finite state machine (FSM) representing the model of a
component (i.e. a local model). Depending on the context, Γ
shall denote the system or its model.

Definition 1 (Local model) A local model Γi is a FSM Γi =
(Qi,Σi, Ti, q0i) where:
• Qi is a finite set of states;
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Figure 1: Models of system components : Γ1,Γ2,Γ3

• Σi is the set of events occurring on Γi;

• Ti ⊆ Qi × Σi ×Qi is the set of transitions;

• q0i
is the initial state.

Different events can occur on a component. The set Σi

is partitioned into two disjoint sets : Σli , the set of events
local to the component Γi and Σci , the set of interactive
events which allow the communication between the different
components. Local events of Σli can be either observable or
unobservable: Σli ⊆ Σoi

∪ Σuoi
, where Σoi

(resp. Σuoi
)

is the set of observable (resp. unobservable) events. Σfi

denotes the set of fault events occurring on the component Γi

which are to be diagnosed. Diagnosis algorithms are based
on the location of fault events on components, so we suppose
that Σfi

⊆ Σli . We authorize some interactive events to be
observable : Σci ⊆ Σoi ∪ Σuoi .

A subsystem γ is a non-empty set of m components
of the system. The behavior of the subsystem γ is de-
scribed by the prefix-closed language L(γ) which denotes
the set of all event sequences starting from the initial
state. L(γ) ⊆ Σ∗

γ , where Σ∗
γ denotes the Kleene closure

of the set Σγ =
⋃

Γi∈γ Σi. In the following, we note
Σfγ =

⋃
Γi∈γ Σfi , Σcγ =

⋃
Γi∈γ Σci , Σoγ =

⋃
Γi∈γ Σoi

and Σlγ =
⋃

Γi∈γ Σli . In the case where γ = Γ, previous
notations are simplified as follows: Σf = ΣfΓ , Σc = ΣcΓ ,
Σo = ΣoΓ , Σl = ΣlΓ .

The language L(γ) is generated by the FSM ‖γ‖ obtained
from the classical synchronization operation, denoted ‖ and
whose definition can be found in [Pencolé et al., 2006].
The FSM ‖γ‖ results from the synchronized product of m
component models on the set of interactive events Σcγ

:
‖γ‖ = Γ1‖ . . . ‖Γm. The behavior of the system is ex-
plicitly represented by ‖Γ‖ (also called the global model in
[Sampath et al., 1995]). In the following, we will suppose
that the components of the system are live and the system is
deadlock-free. The consideration of problems directly linked
to blocked states is not in the classical theory. New defini-
tions and adhoc resolutions are required but they are not the
topic of this paper.

The second assumption is that any model Γi is globally
consistent. Before defining the global consistency of a local

model, we need to introduce the projection operation. The
projection operation can be recursively defined as follows.
Let ε denote the empty sequence in Σ∗.

Definition 2 (Projection) The projection operation PΣ′ :
Σ∗ → Σ

′∗ is such that PΣ′(ε) = ε and for all uv ∈ Σ∗,
u ∈ Σ,

PΣ′(uv) =
{
uPΣ′(v) if u ∈ Σ′

PΣ′(v) otherwise.

Definition 3 (Global consistency) A model Γi is globally
consistent if the following condition holds:

L(Γi) = PΣΓi
(L(Γ0‖Γ1‖ . . . ‖Γn)).

A model Γi is globally consistent if every transition defined
from any state of the model is fired in a global behavior of
the system. Given any model of Γ = {Γ1,Γ2, . . . ,Γn}, it is
always possible to obtain an equivalent set of models that are
globally consistent using techniques like in [Su and Wonham,
2004] for instance.

2.2 Fault diagnosis on a subsystem
The diagnosis problem is similar to the one specified in [Pen-
colé et al., 2006]. The problem resolution requires the com-
putation of a set of diagnosers. Let F be a fault event oc-
curring on a component Γi which belongs to a subsystem γ,
a diagnoser of the subsystem γ is in charge of diagnosing
F . In the following, F ∈ w denotes the occurrence of F in
the event sequence w. After any sequence of observations σ
emitted by γ, the diagnoser is a function that provides a di-
agnosis information ∆γ(F, σ) which is one of the following
three types.

• ∆γ(F, σ) = F -sure if ∀w ∈ L(γ) such that PΣoγ
(w) =

σ, F ∈ w.

• ∆γ(F, σ) = F -safe if ∀w ∈ L(γ) such that PΣoγ
(w) =

σ, F /∈ w.

• ∆γ(F, σ) = F -ambiguous if ∃w, v ∈ L(γ) such that
PΣoγ

(w) = σ and PΣoγ
(v) = σ, F ∈ w but F /∈ v.

The global diagnosis is given by {∆Γ(F, σ), F ∈ Σf}.

We represent the diagnoser function as a deterministic
FSM ∆γ(F ). This machine is built from the projection of
the model ‖γ‖ on the observable events in Σoγ

. Then the
diagnoser describes the observable behavior of γ. The F -
diagnoser ∆γ(F ) can be formally defined as follows.

Definition 4 (F -Diagnoser of a subsystem γ) Given an ob-
servation set Σoγ

, the F -diagnoser ∆γ(F ) of a subsystem γ
in charge of diagnosing a fault F is a deterministic finite state
machine ∆γ(F ) = (Qdγ ,Σdγ , Tdγ , qdγ0) where:

1. Qdγ ⊆ 2Qγ×{{F},∅} is the set of states which contain
the diagnosis information;

2. Σdγ = Σoγ is the set of events;

3. Tdγ ⊆ Qdγ × Σdγ ×Qdγ is the set of transitions;

4. qdγ0
= (q0, ∅) is the initial state.
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The transitions of Tdγ are the transitions qdγ
e−→

q′dγ reachable from the initial state qdγ0
= {(q0, ∅)},

with qdγ = {(q1, f1), . . . (qn, fn)} and q′dγ is the set
{(q′1, f ′1), . . . (q′m, f ′m)}, such that for any (qi, fi) ∈ qdγ there
exists a transition sequence qi

uo1−−→ x1 . . . xp−1
uop−−→ xp

e−→
q′j in the model ‖γ‖with uok ∈ Σuoγ

∪Σfγ
, ∀k ∈ {1, . . . , p},

∀j ∈ {1, . . . ,m} and f ′ = f ∪ ({F} ∩ {uo1, . . . , uop}}).
Two examples of diagnosers are illustrated in Figure 2.

We note Diag(qdγ) the diagnosis function associated to
the state qdγ :

1. Diag(qdγ) = F -safe if ∀(qi, fi) ∈ qdγ , fi = {F};
2. Diag(qdγ) = F -sure if ∀(qi, fi) ∈ qdγ , fi = ∅;
3. Diag(qdγ) = F -ambiguous otherwise.

2.3 Diagnosability
Diagnosability defines a property that measures the ability of
the monitoring system to diagnose faults occurring in the su-
pervised system. We rephrase the diagnosability definition
from [Sampath et al., 1995] and [Pencolé, 2005].

Definition 5 (Global diagnosability) The fault event F is
globally diagnosable in a system Γ iff

∃l ∈ N,∀u, v such that |PΣo(v)| ≥ l⇒ ∆Γ(F, σ) = F -sure,
(1)

where u is an event sequence in Γ from the initial state q0
ending with the occurrence of the fault event F to a state
qf , v is an event sequence in Γ from qf and σ is the ob-
servable sequence produced by the event sequence uv (i.e.
σ = PΣo

(uv)).

Several tools allow the checking of diagnosability [Sam-
path et al., 1995], [Jiang et al., 2001], [Yoo and Lafortune,
2002].

3 Design for Diagnosability
The objective is to establish requirements to designers to en-
sure the diagnosability of the different parts of the distributed
system. Two different ways can be considered to reach the
objective. The first one consists in providing requirements for
the design of a diagnosable system (diagnosability analysis is
performed at the design stage of the system) and the second
one relies on a feedback for redesigning the system and in-
creasing the system diagnosability. Both issues are related
to the problem of assistance to the design like in [Pencolé,
2005]. In this paper, we focus on the first approach.

3.1 General requirements for diagnosability
Global diagnosability implies the use of a global centralized
diagnostic architecture on the whole system which may not
be always feasible in practice. Moreover the global diagnos-
ability checking requires the computation of the global model
‖Γ‖ which is very complex and also not always feasible. We
thus prefer to reason locally to subsystems in order to remove
this limitation for large distributed systems. We want to de-
termine subsystems that are sufficient to monitor in order to
diagnose an anticipated fault event occurring on a component.
We introduce the definition of local diagnosability based on

the fault diagnosis on a subsystem γ (see Section 2.2). This
definition can be applied to any subsystem γ.

Definition 6 (Local diagnosability) The fault event F is lo-
cally diagnosable in a subsystem γ iff

∃l ∈ N,∀u, v such that |PΣoγ
(v)| ≥ l⇒ ∆γ(F, σγ) = F -sure,

(2)
where u is an event sequence in γ from the initial state q0
ending with the occurrence of the fault event F to a state
qf , v is an event sequence in γ from qf and σγ is the ob-
servable sequence produced by the event sequence uv (i.e.
σγ = PΣoγ

(uv)).

Global diagnosability corresponds to local diagnosability
on the whole system Γ [Pencolé, 2004].

The second requirement is that the observability of the
whole system has to be live (i.e. PΣo(L(Γ)) is live) as ex-
plained in [Debouk et al., 2002]. In practice, if we want to
diagnose a fault F on a subsystem γ, we have to specify this
condition locally by the observation fairness of the system.
The observability of a system is globally fair when the ob-
servability of each component is globally fair.

Definition 7 (Observation fairness) Observation fairness
means that any observable component of the system will
always emit observations after a finite number of events.

As each observable component is live, observation fairness
holds if there is no cycle of unobservable events in the
component. It follows that for a subsystem γ, each event
sequence in L(γ) must always be continued by a finite
event sequence which ends with an observable event of γ
: ∀w ∈ L(γ), ∃p ∈ N such that ∀ww′ ∈ L(γ), |w′| =
p,∃σγ ∈ Σ∗

oγ
\{ε}, PΣoγ

(ww′) = PΣoγ
(w).σγ .

The following property states the relationship between lo-
cal and global diagnosability [Pencolé, 2004].

Property 1 Under the assumption of observation fairness, if
a fault F is locally diagnosable on a subsystem then F is
globally diagnosable.

By this property, it may be unnecessary to observe the
whole system to diagnose a fault F occurring on a component
of Γ. Observing only a subsystem γ can thus be sufficient.

To ensure diagnosability of the system, some modification
operations have to be considered depending on the monitor-
ing architecture. These operations consist in increasing the
subsystem observability.

3.2 Types of modifications for the system design
The first operation consists in increasing the observability by
selecting types, location and number of sensors. The added
sensors are supposed to be reliable and without noise. This
operation type tends to be similar to a sensor selection prob-
lem like in [Debouk et al., 1999] or [Jiang et al., 2003]. The
second operation acts directly on the behavior of the subsys-
tem. Based on the specification of a system (preexistent mod-
els), some possible operations are enumerated hereafter. All
these modifications are followed by their physical significa-
tion.
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1. Observing an event e (that may be a fault) which occurs
in a component of the subsystem γ: e ∈ Σlγ ∩ Σoγ .
Making an event observable means to add a sensor that
is able to detect the occurrence of such an event on a
component in the studied subsystem.

2. Observing an event e which occurs on an other compo-
nent α which interacts with γ: e ∈ Σlα ∩ Σoα

, where
α /∈ γ. To observe an event on a component which in-
teracts with the subsystem, we need to place a sensor on
this component and to consider a communication proto-
col in the diagnostic architecture.

3. Observing an interactive event i between the subsystem
γ and an other component α: i ∈ Σcγ

∩Σcα
∩Σoγ

∩Σoα
,

where α /∈ γ. To make an interactive event observable
consists, for example, in putting a sensor on the commu-
nication bus between two components or on a middle-
ware.

4. Observing an event e ∈ Σlγ only if given condi-
tions cond are verified by introducing two new events
cond:e ∈ Σoγ and ¬cond:e /∈ Σoγ

. To observe an event
in a given condition we need to have a specific sensor
which can be controlled on-line depending on other in-
formation. This sensor allows an active acquisition of
information like in [Thorsley and Teneketzis, 2007].

5. Adding/Deleting a transition t in the model of γ. New
sensors can be generated like an alarm sensor after a
given sequence of observations for example or new pro-
tocols can be implemented (communication protocol for
instance). Transitions are reorganized by this new im-
plementation and some of them may be deleted.

To each modification on the system is associated a cost
which is known and listed in a modification dictionary. For
example, a sensor cost depends on the type of the sensor, a
pressure sensor would be more expensive that a temperature
sensor. The cost of all modifications performed on the system
is denoted CD. Some modifications are infeasible. An infi-
nite cost is associated to such modifications like for example
the observation of some fault events.

3.3 Specification of the diagnostic architecture
Having sensors is not enough to ensure diagnosability. A di-
agnostic architecture using these sensors must be deployed
upon them and have access to them. Accessing to these in-
formation resources induces a cost CM for the monitoring
system that depends on the diagnostic architecture type. The
goal is to make the system diagnosable by optimizing the cost
of modifications listed above (for example the cost associated
to the sensor placement) but also the cost of the monitoring
system (algorithm, computational resources, sensors utiliza-
tion).

There mainly exist three different types of diagnostic archi-
tecture. In a centralized diagnostic architecture like in [Sam-
path et al., 1995], all information from the components are
centralized in the same place. In this architecture type, the
data analysis is complex because all data are collected by the
monitoring system without any processing. A lot of memory

resources and communications are necessary for the monitor-
ing system and induce the cost CM . A centralized architec-
ture may be not well suited for distributed systems. For large
distributed systems it is more natural to adopt a decentralized
or a distributed diagnostic architecture. In a decentralized di-
agnostic architecture, diagnosis decisions are sent from local
diagnosers, which do not necessary communicate with each
other. These decisions are then merged by a coordinator in
order to establish a global diagnosis and to allow to make
global decisions about the whole system. In a distributed ar-
chitecture, there is a diagnoser per component or per subsys-
tem that performs its own diagnosis. In order to get globally
consistent diagnoses, the diagnosers need to exchange a lot
of information. This communication between the diagnosers
induces a bandwidth cost which is included in the cost of the
monitoring algorithm CM .

3.4 Problem formalization like a cost optimization
problem

The goal is to give some requirements to the designers about
how to make a system diagnosable by minimizing the total
cost of operations on the system, denoted CD, and minimiz-
ing the cost of the monitoring system algorithm CM :

CG = min

p∑

i=1

(CDi
+ CMi

), (3)

where p is the number of faults that may occur in the system
and for which diagnosability must be guaranteed.

The challenge is to determine a trade-off between both
costs (sensor placement and the cost of the associated moni-
toring architecture).

For example, one possible modification is to observe an
event on another component in the neighbourhood. For this
purpose, the monitoring system needs to use a communica-
tion protocol to get back the observation from the component.
So we have to consider the cost CM of the algorithmic pro-
cedure to communicate information to the monitoring system
in addition to the cost directly associated to the sensor.

The second difficulty in the cost optimization problem is
that all fault events F ∈ Σf must be considered. Since
the components of the system communicate by interactive
events from Σc, it could be interesting to observe interactions
even if this event type has a high cost because its observa-
tion could bring useful information to diagnose more than one
fault event and thus reduces the monitoring cost.

4 Methodology
This section introduces a methodology that provides combin-
ing requirements and their costs for the designers. It relies on
two properties : accuracy and monotony. We show how these
properties can help to establish the methodology. In this sec-
tion, the problem is restricted to operation of the non-active
sensor placement. The only possible modification is the addi-
tion of observable events (operations from 1. to 3. in Section
3.2).
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4.1 Accuracy
Independently from the diagnosability of a fault F , finding a
subsystem whose diagnosis is accurate is interesting because
it is a way to bound the size of the subsystem to monitor and
thus the cost of the monitoring algorithm CM . The diagno-
sis of a subsystem γ is said to be accurate if it is sufficient
to observe it in order to provide a diagnosis which is consis-
tent with the whole set of observations. Then the monitoring
system does not require information from any other compo-
nent. We are sure to have a diagnosis equivalent to the global
diagnosis at any time.

Accuracy is formally defined as follows. Let ∆γ(F ) be
the diagnoser of the subsystem γ and σγ = PΣoγ

(σ) be the
projection of the sequence σ ∈ Σ∗

o on the observable events
of γ.

Definition 8 The diagnosis of a subsystem γ is accurate for
a fault event F ∈ Σfγ

iff the diagnoser ∆γ(F ) is such that

∀σ ∈ Σ∗
o, ∆Γ(F, σ) = ∆γ(F, σγ). (4)

We can always find a subsystem whose diagnosis is accu-
rate (diagnosis of the global system Γ is always accurate).
The accuracy property is defined from the global diagnosis
but there exists a sufficient local criterion to check it.

How to check accuracy
Diagnosis accuracy for a subsystem γ can be checked from
a finite state machine called an interactive diagnoser. An
interactive diagnoser ∆int

γ (F ) is an extension of the diag-
noser ∆γ(F ) defined in Section 2.2. Let us suppose an ob-
servable configuration Σoγ for the subsystem γ, the interac-
tive diagnoser ∆int

γ (F ) results from Definition 4 (see Figure
2). The interactive diagnoser is represented by the quadru-
ple ∆int

γ (F ) = (Qdiγ ,Σdiγ , Tdiγ , qdiγ0), where Σdiγ
=

Σoγ
∪ Σint

γ . The set Σint
γ represents the events of γ which

interact with the other components : Σint
γ = Σcγ

∩ ΣcΓ\γ
.

Like in the classical diagnoser, the states of ∆int
γ (F ) con-

tain the diagnosis information. We recall that Diag(qdi) de-
notes the diagnosis information contained in the state qdi of
∆int

γ (F ) which is one of the following three types: F -sure,
F -safe or F -ambiguous. The determination of a subsystem
with an accurate diagnosis relies on a criterion introduced in
[Pencolé, 2005] that we recall in Property 2. The notation
qi

w−→ qj means that there exists an event sequence w from
the state qi which leads to the state qj in ∆int

γ (F ). Let S(σγ)
be the set of event sequences in ∆int

γ (F ) from qdi0 whose
observable part is exactly σγ ∈ Σ∗

oγ
.

Property 2 The diagnosis of a subsystem γ is accurate if
the following criterion holds: ∀σγ , ∀qdi, q

′
di ∈ Qdiγ such

as qdi0
w−→ qdi and qdi0

w′
−→ q′di with w,w′ ∈ S(σγ),

Diag(qdi) = Diag(q′di).

Figure 2 presents the interactive diagnoser ∆int
γ (F3)

and an accurate F3-diagnoser defined on the subsystem
γ = {Γ3} for Σoγ

= {e5, s3}.

Figure 2: ∆γ(F3) and ∆int
γ (F3) on the subsystem γ = {Γ3}

for Σoγ = {e5, s3}

Any event sequence in ∆int
γ (F3) projected on the observ-

able events of Σoγ
leads to states which contain the same di-

agnosis information, which have the same label. For exam-
ple, every path from the initial state emitting the observable
sequence s3e5s3∗ is F3-sure and every path emitting the se-
quence e5s3e5∗ is F3-ambiguous. Observations from other
components could give information about the occurrence of
the event s4 which is not observable but the diagnosis result
provided by ∆int

γ (F3) after the occurrence of e5 does not de-
pend on the occurrence of s4. So in this case observations
from other components cannot disambiguate the diagnosis.

How to make a subsystem accurate
By property 2, we notice that if all interactions of γ with other
components are observable the previous criterion holds. Then
a simple way to make a system accurate is to observe the
interactive events [Ribot et al., 2007]. Let Σint

γ be the set of
events of γ that interact with the other components : Σint

γ =
Σcγ ∩ ΣcΓ\γ

.

Property 3 Let γ be a subsystem, the diagnoser ∆γ(F ) is
F -accurate for all F ∈ Σfγ

if Σint
γ ⊆ Σoγ

.

4.2 Property monotony
The methodology consists in determining a set of modifica-
tions that guarantee observability fairness, diagnosability and
accuracy. It is interesting to know if one of these properties
can be preserved after the modifications realized to guarantee
the other ones.

Definition 9 (Monotony) Let Prop be a boolean applica-
tion (∀X, P rop : P (X) 7→ {0, 1}, where P (X) represents
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the power set of X), Prop is monotonic iff

∀X, Y, X ⊆ Y ⊆ X, P rop(X)⇒ Prop(Y ). (5)

This definition shows that for two sets X and Y , if X is in-
cluded in Y , any property which is verified by X is also veri-
fied by Y . In our study case X and Y are two sets of observ-
able events (X ⊆ Σ, Y ⊆ Σ). The monotony of some prop-
erties like observability, normality or diagnosability has been
studied in [Jiang et al., 2003]. The observation fairness (De-
finition 7) is obviously a monotonic property. If any observ-
able component of the system always emits an observation in
a finite delay, the addition of new observations preserves this
property.

Property 4 If F is diagnosable with an observation set Σo

satisfying the observation fairness, then F is diagnosable
with an observation set Σ′

o = Σo ∪ {o}.
Proof: By the negation of Definition 6 (Local diagnosabil-

ity), a fault F is not diagnosable for an observation set Σ′
o if

there exists an infinite sequence of observations σ such that
the diagnosis ∆γ(F, σ) is F -ambiguous: there exist at least
two infinite event sequences p1 and p2, such that F is in p1
and F is not in p2, whose projection on the observations of
Σ′

o is σ. Let Σo be a new set of observations deprived of the
event o : Σo = Σ′

o\{o}. We prove that if F is not diagnos-
able with Σ′

o, then F is not diagnosable with Σo. If o /∈ σ,
we still have the infinite sequence σ such that the diagnosis
is F -ambiguous. If o ∈ σ, as the observable configuration
Σo satisfies the observability fairness (Definition 7), then we
obtain a new infinite sequence σ\o of observations deprived
of o, such that the diagnosis is F -ambiguous as it is the
projection of p1 and p2 on the observations of Σo. �

Property 5 Accuracy is not a monotonic property.

Proof: We have shown in Figure 2 that we have an
accurate F3-diagnoser by observing {e5, s3} on Γ3. We
consider a new observation e6 on the component Γ3. Let σ1

and σ2 denote two global observable sequences in Σ∗
o such

that σ1 = e6e7e7e5 and σ2 = e6e7e3e5. After observing
σ1, the global diagnosis is F -safe and after σ2, the global
diagnosis is F -sure. The projection of both event sequences
σ1 and σ2 on events of Γ3 is e6e5. Locally, σ1 and σ2 are
not distinguishable and the local diagnosis after observing
e6e5 is F -ambiguous. The local diagnosis is not equiva-
lent to the global diagnosis, then the diagnosis of F3 is not
accurate anymore by considering the observation e6 on Γ3. �

Accuracy is a non monotonic property but it can be pre-
served in the case where all interactions of the subsystem γ
with the other components are observable. In this specific
case described by Property 2, accuracy still holds after the
addition of a new observation.

Diagnosability property is always preserved by consider-
ing new observations whereas accuracy property is preserved
only in some specific cases. The monotony can help with the
sensor choice by determining some selection criteria in order
to preserve diagnosability and accuracy properties.

4.3 Algorithm
This section presents an algorithm that determines a subsys-
tem and proposes some modifications on it in order to make
a fault occurring on one of its component with an accurate
diagnosis and minimal costs. We consider a system of n
components with an initial minimal observable configuration
Σo. The system may be specified with an initial set of
sensors which are already available. The initial observable
configuration may be empty (no sensors already placed on
the system), this case is illustrated by an example in 4.4.

Algorithm 1 selects a subsystem for which the total cost
CG is minimal (between the supervision cost CM , the
cost CA to make it accurate and the cost CD to make it
diagnosable for the fault F in component Γi). It also returns
the requirements Req as a set of modifications to perform
on the subsystem. In this study, we consider modifications
from the sensor placement (i.e. operations from types 1., 2.
or 3. of Section 3.2). Since diagnosability is a monotonic
property, we look for an observable configuration that makes
the system diagnosable before considering accuracy. If the
subsystem is diagnosable, the diagnosability property will be
preserved by adding observable events to get accuracy. If the
subsystem is not diagnosable, the optimization is performed
simultaneously on both costs : CA et CD.

In the proposed algorithm, the expression
subsystem(Γi, k) denotes the set of subsystems com-
posed of k components and containing Γi. We first need
to determine if there is a solution to the sensor placement
problem. The function SolutionExistence(γ, F ) relies on
the Property 6.

Property 6 If the fault event F occurring on a component of
the subsystem γ is not diagnosable in γ by considering all
events (except the fault events) as observable, then there is no
solution for the sensor placement problem.

If all events are observable and F is not diagnosable, no
event from other components which interacts with γ will
provide more information to make F diagnosable. The only
way to make F diagnosable in the component is then to
redesign it, by considering operations of type 4. or 5. (see
Section 3.2) which is out of the topic of this methodology, in
order to have F diagnosable by considering the new set of all
observations.

The functionMonitoring induces a cost CM for the mon-
itoring of a subsystem depending on the implementation of
the diagnosis architecture as explained in 3.3. The func-
tions CheckingAccuracy and CheckingDiagnosability
are boolean. The first function applies the criterion of Prop-
erty 2 to determine if the considered subsystem is accurate or
not and the second one uses an algorithm to check the sub-
system diagnosability for a fault F as in [Jiang et al., 2001],
[Pencolé, 2004]. These algorithms are polynomial in the
number of states in ‖γ‖. The functions MakeDiagnosable
and MakeAccurate use modifications from types 1., 2. or
3. of Section 3.2 and techniques from sensor placement as in
[Jiang et al., 2003] to obtain a diagnosable subsystem γ. The
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Algorithm 1 Requirements and costs for diagnosability
1: Input: F ∈ Σfi

,Γ = {Γ1, . . . ,Γn},Σo

2: C0
G ←∞; k ← 1; Req = ∅

3: repeat
4: Ck

G ←∞
5: for all γ ∈ subsystem(Γi, k) do
6: if ¬SolutionExistence(γ, F ) then
7: Go step 24
8: end if
9: CM ←Monitoring(γ); CD = 0; CA = 0;

10: if CheckDiagnosability(γ, F ) then
11: if ¬CheckAccuracy(γ) then
12: (Req,CA)←MakeAccurate(γ)
13: end if
14: else
15: (Req,CA, CD) ← MakeDiagnosable(γ, F ) ∧

MakeAccurate(γ)
16: end if
17: Cγ

G ← CM + CA + CD

18: Ck
G ← min(Ck

G, C
γ
G)

19: end for
20: k ← k + 1
21: until (Ck−1

G ≥ Ck−2
G ) ∧ (k ≥ 2) ∧ (k ≤ n)

22: CG ← Ck−2
G

23: Go to step 25
24: Output: No solution
25: Output: γ; CG; Req

function MakeAccurate could also rely on Property 3. It is
a simple mean to obtain an accurate subsystem. The chosen
configurations of observations have to guarantee some prop-
erties. The observable configurations required to make a fault
F diagnosable with an accurate diagnoser has to guarantee
that properties obtained for diagnosing another fault F ′ are
not lost, hence the importance of the property monotony.

4.4 Illustrative example
We develop an example for the specification of the system
illustrated in Figure 1.

We analyze the diagnosability of the fault F1 on the com-
ponent Γ1. The initial observable configuration is empty:
Σo = ∅. We check that a solution for the sensor placement
problem exists by considering all events (except the fault F1)
as observable in the model Γ1. Then we determine the possi-
ble observable configurations to such that F1 is diagnosable
and ∆Γ1(F ) is accurate. We prefer the minimal one: Σo1 =
{e1, s2, s3}. The global cost CΓ1

G includes the cost of these
observations, (CD +CA), and the monitoring cost associated
to the component Γ1, CM . We now consider the subsystems
of two components containing Γ1 and another component in-
teracting with Γ1 : ‖γ1‖ = Γ1‖Γ2 and ‖γ2‖ = Γ1‖Γ3. In γ1,
F1 is diagnosable with an accurate diagnoser for the same
observable configuration: Σo1 = {e1, s2, s3}. But the mon-
itoring cost for two components is obviously higher than for
one component. So the global cost Cγ1

G for this subsystem
is greater than CΓ1

G . Following the same reasoning for the
subsystem γ2, we find that the global cost Cγ2

G is also greater

than CΓ1
G . Then we prefer to consider Γ1 only with the ob-

servable configuration Σo1 = {e1, s2, s3} and a cost CΓ1
G .

Here Req = {e1, s2, s3} because the observable configura-
tion was empty before starting the algorithm. We could have
obtained an observable configuration guaranteeing objectives
with a lower global cost by considering the subsystem γ1 and
γ2, if the new cost (CD + CA) for these subsystems were
smaller than the difference between the monitoring cost for
component Γ1 and the monitoring cost for γ1 or γ2.

Then we study the diagnosability of the fault F2 in the
component Γ2. The initial observable configuration is not
empty anymore: Σo = {e1, s2, s3}. We first check the so-
lution existence for the sensor placement problem by con-
sidering all events (except the fault F2) as observable in the
model of Γ2. There is no way to make F2 diagnosable in Γ2

by techniques from the sensor placement. The only solution
is to modify the structure of Γ2.

The initial observable configuration is still Σo =
{e1, s2, s3} for the diagnosability analysis of F3 in Γ3, be-
cause no more observations are brought by analysis of F2 (no
solution for diagnosing F2). There exists a solution for the
sensor placement problem in Γ3, so we determine the observ-
able configurations to make F3 diagnosable with an accurate
diagnoser : {e5, e6, s4} ∈ Σo. The global cost CΓ3

G includes
the cost of the observations and the monitoring cost associ-
ated to the component Γ3. We now consider the subsystems
of two components containing Γ3 and another component in-
teracting with Γ3: ‖γ1‖ = Γ3‖Γ1 and ‖γ2‖ = Γ3‖Γ2. In
the subsystems γ1 and γ2, F3 is diagnosable with the same
observable configuration as in the component Γ3. The mon-
itoring cost for two components is higher than for one com-
ponent, so the global costs associated to these subsystems are
higher than the previous one. The fault F3 is diagnosable in
Γ3 with Req = {e5, e6, s4} and a global cost CΓ3

G .
Finally, the distributed system is diagnosable for the

faults F1 and F3 with the observable configuration Σo =
{e1, e5, e6, s2, s3, s4} and a diagnostic architecture com-
posed of two diagnosers : one on the component Γ1 for di-
agnosing F1 and one on the component Γ3 for diagnosing
F3. Even if F2 cannot be diagnosable in the system, the
diagnosis of F2 is accurate with the chosen observable con-
figuration (all interactive events of Γ2 are observable) so we
could place another diagnoser on the component Γ2.

5 Related Work
In the literature, there are many works about fault diagnosis
and diagnosability on discrete-event systems. Our framework
is based on the classical framework defined in [Sampath et
al., 1995]. The problem of checking diagnosability has been
studied for many years and several algorithms have been pro-
posed for centralized monitoring architectures [Jiang et al.,
2001], [Yoo and Lafortune, 2002]. Our proposal relies on
the diagnosability of distributed discrete event systems that
has been defined in [Pencolé, 2004]. None of these works
propose any design feedback to increase the system diagnos-
ability.

A possible way to provide design requirements for diag-
nosability is to solve the sensor placement problem. In the
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sensor placement problem, it is assumed that there always
exist modifications of type 1 (see section 3.1) by adding sen-
sors that guarantee the diagnosability of the whole system.
Moreover, the cost of the monitoring architecture is supposed
to be negligible. In [Debouk et al., 1999], the problem is to
select an optimal subset of available sensors by inferring a
set of sensor tests. This inference assumes that the cost of
n + 1 sensors is always greater than the cost of n sensors
(i.e. optimal = minimal) which may be a restrictive assump-
tion from an economical point of view. [Jiang et al., 2003]
proposes a methodology to select a minimal set of sensors to
preserve properties like normality, diagnosability and proves
that this problem is NP-hard. In [Narasimhan et al., 1998],
the problem is defined over a qualitative model and in [Torta
and Torasso, 2007] it is extended by parametrizing some dis-
criminability relations of the system. Here also, optimality is
equivalent to minimality. In [Spanache et al., 2004], the se-
lection is performed by a genetic algorithm to make a contin-
uous system more diagnosable. The cost of the sensor takes
into account the economical issue.

To our best knowledge, there is no work about improving
diagnosability in a distributed framework. In [Pencolé, 2005],
the question of improving diagnosabilty in a distributed dis-
crete event systems has been introduced. The idea is to detect
local undiagnosable scenarios that can be used to provide de-
sign requirements for the elimination of such scenarios.

6 Conclusion and Perspectives
This paper defines a framework based on a classical model-
based diagnosis formalism in order to extend automatic diag-
nosability analyses and provide design requirements for a dis-
tributed dynamic system. We propose to define the problem
as a cost optimization problem where not only the costs about
the design of the system but also the costs about the mon-
itoring architecture are taken into account in order to mini-
mize the integration costs of the distributed system. Finally,
we claim that the design requirements for diagnosability are
closely related to the design requirements for accuracy as this
property is a way to isolate a subsystem above which it is
possible to design a monitoring architecture that provides a
diagnosis as accurate as possible. In this paper, we have pre-
sented an algorithm which selects a subsystem for which the
total cost CG is minimal. The solution is not unique but the
algorithm can be extended to provide a set of possible sub-
systems which have a minimal cost. Our perspectives are to
develop this methodology in detail by integrating the differ-
ent methods (diagnosability checkers, sensor placement se-
lectors) and automatically provide design requirements for
distributed systems. Then we would like to apply this work in
the Archistic project framework for the maintenance of aero-
nautical systems.
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A Symbolic Approach for Component Abstraction in Model-Based Diagnosis

Gianluca Torta and Pietro Torasso
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Abstract

In the present paper we address the problem of
automatically synthesizing component abstractions
by taking into account the level of observability of
the system as well as contextual conditions within
the context of the Model-Based Diagnosis task. We
show how to exploit the notion of indiscriminabil-
ity for abstracting the original model without loos-
ing any relevant diagnostic information.
The paper presents an algorithm for the computa-
tion of abstractions that takes advantage of the sym-
bolic compilation of the system model for giving
both theoretical guarantees about the computational
cost and good experimental performance on a non-
trivial domain.

1 Introduction
In the Model-Based Diagnosis (MBD) field, several works
have investigated the possibility of performing the diagnostic
reasoning on an abstract model instead of (or before) consid-
ering a detailed model involving a larger number of compo-
nents or more behavioral modes for each component (see for
example[Mozetič, 1991], [Friedrich, 1993], [Autio and Re-
iter, 1998], [Provan, 2001], [Chittaro and Ranon, 2004]).
While most of the work on abstraction for MBD has focused
on the use of abstraction mappings provided by a domain ex-
pert (e.g.[Mozetič, 1991], [Provan, 2001], [Chittaro and Ra-
non, 2004]) some recent works have addressed the problem of
automating the task of synthesizing an abstraction mapping
(e.g. [Torta and Torasso, 2003], [Sachenbacher and Struss,
2005]). The work by[Sachenbacher and Struss, 2005] ad-
dresses the problem of abstracting the domains of system
variables, whereas the work by[Torta and Torasso, 2003]
addresses the automatic synthesis of abstract components.
While component abstractions provided by users are mainly
exploited for focussing diagnostic reasoning starting from the
most abstract level, automatic abstraction methods mainly
aim at replacing the ground model with an abstract model
which still offers some guarantee of the correspondence be-
tween the abstract diagnoses and the ones at the ground level.

In the present paper we provide novel solutions to the prob-
lem of components abstraction by taking into account the

level of observability of the system as well as contextual con-
ditions. The abstraction process will stop to create new ab-
stract components if further abstractions would loose diag-
nostic information or would synthesize abstract components
which have too many behavioral modes.

The paper provides two main contributions: on the one
hand, the presented approach is more flexible than the one
by [Chittaro and Ranon, 2004]; in particular it does not re-
quire that the behaviour of the system at different levelsof
abstractions is provided by the user, since it is automatically
synthesized.
Another relevant contribution is the description of an algo-
rithm for the computation of abstraction mappings that can
take advantage of the symbolic compilation of the system
model for giving theoretical guarantees about the computa-
tional cost of the abstraction process.

2 Diagnosis and Indiscriminability
Before presenting our approach to abstraction, we precisely
define the class of systems upon which the abstraction process
can be applied and the notion of indiscriminability we use as
a driving element for abstraction. We start from the definition
of System Description.

Definition 2.1 A System DescriptionSD is a pair (SV , DT)
where:

- SV is the set of discrete system variables partitioned inP
(system ports),C (components) andI (internal endogenous
variables).
Ports P are partitioned inPexo (inputs and contexts) and
Pend (external endogenous variables).
Let us denote asE the set of all the endogenous variables,
i.e. E = I ∪ Pend; a setO ⊆ E represents the poten-
tially observable endogenous variables, while the value of
thePexo variables is always known.
We will denote withD(v) the finite domain of variable
v ∈ SV ; in particular, for eachc ∈ C, D(c) consists of
the list of possiblebehavioral modesfor c (anok mode and
one or more fault modes)

- DT = {DTc1 , . . . , DTcn} (Domain Theory) is a set of re-
lations (Component Domain Theories) each one modeling
the behavior of a component.

As it is apparent from the definition, the description of the
model is centered around components. For each component
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c, we specify the set of behavioral modesD(c) as well as
a relationDTc which describes its behavior by relating the
values of the behavioral mode with the value of other exoge-
nous and endogenous variables. In particular, we denote with
Pend(c) = E(c) the set of endogenous variables that appear
in DTc

1 and withPexo(c) the set of exogenous ports that ap-
pear inDTc.

It is worth noting that in general there is no requirement
about the functional dependency of the output of a compo-
nent from its inputs and behavioral mode. So in general the
domain theory is non deterministic and a relational approach
is adopted for representing the domain theory.

AlthoughDT is specified in a component-based fashion,
the global system behavior is captured by a Global Domain
TheoryGDT obtained starting from the Component Domain
Theories by means of simple relational operations2. In par-
ticularGDT = DTc1 ⋊⋉ . . . ⋊⋉ DTcn , i.e. GDT is computed
by joining the component theoriesDTc1 , . . . , DTcn .

We can easily extend the notions introduced so far to any
subsystem involving some system componentsΓ ⊆ C. In
particular:

- Pend(Γ) are the endogenous ports ofc1, . . . , cm which con-
nect components inΓ with components external toΓ or to
the external world (i.e.Pend)

- I(Γ) are the endogenous ports ofc1, . . . , cm which connect
components inΓ only with other components inΓ

- Pexo(Γ) are the exogenous ports ofc1, . . . , cm

- GDT (Γ) = DTc1 ⋊⋉ . . . ⋊⋉ DTcm

We are now ready to define aDiagnostic Problem.

Definition 2.2 ADiagnostic Problemis a tuple DP = (SD,X ,
Y) whereSD is a System Description,X is an assignment to
Pexo variables andY is an assignment to a subsetOAV ⊆ O
of observable variables.
A consistency-baseddiagnosis for DP is an assignmentD to
C variables s.t.GDT ∪ X ∪ Y ∪D 6⊢ ⊥.

As typical in diagnostic reasoning, a diagnostic problem
consists in explaining a set of observed data: in particular,
we know the values of the exogenous variablesPexo(i.e. the
commands given to the system) and of some other observable
variables. It is worth noting that in a specific diagnostic prob-
lemDP , Y may involve just a small subset of the observable
variables.

The definition of diagnosis reported above corresponds to
the classical definition of consistency based diagnosis where
each component has a set of predefined behavioral modes
and each diagnosisD involves the assignment of a behavioral
mode to each componentc ∈ C.

In many cases the solution to a diagnostic problem DP is
a (large) set of diagnoses. In the following we introduce the
notion of indiscriminability and relate it to two factors (ob-
servabilityandcontext restriction) that have a strong impact
on indiscriminability.

1For a component all the endogenous variables are ports since
we do not model internal variables.

2In this paper, symbolsΠ, σ and⋊⋉ denote the projection, selec-
tion and natural join operators of relational algebra.

Given a SD, we define anobservabilityOAV for SD as a
subsetOAV ⊆ O; i.e. observabilityOAV specifies the en-
dogenous variables whose values will actually be availablein
diagnostic problems.

Given a SD, acontext restrictionXR specifies the assign-
ment of a value to each variablex ∈ R ⊆ Pexo. In other
words, a context restriction specifies that the system will op-
erate only in contextsX (i.e. assignments to thePexo vari-
ables) that satisfy the constraints imposed byXR.

Based on the notions of observability and context restric-
tion, we are now able to define the indiscriminability between
two different states of a subsystemΓ.

Definition 2.3 Let SD be a System Description,OAV be the
current observability andXR be a context restriction.
Given a subsystemΓ ⊆ C, we say that two statesSΓ, S′Γ of
Γ are indiscriminablew.r.t. OAV , XR iff for any instanceX
of Pexo variables s.t.XR ⊆ X and for eachS¬Γ:

ΠOAV (σSΓ∧X∧S¬ΓGDT ) = ΠOAV (σS′
Γ∧X∧S¬ΓGDT )

whereS¬Γ is a status of the subsystem¬Γ = C\Γ comple-
mentary toΓ.

According to the above definition, two statesSΓ, S′Γ of the
subsystemΓ are considered indiscriminable when there is no
observable difference betweenSΓ, S′Γ in all of the situations
s.t. the observability isOAV and the context satisfiesXR.
While the notion of indiscriminability strictly depends onthe
specification of an observabilityOAV (this specifies which is
the observational trace), the use of acontext restrictionXR is
just a possibility for performing more accurate analysis ofin-
discriminability when the user knows in advance under which
contextual situation the system is working. If such knowledge
is missing,context restrictionXR is put to True and therefore
all possible combinations of contexts and commands are con-
sidered in the analysis. Note that the indiscriminability rela-
tion induces a partition into indiscriminability classes of the
set of possible behavioral modes ofc, i.e. ofD(c).

There is an obvious relation between the diagnoses of a
diagnostic problem and the notion of indiscriminability. Let
us consider a diagnostic problem DP = (SD,X , Y) whereY
is defined in terms of an observabilityOAV andX respects
the constraints imposed a context restrictionXR. If we have
that SΓ, S′Γ of Γ are indiscriminablew.r.t. OAV , XR and
D = SΓ ∪ S¬Γ is a diagnosis for the diagnostic problem DP,
thenD′ = S′Γ ∪ S¬Γ is an alternative diagnosis for DP.

More states of a subsystem are discovered indiscriminable,
larger is the set of diagnoses. The basic idea of our approach
is to exploit the indiscriminability for guiding the process of
abstraction as it will be discussed in the next section.

3 Abstraction Mappings
Since we are interested in abstracting a subsystem into an
abstract component, we introduce the notion of an abstrac-
tion mapping for specifying not only which components are
merged into an abstract componentACΓ , but also how the
behavior of the components of the subsystemΓ can be ab-
stracted into the behavior ofACΓ which is intended to replace
the subsystemΓ.
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Definition 3.1 An Abstraction MappingAMΓ maps a sub-
systemΓ = {c1 . . . , cm} to an abstract componentACΓ with
behavioral modes{abm1, . . . , abmk} s.t.:

- c1, . . . , cm are the subcomponents ofACΓ

- Pend(ACΓ) = Pend(Γ) andPexo(ACΓ) = Pexo(Γ)
- each abmi ∈ DOM(ACΓ) is associated with a non-
empty subset of states ofΓ (i.e. instances of components
c1, . . . , cm) s.t. any possible statusSΓ is associated with
exactly one abstract behavioral modeabmi

From the above definition it is apparent that the exogenous
and the endogenous ports of the abstract componentACΓ are
directly derived from the ones of the subsystemΓ, while the
endogenous ports ofc1, . . . , cm which connect just compo-
nents insideΓ are forgotten in abstract componentACΓ. This
represents an actual simplification of the model of the abstract
component.
As concerns the abstract behavioral modesabmi ∈
DOM(ACΓ) there is the obvious requirement that each ab-
stract behavioral mode corresponds to at least one status of
Γ. More interestingly, the definition imposes the requirement
that the abstraction mapping is mutually exclusive and com-
plete, that is each status ofΓ has a counterpart in an abstract
behavioral mode and no status ofΓ can be associated to more
than one abstract behavioral mode. In the above definition
there is no requirement on the (in)discriminability of the ab-
stract behavioral modes of the abstract components with re-
spect to a given observabilityOAV . The following definition
imposes such a requirement by taking into account the goal of
exploiting indiscriminability for driving the abstraction pro-
cess.

Definition 3.2 An Abstraction MappingAMΓ is correct
w.r.t. the degree of observabilityOAV and a context restric-
tion XR if OAV ∩ I(Γ) = ∅ and all the states associated by
AMΓ with an abstract behavioral modeabmi are pairwise
indiscriminablew.r.t. OAV , XR.

ConditionOAV ∩ I(Γ) = ∅ requires that none of the cur-
rently observed variablesOAV is an internal variable ofΓ that
would disappear in the abstraction. Moreover, if the Abstrac-
tion Mapping associatesSΓ, S′Γ to the same abstract behav-
ioral mode, we require thatSΓ, S′Γ areindiscriminablew.r.t.
OAV ,XR according to Definition 2.3. In this way, only states
of Γ that are indiscriminable w.r.t. to a given level of observ-
ability OAV and a contextual restrictionXR can be abstracted
into the same abstract behavioral mode of the abstract com-
ponentAMΓ.
Note that an Abstraction Mapping can be interpreted as an
equivalence relation on the states ofΓ s.t. each equivalence
class corresponds to an abstract behavioral mode ofACΓ.

The notion of abstraction mapping for a subsystem can
be extended to the whole systems. In particular, a System
Abstraction MappingAM is a set of Abstraction Mappings
AMΓ1 , . . . ,AMΓp s.t. Γ1, . . . , Γp form a partition of the
system componentsC.

Given an abstraction mapping, we can apply it to a System
Description in order to get an abstract SD.

Definition 3.3 Let SD = (SV , DT) be a System Description
andAM = {AMΓ1 , . . . ,AMΓp} be a System Abstraction

Mapping. We define the abstractionSDA = (SVA, DTA) of
SD as follows:

- CA = {ACΓ1 , . . . , ACΓp}
- PA,exo = Pexo, PA,end = Pend

- IA =
(⋃

i=1,...,p Pend(Γi)
)
\PA,end

- for each ACΓi , let Vi = Γi ∪ Pexo(Γi) ∪ Pend(Γi);
then, DT (Γi) is obtained by replacing in each tuple of
ΠVi [GDT (Γi)] the assignmentSΓi to theΓi variables with
the assignmentabm to ACΓi iff SΓi is mapped toabm ac-
cording toAM
The abstract system descriptionSDA involves as its com-

ponents the abstract componentsACΓ1 , . . ., ACΓp specified
in the system abstraction mapping. The endogenous and ex-
ogenous ports of the abstract system are the same as the ones
of the ground system (i.e.PA,exo = Pexo, PA,end = Pend),
while the internal variablesIA are the union of the endoge-
nous variables of all the subsystemsΓ1, . . . Γp involved in
the system description (obviously the variables which are the
system endogenous ports are not included in the set of inter-
nal variables).
As concerns the domain theory of each abstract component
ACΓi , this can be obtained from theGDT (Γi) of the sub-
systemΓi. In particular, for each tuple ofGDT (Γi) of the
form (α, SΓi) (whereα is an assignment to the exogenous
and endogenous variables ofΓi andSΓi is a status ofΓi) we
add a tuple(α, abm) to DT (ACΓi) if the abstraction map-
ping prescribes that the statusSΓi has to be mapped into the
abstract behavioral modeabm. Moreover, after these trans-
formations, the internal variables of subsystemΓi must be
removed fromDT (ACΓi) (with a project onVi variables)
because abstract components (as ground components) do not
have internal variables.

It is worth noting that the notion of correct abstraction map-
ping provides an important guarantee as concerns the relation
between the result of diagnostic problem solving performed
at the ground and abstract levels.

Let DP = (SD,X ,Y) be a diagnostic problem at the ground
level and letDPAM = (SDA,X ,Y) be the corresponding ab-
stract diagnostic problem obtained via the system abstraction
mappingAM = {AMΓ1 , . . . ,AMΓp}. It is worth noting
that the commandsX and the observationsY are exactly the
same at the ground level and at abstract level.

If GBM is an assignment of a behavioral mode to each
componentc ∈ C we denote withABM the assignment
of an abstract behavioral mode to each abstract compo-
nent{ACΓ1 , . . . , ACΓp} according the abstraction mapping
AM = {AMΓ1 , . . . ,AMΓp}. In particular, ifGBM =
SΓ1 ∪ . . . ∪ SΓp (whereSΓi is a status ofΓi) and the system
abstraction mappingAM prescribes that the statusSΓi has
to be mapped into the abstract behavioral modeabmi, then
ABM = abm1 ∪ . . . ∪ abmp is the abstract correspondent
of GBM . In other words, the system abstraction mapping
AM maps a status of the system at the ground level into an
abstract status of the abstract system. It is also worth noting
that the inverseAM−1 of the abstraction mappingAM can
be used for mapping an abstract status of the abstract system
into a set of states at the ground level.
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The possibility of performing diagnostic reasoning at ab-
stract level instead at the ground level without losing any di-
agnostic information is proved by the following property.

Property 3.1 LetAM be a correct System Abstraction Map-
ping w.r.t. observabilityOAV and context restrictionXR.
Moreover, letSDA be the abstraction ofSD according to
system Abstraction MappingAM and let DP = (SD,X , Y)
be a diagnostic problem s.t.Y is an assignment ofOAV vari-
ables andX satisfies the constraints imposed byXR. Let
DPAM = (SDA, X , Y be the abstract diagnostic problem
corresponding toDP according toAM.
For any ground statusGBM that is a diagnosis for the diag-
nostic problemDP , theABM obtained byGBM viaAM is
an abstract diagnosis forDPAM. Moreover, for anyABM
that is an abstract diagnosis forDPAM, all the ground states
GBM that can be obtained byABM via the inverse abstrac-
tion mappingAM−1 are diagnoses forDP .

The above property states that each diagnosis for a spe-
cific diagnostic problemDP at the ground level has a cor-
responding abstract diagnosis for the same diagnostic prob-
lem solved at abstract levelDPAM. This property (called
downward-failureproperty in[Out et al., 1994]) guarantees
that an assignment that is consistent at the ground level (i.e.
a ground diagnosis) is necessarily mapped to an assignment
that is consistent at the abstract level (i.e. an abstract diagno-
sis). However, the property tells much more: we can map
back any abstract diagnosis to its corresponding set of di-
agnoses at the ground level by using the inverse abstraction
mappingAM−1 of the abstraction mappingAM (this cor-
responds to the ID property introduced in[Outet al., 1994]).
The above property implies that there is no loss of diagnoses
if we solve a diagnostic problem at the abstract level instead
of solving it at the ground level. More specifically, we get
the same set of ground diagnoses if we solve the diagnostic
problem at the ground level or we first apply the abstraction
mapping to the ground model to get an abstract model and
then we solve the diagnostic problem at the abstract level and
finally we map backs the abstract diagnoses into the corre-
sponding set of ground diagnoses.

It is worth noting that this result is not obvious. As shown
by [Autio and Reiter, 1998] the correspondence between ab-
stract and ground diagnoses is sometimes troublesome: in
particular if one chooses to define the abnormality of the ab-
stract component in terms of the abnormality of at least one
the ground components, some diagnoses at the ground level
can be lost. This is due to the fact that such abstractions can
map indiscriminable instances of ground behavioral modes
to different abstract modes (in particular,ok andab). This
does not happen in our approach since we have introduced
the notion of correct system abstraction mapping based on
indiscriminability.

4 An Example System
In order to illustrate the main concepts introduced in the pa-
per, we will use as an example trough the paper the hydraulic
system reported at the top of Figure 1. It is worth noting that
the components and the topology of the hydraulic system are
exactly the ones used in[Chittaro and Ranon, 2004].
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P2
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Figure 1: The Hydraulic System and its Abstractions.

Figure 2 reports the domain models of a generic pipe,
pump, valve, join and split, These models are expressed in
terms of qualitative equations involving both qualitativede-
viations [Strusset al., 1996] and qualitative (absolute) val-
ues. As usual, a qualitative deviation can take value in the set
{−, 0, +}, while the possible qualitative values are{0, +} for
the flows and{+,∞} for the resistances.
For example, when a pipe is in the leaking mode (lk), the ab-
solute valuefout of the flow at the end of the pipe is the same
as the flowfin at the beginning of the pipe. However, the
qualitative deviation∆fout is ∆fin ⊕−, i.e. the deviation of
the flow is qualitatively decreased at one end of the pipe with
respect to the other end.
It is worth noting that the qualitative equations used for cap-
turing the behavior of the components require the adoption
of a relational representation, since in most cases a qualita-
tive equation involves non determinism. The actual formal-
ism adopted for modeling the components and the system is
a relational form: we have used qualitative equations just be-
cause they are more compact and easier to understand. It is
straightforward to translate the domain model expressed via
qualitative equations into relational form by taking into ac-
count the simple semantics of sign algebra.

The hydraulic system has three exogenous commands: the
expected operating conditionsoc V 1 andoc V 2 of the two
valves (each valve could be open or closed) and the qualita-
tive deviation∆s Pump of the control signal ofPump (that
influence the quantity of fluid pumped byPump). Therefore:

Pexo = {∆s Pump, oc V 1, oc V 2}
As concerns observability, the maximum degree of observ-
ability involves the ports marked in figure 1, e.g.PUMPout
which is the connection point betweenPump andP1. For
each connecting point we have up to four observable vari-
ables (the qualitative absolute values of flow and resistance,
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Pipe(ok) ∆fout = ∆fin ; ∆rin = ∆rout

fout = fin ; rin = rout

Pipe(lk) ∆fout = ∆fin ⊕− ; ∆rin = ∆rout ⊕−
fout = fin ; rin = rout

Pipe(cl) ∆fout = − ; ∆rin = +
fout = 0 ; rin = ∞

Pump(ok) ∆fout = ∆s⊖∆r
rout = + ⇒ fout = + ; rout =∞⇒ fout = 0

Pump(up) ∆fout = ∆s⊖∆r ⊕−
rout = + ⇒ fout = + ; rout =∞⇒ fout = 0

Pump(op) ∆fout = ∆s⊖∆r ⊕+
rout = + ⇒ fout = + ; rout =∞⇒ fout = 0

Join(ok) ∆fout = ∆fin1 ⊕∆fin2 ; ∆rout = ∆rin1 = ∆rin2
fout = fin1 ⊕ fin2 ; rout = rin1 = rin2

Split(ok) (routi
= ∞) ⇒ [(∆routj

= ∆rin) ∧ (routj
= rin) ∧

∧ (∆fin = ∆fouti
⊕∆foutj

) ∧ (foutj
= fin)]

[(rout1 = +) ∧ (rout2 = +)] ⇒
[(∆rin = ∆rout1 ⊕∆rout2) ∧ (rin = rout1 = rout2) ∧
∧ (∆fin = ∆fout1 ⊕∆fout2) ∧ (fin = fout1 ⊕ fout2)]

V alve(ok) oc(open) ⇒ [(∆fout = ∆fin) ∧ (∆rin = ∆rout)]
oc(open) ⇒ [(fout = fin) ∧ (rin = rout)]
oc(close) ⇒ [(∆fout = −) ∧ (∆rin = +)]
oc(close) ⇒ [(fout = 0) ∧ (rin = ∞)]

V alve(so) ∆fout = ∆fin ; ∆rin = ∆rout

fout = fin ; rin = rout

V alve(sc) ∆fout = − ; ∆rin = +
fout = 0 ; rin = ∞

Figure 2: Behavior of Hydraulic Components.

as well as the qualitative deviations of them). So the maxi-
mum degree of observability involves 32 variables.

O = {∆f Pumpout, ∆r Pumpout, f Pumpout, r Pumpout

∆f Splitin, ∆r Splitin, f Splitin, r Splitin

∆f P2out, ∆r P2out, f P2out, r P2out

∆f V 1out, ∆r V 1out, f V 1out, r V 1out

∆f P3out, ∆r P3out, f P3out, r P3out

∆f V 2out, ∆r V 2out, f V 2out, r V 2out

∆f Joinout, ∆r Joinout, f Joinout, r Joinout

∆f P6out, ∆r P6out, f P6out, r P6out}
Let us now illustrate the notion of indiscriminability w.r.t.

to a given level of observability and contextual restriction, by
considering the subsystemΓ = {P2, V 1} involving the pipe
P2 and the valve V1.

In case the observabilityO1
AV = O\{∆f P2out,

∆r P2out, f P2out, r P2out} (i.e. all the observable
variables are observed but the endogenous ports connecting
P2 with V2) and the context restrictionXR is TRUE (that
is there is no contextual restriction), we have that two states
SΓ = {P2(cl), V 1(ok)} and S′Γ = {P2(ok), V 1(sc)} are
indiscriminable according to definition 2.3 (cl stands for
clogged andsc for stuck-closed).
Under the same assumptions, we have that
{P2(ok), V 1(ok)} and {P2(ok), V 1(so)} are discrim-
inable, whereas if we have a not trivial contextual restriction
X ′R = oc V 1(closed) (i.e. we know that the valve V1 will
be in the operating condition open){P2(ok), V 1(ok)} and
{P2(ok), V 1(so)} become indiscriminable.
As second example, let us consider a case whereO2

AV = O1
AV

and theXR = {∆s = +} (i.e. the control signal of thePump
requires an increase in pumping). The following Abstraction
MappingAMP2,V 1 maps the subsystem{P2, V 1} into the
abstract componentP2 V 1 with 5 behavioral modes.

abm1 = {(ok, ok)}, abm2 = {(ok, so)}
abm3 = {(ok, sc), (lk, sc), (cl, sc), (cl, ok), (cl, so)}

abm4 = {(lk, ok)}, abm5 = {(lk, so)}
As concerns the abstract componentP2 V 1, Pexo(P2 V 1)
contains just the operating condition of valveV 1 (i.e. oc V 1)
whereasPend(P2 V 1) = {∆f P2in, ∆r P2in, f P2in,
r P2in, ∆f V 1out, ∆r V 1out, f V 1out, r V 1out}.

The Abstraction MappingAMP2,V 1 specifies that
ground status(ok, ok) have to be mapped in the ab-
stract behavioral modeamb1, whereas the states
(ok, sc), (lk, sc), (cl, sc), (cl, ok), (cl, so) have to be
mapped intoamb3, and so on. It is easy to see that the
5 abstract modes form a partition of the possible states of
the subsystemP2 V 1. More interesting, the Abstraction
Mapping AMP2 V 1 reported above is correct w.r.t to
observability O2

AV and the contextual restrictionXR =
∆s = +. This also implies that all the states listed inabm3

are pairwise indiscriminable by taking into consideration
the definition 2.3. Since the abstraction mapping is correct
we have the guarantee that no useful diagnostic information
is lost if we use the abstract componentP2 V 1 instead of
the ground model ofP2 andV 1 in the global model of the
hydraulic system. Obviously this guarantee is valid as far
as the diagnostic problems satisfy observabilityO2

AV and
Contextual restriction∆s = + .

If we consider observabilityO3
AV = {∆f P6out,

∆r P6out, f P6out, r P6out} (which involves just the
system endogenous ports), it is easy to see that the
abstraction mappingAM′

P2 V 1 with behavioral modes
{abm′

1, abm′
2, abm′

3} s.t.:
abm′

1 = {(ok, ok), (lk, ok)}, abm′
2 = {(ok, so), (lk, so)}

abm′
3 = {(ok, sc), (lk, sc), (cl, sc), (cl, ok), (cl, so)}

is correct with respect observabilityO3
AV and context restric-

tion ∆s = +. Some of the states of the subsystemP2, V 1
that are discriminable under observabiltyO2

AV are no more
discriminable with observabilityO3

AV and therefore can be
abstracted in the same abstract behavioral mode . For exam-
ple (ok, ok) and(lk, ok) are abstracted inabm′

1; this shows
that the abstraction process based on indiscriminability is able
to recognize that at a given level of observability the normal-
ity of a subsystem (i.e. (ok, ok)) status has to be merged with
some of the faulty states (e.g. (lk,ok)).

This example shows also that our characterization of ab-
straction takes into consideration the reduction of observabil-
ity not only when it directly impacts the ports of the subsys-
tem to be abstracted but also a reduction of observability in
the whole system.

5 Computing Mappings and Abstractions
In this section we present algorithms for the automatic syn-
thesis of a correct Abstraction MappingAM given a System
DescriptionSD, an observabilityOAV and a context restric-
tion XR. One of the computational challenges of this task is
the complexity of the search for the subsystemsΓ of ground
components to be mapped to abstract componentsACΓ and
of the representation of the corresponding mappingsAMΓ.
We discuss our approach to deal with this problem later in
this section.

Another difficulty concerns the manipulation of the Global
Domain TheoryGDT . Indeed, in order to check whether
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ComputeDTo(o, swo, rdo)
1 D(swo) = {yes, no}, D(rdo) = D(o) ∪ {abs}
2 DTo = ∅
3 foreachv ∈ D(o)
4 DTo = DTo ∪ {(o(v), swo(yes), rdo(v))}
5 DTo = DTo ∪ {(o(v), swo(no), rdo(abs)}

ComputeXSD(SD = (SV, DT ))
1 XSV = SV, XDT = DT
2 SWO = ∅, RDO = ∅
3 foreacho ∈ O
4 SW O = SWO ∪ {swo}, RDO = RDO ∪ {rdo}
5 ComputeDTo(o, swo, rdo)
6 XDT = XDT ∪ {DTo}
7 XSV = XSV ∪ SWO ∪DTO

Figure 3: Computing the Extended System Description.

two statesSΓ, S′Γ of a subsystemΓ are indiscriminable w.r.t.
OAV , XR (and therefore can be correctly merged), we must
check the equality of the relationsΠOAV (σSΓ∧XRGDT ) and
ΠOAV (σS′

Γ∧XR
GDT ) (as a direct consequence of Defini-

tion 2.3).
SinceGDT can be a huge relation, such a check could be
very expensive from a computational point of view. In order
to improve on this situation, we adopt a symbolic represen-
tation of the relations (among which,GDT ) as OBDDs (Or-
dered Binary Decision Diagrams). OBDDs have been used
to efficiently store and manipulate huge relations that would
have been impossible to represent extensionally; however,in
order to have a theoretical guarantee that the check for in-
discriminability is efficient given an efficient encoding ofthe
Global Domain Theory, we first need to slightly extend the
original modelSD.

In particular, we need to introduce new variables for explic-
itly representing within the model the possibility of having
different degrees of observability. More precisely we intro-
duce two new variables for each observable variable accord-
ing to the following definition.

Definition 5.1 Given an observable variableo ∈ O its asso-
ciatedswitch swo is a variable withD(swo) = {yes, no}.
The readingrdo of o is a variable s.t. D(rdo) = D(o) ∪
{abs}.

The switchswo associated witho is intended to specify
whethero is actually observed or not. The readingrdo of o
is intended to represent an endogenous variable whose value
is the same as the value ofo if swo(yes), andabs (absent)
otherwise.

The computation of the Global Domain Theory of the ex-
tended model (denotedXGDT ) is made in two steps. First,
we extendSD into an Extended System DescriptionXSD;
then, we computeXGDT from XSD.

FunctionComputeXSD (Figure 3) buildsXSD by aug-
mentingSD with switch variables, reading variables and new
relationsDTo that enforce their intended meaning (function
ComputeDTo).

OnceXSD has been computed, relationXGDT can be
obtained in a similar way asGDT is obtained fromSD. In
particular, we join the relations that composeXDT and for-

get the variables that are useless in the global model:
XGDT = ΠXV ARSDTc1 ⋊⋉ . . . ⋊⋉ DTcn ⋊⋉ DTo1 . . . DTom

whereXV ARS = C∪I∪SWO∪RDO. Note that variables
O are forgotten fromXGDT . The role of such variables is
played inXGDT by their readingsRDO whose values, con-
trary to the values ofO, are suitably influenced by the values
of the switchesSWO.

FunctionComputeMapping (Figure 4) computes Ab-
straction MappingsAMΓ in a hierarchical form, where two
(abstract) components at a time are merged.

Definition 5.2 A Hierarchical Abstraction MappingHMi,j

is a tuple(ACi,j ,HMi,HMj , τi,j) whereACi,j is the name
of an abstract component;HMi, HMj are Hierarchical
Abstraction Mappings which define the two (abstract) sub-
componentsACi, ACj ; and τi,j is a set of tuples(abm, λ)
representing the behavioral modes ofACi,j . In particular,
(abm, λ) defines behavioral modeabm of ACi,j to the setλ
of pairs(abmi, abmj) s.t.abmi is a behavioral mode ofACi

andabmj is a behavioral mode ofACj .

At the bottom of a Hierarchical Abstraction Mapping there
are special mappingsHMc that wrap ground components
c by defining an abstract componentACc whose behavioral
modesabm are mapped to subsets of indiscriminable behav-
ioral modes ofc. MappingHMi,j can then be viewed as a
way to compactly represent an Abstraction MappingAMΓi,j

s.t. the subsystemΓi,j mapped byHMi,j is the set of ground
components that appear at the leaves ofHMi,j .

FunctionComputeMapping takes an Extended Global
Domain TheoryXGDT , a parameterOAV expressing a de-
gree of observabilityOAV as a set of assignments to the
switchesSWO and a context restrictionXR.
First of all, it restrictsXGDT with the observabilityOAV

and the context restrictionXR, and then forgets theSWO

variables (which are no longer needed since all of the tuples
in ˆXGDT now agree on their valueOAV ).
In order to bootstrap the abstraction, mappingHM is initial-
ized with the set of wrappers (see above) of all the ground
componentsc ∈ C (functionLeafMapping, not reported
due to lack of space).
The main loop of ComputeMapping chooses non-
deterministically two of the mappingsHMi andHMj from
the set of mappings currently contained inHM; at some
point,choosewill not return a pair of mappings but a special
value (e.g.∅) meaning that the algorithm should no longer
attempt to perform further abstractions and should return the
mapping computed so far.

Within the body of thewhile loop, functionMerge
mergesHMi andHMj into a single mappingHMi,j which
defines a new abstract componentACi,j . The resulting map-
ping is tested to check whether it is agoodabstraction (func-
tion is-good); if the check is positive, mappingsHMi and
HMj are replaced byHMi,j in HM.
What is a good abstraction? In this paper, we take the natural
answer that it is a mappingHMi,j which defines an abstract
componentACi,j which has a small number of behavioral
modes compared to the number of states of the subsystem
Γi,j of ground components abstracted inACi,j . Since in the
worst case the number|D(ACi,j)| of such behavioral modes
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ComputeMapping(XGDT , OAV ,XR)
1 V ARS = C ∪ Pexo ∪RDO

2 ˆXGDT = σOAV
XGDT

3 ˆXGDT = σXR
ˆXGDT

4 ˆXGDT = ΠV ARS
ˆXGDT

5 HM = {LeafMapping( ˆXGDT, c) : c ∈ C}
6 while (choose(HM) = (HMi,HMj ))
7 HMi,j = Merge( ˆXGDT ,HMi,HMj)
8 if (is-good(HMi,j))
9 HM =HM∪ {HMi,j}\{HMi,HMj}
10 return HM

Merge( ˆXGDT ,HMi,HMj)
1 τi,j = ∅
2 λk,l = {(abmk, abml)}
3 (abmk ∈ D(ACi), abml ∈ D(ACj))
4 foreach (abmk, abml) s.t.:
5 λk,l 6= ∅, abmk ∈ D(ACi), abml ∈ D(ACj)
6 foreach (abmp, abmq) 6= (abmk, abml) s.t.:
7 λp,q 6= ∅,
8 abmp ∈ D(ACi) andabmq ∈ D(ACj)
9 Sk = gndrep(HMi, abmk)
10 Sl = gndrep(HMj , abml)
11 Sp = gndrep(HMi, abmp)
12 Sq = gndrep(HMj , abmq)
13 ˆXGDT k,l = ΠV ARS\(Γi∪Γj)(σSk∪Sl

ˆXGDT )

14 ˆXGDT p,q = ΠV ARS\(Γi∪Γj)(σSp∪Sq
ˆXGDT )

15 if ( ˆXGDT k,l = ˆXGDT p,q)
16 λk,l = λk,l ∪ {(abmp, abmq)}
17 λp,q = ∅
18 τi,j = τi,j ∪ (abmk,l, λk,l)
19 HMi,j = (ACi,j , (HMi),HMj), τi,j)
20 return HMi,j

Figure 4: Implementation ofComputeMapping.

is
∏

c∈Γi,j
|D(c)| (i.e. exponential in|Γi,j |), it is reasonable

to acceptACi,j if |D(ACi,j)| ≤
∑

c∈Γi,j
αc · |D(c)| (i.e. it

is linear in|Γi,j |); in particular, if we letαc = 1 for all c, we
can require that|D(ACi,j)| ≤

∑
c∈Γi,j

|D(c)|.
Due to lack of space, we can not give a detailed comment

of Merge (which is reported in Figure 4). We just note that
every pair(abmk, abml) of behavioral modes (abmk of ACi,
abml of ACj ) is checked for indiscriminability w.r.t. any
other pair(abmp, abmq). The check is performed by getting,
for each of the four abstract behavioral modes, a ground rep-
resentative; in particular,Sk andSp are arbitrary states of the
subsystemΓi (abstracted byACi) which map toabmk and
abmp respectively; similarly,Sl andSq are arbitrary states of
the subsystemΓj (abstracted byACj ) which map toabml

and abmq respectively. The unionSk ∪ Sl of the repre-
sentatives ofabmk, abml is then checked against the union
Sp ∪ Sq of the representatives ofabmp, abmq for indiscrim-
inability in lines 13-15: is they turn out to be indiscriminable,
(abmp, abmq) is put in the same class as(abmk, abml); such
a class will eventually become the definition of a new abstract
behavioral modeabmk,l of ACi,j .

An OBDD-based implementation ofComputeMapping
receives an OBDDO(XGDT ) which encodesXGDT and

performs all the relational operations through suitable OBDD
operations. The complexity of such an implementation is
stated in the following properties. The first property concerns
the complexity ofComputeMapping ignoring the com-
plexity ofMerge, which is addressed by the second property.

Property 5.1 An OBDD based implementation of func-
tion ComputeMapping takes time linear in the size of
O(XGDT ). Moreover, thewhile loop is performed at most
n′ · (n′ − 1) times wheren′ is the cardinality of the set of
ground componentsC′ ⊆ C that can be selected bychoose.

First of all, ComputeMapping takes linear time in the
OBDD encoding ofXGDT ; moreover, it takes quadratic
time in the number of ground components that can be pos-
sibly considered bychoose. Recall that two (abstract) com-
ponents can be considered for merging only if such a merging
does not cause any observable inOAV to be removed from the
model; therefore, parametern′ in the property may be much
smaller than the number|C| of ground components.

Property 5.2 An OBDD based implementation of function
Merge performs at most((Dmax)2·((Dmax)2−1))/2 execu-
tions of the inner loop, whereDmax is the maximum between
the domains ofACi and ACj . The body of the inner loop
takes time linear in the size ofO(XGDT ).

This property further justifies our aim at only building
abstract components with a limited number of behavioral
modes, since in such a wayDmax is not allowed to grow
too much. A notable result which strongly exploits the prop-
erties of the OBDD encoding is the fact that the inner body
(and, in particular, the check for equality of ˆXGDTk,l and

ˆXGDT p,q) is again linear in the OBDD encoding ofXGDT .

6 Experimental Results
The approach presented in the paper has been tested on the
hydraulic system introduced in section 4. The experiments
have been conducted with a Java implementation of the algo-
rithms that uses the JBDD interface to the Buddy C++ library
for the OBDD operations. The test machine was equipped
with an Intel Core Duo CPU at 2.4GHz with 2GB of RAM.

The OBDD encoding of theGDT involves12839 nodes,
whereas the OBDD encoding the resultingXGDT has a size
of 55794 nodes. During the computation ofXSD, a switch
and a reading are added for each observable variableo ∈ O,
so the total number of additional variables is 64.

Let us first consider the subsystem composed by
{P2, V 1, P4} and an observabilityO4

AV which does not con-
tain variables of the subsystem:

O4
AV = {∆f Pumpout, ∆r Pumpout, f Pumpout, r Pumpout

∆f Splitin, ∆r Splitin, f Splitin, r Splitin

∆f Joinout, ∆r Joinout, f Joinout, r Joinout

∆f P6out, ∆r P6out, f P6out, r P6out}
Let us also suppose thatXR is TRUE (no contextual re-

striction). The abstraction mapping computed for the ab-
stract componentP2 V 1 P4 has just 5 behavioral modes:
abm1 = {(ok, ok, ok)}, abm2 = {(ok, ok, lk), (lk, ok, ok),
(lk, ok, lk)}, abm3 = {(ok, so, ok)}, abm4 = {(ok, so, lk),
(lk, so, ok), (lk, so, lk)} and abm5 (all the remaining 19
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ground states). It is worth noting that the number of abstract
modes is small w.r.t to the total possible number (27) and is
well below the threshold (9) required byis-good.

If we consider subsystem{P3, V 2, P5}, observability
O4

AV andXR = ocV 2(closed) the algorithm builds an ab-
straction mapping forP3 V 2 P5 which involves just three
abstract behavioral modesabm1 = {(ok, so, ok)}, abm2 =
{(ok, so, lk), (lk, so, ok), (lk, ok, lk)} andabm3 (all the re-
maining 23 ground states). Figure 1 (central portion) reports
the hydraulic system after abstract componentsP2 V1 P4and
P3 V2 P5have replaced their corresponding subsystems.

As a final example let us consider the large subsystem in-
volving Split, P2, V1, P4, P3, V2, P5 and Join. Under ob-
servabilityO4

AV andXR = ocV 2(closed), ComputeMapping
is able to build an abstraction mapping for such a large sub-
system. The most important result is the fact that component
SJhas just six abstract behavioral modes. The ability of our
methodology for automatically synthesizing a good abstract
component is evident when we compare the 6 abstract be-
havioral modes with the36 potential ones. Note that observ-
ability O4

AV prevents us from attempting further abstractions.
The resulting system is reported at the bottom of Figure 1.

Finally, the CPU time for computing the abstraction map-
ping forSJis very low (less than100 msec).

7 Discussion and Conclusions
In the present paper we have addressed the problem of au-
tomatically computing abstraction mappings which specify
how a set of components can be abstracted into an abstract
component. The final goal is to perform diagnostic reason-
ing on the abstract model instead of the ground model with-
out loosing diagnostic information. The abstraction process
is driven by the indiscriminability among the observational
traces of the behavior of a set of components and is strongly
influenced by the level of observability.

While [Sachenbacher and Struss, 2005] have shown how
to perform automatic abstraction of qualitative variable do-
mains by taking into consideration observability (as well
as the granularity of the desired abstractions), the work
by [Chittaro and Ranon, 2004] has addressed the problem
of adapting a hierarchical abstraction in terms of compo-
nents/subcomponents to a specific level of observability. The
goal of the present paper is quite similar to the one of that pa-
per, with a very significant difference. While in[Chittaro and
Ranon, 2004] the abstractions are provided by hand by a hu-
man expert and just adapted by the algorithm, in our approach
we automatically search for potential abstractions.

A solution to the problem of the automatic synthesis of
component abstractions has been proposed in[Torta and
Torasso, 2003]. The present paper extends the previous ap-
proach in a number of directions: first, we show how to
the abstraction process is able to exploit contextual restric-
tions (the use contextual conditions have been advocated in
[Dressler and Struss, 2003] for qualitative value absstraction)
; second, while in[Torta and Torasso, 2003] it is required that
the model exhibits a directional and deterministic behavior,
in the present paper we deal with non deterministic relational
models; finally, in the present paper we are able to provide

formal guarantees on the computational complexity of com-
puting the abstraction mapping.

Also the authors of another recent proposal ([Siddiqi and
Huang, 2007]) combine system abstraction with model com-
pilation, using DNNF as the target formalism. The main dif-
ference w.r.t. the approach described in this paper is that the
result of their algorithm is not a single model that replaces
the original one, but a hierarchy of abstractions to be used at
run-time to focus diagnosis. Moreover, their work focuses on
combinatorial circuits (which are inherently directional) and
on preserving just minimum cardinality diagnoses.

The experiments performed on the hydraulic system show
that the approach is effective both in inferring interesting
component abstractions and in terms of computational cost.
So far, the criteria for rejecting an abstraction (is-goodpredi-
cate) are relatively simple since they are based on the number
of abstract behavioral modes. However, it is possible to ex-
tend the criteria used byis-goodfor including other parame-
ters that could influence the suitability of an abstract compo-
nent along the line of reasoning discussed in[Provan, 2001].
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